
        
            
                
            
        

    
    
      
        [image: masthead]
      

      Friday, March 22, 2024

      

      
        
          	
            Register
          
          	27
        

      

    

  
    
      
        
          	
          	
            Sections
          
          	
        

      

      Register

      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        What's brown and sticky and broke this PC?
        Simon Sharwood

        Nothing, according to its user. But the techie who tried to fix it found a sweet solution On Call  As another week ebbs away, The Register hopes that readers have a nice warm cup of whatever they fancy beside them as we present another instalment of On Call, our weekly reader-contributed tale of the trials and tribulations of tech support....

      

      
        Redis tightens its license terms, pleasing basically no one
        Liam Proven

        FOSS developers gotta eat, but users need certainty Leading in-memory database vendor Redis is switching to a dual-license approach, imposing far more restrictive terms.... 

      

      
        Meta connects Threads to the Fediverse
        Simon Sharwood

        Doing things outside the walled garden is kinda hard, devs admit Meta's totally-not-a-Twitter clone, Threads, has joined the Fediverse....

      

      
        Vigorous US lobbying reportedly reversed India PC import license scheme
        Laura Dobberstein

        Washington was most displeased and New Delhi knew it made a mistake India was subjected to intense US lobbying after suddenly imposing a requirement that computer importers obtain a license, according to a news report on Thursday....

      

      
        Vernor Vinge, first author to describe cyberspace and 'The Singularity,' dies at 79
        Simon Sharwood

        CompSci and math professor by trade, he envisaged a galactic Usenet, and was utterly brilliant Obituary  Science fiction author and academic Vernor Vinge has departed this life, aged 79....

      

      
        Indian court halts operations of government-run social media fact checker
        Laura Dobberstein

        Rights groups protested potential for sneaky censorship of political rivals India's supreme court on Thursday halted a plan to activate a government-run fact-checking unit that would assess info posted about the nation's government posted to social media platforms - the day after it was told to commence operations....

      

      
        Japan's NTT and NEC reckon they can boost optical network capacities 12x
        Simon Sharwood

        First tests of manycore fibres hailed as success over oceanic distances Japanese tech titans NTT and NEC reckon they've proven the performance of a novel fiber optic technology that could increase capacity of submarine cables by a factor of 12.... 

      

      
        Truck-to-truck worm could infect - and disrupt - entire US commercial fleet
        Jessica Lyons

        The device that makes it possible is required in all American big rigs, and has poor security Vulnerabilities in common Electronic Logging Devices (ELDs) required in US commercial trucks could be present in over 14 million medium- and heavy-duty rigs, according to boffins at Colorado State University....

      

      
        FBI v the bots: Feds urge denial-of-service defense after critical infrastructure alert
        Jessica Lyons

        You better watch out, you better not cry, better not pout, they're telling you why The US government has recommended a series of steps that critical infrastructure operators should take to prevent distributed-denial-of-service (DDoS) attacks....

      

      
        Microsoft faces bipartisan criticism for alleged censorship on Bing in China
        Dan Robinson

        Redmond says it does what it's told, but still thinks users are better off Microsoft is the subject of growing criticism in the US over allegations that its Bing search engine censors results for users in China that relate to sensitive subjects the state wants blocked....

      

      
        Congress votes unanimously to ban brokers selling American data to enemies
        Brandon Vigliarolo

        At least we can all agree on something The US House of Representatives has passed a bill that would prohibit data brokers from selling Americans' data to foreign adversaries with an unusual degree of bipartisan support: It passed without a single opposing vote....

      

      
        Microsoft's first AI PCs Surface with Intel cores and a Copilot key
        Iain Thomson

        Upgraded fondleslab and laptops limited to business buyers only, for now At a virtual press conference on Thursday, Microsoft showed off the latest additions to its Surface hardware via an updated tablet and business laptops that Redmond assures us are built for using AI for just about everything.... 

      

      
        Licensing labyrinth for Power Apps and Dynamics 365 must be clarified, warns expert
        Lindsay Clark

        Rules still unclear for Microsoft users making potentially costly decisions on enterprise applications Microsoft needs to clarify licensing arrangements around its low-code Power Apps and Dynamics 365 software to prevent users from receiving unexpected bills for their projects....

      

      
        World's first Neuralink patient enjoying online chess, long Civ 6 sessions
        Brandon Vigliarolo

        While excited by the implant, Noland Arbaugh says it's not perfect and there's still work to be done Neuralink's first human patient is now a public figure, with the company publishing a video yesterday showing him playing chess on a laptop and talking about how "freakin' lucky" he is to be involved in the tests....

      

      
        Cloud Software Group snubs GPL obligations, say critics
        Liam Proven

        Spawn of Citrix and Tibco 'no longer able to support the community edition of JasperReports Server' Even if you decide to stop offering free editions, you don't get to stop providing the source code to FOSS, users of JasperReports Server are complaining....

      

      
        Yacht dealer to the stars attacked by Rhysida ransomware gang
        Connor Jones

        MarineMax may be in choppy waters after 'stolen data' given million-dollar price tag The Rhysida ransomware group claims it was responsible for the cyberattack at US luxury yacht dealer MarineMax earlier this month....

      

      
        Uncle Sam, 15 US states launch antitrust war on Apple
        Brandon Vigliarolo

        Lawsuit alleges iGiant rips off fans, stifles dev innovation, makes it tough to dump iOS for rivals The US Department of Justice has filed an antitrust complaint against Apple, accusing the iMaker of stifling innovation and undermining competitors through its App Store guidelines and developer agreements.... 

      

      
        Meta, Microsoft, X, Match pledge selves to Epic battle against Apple App Store
        Richard Currie

        You have my sword ... and my bow ... and my axe! Meta, Microsoft, X, and Match Group are piling on Apple in support of Epic Games' ongoing legal battle over the Cupertino giant's stranglehold on its App Store....

      

      
        Micron bounces back as AI drives up memory prices
        Dan Robinson

        'Our HBM is sold out for calendar 2024,' trills CEO Micron is basking in a market bounceback, crediting the surge of interest in AI for a jump in the company's revenue, even though buyers face the prospect of rising memory prices for the year ahead....

      

      
        SAP users aren't keen on upping spending right now
        Lindsay Clark

        Cloud and upgrade conversions remain steady if sluggish, according to ERP spending bellwether DSAG The German-speaking SAP user group has released data showing the region's appetite for budget increases in spending is diminishing, casting a shadow over the prospects for cloud transformation projects....

      

      
        One rack. 120kW of compute. Taking a closer look at Nvidia's DGX GB200 NVL72 beast
        Tobias Mann

        1.44 exaFLOPs of FP4, 13.5 TB of HBM3e, 2 miles of NVLink cables, in one liquid cooled unit GTC  Nvidia revealed its most powerful DGX server to date on Monday. The 120kW rack scale system uses NVLink to stitch together 72 of its new Blackwell accelerators into what's essentially one big GPU capable of more than 1.4 exaFLOPS performance -- at FP4 precision anyway.... 

      

      
        UN: E-waste is growing 5x faster than it can be recycled
        Thomas Claburn

        Right to Repair should be the Obligation to Repair, if we want to avoid drowning in trashed electronics We're creating electronic waste almost five times faster than we're recycling it using documented methods, according to a United Nations report released on Wednesday....

      

      
        UK council won't say whether two-week 'cyber incident' impacted resident data
        Connor Jones

        Security experts insist ransomware is involved but Leicester zips its lips Leicester City Council continues to battle a suspected ransomware attack while keeping schtum about the key details....

      

      
        Qualcomm infuses AI support into Snapdragon 7+ Gen 3 platform
        Dan Robinson

        Boosted on-device generative AI's not just for the flagship smartphone kids Qualcomm is pushing out its second smartphone platform within a week, in this case an extension of its Snapdragon 7 series for high-end devices that are built to a lower price point than flagship premium smartphones....

      

      
        Nominet to restructure, slash jobs after losing 'major deal'
        Richard Speed

        Prices also set to rise after being frozen since 2020 Nominet is cutting staff on the back of market pressure, including the loss of a government cyber contract and is considering a domain registration price increase, according to an update from its CEO....

      

      
        Nutanix catapults IP theft sueball at DBaaS startup Tessell
        Simon Sharwood

        Claims former staff ripped off IP and even did demos for their new company on Nutanix computers Nutanix has brought a lawsuit against database-as-a-service startup Tessell, an outfit founded by three of its ex-employees, alleging the upstart's products are rip-offs of Nutanix's own Era database management product....

      

      
        First the Super Bowl, now this: Kansas City getting a Google bit barn
        Brandon Vigliarolo

        Exact location, power source, and go-live date unknown. But don't worry, there'll be digital jobs Google has announced plans to drop $1 billion on a new datacenter in Kansas City, Missouri - its first in the state - though when it'll come online is anyone's guess....
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        Original URL: https://www.theregister.com/2024/03/22/on_call/
    

    What's brown and sticky and broke this PC?

    
Nothing, according to its user. But the techie who tried to fix it found a sweet solution    


    
        By 
Simon Sharwood        
    

    
        Posted in Personal Tech,
        
            22nd March 2024 08:31 GMT
        
    


    
On Call As another week ebbs away, The Register hopes that readers have a nice warm cup of whatever they fancy beside them as we present another instalment of On Call, our weekly reader-contributed tale of the trials and tribulations of tech support.
This week, meet a reader we'll Regomize as "Giuseppe" who told us about a quiet morning on the help desk in the early 1990s.
As his thoughts turned to lunch, one of Giuseppe's colleagues popped into the IT department seeking assistance as her PC wasn't working.
"Has anything happened to it recently?" Giuseppe asked, and was told that it had just stopped working.
He retrieved the machine - a slimline desktop that despite its modest size was still too large for the stricken worker's desk and had therefore been placed on the floor with its ventilation slots pointing skywards.
Giuseppe cracked it open, and was immediately surprised to find its interior was sticky and smelled rather sweet.
So he asked again: had anything happened to the PC to create this state of affairs?
At which point he was told that his colleague had spilled a mug of hot chocolate on her desk that very morning - some of which had presumably trickled into those upwards-facing vents.
Giuseppe's colleague allowed that this scenario could maybe, just maybe, have led to her PC's problems.
While this confession meant Giuseppe understood the PC's immediate issue, he didn't understand why his colleague had initially told him no incident had occurred.
"Well, nothing had happened to it since first thing this morning when I knocked my hot chocolate off the desk," he was told. "It kept on working so I didn't mention it."
Until it didn't, so they did.


	Ad agency boss owned two Ferraris but wouldn't buy a real server


	Job interview descended into sweary shouting match, candidate got the gig anyway


	They call me 'Growler'. I don't like you. Let's discuss your pay cut


	Work for you? Again? After you lied about the job and stole my stuff? No thanks


Our hero took two positives from this incident.
One was a lesson that help desk operatives need to ask very specific questions.
The other was that this PC - a Compaq - was admirably resilient. Not only did it survive its encounter with a hot chocolate, it bounced back after his work to fix it.
"We disassembled it, washed it in the sink, dried it all, reassembled it, and the only thing that never recovered was the BIOS battery," Giuseppe told On Call.
The user was left to set the time on her PC every day - fair punishment for her failure to 'fess up the first time.
Have your users failed to disclose the true cause of a problem and made a sticky situation worse? If so, click here to send On Call an email to share your story and we may give it a run on a future Friday. (r)
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    Redis tightens its license terms, pleasing basically no one

    
FOSS developers gotta eat, but users need certainty    


    
        By 
Liam Proven        
    

    
        Posted in Software,
        
            22nd March 2024 07:33 GMT
        
    


    
Leading in-memory database vendor Redis is switching to a dual-license approach, imposing far more restrictive terms.
The official announcement of the change gets right to the point:

Starting with Redis 7.4, Redis will be dual-licensed under the Redis Source Available License (RSALv2) and Server Side Public License (SSPLv1).


It is not the first time Redis has changed its terms. Back in 2018 it changed the license on some of its modules in ways which upset a quite a few open source luminaries.
The Reg has previously described Redis as "the most popular database in the world - if, that is, your world is solely within AWS". Formerly, Redis's source code was available under the BSD 3-clause license - a permissive one which allows developers to make commercial use of the code without paying.
Soon after that change, one of the other big NoSQL database vendors, MongoDB, also changed its license in an effort to reduce commercial exploitation of its code. It created a new license called the Server Side Public License - which is not liked by some open source folks. Even so, a few years later, Elasticsearch also adopted the SSPL - again to the dismay of some purists.
This controversial SSPL licence is one of the two that Redis is adopting under a dual-license approach, along with the same RSAV that it's been using since 2018 for some of its modules.
The change will take effect from Redis version 7.4, and we expect that multiple Linux distributors will drop Redis from their codebases. Discussions are already taking place on the openSUSE and Fedora mailing lists.
However, the disruption will probably be modest and temporary, as alternatives are already available - such as the still BSD-licensed fork KeyDB. There's also Microsoft's Garnet, although that has the drawback of being writting in C#. Another Redis alternative, Dragonfly, is less likely as it's covered by the BSL, as recently adopted by HashiCorp.
A predictable response to Redis's decision is what happened to HashiCorp's Terraform: the code was forked to become OpenTF, which was later renamed OpenTofu.


	Cloud Software Group snubs GPL obligations, say critics


	Linux kernel 4.14 gets a life extension, thanks to OpenELA


	HashiCorp reportedly considering sale amid growing challenges


	Securing open source software: Whose job is it, anyway?


These changes reflect the FOSS community's growing desperation at trying to make open source pay, which has even led to developers sabotaging their own code. Others stop offering free community support, while some are attempting sponsorship approaches.
The SSPL is quite close to the GNU Affero General Public License, or AGPL, and includes most of the text from it - as you can see from this comparison [PDF]. The important difference in the SSPL is its clause 13, which begins:

If you make the functionality of the Program or a modified version available to third parties as a service, you must make the Service Source Code available via network download to everyone at no charge, under the terms of this License.


The traditional GPL requires, among other things, that if you provide your users with executable binary code, you must also provide them with the source code. Back in 2007, the AGPL extended this so that if you provide your users with that code's function over a network, you must also provide them with the source code, as tl;drLegal explains.
The AGPL is the GPL for SaaS apps: it closes the loophole in the GPL that a SaaS vendor isn't distributing their code. When the AGPL was still quite new, this was sometimes controversial - and sometimes it still is.
The SSPL extends the AGPL, such that not only must you provide the source code of the app itself but the entire service built around it:

"Service Source Code" means the Corresponding Source for the Program or the modified version, and the Corresponding Source for all programs that you use to make the Program or modified version available as a service.


That's the part that the open source folks are upset about. According to industry guardian the Open Source Initiative, the SSPL is not an open source license. It reminds us of how terrified big vendors were of the "viral" GPL.
It also puts us in mind of the more recent events around Red Hat's changes to the ways in which it makes its source code available. This vulture was startled to be invited on stage last month at the FOSDEM conference in Brussels - mostly because he felt compelled to defend Red Hat against accusations of "open washing."
Arguments like this on Stack Exchange about the important differences between the AGPL and the SSPL will continue. Software is only open source if the OSI says it is, but we feel it's important to bear in mind that open source is not the same as free software.
There is nothing wrong with making money from free software. Even Richard Stallman says so.
If such licenses help software vendors to make money from their efforts, that is a good thing. If they can do that and also prevent vast billion-dollar businesses from exploiting those product and those companies then, for this writer, that's better still. (r)
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    Meta connects Threads to the Fediverse

    
Doing things outside the walled garden is kinda hard, devs admit    


    
        By 
Simon Sharwood        
    

    
        Posted in Personal Tech,
        
            22nd March 2024 06:31 GMT
        
    


    
Meta's totally-not-a-Twitter clone, Threads, has joined the Fediverse.
The Social NetworkTM[?] on Thursday announced a beta that enables users in some countries - aged 18 or over and with public profiles - to share their Threads posts to other ActivityPub-compliant servers.
ActivityPub is a protocol devised by the World Wide Web Consortium that allows interoperability between social networks that implement it. The protocol has come to be associated with the "Fediverse" because it enables federated social networks - in which posts flow form one network to another, regardless of owner or operator.
Federation is not new - it's the concept that allows discrete email servers to exchange messages without the need for a central digital post office - but social networks mostly started life as private entities, so preferred to keep participants within their own virtual walls.
Open source social network Mastodon is a fine example of the Fediverse at work. Mastodon users join a server, but their posts can be seen by users of any other Mastodon server. The user experience is therefore a lot like using any other social network - you see a stream of posts from other users - but users' identities and data are tied to the Mastodon server to which they signed up.
Meta's ActivityPub implementation will mean opted-in users' posts will be viewable on other ActivityPub-compliant servers.
But replies to posts won't appear in Threads - users will need to visit other Fediverse servers to view responses to their posts.


	Meta, Microsoft, X, Match pledge selves to Epic battle against Apple App Store


	Former US Treasury Secretary Steve Mnuchin thinking about buying TikTok


	Ten nations tell social media, banks, and telcos to get better at stopping scams


	Meta sues ex infra VP for allegedly stealing top-secret datacenter blueprints


Meta software engineer Christopher Su and security engineer Simon Blackstein wrote that more integrations between Threads and the Fediverse are planned, but that building them is hard.
"Take quote posts as an example," the pair wrote. "They're a popular feature across all social media, but ActivityPub does not have a formal specification for how to handle them yet. Thus, Fediverse servers have come up with their own methods of integrating and handling quote posts. Some servers allow for creating and viewing quote posts; others don't support the function at all."
The pair detail the workarounds some services make to handle quote posts, and explain their choice to use one created by federated microblogging project Misskey to make it possible.
Su and Blackstein reveal that Meta plans "a phased approach to Threads' Fediverse integration."
"In the future, we expect content to flow from the Fediverse into Threads. Federated Threads users will be able to see and engage with replies to their posts coming from other servers, or follow people on other Fediverse servers and engage with their content directly in Threads."
At some future point, Fediverse-enabled Threads profiles will "have one consolidated number of followers that combines users that followed them from Threads and users from other servers."
The two explained that Meta is doing this "so that people across services have the opportunity to experience the benefits the Fediverse offers via a fully interoperable experience, including reaching new audiences and fostering their community."
Which is a nice change from "making the world a better place."
It's also a nod to the fact that so-called "Twitter quitters" may have opened accounts on Threads and any number of other Fediverse servers. Interoperability will mean Meta stands a better chance of understanding their behavior - which it needs to do in order to monetize everything you do online, wherever you do it. Forever. (r)
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    Vigorous US lobbying reportedly reversed India PC import license scheme

    
Washington was most displeased and New Delhi knew it made a mistake    


    
        By 
Laura Dobberstein        
    

    
        Posted in Personal Tech,
        
            22nd March 2024 05:46 GMT
        
    


    
India was subjected to intense US lobbying after suddenly imposing a requirement that computer importers obtain a license, according to a news report on Thursday.
India's regulation was announced in August 2023 without any warning and covered laptops, tablets, personal computers, and servers.
Samsung and Apple halted shipments. Then the government paused the requirement.
Trade orgs quickly sought the sympathies of high-level officials like US secretary of commerce Gina Raimondo and trade ambassador Katherine Tai, and argued that the policy violated World Trade Organization (WTO) commitments and "could significantly disrupt trade, hamper efforts to more closely integrate India into global supply chains, and harm businesses and consumers in both countries."


A Canalys report on Thursday revealed India's desktop shipments increased 27 percent year-on-year to 884,000 in Q4 2023, despite the overall PC market (desktop, notebooks and tablets combined) growing only 4 percent to 4.3 million units.


Of the three categories, tablets did see a decline - 9 percent to 1.1 million units. However, a "strong rebound" is expected in 2024 with all three form factors predicted to have "robust growth." Tablets, in particular, are projected to grow by 24 percent year-on-year.


"At the tail end of 2023, India's PC market faced high inventory levels in the channel, driven by a supply push due to fears of import restrictions," according to Canalys Analyst Ashweej Aithal.


"With the government subsequently easing these restrictions, vendors focused primarily on inventory correction," he added.


Eventually Sunil Barthwal, secretary in the Indian ministry of commerce, exempted laptops and promised to revise the scheme to reflect an intention to monitor imports - not make them harder to achieve.
But according to emails reviewed by Reuters, the powers that be in Washington were not happy with the initial mandate, and embarked on a fairly aggressive lobbying campaign to unwind it.


	Britain enters period of mourning as Greggs unable to process payments


	Garlic chicken without garlic? Critics think Amazon recipe book was cooked up by AI


	London Clinic probes claim staffer tried to peek at Princess Kate's records


	DARPA tasks Northrop Grumman with drafting lunar train blueprints


	Canadian arrested for 'stealing secret' to speedy Tesla battery production


Shortly after the trade letter was released, Tai reportedly met Indian commerce minister Piyush Goyal and expressed the US desire to have the policy rescinded.
Her talking points, on documents related to the meeting, reportedly included how India's sudden changes to policy made US orgs hesitant to engage in future.
Meanwhile a new Delhi-based US trade diplomat reportedly confided in his colleagues at the Office of the United States Trade Representative (USTR) that India's IT ministry understood that the country had "screwed up" and was being "hammered" by American companies.
According to emails from State Department official Timothy Wiley to colleagues, the moves were seen as "highly protectionist" and "out of sync" with India's trade progress.
Indian government officials were advised to stick to the official line:


The (Indian) government has the right, and the responsibility, to design a trade policy that is responsive to the needs of the people of India.


Wiley's emails also reveal that some US companies that had lobbied inside their organizations for greater manufacturing presence in India were "embarrassed by this unexpected measure."
Indian officials told Reuters New Delhi did not reverse the policy due to US pressure, but rather realized local manufacturing of laptops and tablets was not significant at this stage and the policy was therefore harmful.
Whatever the final straw that caused the reversal, it's clear that the USTR deeply disapproved and took action to have it changed. (r)
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    Vernor Vinge, first author to describe cyberspace and 'The Singularity,' dies at 79

    
CompSci and math professor by trade, he envisaged a galactic Usenet, and was utterly brilliant    


    
        By 
Simon Sharwood        
    

    
        Posted in Offbeat,
        
            22nd March 2024 04:27 GMT
        
    


    
Obituary Science fiction author and academic Vernor Vinge has departed this life, aged 79.
Vinge is credited as the first author to describe an immersive cyberspace, which he outlined in his 1979 novella True Names - five years before William Gibson's Neuromancer brought the idea to the mainstream.
Vinge's cyberspace - which he termed the "Other Plane" - was accessible by attaching electrodes to one's skull. Inhabitants referred to themselves as "Warlocks" and over the course of the novella illicitly accessed government databases.
Suffice to say, True Names made a mark and elements of the short work became staples of both SciFi and CompSci.
In 1993 he penned delivered a conference paper titled "The coming technological singularity: How to survive in the post-human era" that predicted the following:


Within thirty years, we will have the technological means to create superhuman intelligence. Shortly after, the human era will be ended


He wasn't out by many years on the AI prediction. And his theory of "The Singularity" - an event after which human history changes course - was widely admired and even became the theme of a university in Silicon Valley.
His novels often used concepts from computer science.
1992's A Fire Upon The Deep imagined a galaxy-scale messaging network that resembled Usenet and connected across a network of space stations that acted as routers.
1999's A Deepness in the Sky described an alien civilization emerging into its information age and using steganography and cryptography to communicate with one faction of invading human forces while hiding its intentions from others.
Both won the Hugo Award for the year's best science fiction novel.


	Science fiction titan Frederik Pohl dies, aged 93


	RIP Sir Terry Pratchett: Discworld author finally gets to meet DEATH


	David Mills, the internet's Father Time, dies at 85


	Thanks, Sir Clive Sinclair, from Reg readers whose careers you created and lives you shaped


2006's Rainbows End (another Hugo winner) told a tale of an older person who had his mental function restored by a cure for Alzheimer's Disease and was then sent back to high school to learn how to live in a networked society - including how to use search engines. The novel included descriptions of what we would now call augmented reality, haptics, and the internet of things.
Reg columnist Mark Pesce met Vinge when they collaborated on a screenplay for True Names and said he was thinking of the author last week when he learned of prompt injection attack worms - a concept he feels the author described in sections of A Fire Upon The Deep.
"He is a loss, but what an incredibly talented person," Pesce said.
Your correspondent never met Vinge but shares those views. I recently re-read A Deepness In The Sky and it remains thrilling and brilliantly clever. I'm terribly sad he's gone.
Happily, Vinge's most celebrated works are in the public domain. You can find True Names in the Internet Archive [PDF] and "The coming technological singularity" in a NASA archive.
Take the time to consider one or both this coming weekend, dear reader, to know the mind of an author and thinker who has positively impacted us all. (r)
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    Indian court halts operations of government-run social media fact checker

    
Rights groups protested potential for sneaky censorship of political rivals    


    
        By 
Laura Dobberstein        
    

    
        Posted in Personal Tech,
        
            22nd March 2024 02:58 GMT
        
    


    
India's supreme court on Thursday halted a plan to activate a government-run fact-checking unit that would assess info posted about the nation's government posted to social media platforms - the day after it was told to commence operations.
The unit, which lies within India's Press Information Bureau, was told to start operations [PDF] the day prior by India's Ministry of Electronics and Information Technology, just as the country moves towards its elections.
The unit was established in April 2023 under the country's IT rules and given powers to flag posts it found to be false or misleading. Social networks would then be compelled to take down the content or issue a disclaimer. Takedowns are the safest action, as issuing a disclaimer meant forfeiture of legal immunity and possible prosecution of the offending platform.
The rules governing the fact-checking unit (FCU) attracted criticism on grounds that governments have clear conflict of interest - they could order takedowns of content they find disagreeable, even if it's true.
The government argued that its intention was to remove misinformation.
But the FCU was told to start work just days after India set the date for national elections.
India's non-profit Internet Freedom Foundation (IFF) warned the outfit "could vastly affect the nature of free speech on the internet as it holds the potential to be (mis)used for proactive censorship, most importantly in the context of dissent."
The IFF called the rules enabling the unit "unconstitutional, illegal," and "undemocratic."


	India's CERT given exemption from Right To Information requests


	Ahead of Super Tuesday, US elections face existential and homegrown threats


	Big Tech's going to love India's new personal data protection bill


	Indian state turns off internet for 27 million, for four days, to stymie one man


Petitioners against the rule included stand-up comic Kunal Karma and the Editors Guild of India, who have asserted that the use of the FCU would hinder freedom of expression.
Kamra's advocate, Darius Khambata, argued in court on Thursday that social media platforms would err on the side of safety and remove posts flagged by the FCU materials to protect their own interests.
"The judges (of High Court) have proceeded on the assumption that the govt is a good boy," reportedly claimed advocate for the Editor's Guild of India, Shadan Farasat.
"How will investigative journalists work at all? It is through several sources in the government. Now a central authority will stamp out all other voices," he added.
The Bombay High Court denied a previous bid to halt the Fact Checking Unit in mid-March, before the Supreme Court acquiesced on Thursday.
When the Bombay High Court decision was announced, Kamra declared that "actions have to be taken without any expectation of outcome."
He called the stay "welcome."
The IFF has celebrated the move as a win, naming it a "big relief."
"Though the Bench led by chief justice DY Chandrachud, along with justices JB Pardiwala and Manoj Misra, desisted from delivering an order on merits, they took the view that the constitutional challenge requires analysis of serious legal questions," stated the org.
IFF warned that there is more litigation as the third judge of the Bombay High Court will hear arguments on the constitutionality of the FCU sometime after mid-April. (r)
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    Japan's NTT and NEC reckon they can boost optical network capacities 12x

    
First tests of manycore fibres hailed as success over oceanic distances    
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Japanese tech titans NTT and NEC reckon they've proven the performance of a novel fiber optic technology that could increase capacity of submarine cables by a factor of 12.
The two will detail their efforts at next week's Optical Fiber Communication Conference - the world's pre-eminent forum on the topic. On Thursday they teased their presentation with an announcement of tests of using a coupled 12-core multicore fiber over a distance of 7,280km.
As the partners explained, current submarine cables "use single-core fiber, which has a single optical transmission path called a core within a single fiber."
But optical networking boffins are working on multicore fibers that add more paths, without increasing the 0.125 millimeter diameter of each strand. NTT and NEC worked with fibers that packed a dozen cores into that tiny space.
Such fibers have prima facie potential to increase the capacity of optical networks.
If only it weren't for those pesky laws of physics, which mean crosstalk occurs between cores and degrades communications. Over long distances, NTT and NEC admit "it becomes difficult to receive transmitted signals accurately due to the non-uniformity of delay and loss between optical signals."


	Underwater cables in Red Sea damaged months after Houthis 'threatened' to do just that


	ASEAN bloc to build submarine cable network, link government apps


	Google to lay Asia-Pacific to South America undersea cable


	Singapore to double its submarine cable landing sites by 2033


Fortunately, network boffins already have an approach to fixing this sort of thing. Multiple input multiple output (MIMO) technology - used to separate multiple interfering radio signals - can also be applied to optical networks. NTT and NEC developed an algorithm to bring MIMO to optical networks.
And they made it work in a 7,280km test system that simulated the conditions of a submarine cable.
Modern submarine cables can deploy up to 96 fiber pairs, and offer capacities in the hundreds of terabits per second. Multiplying capacity without requiring larger cables has obvious appeal at any time.
NEC and NTT reckon they could have this tech ready to deploy in the 2030s - just in time to help networkers handle the flood of data expected to be created by the debut of 6G networks. (r)
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    Truck-to-truck worm could infect - and disrupt - entire US commercial fleet

    
The device that makes it possible is required in all American big rigs, and has poor security    
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Vulnerabilities in common Electronic Logging Devices (ELDs) required in US commercial trucks could be present in over 14 million medium- and heavy-duty rigs, according to boffins at Colorado State University.
In a paper presented at the 2024 Network and Distributed System Security Symposium, associate professor Jeremy Daily and systems engineering graduate students Jake Jepson and Rik Chatterjee demonstrated how ELDs can be accessed over Bluetooth or Wi-Fi connections to take control of a truck, manipulate data, and spread malware between vehicles.
[image: Schemes for tall vehicle relay testing]
White Van Man could become a rolling radio relay

READ MORE
"These findings highlight an urgent need to improve the security posture in ELD systems," the trio wrote [PDF].
The authors did not specify brands or models of ELDs that are vulnerable to the security flaws they highlight in the paper. But they do note there's not too much diversity of products on the market. While there are some 880 devices registered, "only a few tens of distinct ELD models" have hit the road in commercial trucks.
A federal mandate requires most heavy-duty trucks to be equipped with ELDs, which track driving hours. These systems also log data on engine operation, vehicle movement and distances driven - but they aren't required to have tested safety controls built in.
And according to the researchers, they can be wirelessly manipulated by another car on the road to, for example, force a truck to pull over.
The academics pointed out three vulnerabilities in ELDs. They used bench level testing systems for the demo, as well as additional testing on a moving 2014 Kenworth T270 Class 6 research truck equipped with a vulnerable ELD.
"In our evaluation of ELD units procured from various resellers, we discovered that they are distributed with factory default firmware settings that present considerable security risks," the authors noted.
This included an exposed API that permits over-the-air (OTA) updates. The devices also have Wi-Fi and Bluetooth enabled by default, with a "predictable" Bluetooth identifier and Wi-Fi Service Set Identifier (SSID) and weak default password. That makes it easy to connect to the device and then obtain network access to the rest of the vehicle's systems - at least for attackers within wireless range.
This can be achieved via a drive-by attack, or by hanging out at truck stops, rest stops, distribution centers, ports - basically anywhere that heavy-duty trucks tend to congregate.


	Here's how to remotely take over a Ferrari...account, that is


	Sirius XM flaw unlocks so-called smart cars thanks to code flaw


	Poking holes in Google tech bagged bug hunters $10M


	FBI v the bots: Feds urge denial-of-service defense after critical infrastructure alert


The ELDs use a Controller Area Network (CAN) bus to communicate. For one of the attacks, the boffins showed how anyone within wireless range could use the device's Wi-Fi and Bluetooth radios to send an arbitrary CAN message that could disrupt of some of the vehicle's systems.
A second attack scenario, which also required the attacker to be within wireless range, involved connecting to the device and uploading malicious firmware to manipulate data and vehicle operations.
Finally, in what the authors described as the "most concerning" scenario, they uploaded a truck-to-truck worm. The worm uses the compromised device's Wi-Fi capabilities to search for other vulnerable ELDs nearby.
Here's how it knows the devices are vulnerable:


It specifically looks for devices with SSIDs starting with "VULNERABLE ELD:". Although this may sound contrived the SSID of the ELD we examined was predictable and could be used to identify the vulnerable devices.


After finding the right ELDs, the worm uses default credentials to establish a connection, drops its malicious code on the next ELD, overwrites existing firmware, and then starts the process over again, scanning for additional devices.
"Such an attack could lead to widespread disruptions in commercial fleets, with severe safety and operational implications," the researchers warned.
The team also conducted a real-world, drive-by attack simulation on an empty airfield to demonstrate this attack. It used a 2014 truck, and the "attacker" drove a Tesla Model Y at 20mph with a laptop and an Alfa extended range wireless adapter. While both vehicles were in motion, in just 14 seconds the team connected to the truck's Wi-Fi, used the ELD's interface to re-flash the device, and started sending malicious messages causing the truck to slow down.
According to Jepson, the researchers disclosed the flaws to the ELD manufacturers and the US Cybersecurity and Infrastructure Security Agency (CISA) before publishing the paper.
"The manufacturer is working on a firmware update now," Jepson explained. "But we suspect these issues may be common and potentially not limited to a single device or instance." (r)
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    FBI v the bots: Feds urge denial-of-service defense after critical infrastructure alert

    
You better watch out, you better not cry, better not pout, they're telling you why    
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The US government has recommended a series of steps that critical infrastructure operators should take to prevent distributed-denial-of-service (DDoS) attacks.
Thursday's alert comes just days after the Feds warned about destructive cyber intrusions emanating from China, and also formed a water sector cybersecurity task force that meets today to prevent cybercriminals from disrupting the US water supply.
"CISA, FBI, and MS-ISAC urge network defenders and leaders of critical infrastructure organizations to read the guidance provided to defend against this threat," the government agencies said about the report.
These are the types of attacks that took down several French government websites earlier this month, and are especially popular with pro-Russia hacktivists who have DDoSed a series of European and American airport websites since the invasion of Ukraine.
The joint guide, entitled Understanding and Responding to Distributed Denial-Of-Service Attacks [PDF], distinguishes between denial-of-service (DoS) and DDoS attacks. The former involves a single source of network-flooding traffic while the latter involves multiple sources.
The briefing document also provides technical details about three different types of DoS and DDoS techniques. First up: volume-based attacks that aim to overwhelm a target with a massive amount of traffic, thus consuming all the available bandwidth so legitimate traffic can't access the website. 
Second comes attacks that exploit vulnerabilities in network protocols, thus causing the website to malfunction or otherwise interfere with its performance.
And finally, there's Layer 7, or application-layer attacks that hit flaws in specific apps running on the targeted system.


	Five Eyes tell critical infra orgs: Take these actions now to protect against China's Volt Typhoon


	US task force aims to plug security leaks in water sector


	French government sites disrupted by tres grande DDoS


	UK council won't say whether two-week 'cyber incident' impacted resident data


The guide lists 15 best practices that organizations should put in place to protect against these attacks. It starts with the basics: conducting a thorough risk assessment, implementing network monitoring tools and regularly analyzing network traffic to establish a baseline and identify any traffic spikes, which could indicate a botnet-based DDoS flood.
It also suggests implementing a Captcha challenge to distinguish between humans and bots, and considering specific DDoS mitigation and load balancing products. Regularly updating and patching all software, operating systems and network devices also made the list -- and is just good cybersecurity hygiene all around.
Plus, programs like employee training, incident response, and backup and recovery plans are always smart to have in place, and practice regularly, along with network redundancy to help maintain service availability in the event of a DDoS attack. (r)
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    Microsoft faces bipartisan criticism for alleged censorship on Bing in China

    
Redmond says it does what it's told, but still thinks users are better off    
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Microsoft is the subject of growing criticism in the US over allegations that its Bing search engine censors results for users in China that relate to sensitive subjects the state wants blocked.
Republican Senator Marco Rubio has added his voice to criticism of the Redmond software giant for reportedly removing search results from Bing on human rights, democracy, climate change, and other sticky issues within China.
The move follows an earlier call from Democrat Senator Mark Warner for Microsoft to consider shutting off access to Bing in China for the same reasons after a report from Bloomberg claimed the platform was excluding information on certain topics to satisfy Beijing.
Rubio said there was "no defending" such actions, and that "every company doing business in China makes concessions to a genocidal, authoritarian regime."
Warner had earlier said that US companies should not be facilitating censorship by the People's Republic of China (PRC), noting that other US companies had pulled their services rather than be complicit with human rights abuses, "and Bing should consider doing the same."
According to Bloomberg, Google and Yahoo no longer deliver results using their own search engines in China, while many services based in Western countries such as Facebook, Snapchat, and the service formerly known as Twitter are blocked.
However, Redmond continues to provide a local version of Bing in the country, and that requires it to comply with the Chinese government's demands, whatever opinions people may have about that.


	Exposed: Chinese smartphone farms that run thousands of barebones mobes to do crime


	Hong Kong promises its latest national security law is not a ban on social media


	US may sanction those rumored to be in covert Huawei chip network


	Five Eyes tell critical infra orgs: Take these actions now to protect against China's Volt Typhoon


We asked Microsoft about this issue, and a spokesperson told The Reg: "Bing is the least censored search engine in China and is often the only accessible source for volumes of information there, even if we must eliminate certain results under Chinese law.
"We only censor a result in response to a narrow legal order that we conclude obligates us to do so, and we regularly push back when we believe an order doesn't comply with proper interpretation of Chinese rules. The alternative is to leave the market which would only serve to cut people off from information they otherwise have through Bing."
In other words, Microsoft does what Beijing orders it to do, as a condition of being allowed to continue operating in China, but it likes to believe Chinese users would be worse off if it wasn't there.
There is a long history of China censoring information and restricting what its citizens can see of the wider internet via the Great Firewall, and it isn't the first time this has involved Microsoft.
Back in 2022, it was reported that Bing was not only censoring terms deemed sensitive from its autosuggestion feature, but that this was also being applied internationally.
Going back further, a decade ago it was reported that Bing appeared to be returning suspiciously pro-state results for Chinese-language searches, even when those searches came from outside of the country. (r)
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    Congress votes unanimously to ban brokers selling American data to enemies

    
At least we can all agree on something    
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The US House of Representatives has passed a bill that would prohibit data brokers from selling Americans' data to foreign adversaries with an unusual degree of bipartisan support: It passed without a single opposing vote.
The Protecting Americans' Data from Foreign Adversaries Act of 2024 was introduced in the house earlier this month alongside the recently-passed TikTok ban bill and gives the Federal Trade Commission authority to go after any data broker that sells PII to North Korea, Russia, China or Iran, or any company controlled by those countries.
"Data brokers then sell billions of data elements on nearly every consumer in the United States, including information about children and active members of the U.S. military," said Congressman Frank Pallone, Jr. (D-NJ), the bill's sponsor. "Today's unanimous [414-0] vote should help build momentum for action in the Senate soon so that we can get this important bipartisan legislation signed into law." 
Categories of data covered in the House bill include government-issued identification numbers, financial information, biometric and genetic data, geolocation data, private communications and other sensitive categories. 
Ostensibly an agency-level implementation of the executive order President Biden signed last month with the same aims, the newly passed FTC authority bill is slightly narrower in scope, and doesn't include Cuba or Venezuela, both mentioned in the EO, as "foreign adversaries" under the House bill. 
The law that was ordered into existence by Biden's Executive Order will take some time to wind its way through the rulemaking process before it could be enforced by the Department of Justice. Aside from Biden's proposal under the EO, no other law currently restricts the sale of data collected by brokers to foreign adversaries. 


	Watchdog vows crackdown on 'harmful' world of surveillance-by-data-broker


	Avast shells out $17M to shoo away claims it peddled people's personal data


	Proposed ban on data brokers selling warrantless personal info to Feds revived


	'Scandal-plagued' data broker tracked visits to '600 Planned Parenthood locations'


When asked if there were any known instances of data brokers selling information to adversarial nations mentioned in the House bill, a spokesperson for the House Energy and Commerce Committee who reviewed and marked up the proposal, told us there are not any publicly available examples. 
The Committee did share a previously classified report [PDF] from the Office of the Director of National Intelligence with us from January 2022 that covered the exact issue, however. The ODNI report found a "large and growing amount" of commercially-available PII that could be leveraged by the intelligence communities of foreign governments, and urged the development of procedures to safeguard such data. 
The Committee also referred us to a report from Duke University that found widespread availability of sensitive data belonging to military personnel, which we've previously reported, as additional justification for the bill. 
It's not clear when the House measure will be heard by the Senate; according to Congressional records, it has yet to be introduced in the upper house. (r)
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    Microsoft's first AI PCs Surface with Intel cores and a Copilot key

    
Upgraded fondleslab and laptops limited to business buyers only, for now    
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At a virtual press conference on Thursday, Microsoft showed off the latest additions to its Surface hardware via an updated tablet and business laptops that Redmond assures us are built for using AI for just about everything.
All of the devices announced today are powered by Intel's so-called AI PC chip - the H-Series Core Ultra processor, from the Meteor Lake family, that comes with a neural processing unit (NPU) built in. These chips aren't cheap, and prices for the tablet and laptops start at $1,199 for a bare-bones system and go up to $3,000, without including accessories.
With the base spec Surface Pro 10 tablet [specs PDF] you'll get a 13-inch LCD screen running an Ultra 5 135U processor with 8GB of RAM and a 256GB hard drive. Upgrading to an Ultra 7 165U processor will set you back another $500 and the fullest spec machine, with 64GB of RAM and a terabyte of storage, will cost $2,799 in all.
The tablet comes with two USB-C Thunderbolt 4 ports and a charging socket, although hubs are available as accessories. The Pro also has a built-in NFC reader for more secure logins with the option to add a 5G card as well. Microsoft claims the battery life is 19 hours and the base unit weighs in at 1.94 lbs (879 g).
However, you'll still need a keyboard to use the system, which adds another $139, or $279 if you want a pen and better trackpad. During the launch Microsoft noted that the keyboard has been redesigned to have a bolder font and better backlighting, something many Surface users have found to be an issue in the past.
Redmond has also added a non-reflective screen coating and a wide-angle 114deg camera that uses AI (of course) to keep the speaker constantly in frame.
And for traditionalists
The upgraded Surface 6 touchscreen laptops [specs PDF], which come in 13.5 and 15-inch flavors, also have improved cameras and Redmond claims the AI image enhancements made by Windows Studio Effects running in the NPU will make video meetings a lot easier.
Those with the 13.5-inch version get a single Thunderbolt 4 port, as well as a standard USB 3.1 slot and a 3.5mm jack, while the 15-inch design adds a second Thunderbolt port and has an optional smartcard security reader, although the latter option is only for customers in the US and Canada.
The 13.5 and 15-inch models weigh in at 3.06 lbs (1.38 kg) and 3.70 lbs (1.68 kg) respectively and Redmond claims the batteries should be good for 19 hours of normal use and that the chassis design allows Intel's chips to run at full speed without overheating.


	Microsoft promises Copilot will be a 'moneymaker' in the long term


	Microsoft hits Inflection point, peels off top personnel to form AI division


	In the rush to build AI apps, please, please don't leave security behind


	How to run an LLM on your PC, not in the cloud, in less than 10 minutes


In a nod to the ecowarriors, Microsoft promises that the Surface Pro 10 will be made of 72 percent recycled kit, although this drops to just over 25 percent of the Surface 6 laptop range. Key parts come with QR codes they claim will make repairing these pricey pieces of kit much easier.
The new range is designed to be sold exclusively to business customers from April 9, direct or via resellers. It's expected that consumer versions of the latest kit will be announced in May.
All about the AI
While a Surface hardware refresh ahs been expected Microsoft made today's event all about AI - specifically Copilot.
As expected, the kit will feature the dedicated Copilot key to summon the machine learning system baked into increasing numbers of Microsoft applications. Judging from the promotional video, which you can see below, it looks like the PrtSc or right Control key will be replaced by Copilot.

  Youtube Video

With Copilot spreading across more of Microsoft software lines Redmond was keen to show off what the kit could do. Demons included taking meeting minutes in OneNote, using Copilot to summarize action points and to do items in real time, and draft business documents based on simple prompts.
Naturally Microsoft is keen to get as many people using Copilot as possible, given its $10bn investment in OpenAI. As Redmond explained at November's Ignite conference, Copilot is going into everything possible, although Microsoft has explained to shareholders that there's going to be no quick cash bonanza from the technology for a while.
The Surface refresh is Redmond's chance to show what Copilot can do on hardware specifically designed to handle AI workloads, backed up by Windows 11. While these aren't the only Intel Ultra-powered laptops on the market, it's going to be interesting to see what if Redmond can show a significant Copilot advantage to woo buyers. (r)
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    Licensing labyrinth for Power Apps and Dynamics 365 must be clarified, warns expert

    
Rules still unclear for Microsoft users making potentially costly decisions on enterprise applications    
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Microsoft needs to clarify licensing arrangements around its low-code Power Apps and Dynamics 365 software to prevent users from receiving unexpected bills for their projects.
Or so says Andrew Snodgrass, an analyst with Directions on Microsoft, who reckons the cloud and software giant should clear up confusion over licensing arrangements after it published "clarification" on rules that appeared to show organizations might require more licenses under the more expensive Dynamics regime than they realize.
Last week, The Register reported that users licensed with Power Apps subscriptions had been able to access data in Dynamics 365 applications - a suite of enterprise apps from Microsoft including CRM, ERP, and HR - by reading data, so long as they did not modify data in "restricted" tables. However, Microsoft released a Dynamics 365 Licensing Guide for March 2024 [PDF] that links to a solution checker service under the heading Verify License Compliance.
Snodgrass has told us that the solution checker list of "restricted tables" added several more tables that were not restricted before, potentially increasing licensing costs for users who have built Power Apps based on an earlier list of "restricted tables."
Following that report, Microsoft denied it had made changes to the licensing regime. A spokesperson said the solution checker was designed to offer an "improved and simplified" way for customers to understand their licensing. It was launched to address the "most common" Dynamics 365 license requirements when building custom Power Apps applications, Microsoft said.
But in an update to his blog post, Snodgrass says that users need more clarity from Microsoft to truly understand the licensing implications of building software with the low-code Power Apps tools and linking them to Dynamics enterprise applications.
Speaking to The Register, Snodgrass said the terms about unrestricted tables were in the license guide since 2018, but there was a change in the March 2024 edition of the Dynamics 365 Licensing Guide.
"I don't think they're adding new rules. But they weren't clear before, and now they're trying to enforce something they weren't clear on, and I'm gonna let people know about it," he said.
For organizations with thousands of users, the difference in costs could be dramatic. On a per month, per user basis, Dynamics 365 Team Member is $8 per user, Power Apps Premium is $20, and Dynamics 365 CRM Enterprise, for example, is $95.
In his updated blog, he suggests Microsoft was having difficult conversations with customers who had built user applications and used the cheaper Power Apps app based on the earlier guidance, but might now require a more expensive license under the clarified rules.


	What strange beauty is this? Microsoft commits to two more non-subscription Office editions


	Microsoft reseller Bytes says more than 100 undisclosed share trades linked to ex-CEO


	Microsoft promises Copilot will be a 'moneymaker' in the long term


	Microsoft license shuffle means Power Apps users could break the bank


He called on Microsoft to make clear to users that there are several other conditions that limit the use of Power Apps licensing.
"Power Apps applications that perform specific Dynamics 365 application actions, perform CRUD (create, read, update, and delete) operations on certain tables, or use Dynamics 365 application components may require Dynamics 365 licenses," he said.
"The lists of specific actions, operations, and components are in the respective Dynamics 365 application Use-Rights tables, and some are available by using the Solution Checker. Also, in some cases, a Power Apps application may update non-restricted tables that will result in the database automatically calling an operation that requires a Dynamics 365 license, even though the Power Apps application is designed to follow all the rules for Power Apps licensing."
Snodgrass also warned users about using the solution checker tool without being aware that it could share details of their setup with Microsoft, which might have implications for a license audit and any subsequent negotiations.
"Does it record that you've used the solution tracker? Does it record your Dynamics 365 instance in your Power Universe environment and the application that it just checked? I don't know. There's no details on it. So from my standpoint, I'd be a little hesitant," he said.
The Register has offered Microsoft the opportunity to respond to the updated blog and specifically asked if data from the solution checker could be used in a license audit.
Snodgrass said he suspects any deal subsequent to the license clarification would in any case be subject to negotiations. He even suggested Microsoft might add another tier of licensing between Power Apps and Dynamics to appease users.
Concerned users will have to wait and see. (r)
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    World's first Neuralink patient enjoying online chess, long Civ 6 sessions

    
While excited by the implant, Noland Arbaugh says it's not perfect and there's still work to be done    
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Neuralink's first human patient is now a public figure, with the company publishing a video yesterday showing him playing chess on a laptop and talking about how "freakin' lucky" he is to be involved in the tests.
Noland Arbaugh, 29, was paralyzed from the shoulders down in a diving accident several years ago. Thanks to his experimental Neuralink implant, he says he's now able to control a mouse cursor, play video games, and generally feels like someone with "telekinetic" abilities - albeit ones restricted solely to the digital realm.
Arbaugh's Neuralink device was implanted in January, and within a month Neuralink CEO Elon Musk pointed out that he was able to fully control a mouse cursor with his thoughts. In the video, Arbaugh says the process worked by him differentiating between imagined and attempted movement by trying to move his arms from left to right - something he's unable to do as a quadriplegic.
He used the same intention to imagine moving an on-screen cursor, describing his ability as "like using the Force," referring to the Star Wars phenomenon that allows Jedi knights to move objects with their minds.
Arbaugh says the surgery, performed by a Neuralink-designed robot, was easy, and that he was out of the hospital after a day. Arbaugh hasn't noticed any cognitive impairments as a result of the implant.
The Neuralink pioneer says he's now able to play chess along with Civilization 6, a favorite game that he was unable to enjoy without assistance due to its complex nature. One of the first times Neuralink gave him clearance to use the chip outside of lab test environments, "I stayed up until 6am playing Civ 6. It was worth it," Arbaugh said. 
His only restriction on all-day Civ sessions is the implant's eight-hour battery life, which means he has to stop playing to recharge. Neuralink advertises its implants as charging via induction.
That said, Arbaugh notes that the implant isn't perfect, and he has run into issues - albeit none he specified with a Neuralink engineer hovering over his shoulder.
"This isn't the end of the journey - there's a lot of work to be done," Arbaugh said. 


	Neuralink pockets extra VC cash in computer-brain interface quest


	Elon Musk's Neuralink probed over pathogen transport


	Neuralink reportedly under investigation by Uncle Sam for 'animal welfare violations'


	Neuralink's looking for participants willing to be part of human trials


Of course, the video has to be taken at face value as no evidence that Arbaugh has the implant, or was using it when the mouse cursor was shown moving on screen, was provided. Neuralink didn't respond to questions from The Register.
It's also worth noting that Kip Ludwig, former program director for neural engineering at the National Institutes of Health and co-director of the Wisconsin Institute for Translational Neuroengineering, says what Neuralink showed off in the video wasn't exactly a breakthrough.
"It's certainly a good starting point," Ludwig told the Washington Post, but "it's not a clear breakthrough compared to what others have shown previously."
Citing work at companies like BlackRock and Synchron, Ludwig reckons other firms have shown similar ability for their implant patients to control electronic devices, and that it's still very early in the implant window to assess the success of Neuralink's work.
"We can argue about where the bit rate is for these tasks vs historical subjects/other neural interfaces and companies at an equivalent time post-procedure," Ludwig said in a post on LinkedIn. "But it's still amazing to see a paralyzed individual playing chess and Civ VI using brain signals."
Musk said yesterday on X that Neuralink also intends to pursue technology to restore sight to the blind, but it's not clear if that's something the company is actively working on, or simply more investor-exciting hype from one of the world's richest men. (r)
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    Cloud Software Group snubs GPL obligations, say critics

    
Spawn of Citrix and Tibco 'no longer able to support the community edition of JasperReports Server'    
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Even if you decide to stop offering free editions, you don't get to stop providing the source code to FOSS, users of JasperReports Server are complaining.
Cloud Software Group - the post-merger offspring of Citrix and Tibco - has decided to withdraw the community edition of its JasperReports Server. Now all you can get is the commercial edition, with a 30-day free trial.
Effectively, this seems like a similar tactic to Red Hat's unpopular changes to the way that the RHEL source code is distributed. Some of the JasperReports source code is still on Github, but not everything. The JasperSoft community website has the grumbling of unhappy users - as does Reddit.
One user on the community website commented: "Are you aware Jasper Server CE was under the Affero GPL, and you can't delete everything?
"You cannot just change the license of the previous versions and call it a day. I mean, we the users, have the right to fork it using the same license or a compatible one," the user protested.
JasperSoft has been developing its reporting tools in the open for well over a decade - the Reg was reporting on it nearly twenty years ago. Tibco acquired the company for some $185 million in 2014.
We're not certain that things are going very well for the new outfit. Early last year, the merger was followed by a round of job losses, and the company has also more recently doubled its prices on some offerings.
According to its listing on Azure Marketplace, the JasperReports Community Server was AGPL3 - which is to say, the GNU Affero Public Licence. This often misunderstood variant of the GPL is intended for cloud and SaaS apps, but as one former vulture notes, it is not universally loved.
According to an FAQ on its community edition site, "Jaspersoft is no longer able to support the community edition of JasperReports Server. However, the product will continue to be available and supported in our JaspersoftR commercial edition. If you would like to try JasperReports Server and experience its robust capabilities first-hand, register for a 30-day trial of our commercial edition.
"With over 600,000 downloads a month, JasperReportsR Library continues to be available for free download as part of our community edition offering, along with the popular JaspersoftR Studio."
It also confirms on the page that source code is not available: "Jaspersoft Studio 6.21.1 is available under a BSD-type license that is limited to binary code use, as the source code is no longer distributed."


	The Land Before Linux: Let's talk about the Unix desktops


	Catch Java 22, available from Oracle for a limited time


	NetScaler reclaims identity after Citrix, Tibco merge as 'Cloud Software Group'


	Adobe appoints former Reg man as open-source chief mobile lead


There are reports of at least partially successful enforcement of the AGPL, just as the GPL before it.
We hope that various copies of the source code are out there and that some of them find their way into new forks of the product.
We have attempted to contact the company for comment, but with no reply. We will update this story if we do receive any.
It sounds to us like the son of Citrix has learned nothing from the last time it dropped the FOSS ball. (r)
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    Yacht dealer to the stars attacked by Rhysida ransomware gang

    
MarineMax may be in choppy waters after 'stolen data' given million-dollar price tag    
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            21st March 2024 15:30 GMT
        
    


    
The Rhysida ransomware group claims it was responsible for the cyberattack at US luxury yacht dealer MarineMax earlier this month.
MarineMax, which posted multibillion-dollar revenues last year, disclosed a cyberattack to the Securities and Exchange Commission (SEC) on March 10, saying portions of its business were disrupted as a result of the containment measures it enacted.
At the time, the Clearwater, Florida company didn't mention any involvement of ransomware, and its operations were said to have "continued throughout this matter in all material respects."
The Form 8-K filed with the SEC earlier this month states: "The Company does not maintain sensitive data in the information environment impacted by the incident."
Rhysida this week posted a snippet of the data it claims to have stolen from MarineMax to its website, but the montages of documents don't clearly or conclusively reveal their nature. The majority of the leaked documents appear to be related to accounts and finances.
We asked the crooks if they could confirm exactly what kind of data they allege they took from MarineMax, but they didn't immediately respond.
In typical fashion for the group, Rhysida says it is holding a seven-day auction on its site. If it receives a bid it deems fair for the value of the data it claims to have stolen, it will sell it to a single third party on an exclusive basis, rather than making it public.
This method essentially acts as a second means to monetize an alleged breach if the victim refuses to pay. In the usual double extortion ransomware scenario, the attacker requests a ransom, then dumps the stolen data online if the victim doesn't pay.


	UK council won't say whether two-week 'cyber incident' impacted resident data


	Crypto scams more costly to the US than ransomware, Feds say


	LockBit ransomware kingpin gets 4 years behind bars


	International effort to disrupt cybercrime moves into operational phase


Rhysida would still likely make the data public if it doesn't receive a bid to its satisfaction - the current price is set at 15 Bitcoin ($1.007 million) - but the auction offers a potential plan B payout that other groups rarely utilize.
"With just seven days on the clock, seize the opportunity to bid on exclusive, unique, and impressive data," its website reads.
"Open your wallets and be ready to buy exclusive data. We sell only to one hand, no reselling, you will be the only owner!"
MarineMax deals in new and used boats, brokers yachts, and markets itself as "the world's largest recreational boat, yacht, and superyacht services company."
Given the nature of its business and the value of the products it deals with, its clientele is likely comprised of high earners and wealthy elites - individuals who would not be too keen on having any sensitive data and accounting information in the hands of criminals.
If the data stolen by Rhysida did indeed include this kind of information, it would be easy to make a case for it being valued at 15 Bitcoin ($1.007 million), given the potential phishing and financial fraud campaigns that miscreants could carry out.
Keen readers of El Reg will remember that Rhysida was responsible for the attack on the British Library last year - one from which the national institution is still trying to recover. It's still the gang's biggest scalp to this day.
Shortly after the incident, the US Cybersecurity and Infrastructure Security Agency (CISA) published an extensive report on the group, raising awareness of its typical behaviors so organizations can plug any holes it regularly exploits.
CISA says it sees similarities between the operations of the group, named after a genus of centipede, and those of Vice Society ransomware gang. It's also known to remote into MFA-less victims' networks using stolen credentials, by phishing employees, or by exploiting vulnerabilities such as Zerologon. (r)
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    Uncle Sam, 15 US states launch antitrust war on Apple

    
Lawsuit alleges iGiant rips off fans, stifles dev innovation, makes it tough to dump iOS for rivals    
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The US Department of Justice has filed an antitrust complaint against Apple, accusing the iMaker of stifling innovation and undermining competitors through its App Store guidelines and developer agreements.
The DoJ, joined by 15 states and Washington, DC, filed its case in a New Jersey federal court today. According to the complaint [PDF], Apple has built a moat around its platforms that it uses to maintain a monopoly that ultimately harms consumers by allowing it to charge higher prices without fear users will be chased away.
"Over many years, Apple has repeatedly responded to competitive threats like this one by making it harder or more expensive for its users and developers to leave than by making it more attractive for them to stay," the complaint alleges. 
Apple has been charged with four counts of violating the Sherman Antitrust Act and two state-level antitrust violations in New Jersey and Wisconsin. 
In a press conference announcing the complaint, DoJ officials claimed the Apple case was on the same scale as the Standard Oil and Microsoft monopoly battles, the latter of which prosecutors say helped Apple grow into the commanding position it has.
"When Apple began developing mobile consumer devices, it did so against the backdrop of United States v. Microsoft," the complaint states. "In the absence of the [Microsoft] consent decree ...it would have been more difficult for Apple to achieve this success and ultimately launch the iPhone."


	No App Store needed: Apple caves, will allow sideloading in EU


	Apple's had it with Epic's app store shenanigans, terminates dev account


	Google formally accuses monopolist Microsoft of trapping people in its cloud


	What a surprise! Apple found a way to deliver browser engine and app store choice


	EU-turn! Now Apple says it won't banish Home Screen web apps in Europe


In terms of particular claims, the DoJ alleges Apple maintains its monopoly power by doing things like blocking super apps that would ease user dependence on Apple hardware, suppressing mobile cloud streaming services, making it harder for third-party accessories (eg, non-Apple Watch smartwatches) to work with iPhones, limiting the use of third-party digital wallets from accessing functions like tap-to-pay, and otherwise locking down devices to force users to stick with Apple.
One of the most egregious examples that US Attorney General Merrick Garland called out was Apple's refusal to make messaging between iPhones and Android devices work smoothly, as exemplified by the Beeper Mini affair earlier this year.
"[Apple's] anticompetitive conduct makes it more difficult for iPhone users to message with users of non-Apple products," Garland said. Instead of doing so by improving its own products, Apple "does this by diminishing the functioning of its own messaging app and third-party apps."
Garland pointed out that this, and other issues raised in the complaint (like forcing iPhone users to share credit card info with Apple to use tap-to-pay) creates security risks for Apple customers.
"Apple has maintained its monopoly not by having a superior product," Garland said, but by being exclusionary.
Apple has yet to respond to questions from The Register for this story. (r)
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    Meta, Microsoft, X, Match pledge selves to Epic battle against Apple App Store

    
You have my sword ... and my bow ... and my axe!    
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Meta, Microsoft, X, and Match Group are piling on Apple in support of Epic Games' ongoing legal battle over the Cupertino giant's stranglehold on its App Store.
The consortium of tech behemoths has formally requested [PDF] permission to file an amicus brief in support of Epic Games' motion to enforce an injunction that could potentially reshape the digital marketplace.
At the heart of this legal clash is Apple's stringent control of its App Store, where it imposes a commission of up to 30 percent on in-app purchases and enforces policies that the companies argue stifle competition and innovation.
Epic Games' original lawsuit against Apple, initiated in 2020, challenged these practices, particularly targeting Apple's restrictions against "steering" users towards alternative, often cheaper, payment methods outside of the App Store.
In a significant ruling in September 2021, the court found Apple's anti-steering provisions to be anti-competitive, resulting in a permanent injunction that prohibited Apple from blocking developers from directing users to alternative payment methods outside of Apple's walled digital garden.
This ruling was seen as a victory for developers seeking more autonomy and the ability to bypass Apple's hefty fees. However, the new filings claim that Apple's compliance measures have fallen short of the court's expectations.
The amicus brief, as outlined in the court documents [PDF], argues that Apple has devised a new scheme that effectively circumvents the court's injunction by imposing burdensome requirements and limitations on developers who wish to include external purchase links within their apps.


	No App Store needed: Apple caves, will allow sideloading in EU


	Apple's had it with Epic's app store shenanigans, terminates dev account


	EU takes a bite out of Apple with $2B in-app purchase fine


	US Supreme Court doesn't want to hear Apple, Epic's gripes about in-app purchases


These restrictions are claimed to be so onerous that they virtually nullify the intended effects of the injunction, with the filing alleging they effectively perpetuate Apple's dominant position and continue to limit price competition and consumer choice.
Meta, Microsoft, X, and Match Group, each affected by Apple's App Store policies due to their popular apps and services, argue that Apple's actions not only flout the injunction but also harm consumers and app developers by maintaining an environment where Apple's in-app purchasing system remains the de facto method for transactions, devoid of meaningful competition.
"Apple's new restrictions are plainly designed to render alternatives to Apple's IAP impractical for developers, and inaccessible and unappealing to consumers, thus circumventing both the spirit and underlying goals of the injunction," the companies write in the filing.
As the legal proceedings move forward with a hearing scheduled for April 30, the tech industry will be watching closely. The case has the potential to set a precedent for how digital marketplaces operate, balancing the interests of platform owners like Apple or Google against those of app developers and consumers seeking more openness and competition.
The case will be presided over by Judge Yvonne Gonzalez Rogers in the United States District Court for the Northern District of California. Apple has until April 3 to formally respond. (r)
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    Micron bounces back as AI drives up memory prices

    
'Our HBM is sold out for calendar 2024,' trills CEO    
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Micron is basking in a market bounceback, crediting the surge of interest in AI for a jump in the company's revenue, even though buyers face the prospect of rising memory prices for the year ahead.
The Boise, Idaho memory maker reported revenue of $5.82 billion for its fiscal Q2 2024 ended February 29, up more than 50 percent year-on-year.
Revenue, gross margin, and earnings per share were "well above the high end" of Micron's own guidance ranges, pointing to "much improved market conditions" that have helped return the biz to profitability a quarter earlier than industry watchers were expecting.
According to MarketWatch, Micron shares were surging in late trading in the US on Wednesday, gaining 18 percent on the day.
Those improved market conditions equated to increased demand for Micron's DRAM and NAND memory products, driven by the AI craze that has been tilting the market towards higher performance systems with beefed-up configurations.
"This improvement in market conditions was due to a confluence of factors, including strong AI server demand, a healthier demand environment in most end markets, and supply reductions across the industry," president and CEO Sanjay Mehrotra said on the company's earnings call.
"AI server demand is driving rapid growth in HBM, DDR5, and datacenter SSDs, which is tightening leading-edge supply availability for DRAM and NAND," he added.
This is resulting in a "positive ripple effect" on pricing across all memory and storage end markets, Mehrotra said, and so Micron is forecasting DRAM and NAND pricing to increase throughout calendar year 2024, leading to greater revenue and profitability in the company's fiscal year 2025.
Forecast mixed
This is, however, a double-edged sword, as rising memory prices mean greater profits for the likes of Micron, but will hit buyers that have already been feeling the pinch from the hiked interest rates over recent years.
"We are in the very early innings of a multiyear growth phase driven by AI as this disruptive technology will transform every aspect of business and society," Mehrotra opined.
"Memory and storage technologies are key enablers of AI in both training and inference workloads, and Micron is well-positioned to capitalize on these trends in both the datacenter and the edge. We view Micron as one of the biggest beneficiaries in the semiconductor industry of this multiyear growth opportunity driven by AI," he said.
As an example, Mehotra pointed to Nvidia's announcement this week of new products based on the Blackwell GPU architecture that feature a 33 percent increase in HBM3E memory content, which Micron has now begun high volume shipments of.
"Our HBM is sold out for calendar 2024, and the overwhelming majority of our 2025 supply has already been allocated," Mehotra added.
Micron's Q2 revenue was largely from DRAM, which at $4.2 billion accounted for 71 percent of turnover, with bit shipments increasing by "a low single-digit percentage" and prices increasing by high teens, according to CFO Mark Murphy.
At $1.6 billion, NAND made up 27 percent of revenue, with bit shipments actually decreasing by a low single-digit percentage but prices jumping by more than 30 percent.
Looking ahead to fiscal Q3, bit shipments are expected to be down modestly for DRAM and up somewhat for NAND, Murphy said. "While demand continues to improve, supply is constrained, especially at the leading edge."


	Arm targets AI performance with latest Neoverse Compute Subsystems


	Upstart retrofits an Nvidia GH200 server into a EU47,500 workstation


	China 'readies production' of homegrown high-bandwidth memory


	Micron, SK-Hynix's shipping bandwidth-boosting LPDDR5 for on-device AI


Micron is forecasting another jump in revenue for its Q3 to $6.6 billion, give or take $200 million, while the company's CapEx plans remain unchanged at a range between $7.5 billion and $8 billion, according to Mehotra. Micron has assumed CHIPS Act grants in its CapEx plans for fiscal 2024, the CEO confirmed.
"Our planned Idaho and New York projects require Micron to receive the combination of sufficient CHIPS grants, investment tax credits, and local incentives to address the cost difference compared to overseas expansion," he said.
The US Department of Commerce this week granted Intel $8.5 billion in direct funding and up to $11 billion in loans for its expansion plans, but no word so far on what Micron can expect. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2024/03/21/micron_bounces_back_to_profit/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2024/03/21/sap_users_reporting_investment_growth/
    

    SAP users aren't keen on upping spending right now

    
Cloud and upgrade conversions remain steady if sluggish, according to ERP spending bellwether DSAG    


    
        By 
Lindsay Clark        
    

    
        Posted in Databases,
        
            21st March 2024 13:32 GMT
        
    


    
The German-speaking SAP user group has released data showing the region's appetite for budget increases in spending is diminishing, casting a shadow over the prospects for cloud transformation projects.
The Investment Report 2024 for DSAG, which represents SAP users in Germany, Austria and Switzerland, has shown some IT and SAP investment budgets continue to rise in the latest survey, but at fewer companies than in 2023.
"The proportion of companies whose IT and SAP investment budgets remain the same or decrease has risen significantly. Market conditions are difficult and uncertain. It is therefore understandable that companies are taking a wait-and-see approach - but this is not recommended if they want to remain competitive in the long term," says Jens Hungershausen, DSAG Chairman of the Board in the report.
DSAG found overall IT budgets will increase at 43 percent of organizations, compared with 54 percent in 2023. Spending is set to stay the same at 36 percent, up from 26 last year, while it is set to decrease at 18 percent of respondents' orgs, compared with 15 percent a year ago. For SAP investments, 46 percent of organizations surveyed saw their budget increase (2023: 52 percent), 32 percent saw it remain unchanged (2023: 31 percent), and 19 percent saw it decrease (2023: 15 percent).
Clouds gather over cloud
While investment remains in S/4HANA, the latest in-memory enterprise application technology from SAP, convincing users to deploy in the cloud - as SAP would like to see - is still a struggle.
SAP's Business Suite software (the generation earlier than S/4HANA, sometimes also called ECC) remains dominant in terms of investment, despite the software vendor promoting the more recent platform for around nine years.
Business Suite is used by 68 percent of organizations surveyed, down from 79 percent of them last year, while S/4HANA on-premises stands at 44 percent, slightly up from 41 percent in 2023. S/4HANA in private cloud grew to 11 percent (up from eight percent) and public cloud increased to six percent (2023: three percent).
"The cloud operating models for S/4HANA continue to play a subordinate role. This is not surprising, as companies face numerous challenges when switching to the cloud. Strategic reasons, such as investments already made and security concerns for critical IT infrastructures, certainly also play a role here," Hungershausen said.
"Investments in S/4HANA are continuing to increase. The increase in high investments in particular suggests that the efforts of DSAG and SAP to support user companies during the transformation are bearing fruit. Nevertheless, I would have expected a higher willingness to invest in S/4HANA - especially in view of the end of maintenance in 2027 and the resulting very tight time window for migration," he said.


	SAP dangles juicy carrot to pull users on board with cloud-first vision


	SAP reshuffles leadership as cloud crusade continues


	No customer left behind, SAP's Klein tells users angered by cloud-only decision


	S/4HANA was once the future for SAP - but now it's in the clouds


DSAG also asked about SAP's preferred cloud model, dubbed RISE with SAP, albeit before the vendor announced a time-limited 50 percent special offer.
"The DSAG members surveyed are critical of SAP's S/4HANA cloud strategy. Only 13 percent of those surveyed had a positive opinion, just under half had a negative one," said Hungershausen.
SAP might take heart in the steady, continuing move to the latest S/4HANA software and the cloud deployment environment among its user base -- a significant part of Europe's industrial heartlands rely on SAP including Siemens, VW Group, EADS and Airbus -- but the rate of uptick may not be enough to placate SAP's investors, who want to see the 51-year-old German software firm as more of a high-growth, high-margin SaaS vendor. (r)
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    One rack. 120kW of compute. Taking a closer look at Nvidia's DGX GB200 NVL72 beast

    
1.44 exaFLOPs of FP4, 13.5 TB of HBM3e, 2 miles of NVLink cables, in one liquid cooled unit    
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            21st March 2024 13:00 GMT
        
    


    
GTC Nvidia revealed its most powerful DGX server to date on Monday. The 120kW rack scale system uses NVLink to stitch together 72 of its new Blackwell accelerators into what's essentially one big GPU capable of more than 1.4 exaFLOPS performance -- at FP4 precision anyway.
At GTC this week, we got a chance to take a closer look at the rack scale system, which Nvidia claims can support large training workloads as well as inference on models up to 27 trillion parameters -- not that there are any models that big just yet.
[image: Nvidia's DGX GB200 NVL72 is a rack scale system that uses NVLink to mesh 72 Blackwell accelerators into one big GPU.]
Nvidia's DGX GB200 NVL72 is a rack scale system that uses NVLink to mesh 72 Blackwell accelerators into one big GPU (click to enlarge)


Dubbed the DGX GB200 NVL72, the system is an evolution of the Grace-Hopper Superchip based rack systems Nvidia showed off back in November. However, this one is packing more than twice the GPUs.
Stacks of compute
While the 1.36 metric ton (3,000 lb) rack system is marketed as one big GPU, it's assembled from 18 1U compute nodes, each of which is equipped with two of Nvidia's 2,700W Grace-Blackwell Superchips (GB200).
[image: Here we see two GB200 Superchips, minus heatspreaders and cold plates in a 1U liquid cooled chassis]
Here we see two GB200 Superchips, minus heatspreaders and cold plates in a 1U liquid cooled chassis (click to enlarge)


You can find more detail on the GB200 in our launch day coverage, but in a nutshell, the massive parts use Nvidia's 900GBps NVLink-C2C interconnect to mesh together a 72-core Grace CPU with a pair of top-specced Blackwell GPUs.
In total, each Superchip comes equipped with 864GB of memory -- 480GB of LPDDR5x and 384GB of HBM3e -- and according to Nvidia, can push 40 petaFLOPS of sparse FP4 performance. This means each compute node is capable of producing 80 petaFLOPS of AI compute and the entire rack can do 1.44 exaFLOPS of super-low-precision floating point mathematics.
[image: Nvidia's Grace-Blackwell Superchip, or GB200 for short, combines a 72 Arm-core CPU with a pair of 1,200W GPUs.]
Nvidia's Grace-Blackwell Superchip, or GB200 for short, combines a 72 Arm-core CPU with a pair of 1,200W GPUs (click to enlarge)


At the front of the system are the four InfiniBand NICs -- note the four QSFP-DD cages on the left and center of the chassis' faceplate -- which form the compute network. The systems are also equipped with a BlueField-3 DPU, which we're told is responsible for handling communications with the storage network.
In addition to a couple of management ports, the chassis also features four small form-factor NVMe storage caddies.
[image: The NVL72's 18 compute nodes come as standard with four Connect-X InfiniBand NICs and a BlueField-3 DPU.]
The NVL72's 18 compute nodes come as standard with four Connect-X InfiniBand NICs and a BlueField-3 DPU (click to enlarge)


With two GB200 Superchips and five NICs, we estimate each node is capable of consuming between 5.4kW and 5.7kW a piece. The vast majority of this heat will be carried away by direct-to-chip (DTC) liquid cooling. The DGX systems Nvidia showed off at GTC didn't have cold plates, but we did get a look at a couple prototype systems from partner vendors, like this one from Lenovo.
[image: While the GB200 systems Nvidia had on display didn't have coldplates installed, this Lenovo prototype shows what it might look like in production]
While the GB200 systems Nvidia had on display didn't have coldplates installed, this Lenovo prototype shows what it might look like in production (click to enlarge)


However, unlike some HPC-centric nodes we've seen from HPE Cray or Lenovo's Neptune line which liquid cool everything, Nvidia has opted to cool low-power peripherals like NICs and system storage using conventional 40mm fans.
Stitching it all together
During his keynote, CEO and leather jacket aficionado Jensen Huang described the NVL72 as one big GPU. That's because all 18 of those super dense compute nodes are connected to one another by a stack of nine NVLink switches situated smack dab in the middle of the rack.
[image: In between the NVL72's compute nodes are a stack of nine NVLink switches, which provide 1.8 TBps of bidirectional bandwidth each of the systems 72 GPUs.]
In between the NVL72's compute nodes are a stack of nine NVLink switches, which provide 1.8 TBps of bidirectional bandwidth each of the systems 72 GPUs (click to enlarge)


This is the same tech that Nvidia's HGX nodes have used to make its eight GPUs behave as one. But rather than baking the NVLink switch into the carrier board, like in the Blackwell HGX shown below, in the NVL72, it's a standalone appliance.
[image: The NVLink switch has traditionally been integrated into Nvidia's SXM carrier boards, like the Blackwell HGX board.]
The NVLink switch has traditionally been integrated into Nvidia's SXM carrier boards, like the Blackwell HGX board shown here (click to enlarge)


Inside of these switch appliances are a pair of Nvidia's NVLink 7.2T ASICs, which provide a total of 144 100 GBps links. With nine NVLink switches per rack, that works out to 1.8 TBps -- 18 links -- of bidirectional bandwidth to each of the 72 GPUs in the rack.
[image: Shown here are the two 5th-gen NVLink ASICS found in each of the NVL72's nine switch sleds.]
Shown here are the two 5th-gen NVLink ASICS found in each of the NVL72's nine switch sleds (click to enlarge)


Both the NVLink switch and compute sleds slot into a blind mate backplane with more than 2 miles (3.2 km) of copper cabling. Peering through the back of the rack, you can vaguely make out the massive bundle of cables responsible for meshing the GPUs together so they can function as one.
[image: If you look closesly, you can see the massive bundle of cables that form the rack's NVLink backplane.]
If you look closesly, you can see the massive bundle of cables that form the rack's NVLink backplane (click to enlarge)


The decision to stick with copper cabling over optical might seem like an odd choice, especially considering the amount of bandwidth we're talking about, but apparently all of the retimers and transceivers necessary to support optics would have added another 20kW to the system's already prodigious power draw.
This may explain why the NVLink switch sleds are situated in between the two banks of compute as doing so would keep cable lengths to a minimum.


	Nvidia: Why write code when you can string together a couple chat bots?


	Nvidia turns up the AI heat with 1,200W Blackwell GPUs


	How to run an LLM on your PC, not in the cloud, in less than 10 minutes


	Oxide reimagines private cloud as... a 2,500-pound blade server?


Power, cooling, and management
At the very top of the rack we find a couple of 52 port Spectrum switches -- 48 gigabit RJ45 and four QSFP28 100Gbps aggregation ports. From what we can tell, these switches are used for management and streaming telemetry from the various compute nodes, NVLink switch sleds, and power shelves that make up the system.
[image: At the top of the NVL72, we find a couple of switches and three of six powershelves.]
At the top of the NVL72, we find a couple of switches and three of six powershelves (click to enlarge)


Just below these switches are the the first of six power shelves visible from the front of the NVL72 -- three toward the top of the rack and three at the bottom. We don't know much about them other than they're responsible for keeping the 120kW rack fed with power.
Based on our estimates, six 415V, 60A PSUs would be enough to cover that. Though, presumably Nvidia or its hardware partners have built in some level of redundancy into the design. That leads us to believe these might be operating at more than 60A. We've asked Nvidia for more details on the power shelves; we'll let you know what we find out.
However they're doing it, the power is delivered by a hyperscale-style DC bus bar that runs down the back of the rack. If you look closely, you can just make out the bus bar running down the middle of the rack.
[image: According to CEO Jensen Huang, coolant is designed to be pumped through the rack at 2 liters per second.]
According to CEO Jensen Huang, coolant is designed to be pumped through the rack at 2 liters per second (click to enlarge)


Of course, cooling 120kW of compute isn't exactly trivial. But with chips getting hotter and compute demands growing, we've seen an increasing number of bit barns, including Digital Realty and Equinix, expand support for high-density HPC and AI deployments.
In the case of Nvidia's NVL72, both the compute and NVLink switches are liquid cooled. According to Huang, coolant enters the rack at 25C at two liters per second and exits 20 degrees warmer.
Scaling out
If the DGX GB200 NVL72's 13.5 TB of HBM3e and 1.44 exaFLOPS of sparse FP4 ain't cutting it, eight of them can be networked together to form one big DGX Superpod with 576 GPUs.
[image: Eight DGX NVL72 racks can be strung together to form Nvidia's liquid cooled DGX GB200 Superpod.]
Eight DGX NVL72 racks can be strung together to form Nvidia's liquid cooled DGX GB200 Superpod (click to enlarge)


And if you need even more compute to support large training workloads, additional Superpods can be added to further scale out the system. This is exactly what Amazon Web Services is doing with Project Ceiba. Initially announced in November, the AI supercomputer is now using Nvidia's DGX GB200 NVL72 as a template. When complete, the machine will reportedly have 20,736 GB200 accelerators. However, that system is unique in that Ceiba will use AWS' homegrown Elastic Fabric Adapter (EFA) networking, rather than Nvidia's InfiniBand or Ethernet kit.
Nvidia says its Blackwell parts, including its rack scale systems, should start hitting the market later this year. (r)
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    UN: E-waste is growing 5x faster than it can be recycled

    
Right to Repair should be the Obligation to Repair, if we want to avoid drowning in trashed electronics    
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We're creating electronic waste almost five times faster than we're recycling it using documented methods, according to a United Nations report released on Wednesday.
And the economic impact is significant. While e-waste recycling has benefits estimated to include $23 billion of monetized value from avoided greenhouse gas emissions and $28 billion of recovered materials like gold, copper, and iron, it also comes at a cost - $10 billion associated with e-waste treatment and $78 billion of externalized costs to people and the environment.
Overall, this puts the net annual economic monetary cost of e-waste at $37 billion. And this is expected to reach $40 billion by 2030 if improvements in e-waste management and policies aren't made.
The 2024 Global E-waste Monitor (GEM) [PDF] was prepared by the UN's International Telecommunication Union (ITU) and the UN Institute for Training and Research (UNITAR).
The report reveals that annual generation of e-waste - discarded devices with a plug or battery - is growing at a rate of 2.6 million metric tons per year (a metric ton is equivalent to roughly 2,204.62 pounds - all units in this story are metric) and is expected to reach 82 million tons by 2030, from 62 million tons in 2022.
Those 62 million tons, the report suggests, would fill 1.55 million 40-ton trucks, which would roughly encircle the equator - if you parked them end-to-end and paved the relevant oceans. And that's to say nothing of the economic consequences of taking so many trucks out of service and disrupting global shipping routes with an equatorial parking structure, so let's not.
Of the 62 million tons of e-waste generated globally in 2022, an estimated 13.8 million tons was documented, collected, and properly recycled. Another 16 million tons is said to have been recycled through undocumented channels in high and middle-income countries with developed waste management infrastructure.
A further 18 million tons, it is estimated, was processed in low and middle-low income countries without developed e-waste management systems - through which toxic chemicals get released. And the final 14 million tons are said to have been thrown away to end up mainly in landfills - also not ideal.


	Apple and Samsung tussle over whose gizmos are hardest to fix


	EU repair rights bill tells manufacturers to fix up or ship out


	What to make of Google backing Right-to-Repair in Oregon? 'It gives me hope'


	Fairphone 5 scores a perfect 10 from iFixit for repairability


The rate of e-waste creation and recycling varies by region. In Europe, per capita e-waste generation is 17.6 kg and recycling is 7.5 kg. In Oceania, it's 16.1 kg and 6.7 kg respectively. In the Americas, it's 14.1 kg and 4.2 kg.
The annual average formal collection and recycling rate in Europe is 42.8 percent, compared to 41.4 percent in Oceania, 30 percent in the Americas, 11.8 percent in Asia, and 0.7 percent in Africa.
The report calls for stronger formal e-waste management and for policy makers to make sure that initiatives to promote renewable energy don't end up undermining environmental concerns. It notes, for example, that e-waste from photovoltaic panels - to generate solar power - is expected to quadruple from 0.6 million tons in 2022 to 2.4 million tons in 2030.
"From discarded televisions to dumped telephones, an enormous amount of e-waste is generated around the world," lamented Cosmas Luckyson Zavazava, director of ITU's Telecommunication Development Bureau.
"The latest research shows that the global challenge posed by e-waste is only going to grow. With less than half of the world implementing and enforcing approaches to manage the problem, this raises the alarm for sound regulations to increase collection and recycling."
"We make and toss way too many electronics, and we are doing thousands of years of damage to the world in the process," observed Nathan Proctor, senior director of US PIRG Campaign for the Right to Repair, in an email to The Register.
"Americans are spending more and more on electronic devices which have shrinking life spans. We need to build products to last, and make sure we can fix them when they break. These findings only reinforce the need to advance the Right to Repair, and address other issues around electronics obsolescence."
Gay Gordon-Byrne, executive director of The Repair Association, a US-based advocacy group, told The Register that it's clear that the volume of e-waste is growing, at least in terms of units. She noted that e-waste is based on weight, so there's a disconnect in how calculations are made.
"We've had some of our charitable reuse partners tell us that they can only recover about 15 percent of donated materials due to lack of access to repair service materials," she said. "The rest of the equipment has to be shredded."
Gordon-Byrne argued that as we learn more about how little actual recycling is being done, we will have more motivation to reduce e-waste through repair and reuse. (r)
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    UK council won't say whether two-week 'cyber incident' impacted resident data

    
Security experts insist ransomware is involved but Leicester zips its lips    
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Leicester City Council continues to battle a suspected ransomware attack while keeping schtum about the key details.
Progress updates posted to its website are still referring to the widespread outage as a "cyber incident," failing to even confirm whether data has been compromised or whether ransomware is involved, which some experts insist to be the case.
The Register has repeatedly asked for a confirmation or denial of ransomware's involvement from the council, but after ignoring us for ten days it finally replied today, only to say it still couldn't share anything beyond official statements.
The UK's National Cyber Security Centre (NCSC), which has been informed of the situation at the council, told us it continues to work with local officials.
Leicester says in its statement a criminal investigation into the "cyber incident" remains ongoing, and as such the key details surrounding it all can't be revealed.
"The UK government really needs a radical rethink on ransomware [in my honest opinion]," said security expert Kevin Beaumont at the time the incident was first disclosed. 
"If you can't even say the word, you can't manage the problem."
Eerke Boiten, professor of cybersecurity at De Montfort University Leicester, said following the initial disclosure of the incident that the council has a good reputation when it comes to information governance and that he had "some faith" that any damage to sensitive data would be limited.
Earlier this week, the council extended its estimated time to recovery from the few short days at the time of disclosure, to "at least two weeks."
Richard Sword, strategic director of city development and neighborhood services at the council, said this week that "a good majority of staff are also back on the network," but its phone lines still require some work before they're back online. 


	Crypto scams more costly to the US than ransomware, Feds say


	More than 133,000 Fortinet appliances still vulnerable to month-old critical bug


	Cyberattack gifts esports pros with cheats, forcing Apex Legends to postpone tournament


	As if working at Helldesk weren't bad enough, IT helpers now targeted by cybercrims


Libraries and community centers remain open, and waste services continue to operate as normal, but access to public computers, Wi-Fi, and printing is down. 
Some residents have had issues with the council being unable to collect their direct debits. The council will be writing to the affected individuals to inform them of the new date of collection.
Standing orders aren't affected and residents can still pay fixed penalty notices, which are issued for low-level crimes such as littering and not paying for car parking.
Emergency telephone lines have been established for critical services such as child protection services, homelessness, and housing repairs while the recovery efforts continue.
"We are making good progress with the recovery of our systems and are now in the process of switching them back online, with housing, adult and children's social care, and revenues and benefits being prioritized for this week," said Sword.
Residents were urged to only contact the council in the event of an emergency. They've also been assured that its website is still safe to use, and that they may trust emails coming from council sources, including any attachments that come with them.
"Many people in Leicester will be frustrated by these ongoing issues, but I'd like to reassure them that we're working as quickly as possible to get things back to normal," said Sword earlier this week. 
"I'd also like to apologise for the disruption and thank people for their continued patience and understanding as we work to resolve these outstanding issues." (r)
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    Qualcomm infuses AI support into Snapdragon 7+ Gen 3 platform

    
Boosted on-device generative AI's not just for the flagship smartphone kids    
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Qualcomm is pushing out its second smartphone platform within a week, in this case an extension of its Snapdragon 7 series for high-end devices that are built to a lower price point than flagship premium smartphones.
The Snapdragon 7+ Gen 3 is, according to Qualcomm branding, a step up in features from the Snapdragon 7 Gen 3 introduced late last year, and billed as the "most powerful Snapdragon 7 series yet."
Inevitably, this means it has on-device generative AI capabilities that the US chips and telecoms biz is infusing across its smartphone platforms, but also a boost in both CPU and GPU performance, plus Wi-Fi 7 support.
"Today, we embark on the latest expansion in the 7-series to create new levels of entertainment for consumers - integrating next-generation technologies for richer experiences," Qualcomm's SVP of mobile handsets Chris Patrick said in a canned statement.
The claimed 15 percent hike in CPU performance and 45 percent in GPU performance is relative to the Snapdragon 7+ Gen 2, released a year ago, however.
Features that Qualcomm claims to have "waterfalled" down from the top-of-the-line Snapdragon 8 series include the generative AI support, thanks to the company's Hexagon neural processing unit (NPU), plus the triple 18-bit image signal processors to support camera functions.
Qualcomm demonstrated that phones based on its chippery could handle a 7 billion parameter large language model (LLM) at phone fest Mobile World Congress earlier this year, and the company says this platform supports models including Baichuan-7B, Llama 2, Gemini Nano and Zhipu ChatGLM.
And if "crushing to-do lists" is your thing, Qualcomm claims that AI-powered virtual assistants supported by this platform will help you do that.
The Kryo CPU block inside Snapdragon 7+ Gen 3 has the 1-4-3 arrangement of one "Prime" core, four Performance cores and three Efficiency cores seen in Snapdragon 8, but at lower clock speeds. Thus the Cortex-X4 "Prime" is 2.8 GHz, while the other two tiers are 2.6 GHz and 1.9 GHz.
For buyers that are into their mobile games, other features added to this platform include Qualcomm's Snapdragon Game Post Processing Accelerator and the Adreno Frame Motion Engine 2, the latter of which is claimed to enhance the frame rate without draining power.
As with the Snapdragon 8 series, the Adreno GPU on this platform is able to drive a 4K on-device display at up to 60Hz and up to an 8K external display.


	Qualcomm unveils Snapdragon 8s Gen 3 with Eye-of-Sauron camera


	Nvidia rival Cerebras says it's revived Moore's Law with third-gen waferscale chips


	Ruggedized phone group takes the Bullitt, calls in PWC as administrative receiver


	Microsoft catches the Wi-Fi 7 wave with Windows 11


For connectivity, this platform has the same Snapdragon X63 5G Modem-RF System as the baseline Snapdragon 7 announced last year, which means it is capable of downlink speeds of up to 4.2 Gbps on 5G networks, rather than the 5 Gbps or 10 Gbps supported by the Snapdragon 8 series.
Wi-Fi is delivered by the same FastConnect 7800 subsystem, however, which seems to have become Qualcomm's standard for all its smartphone platforms. This offers Wi-Fi 7, support for the 6GHz, 5GHz and 2.4GHz bands, and a peak speed of 5.8 Gbps.
Smartphone makers including OnePlus, Realme, and Sharp are expected to bring devices to market sometime in the next few months. (r)
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    Nominet to restructure, slash jobs after losing 'major deal'

    
Prices also set to rise after being frozen since 2020    
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Nominet is cutting staff on the back of market pressure, including the loss of a government cyber contract and is considering a domain registration price increase, according to an update from its CEO.
In his message to members, seen by The Register, Paul Fletcher did not elaborate on where the cuts would be, only that "up to 70 of our current roles could be made redundant."
Fletcher said he hopes the proposed reductions would be partially offset by redeployment but added that "our overall headcount will reduce."
At present, Nominet's headcount stands at 315. Even considering redeployment, that reduction looks like it is going to sting.
Nominet's woes were caused by market pressures, including the loss of a contract with UK government over provision of the Protective Domain Name Service (PDNS). The contract, estimated to be valued at PS30 million ($38.8 million), is set to expire later in 2024.
Fletcher told members:
"We have consistently received positive feedback about our delivery of the PDNS service, and the impact it continues to have preventing cyber attacks on public services. However, we do not expect to be providing this service after our contract ends later this year. As we are bound by contractual commitments, we are unable to say more, but will do so when we can."
In its profit and loss accounts for the year ended March 31, 2023, Nominet said the PDNS handled "over half a trillion DNS queries over the last year, growing 29 percent. This resulted in 11 billion DNS queries being blocked for 420,000 domains."
The cyber business generated PS12.6 million in revenue, down from PS12.7 million, with the overall group recording an operating profit before impairment and social impact of PS8.1 million. The cyber deficit for year, meanwhile, was recorded at PS2.4 million, with a net loss for the year of PS3.9 million.
According to Fletcher's memo, the goal of reaching "profitability" with the cyber biz was to "compensate for static or reduced demand for domains in future.
"Market pressures are squeezing margins, and competitors are pricing keenly to secure business. The viability of this income stream in the longer term depends on us being able to offer a service at a lower price while still being profitable. We are currently evaluating options open to us and will keep members updated."
All of which means that the company is looking to make up the shortfall elsewhere. Hence, a "hiring freeze", a "review of any discretionary spending", and, of course, the job cuts.
There is another lever the domain registrar can pull - wholesale domain pricing, which Nominet plans to maintain at the current level of PS3.90 "until at least the end of the year."
"However, the combination of flat revenues, inflation and need for ongoing investment to ensure services for members remain world class means prices cannot be held at the level set in January 2020 indefinitely."


	Nominet suspends 'single digit' number of Russian dot-UK domain registrars


	Ukraine war a sorting hat for cyber-governance loyalties: Black Hat founder Jeff Moss


	ISP industry blasts UK Telecoms Security Bill for vague requirements, high costs of compliance


	Pressure builds on Nominet as members demand to know leadership's contingency plans for when they're fired


A Nominet spokesperson told The Register: "The loss of a major contract means we need to position ourselves accordingly to ensure we have the right people in the right place and are resourced accordingly."
The final numbers have yet to be confirmed, the spokesperson added.
Nominet said no decision on pricing has yet been taken. However, the company told us, "We did point out that this situation would not continue indefinitely."
Still, there was some light among the gloom at the company. While the PDNS contract is ending, Nominet has won a recent tender to provide DNS services to support the NHS digital estate for the next three years. It also recently secured a deal to support gov.uk. Assuming there are enough staff left to do the work. (r)

  Editor's note: This article was updated after publication to include the overall losses incurred by Nominet and its cybersecurity wing.
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    Nutanix catapults IP theft sueball at DBaaS startup Tessell

    
Claims former staff ripped off IP and even did demos for their new company on Nutanix computers    
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Nutanix has brought a lawsuit against database-as-a-service startup Tessell, an outfit founded by three of its ex-employees, alleging the upstart's products are rip-offs of Nutanix's own Era database management product.
In a Wednesday court filing [PDF], Nutanix claimed the now-former staff "used Nutanix facilities, equipment, services, and even the Nutanix Era source code when developing the Tessell product."
Nutanix alleges the three "planned, developed, obtained initial financing for, and demonstrated prototypes of the competing product--all using Nutanix computers and while they were employed by Nutanix. One of the Tessell prototypes they demonstrated actually ran on Nutanix servers."
The three accused Tessell co-founders thus allegedly lifted the source code for Era and used it to build their own products.
Nutanix said it didn't notice the activities detailed above, though after the trio left and launched Tessell, the IT giant became concerned by "the speed with which [Tessell] came to market with features strikingly similar to Era." A forensic investigation followed and uncovered the IP theft, it is claimed.
The filing, submitted to a federal district court in northern California, describes the three accused as "inventors of key Era features and methods," alleges they were contractually bound to assign all their work to Nutanix, and claims they did not disclose some of their efforts which they "instead traded to Tessell in exchange for their shares in the company."


	Nutanix doesn't expect a rush of VMware refugees - maybe for years


	Nutanix, Cisco say buyers will get the best of them both


	Nutanix reckons you can stuff AI into a box - a box it manages, that is


	Alibaba Cloud lets its tiny desktop-as-a-service client leave China


Nutanix is therefore fighting on two fronts: One against its three former employees for that alleged breach of contract, and another against Tessell for the alleged use of copyrighted code without authorization as well as patent infringement in its products.
The filing argues Tessell knew the three former Nutanix employees - Bala Kuchibhotla, Kamaldeep Khanuja, and Bakul Banthia - were under contract and should have left alone material that was Nutanix's property.
"Tessell's copyright and patent infringement is knowing and willful," the filing states. "Tessell's ongoing interference with Nutanix's contractual rights has been carried out by fraud and concealment."
One of the three employees named in Nutanix's complaint - Kuchibhotla - previously settled an insider-trading complaint in 2022 with a US financial watchdog after, as Uncle Sam put it, trading Nutanix shares ahead of a quarterly results announcement that included news of poor financial performance.
The Register has asked Tessell and Kuchibhotla for comment and had not received a response at the time of publication.
"It has been shocking to learn of the behavior of these former employees during their employment, the scope of what they took from Nutanix, and the steps they took to hide their use of Nutanix resources to found their company," Tyler Wall, chief legal officer at Nutanix, alleged in a canned statement.
"Nutanix believes strongly in fair competition and its importance and value to the industry overall, and it is with deliberate and thoughtful consideration that we have decided to file this lawsuit. The facts that our investigation uncovered were egregious. We look forward to presenting our evidence and proving our claims in the litigation." (r)
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    First the Super Bowl, now this: Kansas City getting a Google bit barn

    
Exact location, power source, and go-live date unknown. But don't worry, there'll be digital jobs    
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Google has announced plans to drop $1 billion on a new datacenter in Kansas City, Missouri - its first in the state - though when it'll come online is anyone's guess.
Google announced its plan today at a press conference attended by Kansas City mayor Quinton Lucas and Missouri governor Mike Parson. Along with $1B to build the datacenter, Google will invest in the Kansas City area by expanding a skilled trades development program putting $100k towards North Kansas City School District's alternative education STEAM program. Both programs could help Google develop a datacenter workforce, we note.
"Our announcement today is a testament to the resources, talent and welcoming spirit of the Kansas City community," stated Monique Picou, Google VP of cloud supply chain and operations. "Together, Kansas City and Google will help power America's digital future and we are excited to contribute to the bright future of the region."
Picou, who spoke at the press conference, said datacenters are a "really, really important" part of Google's current investment strategy. "We have reached an important inflection point for tech innovation like AI, and datacenters are the backbone of this progress," Picou added.
According to the governor's office, the project will create up to 1,300 new jobs - more than 1,000 of which Kansas City mayor Lucas said would be part of construction for the new bit barn.
"One of every ten workers in Kansas City works in the technology industry," Lucas observed. "With this project and all that will attract ... and the other companies who come here we look forward to growing that."
Lots of talk, few details
It's fairly clear where the new datacenter will be built, as Google bought up around 500 acres in Kansas City's Northland area after getting permission from city planners to buy a smaller plot in the area in late December, 2023.
Wherever the server shack lands, Missouri is excited for the cash infusion.
"Our skilled workforce, superior infrastructure, and prime business climate continue to result in investments from leading employers," gushed governor Parson. "We welcome Google to Missouri and look forward to the positive impact it will provide for our growing high-tech sector."
When those impacts will be felt is unknown, as Google hasn't revealed exactly when construction will begin, or end. We've asked for more specifics and will let you know if the cloud colossus has any answers at this stage.


	Why do cloud titans keep building datacenters in America's hottest city?


	Chinese chap charged with stealing Google's AI datacenter secrets


	That runaway datacenter power grab is the best news for net zero this century


	We're not in Kansas City anymore, Toto ... Google axes free fiber internet


Google also revealed it signed a power purchase agreement (PPA) with renewable firm Ranger Power and D.E. Shaw Renewable Investments to secure 400 megawatts of new solar power capacity to support the datacenter project - but that's a bit of a mystery, too.
Google's press release states the solar project involves the Beavertail Solar Farm located "in a former coal community," but it's not clear where that facility is or if it's more than just a proposed project waiting for Google's investment to be built. Little to no information about Beavertail Solar is available online outside of records of a Delaware-based company and a Missouri subsidiary registered in 2017.
It's also not clear if the planned datacenter will be entirely powered by the solar PPA - Google has made plenty of investments in renewable energy for its datacenters - or if fossil fuels will still be in the mix.
AI was cited by Picou as a key part of Google's datacenter expansion plans, but what she didn't mention was the fact that her employer has blamed AI for its trouble in meeting renewable energy goals.
Google noted in its announcement that the Beavertail PPA will help support its plans to make its datacenters run on 100 percent renewables by 2030 but, as a spokesperson told us previously, that goal is just one of many Google moonshots.
Hopefully those other Kansas City promises don't fall flat. (r)
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