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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        JetBrains keeps mum on 26 'security problems' fixed after Rapid7 spat
        Connor Jones

        Vendor takes hardline approach to patch disclosure to new levels JetBrains TeamCity users are urged to apply the latest version upgrade this week after the vendor disclosed 26 new security issues in the CI/CD web application.... 

      

      
        University of Washington's Workday woes leave research grants in limbo
        Lindsay Clark

        $340M finance upgrade still working out the kinks Hundreds of research grants are stuck in processing limbo as the University of Washington continues to grapple with its $340 million implementation of Workday software....

      

      
        FTX crypto-crook Sam Bankman-Fried gets 25 years in prison
        Brandon Vigliarolo

        Could have been worse: Prosecutors wanted decades more Fallen crypto-king Sam Bankman-Fried has been jailed for 25 years after New York federal judge Lewis Kaplan expressed disbelief at almost every argument from his legal team....

      

      
        Nvidia's newborn ChatRTX bot patched for security bugs
        Matthew Connatser

        Flaws enable privilege escalation and remote code execution Nvidia's AI-powered ChatRTX app launched just six week ago but already has received patches for two security vulnerabilities that enabled attack vectors, including privilege escalation and remote code execution....

      

      
        Intel's green dream is chips without any dips in Mother Nature's health
        Dan Robinson

        Sustainability Summit pushes industry partners to reduce their environmental impact, including harmful chemicals Intel is seeking alternatives to harmful chemicals that the electronics industry has used for decades, amid growing concerns about the potentially negative impacts on the environment and human health....

      

      
        US critical infrastructure cyberattack reporting rules inch closer to reality
        Jessica Lyons

        After all, it's only about keeping the essentials on - no rush America's long-awaited cyber attack reporting rules for critical infrastructure operators are inching closer to implementation, after the Feds posted a notice of proposed rulemaking for the Cyber Incident Reporting for Critical Infrastructure Act (CIRCIA).... 

      

      
        How a single buck bought bragging rights in the battle to port Windows 95 to NT
        Richard Speed

        It reached the desktop and then ... A former Microsoft engineer has waxed lyrical about how he and a colleague made a sporting bet over how far a new build of Windows would get before crashing....

      

      
        Canonical cracks down on crypto cons following Snap Store scam spree
        Liam Proven

        In happier news, Ubuntu Pro extended support now goes up to 12 years After multiple waves of cryptocurrency credential-stealing apps were uploaded to the Snap store, Canonical is changing its policies....

      

      
        Progress outbids private equity in offer for MariaDB plc
        Lindsay Clark

        MySQL sibling saga continues as 40-year-old infrastructure software firm enters the fray Progress Software has made a bid for MariaDB, offering a price that is less than a tenth of the beleaguered company's value at its IPO launch....

      

      
        INC Ransom claims responsibility for attack on NHS Scotland
        Connor Jones

        Sensitive documents dumped on leak site amid claims of 3 TB of data stolen in total NHS Scotland says it managed to contain a ransomware group's malware to a regional branch, preventing the spread of infection across the entire institution....

      

      
        PostgreSQL pioneer's latest brainchild promises time travel to dodge ransomware
        Lindsay Clark

        Michael Stonbraker on the neat side effects of putting an operating system on top of a database Database pioneer Michael Stonebraker is promising his new concept of putting the operating system on top of a database could help end ransomware....

      

      
        Databricks claims its open source foundational LLM outsmarts GPT-3.5
        Lindsay Clark

        In the AI gold rush, analytics outfit wants to provide the shovels Analytics platform Databricks has launched an open source foundational large language model, hoping enterprises will opt to use its tools to jump on the LLM bandwagon....

      

      
        These 17,000 unpatched Microsoft Exchange servers are a ticking time bomb
        Iain Thomson

        One might say this is a wurst case scenario The German Federal Office for Information Security (BIS) has issued an urgent alert about the poor state of Microsoft Exchange Server patching in the country....

      

      
        AI hallucinates software packages and devs download them - even if potentially poisoned with malware
        Thomas Claburn

        Simply look out for libraries imagined by ML and make them real, with actual malicious code. No wait, don't do that In-depth  Several big businesses have published source code that incorporates a software package previously hallucinated by generative AI....

      

      
        Execs in Japan busted for winning dev bids then outsourcing to North Koreans
        Laura Dobberstein

        Government issues stern warning over despot money-making scheme Two executives were issued arrest warrants in Japan on Wednesday, reportedly for charges related to establishing a business that outsourced work to North Korean IT engineers.... 

      

      
        China encouraged armed offensive against Myanmar government to protest proliferation of online scams
        Laura Dobberstein

        Report claims Beijing is most displaced by junta's failure to address slave labor scam settlements The military junta controlling Myanmar has struggled to control all of its territory thanks in part to China backing rebel forces as a way of expressing its displeasure about cyberscam centers operating from the country....

      

      
        Singapore improves the AI it uses to detect smokers
        Simon Sharwood

        Past versions struggled to spot a lungbuster - this time authorities think they've reduced false positives Singapore has improved the AI it uses to detect smokers who light up in the many places where the practice is forbidden across the island nation, to help local law enforcement more efficiently stub out offenders....

      

      
        Hyperfluorescent OLEDs promise more efficient displays that won't make you so blue
        Matthew Connatser

        Novel design might also help reduce those annoying burn-in issues A recent paper published in Nature demonstrates that hyperfluorescent OLEDs could significantly reduce the energy required to display the color blue - potentially mitigating, but not solving, screen burn-in....

      

      
        Standardization could open door to third-party chiplets in AMD designs
        Tobias Mann

        Domain-specific accelerators are 'essential to progress' it claims, and a chiplet ecosystem is one way forward Video  Future AMD processors could feature domain-specific accelerators - even some created by third parties, according to senior execs at the chip shop....

      

      
        Apple fans deluged with phony password reset requests
        Brandon Vigliarolo

        Beware support calls offering a fix Apple device owners, consider yourselves warned: a targeted multi-factor authentication bombing campaign is under way, with the goal of exhausting iUsers into allowing an unwanted password reset.... 

      

      
        Majority of Americans now use ad blockers
        Thomas Claburn

        We're dreaming of a white list, because we're just like the ones you used to know More than half of Americans are using ad blocking software, and among advertising, programming, and security professionals that fraction is more like two-thirds to three-quarters....

      

      
        NASA gives IXPE observatory the Ctrl-Alt-Del treatment to make it talk sense
        Richard Speed

        Hardware misbehaving in orbit? Time for a reset on the avionics NASA's Imaging X-ray Polarimetry Explorer (IXPE) space observatory has had a problem, prompting engineers on the ground to hit the reset button....

      

      
        'Thousands' of businesses at mercy of miscreants thanks to unpatched Ray AI flaw
        Jessica Lyons

        Anyscale claims issue is 'long-standing design decision' - as users are raided by intruders Thousands of companies remain vulnerable to a remote-code-execution bug in Ray, an open-source AI framework used by Amazon, OpenAI, and others, that is being abused by miscreants in the wild to steal sensitive data and illicitly mine for cryptocurrency....

      

      
        Amazon finishes pumping $4B into AI darling Anthropic
        Thomas Claburn

        Adds $2.75B to the ML sweepstakes ante and is counting on Claude Amazon says it has concluded its investment in AI super-startup Anthropic, which now stands at $4 billion, a figure the e-commerce colossus committed to last year....

      

      
        SEC cleared to take securities beef against Coinbase to trial
        Brandon Vigliarolo

        Judge says watchdog can HODL four of its five charges against crypto exchange The SEC's lawsuit accusing cryptocurrency exchange Coinbase of operating as an unregistered securities broker has survived its first legal challenge, opening the door for the case to go to trial.... 

      

      
        Qualcomm's Snapdragon X Elite dares to game, reaching 30 FPS in Baldur's Gate 3
        Matthew Connatser

        The bare minimum performance, but suggests a beefy integrated GPU Qualcomm's Snapdragon X Elite has some gaming and graphics prowess as seen in a demo where a reference laptop was shown to be running Baldur's Gate 3 at 1080p resolution and around 30 frames per second....

      

      
        NASA to shoot rockets at April solar eclipse to see how it messes with the atmosphere
        Brandon Vigliarolo

        Boffins hope to better understand how phenomena disrupt comms tech in order to prevent future outages There's a total solar eclipse coming up in North America, and NASA plans to shoot some rockets at it to see how the ionosphere changes as the Sun is obscured by the Moon....

      

      
        Kaby Lake-G chip back from the grave, now on modest firewall-router-NAS mobo
        Matthew Connatser

        Intel CPU that incorporated an AMD GPU into the processor package resurrected by Topton Kaby Lake-G, the Intel CPU that incorporated an AMD GPU directly into the CPU package itself, was pronounced dead in 2019, but that hasn't stopped one company from reviving it for a mini PC motherboard....

      

      
        Miscreants are exploiting enterprise tech zero days more and more, Google warns
        Jessica Lyons

        Crooks know where the big bucks are The discovery and exploitation of zero-day vulnerabilities in enterprise-specific software and appliances appears to be outpacing the leveraging of zero-day bugs overall, judging by Google's latest research.... 

      

      
        CEO of UK's National Grid warns of datacenters' thirst for power
        Tobias Mann

        Predicts 500 percent increase in consumption over a decade and suggests 800 kilovolt fix John Pettigrew, the CEO of Britain's National Grid, warned on Tuesday that datacenter power consumption is on track to grow 500 percent over the next decade....

      

      
        BBC exterminates AI experiments used to promote Doctor Who
        Simon Sharwood

        Finally, a power greater than ML hype: Angry fandom Pics  The BBC has decided to exterminate its experiments using generative AI to promote venerable sci-fi show Doctor Who....
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    JetBrains keeps mum on 26 'security problems' fixed after Rapid7 spat

    
Vendor takes hardline approach to patch disclosure to new levels    


    
        By 
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JetBrains TeamCity users are urged to apply the latest version upgrade this week after the vendor disclosed 26 new security issues in the CI/CD web application.
However, JetBrains declined to release details. The release notes for version 2024.03 simply state "26 security problems have been fixed."
Typically, security advisories detail at least the CVE tracking ID for each vulnerability, as well as the estimated severity rating and a brief description of the location and nature of the vulnerability.
JetBrains has remained staunch against pre-emptively disclosing security issues, though, following a brief disclosure drama involving Rapid7 earlier this month.
Rapid7 called out JetBrains for allegedly silently patching a pair of vulnerabilities. JetBrains said it was allowing time for admins to apply patches before going public with the details, whereas Rapid7 seemingly didn't believe it, so published what was essentially a how-to guide for exploiting them just a few hours after patches were released. The move led to exploitation.
Perhaps learning from this incident, JetBrains is seemingly erring on the side of extreme caution by withholding all information. We've asked the vendor for more details on this but it didn't immediately respond.
Giving his interpretation of JetBrains' approach, Elliott Wilkes, CTO at Advanced Cyber Defence Systems, said: "This seems surprisingly opaque given the number of vulnerabilities here.
"There are a few factors that are possibly affecting their decision to patch these issues without any explanation or detail. First, earlier in March TeamCity had two critical vulnerabilities that were exploited by ransomware teams. They were pretty significant, so much so that they very quickly went on the CISA list of Known Exploited Vulnerabilities (KEV).
"The TeamCity/JetBrains group might be using extra caution right now considering the ransomware attacks on their customers that came to light earlier this month. It is also possible these are somehow related issues, in which case they would be obliged not to disclose more information during ongoing incident response and ransomware response operations. That said, 26 issues is a lot and I'd be surprised if all of those were related to the ongoing ransomware concerns."
JetBrains says in the release notes: "We do not share the details of security-related issues to avoid compromising clients that keep using previous bugfix and/or major versions of TeamCity."
The vendor has pointed users to its published security bulletins page to learn about disclosed vulnerabilities, but these typically don't appear for at least a few days after the new version is released.
Also included in the security section of the release notes was a nod to a new feature for on-prem TeamCity users that arrived in 2024.03, which sees critical security updates semi-automatically downloaded.
The cloud version of TeamCity already benefitted from automatic security updates, but this is the first time on-prem users have been afforded the same luxury.
"To keep you ahead of the curve in preventing and mitigating security issues, TeamCity 2024.03 now automatically downloads critical security updates," it says in the document. "This approach helps to keep your system fortified against emerging risks and to swiftly tackle major vulnerabilities."
It's being called a semi-automatic upgrade feature because once downloaded, the system administrator still needs to approve the update's installation.
Protect those pipelines
Given TeamCity is tasked with managing CI/CD pipelines, it makes the tool a prime target for miscreants looking to launch a software supply chain attack.


	JetBrains is still mad at Rapid7 for the ransomware attacks on its customers


	JetBrains TeamCity under attack by ransomware thugs after disclosure mess


	Rapid7 throws JetBrains under the bus for 'uncoordinated vulnerability disclosure'


	JetBrains urges swift patching of latest critical TeamCity flaw


History has told us that these can be pretty nasty and lead to the compromise of swathes of organizations, as in the case of SolarWinds.
TeamCity has been the subject of various attacks in recent times, including by criminals using Jasmin, a modded version of the educational GoodWill ransomware variant as early as this month.
Back in December, both Russian and North Korean state-sponsored cyberattackers were also caught exploiting a critical vulnerability in TeamCity for three months. Multiple security agencies said in an advisory that successful exploits could lead to manipulating source code, signing certificates, and compiling and deploying processes.
Broader attacks on software supply chains are discovered fairly often given the level of access and potential for disruption they offer.
The UK and Republic of Korea issued an alert late last year warning of an increase in sophistication from North Korea's state-sponsored cyber troops in carrying out their software supply chain attacks. They noted that zero days and N-day vulnerabilities were being used increasingly to further the country's typical goals of money generation, espionage, and IP theft.
Major incidents like those involving MOVEit MFT and 3CX have also dominated headlines over the past year. Cl0p's orchestration of the MOVEit attacks led to more than 2,700 organizations being breached, whereas 3CX's incident is believed to be the first recorded case of one software supply chain attack leading to another.
Just this week we've seen an estimated 170,000 members of the Top.gg GitHub page affected by a poisoned Python package, and the rise of AI could also lead to an expansion in these types of attacks if the industry isn't careful. (r)
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$340M finance upgrade still working out the kinks    
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Hundreds of research grants are stuck in processing limbo as the University of Washington continues to grapple with its $340 million implementation of Workday software.
The US West Coast educational institution, said to be second only to Johns Hopkins in terms of federal funding, has spent more than five years shifting 850 legacy tech to a centralized cloud-based SaaS finance and HR system.
The finance side of the project - officially UW Finance Transformation - ran into problems last summer when a backlog of unpaid supplier invoices hit $90 million. By the end of last month, the team had cut the figure to $43 million, but grant payment troubles continue.
According to the Seattle Times, processing delays have affected hundreds of grants due to problems with the Workday system. Problems with ongoing funding persist too.
In a statement to The Register, a university spokesperson said: "While the necessary migration to Workday from our old legacy systems has been challenging, the update is currently on budget and on track, and we expect our grant and vendor backlogs to be back to normal levels by July after a significant amount of time and hard work put in by people across the university.
"We have made significant progress with our workstreams, but there is still work to do. It is not uncommon for a technology shift of this size to introduce complex issues. Nevertheless, these are operational implementation issues and not related to the overall Workday contract performance metrics and Workday's standing as a key university partner and stakeholder."


	Workday wants racially biased recruitment algorithm claims thrown out


	Workday sued over its AI job screening tool, candidate claims discrimination


	No more rockstars, say Billy Idol, Joan Jett in Workday Super Bowl ad


	Workday appoints VMware veteran as co-CEO


A Workday spokesperson said the company was committed to supporting the University of Washington's project. "A significant transition like this requires numerous change management and process considerations to help support success."
A management consultancy report seen by the Seattle Times found the project - which began in 2018 - had struggled with a lack of IT skills and pandemic lockdowns.
But the report from Bluecrane also said the switchover plan contained ill-defined priorities, and critical decisions were delayed while management placed too much emphasis on "experts" and "salespeople."
It's not the first time a Workday implementation has experienced problems at a university. In 2021, The Register reported that teaching assistants (TAs) at Canada's McGill University spent Christmas waiting to be paid as the institution struggled with a new Workday HR and payroll system.
At the time, the Association of Graduate Students Employed at McGill said that more than 460 TAs were not paid within the first 30 days of starting work, while more than 180 TAs were not paid within the first 60 days.
By January, the university said it had resolved all known instances that affected new hires at the start of the Fall semester and is rapidly solving any new cases as they arise.
Workday said it was an industry leader in higher education with more than 400 institutions using its software. (r)
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Fallen crypto-king Sam Bankman-Fried has been jailed for 25 years after New York federal judge Lewis Kaplan expressed disbelief at almost every argument from his legal team.
The mastermind behind one of the largest cases of corporate fraud in US history was convicted on seven charges (conspiracy to commit wire fraud on customers and lenders, actual wire fraud on the same, and conspiracies to commit commodities fraud, securities fraud and money laundering) in early November last year, and has been behind bars ever since.
Bankman-Fried, more commonly known by the moniker SBF, was CEO and co-founder of collapsed cryptocurrency exchange FTX, as well as the cofounder of Alameda Research, a hedge fund that quietly used FTX customers' holdings to bet big on various ventures.
Alameda and FTX's commingling of customer cash and other funds to make risky and questionable investments came to light when the interconnected companies ultimately collapsed. As more and more people realized Alameda was built on the value of homegrown crypto-tokens that FTX invented and controlled, putting the hedge fund on rather shaky ground financially, customers started trying to pull their money out of the exchange, which drove the outfit into bankruptcy.
Since liquidators have taken control of FTX the forensics have uncovered little to no oversight of funds and leadership regularly embezzled funds. More than $8 billion in cryptocurrency was unaccounted for when FTX collapsed in 2022.
The maximum penalty SBF could have faced for his crimes was 110 years. Prosecutors recently recommended the judge sentence him to 40 to 50 years, while SBF's own attorneys asked for just six years or so behind bars. 


	SBF likely off the hook for misplaced FTX funds after cops bust SIM swap ring


	Crypto-crook Sam Bankman-Fried spared a second trial


	US v Sam Bankman-Fried trial begins ... as imploded crypto-biz boss sues his insurer


	Winklevoss twins back in hot water after NY AG sues over $1B cryptocurrency fraud


Marc Mukasey and Torrey Young, SBF's lawyers, told the court in a sentencing memorandum [PDF] that SBF was far from the "depraved super-villain" that prosecutors painted him as. They argued that SBF didn't deserve to spend decades in prison since customer funds are allegedly in the process of being recovered; that he was a first time, non-violent offender unlikely to commit more crimes; and that he's not the unrepentant monster prosecutors depicted at trial.
Victim impact letters and statements from FTX's current leadership paint a very different picture, however.
One of the claims that SBF has made repeatedly since he was charged was that FTX was solvent, which was why debtors could all be repaid. John Ray, current FTX CEO who is overseeing the company's liquidation, that's not at all true, particularly the point about customers being able to get their cryptocurrency totals back. 
"Bankman-Fried continues to live a life of delusion," Ray said in his memorandum [PDF] to the judge. "I can assure the court that [SBF's] statements [are] categorically, callously, and demonstrably false." 


	FTX's Sam Bankman-Fried charged with fraud by just about everyone


	Crypto-crook Sam Bankman-Fried spared a second trial


	FTX crypto-clown Sam Bankman-Fried couldn't even do house arrest. Now he's in jail


"Even the best conceivable outcome in the Chapter 11 proceeding will not yield a true, full economic recovery by all creditors and non-insider equity investors as if the fraud never happened," Ray added. He noted that, when taking over leadership of FTX, the company only had 105 BTC left on the exchange against customer entitlements of nearly 100,000 BTC. 
"Why were the Bitcoins missing?  A jury has concluded beyond a reasonable doubt that Mr Bankman-Fried stole them and converted them into other things," Ray said. "For that reason, they are not available to be returned in-kind to his victims."
There's no shortage of victim impact statements filed after SBF's conviction that paint pictures of financial ruin for FTX customers, many of whom believe they'll never see full compensation for their losses. They describe the emotional toll the collapse took on them, with hundreds of thousands of lost investments. Others support Ray's claims that SBF is lying about not having caused harm, urging the judge to reject the defense's argument for a pittance of a sentence. 
Live-tweeting of the proceedings by Inner City Press's Matthew Russell Lee, who has documented the case extensively, show that Judge Kaplan was unimpressed with the defense's arguments. 
"I reject the defense's argument about loss, both on the law and on the facts. The assertion that customers and creditors will be paid in full is misleading," Kaplan said, per the ICP feed from New York City. "For the reasons well articulated by Mr Ray, that people will be paid back is speculative." 
Judge Kaplan also said SBF committed perjury while on the stand on multiple occasions, including lying about knowledge of the missing $8 billion in crypto and saying he didn't know that Alameda had to borrow customer money from FTX to repay third-party loans. Kaplan also concluded that SBF committed witness tampering prior to being sent to jail over accusations of such. 
We asked SBF's lawyers for comment on his sentence and appeal plans mentioned in court, and haven't yet heard back.
Update. In the court minutes it was revealed that SBF may be too awkward for real prison. According to the documents:


"The Court declines to order restitution due to the complexity of the case and the number of victims. It instead grants the government's motion to authorize the United States to compensate victims with finally forfeited assets through a remission process, as restitution would be impractical in this case. The Court recommends to the BOP that defendant be designated initially to a medium security facility in view of the Court's perception that defendant's notoriety, his association with vast wealth, his autism and social awkwardness are likely to make him more than usually vulnerable in the environment of a high security facility. It further recommends that the designated facility be as close to the San Francisco - Bay Area as possible."


Social awkwardness for the win. For once. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2024/03/28/ftx_sbf_sentenced_25_years/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2024/03/28/nvidia_chatrtx_security_flaws/
    

    Nvidia's newborn ChatRTX bot patched for security bugs

    
Flaws enable privilege escalation and remote code execution    


    
        By 
Matthew Connatser        
    

    
        Posted in Patches,
        
            28th March 2024 15:33 GMT
        
    


    
Nvidia's AI-powered ChatRTX app launched just six week ago but already has received patches for two security vulnerabilities that enabled attack vectors, including privilege escalation and remote code execution.
ChatRTX, formerly known as Chat with RTX, was launched in February to provide Nvidia GPU owners with an AI chatbot that could run locally on RTX 30 and 40-series hardware with at least 8 GB of VRAM. While this solution couldn't promise as much power as a cloud-based alternative, being able to run it locally has been an upside for early users.
One of the downsides for users of earlier versions was that it harbored two security bugs designated CVE-2024-0082 and CVE-2024-0083. These flaws existed in all versions of ChatRTX up to version 0.2. The latter is rated at a medium severity level of 6.5, while the former is an 8.2 high-level problem.
CVE-2024-0083 could allow attackers to perform denial of service attacks, steal data, and even perform remote code execution (RCE). A score of 6.5 for these issues is relatively tame, and many others can score more than 9 points or even the maximum 10 out of 10 in the case of the Atlassian Confluence RCE exploit.


	What Nvidia's Blackwell efficiency gains mean for DC operators


	Nvidia software exec Kari Briski on NIM, CUDA, and dogfooding AI


	UXL Foundation readying alternative to Nvidia's CUDA for this year


	Tiny Corp launches Nvidia-powered AI computer because 'it just works'


The other vulnerability, CVE-2024-0082, enables data stealing (again), data tampering, and even privilege escalation. This issue may have warranted the higher severity score since privilege escalation can render a computer totally open to intrusion.
RCE combined with privilege escalation could prove potent combo as well. Nvidia says it's possible via open file requests and by causing cross-site scripting errors that then allows browser scripts to be run. It's unknown if anyone was actually compromised thanks to these ChatRTX bugs. We have reached out to Nvidia for comment and will update when we hear back.
All users have to do is update to ChatRTX version 0.2. Confusingly, Nvidia warns that "the version numbers of the last affected version and the updated version are both 0.2" so maybe just completely reinstall ChatRTX to be safe. (r)
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Intel is seeking alternatives to harmful chemicals that the electronics industry has used for decades, amid growing concerns about the potentially negative impacts on the environment and human health.
The chipmaking biz is again pushing the environmental bandwagon, committing to become the "industry's most sustainable foundry" and joining with other tech outfits to develop an industry-wide net zero roadmap.
The calls for captains of industry to be better corporate citizens follows the inaugural global Intel Sustainability Summit last week, where 140 organizations came together in a united effort to reduce their combined environmental impact across the semiconductor supply chain.
For chipmakers like Intel, that isn't just about trying to reduce energy use and carbon dioxide (CO2) emissions, but also addressing water consumption and the use of harsh chemicals involved in manufacturing semiconductors.
Execs at Intel are encouraging suppliers and others in the industry to accelerate the replacement of remaining perfluoroalkyl and polyfluoroalkyl substances (PFAS), for example. These are synthetic chemicals that can leak into the soil, water, and air, and some are worried about their public health impact.
Keyvan Esfarjani, EVP and general manager of Foundry Manufacturing and Supply Chain at Intel, says the push for global emission reduction and research into green chemistry are both reaching pivotal points. This requires collaboration and standardized practices across the semiconductor supply chain, he added.
"Intel is committed to becoming the industry's most sustainable foundry, and supporting others to become more sustainable. And with leadership comes responsibility," said Esfarjani.
That means finding alternatives to chemicals the electronics industry has been using for decades, he added.
As far as greenhouse gas (GHG) emissions go, Intel says that about 40 percent of organizations at its summit have made net zero commitments, and only 15 percent have published climate transition action plans.
The participants at the event "charted plans" to move the industry forward, and 90 percent of respondents to an on-site survey committed to develop an industry-wide net zero roadmap by 2025, Intel says.
The chipmaker published its own Climate Transition Action Plan last year, offering a roadmap for how it intends to achieve the goals it has already set itself, such as reaching net zero for GHG emissions across global operations by 2040, and using entirely renewable electricity by 2030.
That didn't stop Greenpeace from pointing the finger at Intel and other global electronics firms for not doing enough. The environmental campaign group warned that Intel continues to rely heavily on low-impact procurement methods to achieve its goal, such as renewable energy certificates (RECs). These are often criticized because companies that buy them are seen to be using these as an excuse to not invest in actual wind or solar power.
Intel claims it is improving transparency and measurement consistency through support for the Product Attribute to Impact Algorithm (PAIA) - billed as a way to measure a company's environmental footprint, along with other industry efforts to advance public reporting of GHG emissions.


	Kaby Lake-G chip back from the grave, now on modest firewall-router-NAS mobo


	Intel throws chips on the table, Microsoft plays the Copilot card in wild bet on AI PCs


	TSMC's 3nm node powers up, setting stage for tech giants' next-gen chips


	Intel chases smaller code shops with expanded AI PC dev program, NUC kit


Water use in the tech industry is also a concern, with a report from S&P Global earlier this year indicating increased usage at chipmaking facilities, both in absolute terms and on a per-unit basis as production processes become more advanced. Fabrication plants use ultrapure water to rinse semiconductor wafers between each process step, and more advanced production processes have more of these steps.
Esfarjani didn't say much about that, other than mentioning Intel's net-positive water commitment, which is designed to conserve as much as possible and fund water projects that will restore more freshwater than the chipmaker consumes to local water sources.
Looking beyond chipmaking, the tech industry is also seeing a rise in energy consumption because of the demands of AI, which could lead to rising GHG emissions, while cooling AI infrastructure is also placing further demands on water supplies. (r)
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    US critical infrastructure cyberattack reporting rules inch closer to reality

    
After all, it's only about keeping the essentials on - no rush    


    
        By 
Jessica Lyons        
    

    
        Posted in Security,
        
            28th March 2024 13:30 GMT
        
    


    
America's long-awaited cyber attack reporting rules for critical infrastructure operators are inching closer to implementation, after the Feds posted a notice of proposed rulemaking for the Cyber Incident Reporting for Critical Infrastructure Act (CIRCIA).
President Joe Biden signed CIRCIA into law in March 2022, and that set a timer for the US Cybersecurity and Infrastructure Agency (CISA), which had two years to propose a rule.
As proposed, the 447-page rule [PDF] would require organizations that fall under any of the United States' 16 critical infrastructure sectors to report "substantial cyber incidents" within 72 hours of discovering them. This essentially includes any digital intrusion that leads to substantial harm, poses a significant threat to the organization's ability to function, or threatens national security, public health, or safety.
It also would require these organizations to report ransom payments within 24 hours.
"These reports will allow us to rapidly deploy resources and render assistance to victims suffering an attack, analyzing and cutting reporting across sectors to spot trends, and quickly share that information with network defenders to warn other potential victims," a senior CISA official told reporters on Wednesday.
The reports won't be publicly disclosed - both to encourage compliance and also to protect those providing critical services to the public, it was said. However, "key information" about a cyber attack - with the specific victim being anonymized - will be shared with the relevant industry sectors to help them protect against subsequent issues, the official added.
The rule does have an exception for critical infrastructure orgs that fall under the US Small Business Administration's small-business size standard, based on number of employees or annual revenue. This means some small water and wastewater systems, or energy cooperatives, for example, won't have to meet the reporting requirements.
These cyber incidents are reports to CISA via a website, which the senior official said would be released alongside the final rule. Between now and then, CISA will develop detailed guidelines for reporting - including the specific procedures and required information - and also work with other government agencies to streamline critical orgs' reporting requirements.
The information required, however, "is likely to be far more technical than the kind of broad information that you see in responses to the SEC and the 8K filings that companies are doing under SEC reporting requirements," the CISA official explained. 
It will likely include indicators of compromise, a list of any vulnerabilities that may have been used in the cyber attack, and what impact the incident had on systems and operations. 
"We're seeking more specific information because that is how you will use it to enable broader cyber defense across the ecosystem," the CISA official noted.


	Cybercrims: When we hit IT, they sometimes pay, but when we hit OT... jackpot


	Ransomware can mean life or death at hospitals, but DEF CON hackers have a plan


	US charges Chinese nationals with cyber-spying on pretty much everyone for Beijing


	FBI: Critical infrastructure suffers spike in ransomware attacks


The proposal is scheduled to publish in the Federal Register on April 4, and from that time the public will have 60 days to submit written comments before the regulations become law. CISA expects to publish the final rule within 18 months after the public comment period closes.
Since 2022, CISA has sought input from both the public and private sectors on CICRIA via an earlier request for information and subsequent listening sessions.
More secure? Or just more bureaucracy
As the latest comment period opens, one issue that will likely receive some pushback from industry is the added layer of compliance that the cyber security reporting rule will put onto critical infrastructure owners and operators.
"There's already a huge, huge strain on resources - and not just financial but human resources - to maintain compliance across all critical infrastructures," Chris Warner, operational technology security strategist at GuidePoint Security, told The Register. "OT security folks don't grow on trees."
Warner used three separate Florida water districts as examples. "They had five people in IT, doing the OT security, so they don't even have the resources or the funding."
There's a lot of work to be done, likely via legislation, to harmonize sector mandates across all of the state and federal bodies that oversee sectors as varied as water agencies, energy utilities, and health care facilities, he added. 
"Unfortunately, it's going to take a long time for that to happen," Warner lamented. "And that's too long because we're seeing a significant increase in attacks."
The mandated cyber reporting "is a good move in the right direction," he added. And certain pieces of the proposal - including bringing back the Chemical Facility Antiterrorism Standards (CFATS), which expired in July 2023 - will make the country safer, Warner believes. 
"Give these companies a chance to build up their [cyber security] programs," he argued. "Many of these have small security departments that don't have a full appreciation of the OT side - that's where the rubber meets the road, the actual things that run our nation."
There's already a shortage of OT security personnel, and adding compliance requirements will further strain financial and personnel resources, Warner added. 
"They are inundated with trying to implement these new frameworks, or adhere to frameworks in parallel with compliance so they don't get fined to death," he argued. "And then adding legislation that you need to report it in this certain way - CISA could dial it down, have a focal point for one reporting structure." (r)
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    How a single buck bought bragging rights in the battle to port Windows 95 to NT

    
It reached the desktop and then ...    
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A former Microsoft engineer has waxed lyrical about how he and a colleague made a sporting bet over how far a new build of Windows would get before crashing.
Clue? Further than you might think. Plummer, the programmer that worked on MS-DOS 6.2 and Windows NT, yesterday explained how a dollar bill came to be affixed to a Redmond noticeboard.
It was 1994, and Microsoft was hard at work porting the Windows 95 interface to Windows NT for what would eventually become NT 4. Some - this hack included - might regard peak NT as Windows NT 3.51, replete with the Program Manager shell, but the Start Menu needed to be included and so the porting had to be done.
It was all a bit of a daunting task, starting with getting the Windows 95 user interface compiling for Windows NT, before tackling anything else.
"That meant adapting every system call that differs between 95 and NT, handling cases that just won't work on NT," said Plummer.
"For example, on Windows 95, you can re-initialize a critical section, but on NT, you cannot. And 95 shared a memory section amongst all shell processes, and so on."
It took weeks, but Plummer finally managed to get the code to compile and "out popped explore.exe and shell32.dll." There was still plenty to do. By Plummer's estimation, a year of work remained for Unicode conversion and feature work. But it was enough to bring up a Windows 95-ized version of Windows NT.


	Windows Format dialog waited decades for UI revamp that never came


	Plummer talks to us about spending Microsoft's money on a red Corvette


	USB Cart of Death: The wheeled scourge that drove Windows devs to despair


	Remembering the time Windows accidentally sent Poland to the bottom of the sea


Plummer grabbed a colleague, Bob Day, to show off his efforts. They made a bet for a single dollar on how far the code would get before it crashed. Day reckoned it would fall over in DllAttach. Plummer had the confidence of youth on his side and bet it would get all the way to the desktop.
The two sat before the CRT attached to Plummer's 486DX2-50 development machine and fired up the code. It took a while - log messages scrolled past on a VT220 terminal connected to the serial port - but the debug build did its thing.
Plummer said: "A few seconds later, the PC's screen turned that classic sea foam green!"
Icons appeared - mostly wrong and with missing labels - but it was unmistakably the Windows 95 desktop, running on Windows NT. Plummer got overconfident and clicked the Start Menu, and Windows responded by falling over into a heap.
But he had won the bet, and the dollar was his. Day paid up.
"I went to put it in my pocket," Plummer said, "but he immediately said 'Don't put it in your pocket, it's your lucky dollar!'
"I asked him, 'Well, where do you want me to put it?'
"Anywhere, but not in your pocket. Or it will get mixed in with the others and become just a dollar. Which it is."
Perhaps more No Country for Old Men than war stories for old developers. (r)
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    Canonical cracks down on crypto cons following Snap Store scam spree

    
In happier news, Ubuntu Pro extended support now goes up to 12 years    
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After multiple waves of cryptocurrency credential-stealing apps were uploaded to the Snap store, Canonical is changing its policies.
In what's expected to be a temporary measure, an announcement on the Snapcraft Discourse says that the Ubuntu vendor will switch to manual review of all new snap name registrations. The post from Holly Hall says:


Over the recent weeks, the Snap Store has been under attack by various publishers attempting to upload malicious crypto-wallet snaps.


Former Ubuntu staffer Alan "Popey" Pope has detailed some of this wave of scammy apps. Firstly, a fake "Exodus" wallet app caused one user to lose nine Bitcoins - currently worth roughly $490,000. This scam app from movementexod was masquerading as the real Exodus wallet from Exodus Movement - a company that already offers native Debian packages alongside its Windows and Mac versions.
A few days later, Popey published a follow-up post including the response of Canonical founder and "self-appointed benevolent dictator for life" Mark Shuttleworth. You can read the discussions of the problem on the Snapcraft forums. (If you are inclined to join in, note that the Snapcraft Discourse instance has its own membership system, separate from the official Ubuntu instance.)
The saga did not end there. This month, he detailed ten more fake wallets that appeared on the Snap Store, from an account called digisafe00000. When these were removed, the next day, replacements reappeared from a new account called codeshield0x0000. Popey also did some digging into how they work. Worse still, these fake wallets aren't the only ones - he has a Mastodon thread detailing others.
Part of the problem is that these apps look legitimate to casual inspection because the Snap Store badges them as "safe." Unfortunately, that just means the apps are strictly confined in a sandbox, but for the scammers' purposes, that doesn't matter. The apps look like the real thing and use simple social engineering to extract users' credentials, which they then use to siphon off the victim's funds. But the apps can't touch your system, so by Snap confinement rules, they're "safe."


	Good news: HMRC offers a Linux version of Basic PAYE Tools. Bad news: It broke


	FreeBSD Foundation hands out Beacon gongs for safer software


	First release candidate of Linux kernel 6.9 looks 'fairly normal,' says Torvalds


	Linux kernel 4.14 gets a life extension, thanks to OpenELA


This sort of problem is nothing new, and was satirized by Xkcd over a decade ago. The moves also parallel recent changes at Flathub. This isn't the first time that Canonical has faced problems with cryptocurrency apps in the Snap Store either.
The Reg FOSS desk takes an extremely jaundiced view of this. For us, all cryptocurrencies and associated apps of any form are scams, with no exceptions, as are all forms of non-fungible token trading and absolutely anything to do with "Web 3." The main practical use case for this pretend internet money is for criminals to extort ransomware victims and other hapless sorts. If you retain any doubt about this whatsoever, we recommend reading the excellent Attack of the 50 Foot Blockchain. If one maintains this attitude, it provides complete and reliable protection from all wallet scams.
In other news
It's not all bad news in Ubuntopia, though. The next LTS release, 24.04 "Noble Numbat," has not quite reached beta stage yet, although you can look at its wallpapers if you like. The release of "Noble" will mark a full decade since the release of Ubuntu 14.04 "Trusty Tahr." That in turn meant that "Trusty" was about to hit the end of the ten years of patches you get with Ubuntu Pro's Expanded Security Maintenance.
However, Canonical just announced an extension of that ten years to 12, meaning that Pro customers get another two years of critical security updates for "Trusty." As we reported in late 2022, Ubuntu Pro is free for up to five machines now - so you can keep a few essential "Trusty" instances going for a little longer, if you absolutely must. (r)
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    Progress outbids private equity in offer for MariaDB plc

    
MySQL sibling saga continues as 40-year-old infrastructure software firm enters the fray    
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Progress Software has made a bid for MariaDB, offering a price that is less than a tenth of the beleaguered company's value at its IPO launch.
The application development and infrastructure software company has confirmed it is considering a possible offer for MariaDB plc at a value of $0.60 per share, valuing the firm at around $40.6 million.
The latest bid followed an offer by K5 Private Investors - a fund controlled by private equity company K1 - of $0.55 per share, equivalent to $37.3 million. In the run-up to its December 2022 IPO, the company's value was estimated at $672 million.
In a statement, the company said: "Progress believes MariaDB's relational database management (RDBMS) products offer an attractive value proposition for customers who need a scalable, open source relational database with the backing of a trusted enterprise software company. Progress has a proven track record in both database management and the ability to collaborate with the open source community."
40-year-old Progress, which started life as the Data Language Corporation, has been listed on the Nasdaq since 1991, enjoys market capitalization of around $2.3 billion, and holds a $1 billion acquisitions war chest. "Progress has an extensive portfolio of infrastructure software products, including database and open source offerings that are relied upon by major global corporations, and a deep knowledge of the sector in which MariaDB operates," it said.
Progress has taken an interest in databases recently. In February 2023, it acquired NoSQL database company MarkLogic for $355 million, owing to its ability to natively store JSON documents and Resource Description Framework triples, a data model for metadata.
MariaDB, the database, was forked from MySQL, the open source relational database. MySQL had been part of Sun Microsystems since 2008, but when Oracle bought Sun in 2010, MySQL co-founder Michael "Monty" Widenius forked the code to a new open source database, MariaDB.


	Lender threatens to sweep MariaDB accounts over private equity bid


	MariaDB receives offer to go private more than year after disastrous IPO


	MariaDB Foundation CEO claims 'sanity' has returned to MariaDB plc


	Analysts scratch heads over MariaDB's decision to ditch DBaaS crown jewels


The open source MariaDB database remains governed by the MariaDB Foundation.
MariaDB plc has spun proprietary products and services from the foundational relational database under various licensing models.
The company floated on the New York Stock Exchange in late 2022 but in April 2023, it cut a number of jobs and reiterated a "going concern" warning over its medium-term financial viability. In May, it replaced former CEO Michael Howard with Paul O'Brien and continued to seek additional capital.
In October 2023, MariaDB plc announced access to a $26.5 million loan facility, but said it was ditching strategic products and cutting 28 percent of the workforce. The move to end product lines, including its DBaaS service, baffled analysts.
In December, it spun out the SkySQL DBaaS to be owned by a newly established cloud database company of the same name.
In February this year, lender RP Ventures warned it may "sweep" MariaDB plc accounts because of the publication of the private equity bid. The move related to a pre-existing forbearance agreement, a mechanism that can offer borrowers relief on debt repayments and ultimately help lenders recover the debt. (r)
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    INC Ransom claims responsibility for attack on NHS Scotland

    
Sensitive documents dumped on leak site amid claims of 3 TB of data stolen in total    


    
        By 
Connor Jones        
    

    
        Posted in Cyber-crime,
        
            28th March 2024 10:27 GMT
        
    


    
NHS Scotland says it managed to contain a ransomware group's malware to a regional branch, preventing the spread of infection across the entire institution.
The INC Ransom group this week claimed responsibility for the assault on 'NHS Scotland', saying it stole 3TB worth of data while leaking a small number of sensitive files.
NHS Scotland is the national branch of the UK's National Health Service and looks after the 14 Scottish regions, including NHS Dumfries and Galloway, which announced a serious cyberattack earlier this month.
"We are aware of some data published on the web that is linked to the recent cyber-attack on NHS Dumfries and Galloway," a Scottish government spokesperson told The Register.
"This incident remains contained to NHS Dumfries and Galloway and there have been no further incidents across NHS Scotland as a whole.
"The Scottish Government is working with the health board, Police Scotland and other agencies including the National Crime Agency and National Cyber Security Centre to assess the level of this breach and the possible implications for individuals concerned.
"The Scottish Government is continuing to provide support to NHS Dumfries and Galloway as they deal with this ongoing situation. This remains an ongoing police investigation."
In typical fashion for modern-day ransomware and extortion groups, INC has published a snippet of the alleged total 3TB of data it stole from the healthcare group.
The data types that appear to be in the hands of cybercriminals include patients' medical test results (adults and young children), medication information, and their full names and home addresses. The full names and contact details of medical professionals are also visible.
This dump of data could suggest criminals behind the attack have grown less confident in their ability to get a ransom payment, so have publicized the attack to pressure the victim, per the double extortion playbook.
It is, of course, the UK's official recommendation that victims do not pay ransoms, although it isn't against the law to do so, unless the criminals are on a sanctions list.
Many of the documents clearly reference NHS Dumfries and Galloway. Despite originally disclosing an incident on March 15, NHS Dumfries and Galloway have not acknowledged the incident as ransomware, instead describing it as a "focused and ongoing cyberattack."
Prior to Wednesday's response to INC Ransom's claims, the most recent update posted to its dedicated cyberattack information page was dated March 19, confirming that systems were running as normal but investigations into the incident were ongoing. 
"As you would expect, this has been viewed as an extremely serious matter demanding a major response," said Jeff Ace, chief executive at NHS Dumfries and Galloway at the time.
"Over recent days we've been very busy working with partner agencies to ensure the security of our systems, to adapt to the associated disruption, and to assess the potential risk posed by the hackers' ability to access data.
"It must be noted that this is a live criminal investigation, and we are very limited in what we can say. In addition, a great deal of work is required in order to say with assurance what data may have been obtained, and we are not yet in that position.
"However, as it has been noted, there is reason to believe that those responsible may have acquired patient and staff-specific data.
"The NHS Board views patient and staff confidentiality as a key priority, along with ensuring welfare and wellbeing. As such, very great effort is being made to address this situation, and to try to prevent it from being repeated.
"We will look to update as and when we can, but in the meantime would again caution staff and patients to be on their guard for anyone accessing their systems, or anyone making contact with them claiming to be in possession of any information. Any such incidents should be reported immediately to Police Scotland on 101."
Per NHS Dumfries and Galloway's initial disclosure, the attackers were said to have acquired "a significant quantity of data" and there was "reason to believe that this could include patient-identifiable and staff-identifiable data."
A spokesperson for the UK's National Cyber Security Centre (NCSC) said in a statement: "We are working with law enforcement, NHS Scotland, and the Scottish government to fully understand the impact of an incident."
Deryck Mitchelson, global chief information security officer at Check Point and former NHS Scotland CIO said: "Healthcare is the perfect hunting ground for cybercriminals. It has a vast attack surface consisting of many disparate legacy and newer technologies and reliance on a large network of 3rd party suppliers. 
"The scale and complexity of services makes it very difficult to detect a breach, such as this one, until data has been exfiltrated or encrypted and critical services are impacted."
INC Ransom is a relatively new gang on the block, spinning up in July 2023 and posting targets indiscriminately, as researchers at SentinelOne put it.
Its biggest scalp to date is Xerox Business Solutions, a US subsidiary of tech giant Xerox. Formerly called Global Imaging Systems, its financials aren't publicly released, but prior to the Xerox acquisition in 2007, its annual revenues exceeded $1 billion.
INC has shown no restraint when it comes to choosing the types of victims it's willing to target. In its short stint on the ransomware scene, it has claimed attacks on organizations across healthcare, education, and even charities in some cases.
That said, very few cybercriminals exercise that level of restraint nowadays. Healthcare continues to be targeted by cybercriminals and ransomware baddies due to the critical nature of its services. If disruption can be caused, then theoretically there is a greater chance of a ransom being paid to regain full patient care capabilities.
The ALPHV/BlackCat gang took credit for the hugely impactful attack on Change Healthcare that disrupted services for weeks across February and March this year. Romania also dealt with a serious ransomware incident that affected more than 100 facilities in February too - just two recent examples of many that illustrate how consistently healthcare is targeted by cybercriminals.
The US is rising to the challenge though. DARPA recently added the Advanced Research Projects Agency for Health (ARPA-H) to its two-year cash-for-ideas competition that aims to find ways to secure code in critical infrastructure.
The Artificial Intelligence Cyber Challenge (AIxCC) was announced last summer and sees teams working to build tools that autonomously detect code issues in software used by organizations like hospitals and water treatment facilities - another prime target for cybercrime of late.
ARPA-H confirmed it's funneled $20 million into the rewards kitty for the AIxCC as it aims to help secure healthcare from attacks as damaging and disruptive as the one on Change Healthcare, which sent pharmacies back to pen and paper meaning patients couldn't collect their meds. (r)
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    PostgreSQL pioneer's latest brainchild promises time travel to dodge ransomware

    
Michael Stonbraker on the neat side effects of putting an operating system on top of a database    
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Database pioneer Michael Stonebraker is promising his new concept of putting the operating system on top of a database could help end ransomware.
The computer scientist behind Ingres and PostgreSQL has launched DBOS, with $8.5 million in funding, to help ease scalability in the cloud.
By putting the cloud operating system on top of a distributed DBMS, the technology promises a scalable, fault-tolerant, and cyber-resilient foundation for cloud-native applications, with the added ability to store all state, logs, and other system data in SQL-accessible tables.
Speaking to The Register, Stonebraker, DBOS co-founder and CTO, expanded on how DBOS could improve security and potentially bring an end to ransomware attacks.
In promoting the company, he said he'd spoken to tech leaders in industrial and manufacturing companies with serious concerns about ransomware. "All of them know colleagues and other companies that have been hit by ransomware attacks. Most of the successful attacks don't make papers. The problem is that a successful ransomware attack typically has all production down for days to a week at a time, which can result in [huge] losses."
Because the DBOS database layer features time travel, users with applications on the operating system could "single-step around the attack and be back up and running in seconds."
He said large companies might spend millions of dollars on endpoint security software and then take around an hour to respond to a ransomware attack.
"We've run out of performance comparisons, and we can detect attacks much more quickly. We support time travel: that allows us to rewind everything to just before the attack and get back up in seconds. That's why the security story is very attractive," he said.


	CockroachDB tempts legacy databases to crawl into the cloud age


	What's worse than paying an extortion bot that auto-pwned your database?


	Open source PostgreSQL named DBMS of the year by DB-Engines


	Postgres pioneer Michael Stonebraker promises to upend the database once more


Stonebraker admitted, though, that industrial businesses that could benefit from the feature were dependent on legacy technology, which might take years to move to another platform.
Muhammad Yahya Patel, global security evangelist at Check Point, welcomed the innovation in defense against ransomware. However, he pointed out that because it was a cloud-native operating system, it would mean convincing businesses to move to the cloud as a first step.
"The idea of cloud first came out many years ago and now the idea has moved to more 'cloud-appropriate,' given legacy systems and legacy code. Moving to a cloud-native model is not where everyone's at, especially with the cost," he said.
"Kudos to DBOS for going down this route and trying to tackle the challenge of the database and having the operating system separate. The features are quite good and looking at what they've put on the sort of planned roadmap, it's something to want to keep an eye on to understand more about."
Other vendors are attempting to tackle ransomware recovery along with endpoint security, he said. Meanwhile, if DBOS was used as a defense against ransomware, it would also become a target for malevolent actors.
"They'll go straight to the source of this time travel feature. They'll disable it and find a way to put some malicious content around it so they can hold it to ransom," Patel said.
While a new approach to ending ransomware is welcome, it is likely that the arms race between defenders and attackers will continue into the future, time travel or not. (r)
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    Databricks claims its open source foundational LLM outsmarts GPT-3.5

    
In the AI gold rush, analytics outfit wants to provide the shovels    
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Analytics platform Databricks has launched an open source foundational large language model, hoping enterprises will opt to use its tools to jump on the LLM bandwagon.
The biz, founded around Apache Spark, published a slew of benchmarks claiming its general-purpose LLM - dubbed DBRX - beat open source rivals on language understanding, programming, and math. The developer also claimed it beat OpenAI's proprietary GPT-3.5 across the same measures.
DBRX was developed by Mosaic AI, which Databricks acquired for $1.3 billion, and trained on Nvidia DGX Cloud. Databricks claims it optimized DBRX for efficiency with what it calls a mixture-of-experts (MoE) architecture - where multiple expert networks or learners divide up a problem.
Databricks explained that the model possesses 132 billion parameters, but only 36 billion are active on any one input.
Joel Minnick, Databricks marketing vice president, told The Register: "That is a big reason why the model is able to run as efficiently as it does, but also runs blazingly fast. In practical terms, if you use any kind of major chatbots that are out there today, you're probably used to waiting and watching the answer get generated. With DBRX it is near instantaneous."
But the performance of the model itself is not the point for Databricks. The biz is, after all, making DBRX available for free on GitHub and Hugging Face.
Databricks is hoping customers use the model as the basis for their own LLMs. If that happens it might improve customer chatbots or internal question answering, while also showing how DBRX was built using Databricks's proprietary tools.
Databricks put together the dataset from which DBRX was developed using Apache Spark and Databricks notebooks for data processing, Unity Catalog for data management and governance, and MLflow for experiment tracking.


	Google advances with vector search in MySQL, leapfrogging Oracle in LLM support


	Voltron Data revs up hyper-speed analytics, leaves Snowflake in the dust


	Oracle continues GenAI push into enterprise data


	Postgres pioneer Michael Stonebraker promises to upend the database once more


Minnick revealed that enterprise investment in LLMs was delayed by fears over third-party ownership and governance. "Having to move data out to third parties, not having ownership over the model weights, not being able to fully control the governance of the data end-to-end - these are things that slow them down," he explained.
"What we set out to build was an extremely efficient ... model that enterprises can use to go and bring to their own applications for their own specific use cases."
Hyoun Park, CEO and chief analyst at Amalgam Insights, observed the significance of DBRX is that Databricks can show how the model was built, step-by-step, as a process for other enterprises to follow and fine tune.
"That combination of lineage, visibility, repeatability, and model ownership in end-to-end model tuning, testing, and operationalization is important."
Park noted that he understood Databricks had built over 50,000 custom models for clients already. "It's that combination of model building experience and the ability to do it at scale with a high performing model on par with the best private and open source efforts that makes this announcement notable to me from an enterprise IT perspective."
The DBRX news plays out against a changing competitive backdrop for Databricks. The biz has a long-term strategic partnership with Microsoft, which resulted in Azure Databricks - wherein users are promised integrated data services closely tied to the Redmond giant's cloud platform.
But since the offer launched in 2017, Microsoft has moved into Databricks's lakehouse market - where users are offered data warehousing and data lakes in one environment - and promises users enterprise-grade LLMs with its $10 billion OpenAI partnership. In its Fabric environment, Microsoft can also offer "mirroring" from its transactional database systems Azure Cosmos DB and Azure SQL DB, offering access to analytics services without moving data.
An open question hanging over the strategies of both Databricks and Microsoft is when the flood of expected investment in LLM technologies is going to arrive. In January, Gartner predicted enterprise spending on the technology won't be coming this year, and would have little impact on other IT investment. (r)
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    These 17,000 unpatched Microsoft Exchange servers are a ticking time bomb

    
One might say this is a wurst case scenario    
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The German Federal Office for Information Security (BIS) has issued an urgent alert about the poor state of Microsoft Exchange Server patching in the country.
The government regulator says there are 17,000 or more Exchange Server instances in Germany vulnerable to at least one critical vulnerability, out of around 45,000 public-facing servers in the Euro nation running the software.
Of these servers, 12 percent are running a version of Exchange Server that is ordinarily no longer supported, such as Exchange 2010 and 2013, and around a quarter are running Exchange 2016 and 2019 but without vital patches - meaning at least 37 percent are classed as "vulnerable."
"The fact that there are tens of thousands of vulnerable installations of such relevant software in Germany must not happen," warned Claudia Plattner, president of the BSI.
"Companies, organizations and authorities unnecessarily endanger their IT systems and thus their added value, their services or their own and third-party data, which may be highly sensitive. Cybersecurity must finally be high on the agenda. There is an urgent need for action!"
The BIS is trying to get its citizens to patch early. Just last week Google-owned Mandiant warned that German politicians were under active attack from the Russian Cozy Bear crew, who operate under state sanction from Putin's regime.


	Crims found and exploited these two Microsoft bugs before Redmond fixed 'em


	Microsoft takes another run at closing Exchange brute-force security hole


	Microsoft pins hopes on AI once again - this time to patch up Swiss cheese security


	From chaos to cadence: Celebrating two decades of Microsoft's Patch Tuesday


Of particular concern is fixing CVE-2024-21410, an elevation-of-privilege vulnerability that Microsoft patched last month. According to German investigators, it's not clear whether as much as 48 percent or so of the country's Exchange servers have fixed up this hole yet, and Microsoft did warn it's a trickier-than-normal update to apply.
We're told BIS is now emailing network providers on a daily basis reminding them to shore up any vulnerable system it detects. It warns that criminals are already on the lookout to exploit these reported flaws and "schools and universities, clinics, doctors' practices, nursing services and other medical facilities, lawyers and tax advisors, local governments and many medium-sized companies are particularly affected."
"Most of the vulnerabilities are months old and security patches are available," a BIS spokesperson told The Register. "Even if administrators are not responsible fort he quality of the software (Microsoft is), they must now act quickly and consistently." (r)
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    AI hallucinates software packages and devs download them - even if potentially poisoned with malware

    
Simply look out for libraries imagined by ML and make them real, with actual malicious code. No wait, don't do that    
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In-depth Several big businesses have published source code that incorporates a software package previously hallucinated by generative AI.
Not only that but someone, having spotted this reoccurring hallucination, had turned that made-up dependency into a real one, which was subsequently downloaded and installed thousands of times by developers as a result of the AI's bad advice, we've learned. If the package was laced with actual malware, rather than being a benign test, the results could have been disastrous.
According to Bar Lanyado, security researcher at Lasso Security, one of the businesses fooled by AI into incorporating the package is Alibaba, which at the time of writing still includes a pip command to download the Python package huggingface-cli in its GraphTranslator installation instructions.
There is a legit huggingface-cli, installed using pip install -U "huggingface_hub[cli]".
But the huggingface-cli distributed via the Python Package Index (PyPI) and required by Alibaba's GraphTranslator - installed using pip install huggingface-cli - is fake, imagined by AI and turned real by Lanyado as an experiment.
He created huggingface-cli in December after seeing it repeatedly hallucinated by generative AI; by February this year, Alibaba was referring to it in GraphTranslator's README instructions rather than the real Hugging Face CLI tool.
Study
Lanyado did so to explore whether these kinds of hallucinated software packages - package names invented by generative AI models, presumably during project development - persist over time and to test whether invented package names could be co-opted and used to distribute malicious code by writing actual packages that use the names of code dreamed up by AIs.
The idea here being that someone nefarious could ask models for code advice, make a note of imagined packages AI systems repeatedly recommend, and then implement those dependencies so that other programmers, when using the same models and getting the same suggestions, end up pulling in those libraries, which may be poisoned with malware.
Last year, through security firm Vulcan Cyber, Lanyado published research detailing how one might pose a coding question to an AI model like ChatGPT and receive an answer that recommends the use of a software library, package, or framework that doesn't exist.
"When an attacker runs such a campaign, he will ask the model for packages that solve a coding problem, then he will receive some packages that don't exist," Lanyado explained to The Register. "He will upload malicious packages with the same names to the appropriate registries, and from that point on, all he has to do is wait for people to download the packages."
Dangerous assumptions
The willingness of AI models to confidently cite non-existent court cases is now well known and has caused no small amount of embarrassment among attorneys unaware of this tendency. And as it turns out, generative AI models will do the same for software packages.
As Lanyado noted previously, a miscreant might use an AI-invented name for a malicious package uploaded to some repository in the hope others might download the malware. But for this to be a meaningful attack vector, AI models would need to repeatedly recommend the co-opted name.
That's what Lanyado set out to test. Armed with thousands of "how to" questions, he queried four AI models (GPT-3.5-Turbo, GPT-4, Gemini Pro aka Bard, and Command [Cohere]) regarding programming challenges in five different programming languages/runtimes (Python, Node.js, Go, .Net, and Ruby), each of which has its own packaging system.


	In the rush to build AI apps, please, please don't leave security behind


	'Thousands' of businesses at mercy of miscreants thanks to unpatched Ray AI flaw


	Someone had to say it: Scientists propose AI apocalypse kill switches


	The latest cold war is already being fought in the supply chain trenches


It turns out a portion of the names these chatbots pull out of thin air are persistent, some across different models. And persistence - the repetition of the fake name - is the key to turning AI whimsy into a functional attack. The attacker needs the AI model to repeat the names of hallucinated packages in its responses to users for malware created under those names to be sought and downloaded.
Lanyado chose 20 questions at random for zero-shot hallucinations, and posed them 100 times to each model. His goal was to assess how often the hallucinated package name remained the same. The results of his test reveal that names are persistent often enough for this to be a functional attack vector, though not all the time, and in some packaging ecosystems more than others.
With GPT-4, 24.2 percent of question responses produced hallucinated packages, of which 19.6 percent were repetitive, according to Lanyado. A table provided to The Register, below, shows a more detailed breakdown of GPT-4 responses.





	 
	Python
	Node.JS
	Ruby
	.NET
	Go




	Total questions
	21340
	13065
	4544
	5141
	3713




	Questions with at least one hallucination package
	5347 (25%)
	2524 (19.3%)
	1072 (23.5%)
	1476 (28.7%) 1093 exploitable (21.2%)
	1150 (30.9%) 109 exploitable (2.9%)




	Hallucinations in zero shot
	1042 (4.8%)
	200 (1.5%)
	169 (3.7%)
	211 (4.1%) 130 exploitable (2.5%)
	225 (6%) 14 exploitable (0.3%)




	Hallucinations in second shot
	4532 (21%)
	2390 (18.3%)
	960 (21.1%)
	1334 (25.9%) 1006 exploitable (19.5%)
	974 (26.2%) 98 exploitable (2.6%)




	Repetitiveness in zero shot
	34.4%
	24.8%
	5.2%
	14%
	-






With GPT-3.5, 22.2 percent of question responses elicited hallucinations, with 13.6 percent repetitiveness. For Gemini, 64.5 of questions brought invented names, some 14 percent of which repeated. And for Cohere, it was 29.1 percent hallucination, 24.2 percent repetition.
Even so, the packaging ecosystems in Go and .Net have been built in ways that limit the potential for exploitation by denying attackers access to certain paths and names.
"In Go and .Net we received hallucinated packages but many of them couldn't be used for attack (in Go the numbers were much more significant than in .Net), each language for its own reason," Lanyado explained to The Register. "In Python and npm it isn't the case, as the model recommends us with packages that don't exist and nothing prevents us from uploading packages with these names, so definitely it is much easier to run this kind of attack on languages such Python and Node.js."
Seeding PoC malware
Lanyado made that point by distributing proof-of-concept malware - a harmless set of files in the Python ecosystem. Based on ChatGPT's advice to run pip install huggingface-cli, he uploaded an empty package under the same name to PyPI - the one mentioned above - and created a dummy package named blabladsa123 to help separate package registry scanning from actual download attempts.
The result, he claims, is that huggingface-cli received more than 15,000 authentic downloads in the three months it has been available.
"In addition, we conducted a search on GitHub to determine whether this package was utilized within other companies' repositories," Lanyado said in the write-up for his experiment.
"Our findings revealed that several large companies either use or recommend this package in their repositories. For instance, instructions for installing this package can be found in the README of a repository dedicated to research conducted by Alibaba."
Alibaba did not respond to a request for comment.
Lanyado also said that there was a Hugging Face-owned project that incorporated the fake huggingface-cli, but that was removed after he alerted the biz.
So far at least, this technique hasn't been used in an actual attack that Lanyado is aware of.
"Besides our hallucinated package (our package is not malicious it is just an example of how easy and dangerous it could be to leverage this technique), I have yet to identify an exploit of this attack technique by malicious actors," he said. "It is important to note that it's complicated to identify such an attack, as it doesn't leave a lot of footsteps." (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2024/03/28/ai_bots_hallucinate_software_packages/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2024/03/28/japan_nk_arrests/
    

    Execs in Japan busted for winning dev bids then outsourcing to North Koreans

    
Government issues stern warning over despot money-making scheme    
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Two executives were issued arrest warrants in Japan on Wednesday, reportedly for charges related to establishing a business that outsourced work to North Korean IT engineers.
At least one of the individuals - a 53 year old named Pak Hyon-il - is a South Korean national. His alleged accomplice, 42-year old Toshiron Minomo, is Japanese and once worked for Hyon-il, according to local media.
Pak served as president of Fuchu-based IT firm ITZ, while Minomo was the head of Fukuyama-based Robast.
Robast reportedly obtained application development work from Japanese customers through a business brokering website, then outsourced it to North Koreans - who the executives may have believed were living in China. The action is believed to have been carried out without the knowledge or consent of the customers.


	North Korea running malware-laden gambling websites as-a-service


	Japan orders local giants LINE and NAVER to disentangle their tech stacks


	Korean peninsula space race sees South and North launch tit for tat spy sats


	Think tank warns North Korea uses AI for battle planning, maybe using cloudy resources


The police suspect Pak may have ties to a person in charge of the Hermit Kingdom's foreign currency acquisition activities, and are investigating whether the money may have gone to North Korea, according to reports.
The authorities reportedly found suspicious remittances to North Korean IT engineers from Robast while investigating a case involving development of a smartphone app, that violated Japan's banking act.
Warrants from the Kanagawa and Hiroshima Prefectural Police reportedly accuse the duo of filing and using false electronic notarized records to inflate Robast's registered capital to 3 million yen (nearly $20,000). It is unknown at this time how much capital existed in reality. Pak and Minomo have also been accused of unemployment benefit fraud.
While hiring a North Korean to do some dev work may seem cheap and efficient, it comes with many potential side effects - including malware and other cyber security risks.
Its also very likely that by hiring a North Korean, an entity is contributing foreign currency and slush funds for a despot's activities - both legal and illegal - while violating sanctions domestically.
Last October, the US and South Korean authorities released updated guidance on how to avoid hiring North Korean agents. Handy scenarios to watch out for include threats to release proprietary source code if additional payments are not made, using a freight forwarder's address for company equipment, or unavailability to attend drug tests or in-person meetings.
On Tuesday, the Japanese government isused its own warning regarding North Korean IT contractors posing as Japanese nationals. The notice advised that North Korean workers - abroad or remote - were being used to finance North Korea's nuclear and missile development, and may be involved in their home nation's malicious cyber activities.
Warning signs include unnatural or non-proficient use of the Japanese language, dodgy use of IP addresses, and names used not matching names for payment. (r)
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    China encouraged armed offensive against Myanmar government to protest proliferation of online scams

    
Report claims Beijing is most displaced by junta's failure to address slave labor scam settlements    
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The military junta controlling Myanmar has struggled to control all of its territory thanks in part to China backing rebel forces as a way of expressing its displeasure about cyberscam centers operating from the country.
Myanmar's military junta - known as the Tatmadaw - seized power and ousted the administration of state counsellor Aung San Suu Kyi from control on February 1, 2021.
According to Brussels-based non-profit International Crisis Group (ICG), the coup was "an unwelcome shock" for Beijing, which had "invested significantly" in Aung San Suu Kyi and her administration in anticipation of gaining assistance on planned infrastructure projects that would connect China to the Bay of Bengal.
Beijing maintained engagement with Myanmar's new regime despite its expression of anti-China sentiments.
One issue Beijing wanted the junta to address was the proliferation of scam centers in Myanmar, as they often prey on Chinese netizens.
The ICG report claims the junta's failure to do so saw China lend tacit support to an armed offensive against the Tatmadaw. Known as Operation 1027, the offensive was launched by the Three Brotherhood Alliance - a military coalition that opposed the Tatmadaw and its coup.
"Operation 1027 would not have been feasible without Beijing's acquiescence," argued ICG.
The offensive was named for the date of its execution - October 27, 2023 - and was executed in the Shan State among Myanmar's border with China. It is widely seen as the most difficult moment for the junta, and saw hundreds of outposts and bases overrun and overland trade routes to China severed.
"The reason China allowed the 2023 offensive almost certainly relates to the proliferation of online scam centers in Myanmar in recent years, and the regime's failure to crack down on them," argued the report.
As many as 120,000 people, mostly Chinese, have been trafficked and held against their will in Myanmar, with the Kokang zone along the Chinese border considered a major hotspot, according to a UN report [PDF] released last year.
The estimated number of victims makes the Kokang zone a larger center for human trafficking related to online scam operators than Cambodia, which is estimated to have at least 100,000 people forcibly involved in online scams.
The scam centers make fake offers of well-paid jobs and housing that instead lure victims to a labor camp, where they are forced to execute online scams. Victims have their passports confiscated and face violence or threats of death if they do not comply, or attempt to escape.
Countries plagued by such operations have faced mounting global pressure to stop the scammers. Interpol launched its own operation late last year to fight the human trafficking and slavery, as the scheme has spread beyond Southeast Asia and into other areas like South America and the Middle East.
The UN declared that the military coup, ongoing violence and armed conflicts - which have resulted in the breakdown of rule of law in Myanmar - provided "fertile ground" for the crime syndicates.
"Tackling the criminal groups running these scams, which disproportionately target people in China, has become a top political priority for Beijing in recent months," observed ICG of the period surrounding the offensive.
The Three Brotherhood Alliance released a statement the day it launched Operation 1027, promising to combat "the widespread online fraud that has plagued Myanmar, particularly along the China-Myanmar border" - a pledge that surely sweetened any deal for an alliance.


	Myanmar's government in exile throws support behind launch of crypto-based bank


	Interpol moves against human traffickers who enslave people to scam you online


	Cambodian authorities crack down on cyber slavery amid international pressure


	Filipino police free hundreds of slaves toiling in romance scam operation


China did call for a ceasefire following Operation 1027, but "remained diplomatically focused on the handover of scam suspects, rather than pressuring the alliance of armed groups to end its operations," claimed the ICG report.
Over 41,000 people were handed over to China, according to state media - mostly Chinese nationals. Several thousand more followed in 2024.
While many were low-level scammers or victims, some were considered kingpins - such as those reportedly involved in the Crouching Tiger Villa scam along the border, where a week earlier up to 100 victims were murdered while trying to escape.
The Tatmadaw did withdraw troops from the border after the operation in what is considered a "major humiliation" and the "most significant surrender in the Myanmar military's history." It also was "further embarrassed" by having to accept a China-mediated ceasefire, claimed ICG.
However, it seems that may have little consequence. The regime "cannot afford to alienate China" according to ICG, as it needs economic and diplomatic assistance - giving China considerable leverage with the status quo.
ICG has cautioned therefore that Beijing's displeasure with the new junta should not be interpreted as support for Myanmar's shadow government in exile, the National Unity Government (NUG).
The group warned that Beijing would not likely "stand idly by and let the [military] regime collapse, lest it be replaced by the Western-leaning NUG or some other configuration of a broadly anti-China resistance movement." (r)
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    Singapore improves the AI it uses to detect smokers

    
Past versions struggled to spot a lungbuster - this time authorities think they've reduced false positives    


    
        By 
Simon Sharwood        
    

    
        Posted in Public Sector,
        
            28th March 2024 02:02 GMT
        
    


    
Singapore has improved the AI it uses to detect smokers who light up in the many places where the practice is forbidden across the island nation, to help local law enforcement more efficiently stub out offenders.
The AI is called Balefire, and as recently explained by Pye Sone Kyaw - an AI engineer at Singapore's digital transformation agency GovTech - it's already reached version 3.0.
"The principal aim of Balefire ... is to assist NEA [the National Environment Agency] in detecting smokers in smoking-prohibited places," he wrote. The NEA helpfully lists those prohibited places: most indoor areas, parks, educational institutions, swimming pools, and even pedestrian overhead bridges. Fines of S$200 ($148) can be levied for smoking in the wrong place, and a conviction can result in fine five times that sum.
Previous versions of Balefire were considered proof of concept demos. Version 3.0 is considered an "expanded pilot" that operates in 20 locations.
Kyaw complained that spotting cigarettes is not easy - they're small and easily mistaken for other objects. He mentioned "straws, shiny phone edges, fingers positioned in certain ways, and even certain types of food" as objects that computer vision systems relying on outdoor cameras can falsely identify as a cancer stick.
He tried detecting smoke or a cigarette's glowing tip, but those efforts burned out because they produced too many errors. So did "looking at the entire person, such as through pose estimation."
Those failures led Kyaw to conclude "an end-to-end detection model isn't feasible, particularly in an edge AI context with its inherent compute limitations and relatively small model sizes, coupled with the need for near-instantaneous detection."


	Singapore's central bank warns AI isn't ready to handle monetary policy


	Singapore startup SiliconBox to open packaging fab in Northern Italy


	Singapore's monetary authority advises banks to get busy protecting against quantum decryption


	Singapore finally deletes its COVID-era contact tracing data


He looked for off-the-shelf systems that could improve on Balefire, but couldn't find any that met NEA's need for a system capable of identifying as many smokers as possible across the entire span of a camera's field of view and doing so almost instantaneously.
GovTech therefore built its own custom processing pipeline that Kyaw wrote. It includes the following five steps:

	Head Detection and Processing: The pipeline initiates with the camera frames being fed into a head detector, which identifies the coordinates of all heads within the frame.


	Heuristic-Based Filtering: Post-detection, these heads undergo a series of heuristic filters designed to eliminate potential erroneous heads. These filters are the product of accumulated learnings and detailed analysis of deployment data.


	Head Tracking: An object tracker then follows the detected heads across successive frames, linking them with previously detected heads wherever possible. This ensures that, for identified smokers, repeated alerts are not triggered each time they are recognized in a new frame.


	Smoke/No-Smoke Classification: Heads not previously classified as belonging to smokers are then processed through a binary head classifier. This classifier determines whether the individual is smoking or not.


	Reidentification Module: If the classifier indicates smoking activity, a reidentification module attempts to match the detected smoker against a watchlist of recent smokers. If there is no reidentification, an alert is triggered. The watchlist is updated with the latest appearance of the smoker and other relevant information.


Version 3.0 uses multiple models that draw on footage captured from the current and past iterations of Balefire.
"Simply put, we used our existing models to annotate the new data for us and corrected any errors from that process," Kyaw wrote. "We iteratively added in specific profiles of images that the existing models were error prone in, such as persons wearing helmets, or persons who are eating or drinking. This helped to improve the performance of the models significantly over the course of the project."
The new system is hoped to not only detect more smokers, but also to avoid false positives - to "facilitate NEA in optimizing the allocation of enforcement officers to these identified hotspots."
In other words, Balefire is aims to ensure that when the NEA swoops on smokers, its efforts don't go to ash. (r)
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    Hyperfluorescent OLEDs promise more efficient displays that won't make you so blue

    
Novel design might also help reduce those annoying burn-in issues    


    
        By 
Matthew Connatser        
    

    
        Posted in On-Prem,
        
            28th March 2024 00:16 GMT
        
    


    
A recent paper published in Nature demonstrates that hyperfluorescent OLEDs could significantly reduce the energy required to display the color blue - potentially mitigating, but not solving, screen burn-in.
The study was conducted by researchers from several academic institutions, primarily the University of Cambridge. Poetically titled "Suppression of Dexter transfer by covalent encapsulation for efficient matrix-free narrowband deep blue hyperfluorescent OLEDs," the paper was published earlier this month.
The research team attempted to find a method for creating OLEDs that could more efficiently emit blue light - one of the three primary colors used to synthesize hues on modern display technology. Individual pixels in a display are composed of three sub-pixels, one for each of red, green, and blue.
Producing blue takes a particularly large amount of energy, and that's been the case for years. "Essentially, trying to obtain a blue light emitting molecule for OLEDs that satisfies every property that we would like simultaneously (efficiency, stability and color purity) has not been possible after decades of effort," explained Dr Daniel Congrave, a co-author of the paper.
Instead of trying to find the perfect molecule for emitting blue light, Dr Congrave and his colleagues proposed a dual-molecule hyperfluorescence solution. "Rather than expecting a single type of molecule to achieve all of these things, the idea of hyperfluorescence is to share the work between different molecules that individually do a good job at dealing with the piece of the puzzle that they are allocated," Congrave explained.


	iFixit tears Apple's Vision Pro to pieces


	iPhone 15 Pro Max users report seeing ghostly OLED apparitions


	Meta Quest 3 is a virtual reality of repair insanity


	Microsoft maybe still dreams of bendy phones, judging from 360deg folding screen patent


The two primary components of hyperfluorescence - a term coined by scientist Chihaya Adachi and trademarked by display materials specialist Kyulux - are the sensitizer molecule and the terminal emitter molecule. The sensitizer is supposed to efficiently transfer energy into the terminal emitter, which then emits a pure color.
"A really important thing with hyperfluorescence is making sure that the energy actually goes where you want it to, in the right order," noted Congrave. In the past, a matrix was used to stop energy from being distributed incorrectly - a phenomenon known as "Dexter transfer." Adding a matrix increases the number of components used to three or more, making production more complicated and thus potentially more expensive.
However, the researchers bypassed the need for a matrix by insulating the terminal emitter with what they termed covalent encapsulation. This allowed for hyperfluorescent OLEDs that exhibited improved efficiency and color purity.
The main objective of the study was to find a commercially viable method that achieves better efficiency - specifically for the blue part of OLEDs. An added bonus may be increased resilience to burn-in, which has caused issues even on the latest iPhone 15 Pro Max.
However, Dr Congrave stressed to us that this isn't a version of OLED that completely stops burn-in from happening. It's just a natural consequence of reducing power consumption, which is highest on blue sub-pixels.
Anything detailed in a research paper phase is far from production ready, so don't expect any OLED monitors or TVs to incorporate this method of hyperfluorescence any time soon. But no doubt Samsung or Sony's marketing machines will turn this tech - or something very like it - into "HyperBlue" or some other nonsense eventually. (r)
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    Standardization could open door to third-party chiplets in AMD designs

    
Domain-specific accelerators are 'essential to progress' it claims, and a chiplet ecosystem is one way forward    
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Video Future AMD processors could feature domain-specific accelerators - even some created by third parties, according to senior execs at the chip shop.
Speaking with AMD CTO Mark Papermaster in a video released Wednesday, senior vice president Sam Naffziger stressed the importance of chiplet standardization. You can watch all 25 minutes below.

  Youtube Video

"Domain-specific accelerators, that's the best way to have the best performance per watt per dollar. So it is absolutely essential to progress. You can't afford to do a specific product for each one of these domains, so what we can do is have a chiplet ecosystem - a library essentially," Naffziger explained.
He was referring to Universal Chiplet Interconnect Express (UCIe) - an open standard for chiplet communications that, since its creation in early 2022, has won wide support from key industry players including AMD, Arm, Intel, and Nvidia, and many other smaller names too.
AMD has been at the forefront of chiplet architectures since the launch of its first-gen Ryzen and Epyc processors in 2017. Since then, the House of Zen's chiplet library has evolved to include multiple compute, I/O, and graphics dies, which it combines and packages in its consumer and datacenter processors.
An example of this approach can be found in AMD's Instinct MI300A APUs, launched in December 2023 and packing 13 individual chiplets - four I/O dies, six GPU dies, and three CPU dies - along with eight stacks of HBM3 memory.
Naffziger suggested that in the future, standards like UCIe could see chiplets built by third parties make their way into AMD packages. He mentioned silicon photonic interconnects - a tech that may ease bandwidth bottlenecks - as having potential to bring third-party chiplets into AMD products.
Naffziger argued that without a low-power die-to-die interconnect, the technology isn't viable.
"You bolt optical on because you want massive bandwidth. So, you need low-energy per bit for that to make sense and in-package chiplets are the way to get the lowest energy interfaces," he explained, adding that he thinks that the move to co-packaged optics is "coming."
To this end, several silicon photonics startups are already pushing products that do just that. For example, Ayar Labs has developed a UCIe-compatible photonics chiplet that was integrated into a prototype graph-analytics accelerator built by Intel last year.


	Intel shows off 8-core, 528-thread processor with 1TB/s of co-packaged optics


	Things are going to get weird as the nanometer era draws to a close


	AMD slaps together a silicon sandwich with MI300-series APUs, GPUs to challenge Nvidia's AI empire


	A mix-and-match chiplet marketplace for processor makers is still a long way off


Whether third-party chiplets - photonics or otherwise - make their way into AMD products remains to be seen. As we've previously reported, standardization is just one of many challenges that needs to be overcome to allow heterogeneous multi-die chips. We've asked AMD for more information on its chiplet strategy, and will let you know if we hear anything back.
AMD has made its chiplets available to rival chipmakers before. Intel's Kaby Lake-G parts, launched in 2017, featured Chipzilla's 8th-gen cores along with AMD's RX Vega GPU. The part recently resurfaced in a NAS board from Topton. (r)
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    Apple fans deluged with phony password reset requests

    
Beware support calls offering a fix    
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Apple device owners, consider yourselves warned: a targeted multi-factor authentication bombing campaign is under way, with the goal of exhausting iUsers into allowing an unwanted password reset.
First called out on X/Twitter by AI entrepreneur Parth Patel - and confirmed to be happening to others by security blogger Brian Krebs - the campaign appears to be targeting specific individuals, who are flooded with password reset requests. Because the alerts are sent at the system level, Patel reported, every single one had to be cleared before he could use his iPhone, Apple Watch, or MacBook.
Patel had to tap "Don't allow" on more than 100 notifications. Several of his friends - and other victims identified by Krebs - reported similar volumes. 
The attack is similar to other multi-factor fatigue attacks that have popped up over the years. They aim to exhaust users into mistakenly tapping to allow someone to change their password - or doing so to stop the deluge. Microsoft even changed how its MFA codes work as a result of this kind of abuse. 
Apple has yet to make such a change. Regardless, the attackers in this case were sophisticated enough to go beyond just spamming victims. 
Around 15 minutes after clearing the notifications, Patel said he was called by someone spoofing their caller ID to pretend they were calling from Apple's actual support line. The caller informed Patel his account was under attack, and asked him to verify his information and provide a one-time reset code - ostensibly so the attacker could reset his password on their own. Being suspicious about the nature of the call, Patel asked them to verify some of his personal info, and the caller was able to - for the most part.
"They got a lot right, from date of birth, to email, to phone number, to current address, historic addresses," Patel reported. Luckily for Patel, he regularly checks to see what bits of his personal information are available online, and in this case it appears the data came from PeopleDataLabs - a B2B information firm. 
"I distinctly remember [PeopleDataLabs] mixing me up with a midwestern elementary school teacher named Anthony S," Patel said, and that clued him in that the whole thing was a scam. 


	Russia's Cozy Bear dives into cloud environments with a new bag of tricks


	Go ahead, forget that password. Use a passkey instead, says Google


	Russia's Cozy Bear caught phishing German politicos with phony dinner invites


	Google Workspace weaknesses allow plaintext password theft


The fact the scammer called Patel directly suggests they were able to send password reset requests using Apple's iForgot page, which only asks for an email address and a solved CAPTCHA, in addition to knowing the account's phone number, to send a password reset request. 
The sheer volume of requests raises the possibility that Apple may have a rate-limiting flaw in its iForgot system that allows for bombarding users with repeated reset requests. Apple didn't answer those questions, but did point us to a support page for how to recognize scams and phishing attempts targeting its users. 
Until Apple addresses the issue in some way, be careful tapping those alerts and ensure you never accidentally give a scammer what they want. If someone claiming to be from Apple support calls, take Apple's advice, which makes it clear: "If you get an unsolicited or suspicious phone call from someone claiming to be from Apple or Apple Support, just hang up." (r)
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More than half of Americans are using ad blocking software, and among advertising, programming, and security professionals that fraction is more like two-thirds to three-quarters.
According to a survey of 2,000 Americans conducted by research firm Censuswide, on behalf of Ghostery, a maker of software to block ads and online tracking, 52 percent of Americans now use an ad blocker, up from 34 percent according to 2022 Statista data.
More striking are the figures cited for technically savvy users who have worked at least five years in their respective fields - veteran advertisers, programmers, and cybersecurity experts.
The Censuswide report indicates that 66 percent of experienced advertisers, 72 percent of experienced programmers, and 76 percent of cybersecurity experts use ad blockers.
For the general public, the rationale for doing so tends to be more about protecting privacy (20 percent) than blocking ads (18 percent), with another 9 percent wanting faster web page loading.
And among the expert set, protecting privacy is cited with greater frequency - 27 percent, 30 percent, and 29 percent - for advertisers, developers, and security pros respectively.


	YouTube video lag wrongly blamed on its ad-blocking animus


	Google to start third-party cookie cull for 30 million Chrome users


	Meta accused of snarfing people's Snapchat data via traffic decryption


	In-app browsers are still a privacy, security, and choice problem


"People who know how the internet works - because they work as developers or in security or in advertising - they've all over the years decided that it was a good idea to use a tracker blocker or content blocker or adblocker, whatever you call it," said Jean-Paul Schmetz, CEO of Ghostery, in an interview with The Register. "It's pretty unanimous that people who work in this industry and know how these things function want to protect themselves."
Schmetz said one surprising finding had to do with the extent to which people trust various companies that collect online data. "It's quite amazing that Google is still trusted, even though it is the biggest collector."
Asked how likely big companies would be to abuse their data, Americans were most wary of TikTok (59 percent), followed by: Meta (56 percent), X/Twitter (49 percent), OpenAI (48 percent), Google (44 percent), Apple (41 percent), Amazon (40 percent), Microsoft (38 percent), Comscore (32 percent), and Adobe (31 percent).
Again, concerns were higher among the more experienced set.
As Schmetz observes in the report, these results show that the American public is less aware of data collection by companies with a lower public profile.
"Whether you work in advertising or as a developer or as a security expert, you tend to know that a web page is not just one thing like a magazine page or newspaper page or video or TV," said Schmetz.


A web page is not just one thing like a magazine page or newspaper page or video or TV


"It's a bunch of components that come together in your browser. And you tend to know that a lot of these components are just there for tracking and spying. And that they are unnecessary for the page.
"So you know that if you don't load them, you're going to be more private, because people will be able to build less profiles of you. You will have less ads because they have less profiles of you and your brother will be faster."
Schmetz said people are still generally not aware of the scope of third-party data collection. "It's normal for Amazon to know whether you're buying at Amazon," he said.
"What is less normal is for Tiktok to know what you are reading in the New York Times or at other sites. Maybe a better example is if you're going to, let's say Planned Parenthood or something similar, especially in this day and age. I think it would surprise 100 percent of the visitors to know that other companies are looking at that visit." (r)
Bootnote
Feel free to add us to your white list if you do use an ad blocker. We have full-time ops staff whose job it is around the clock to keep our sites clean of anything naughty. Some of you have asked for an ad-free subscription to support El Reg, which is thoughtful. But truly the best way to support The Register is to sign up for a free account, comment on stories, share our links, and spread the word of our honest independent IT journalism. Thanks for reading.
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    NASA gives IXPE observatory the Ctrl-Alt-Del treatment to make it talk sense

    
Hardware misbehaving in orbit? Time for a reset on the avionics    
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NASA's Imaging X-ray Polarimetry Explorer (IXPE) space observatory has had a problem, prompting engineers on the ground to hit the reset button.
It's a technique familiar to many engineers when faced with misbehaving hardware and one that IXPE's team has had to use on a previous occasion.
While out in low Earth orbit, IXPE has stopped transmitting valid telemetry data - an issue similar to one encountered in June 2023. The latest problem was noted on March 23 and, thanks to procedures developed last time, the team initiated a spacecraft avionics reset. IXPE then dropped into a safe mode, and the team is working to resume science operations.
According to NASA: "The spacecraft is in good health."
The Register asked the US space agency to learn more about the issue and why it has reoccurred. We will update this piece should the boffins respond.
IXPE was launched on December 9, 2021, and its mission duration was two years. That job has since been extended and is currently set to run through September 2025. It will be evaluated at the next NASA Senior Review of Operating Missions.
The orbiting spacecraft has three identical telescopes and is designed to measure the amount and direction of X-ray light. Scientists hope to use the telescope's data to explain why black holes spin, why pulsars shine brightly in X-rays, and what powers the jets of particles spewed from the region around supermassive black holes at the centers of galaxies.


	DARPA tasks Northrop Grumman with drafting lunar train blueprints


	Swift enters safe mode over gyro issue while NASA preps patch to shake it off


	NASA missions are being delayed by oversubscribed, overburdened, and out-of-date supercomputers


	NASA's FY2025 budget request means tough times ahead for Chandra and Hubble


By NASA standards, it is also a relatively inexpensive mission, with a budget coming in at approximately $188 million at launch. The IXPE mission is a collaboration managed by NASA Marshall and includes contributions from the Italian Space Agency.
IXPE is often mentioned in the same breath as Chandra, one of NASA's Great Observatories, and currently facing an uncertain future while lawmakers argue over NASA's budget. Data combined from both spacecraft has yielded discoveries and new findings.
The spacecraft is also not the only game in town when it comes to the study of the polarization of cosmic X-rays. It has been joined by the Indian Space Research Organisation's (ISRO) XPoSat, which was launched on a five-year mission in January 2024. (r)
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Anyscale claims issue is 'long-standing design decision' - as users are raided by intruders    
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Thousands of companies remain vulnerable to a remote-code-execution bug in Ray, an open-source AI framework used by Amazon, OpenAI, and others, that is being abused by miscreants in the wild to steal sensitive data and illicitly mine for cryptocurrency.
This is according to Oligo Security, which dubbed the unpatched vulnerability ShadowRay. The oversight is tracked as CVE-2023-48022, with a critical 9.8 out of 10 CVSS severity rating.
On Tuesday the security shop's Avi Lumelsky, Guy Kaplan, and Gal Elbaz warned that the flaw has been under active exploitation for the past seven months, with criminals using it to compromise medical and video analytics businesses, educational institutes, and others that use the machine-learning software.
"Researchers at Oligo Security have observed instances of CVE-2023-48022 being actively exploited in the wild, making the disputed CVE a 'shadow vulnerability' -- a CVE that doesn't show up in static scans but can still lead to breaches and significant losses," the trio wrote.
Ray is a popular open source project overseen by Anyscale, and is used to develop and scale Python-based applications that incorporate machine-learning workloads.
Berenice Flores at Bishop Fox, Bryce Bearchell, and Protect AI disclosed CVE-2023-48022, which exists because of Ray's lack of authorization in its job submission API, to the project's maintainers last year. They also alerted Anyscale about four other flaws, CVE-2023-6019, CVE-2023-6020, CVE-2023-6021 and CVE-2023-48023, all of which were fixed in November as part of  Ray 2.8.1.
At the time, Anyscale said CVE-2023-48022 wasn't a bug, but rather a "long-standing design decision based on how Ray's security boundaries are drawn and consistent with Ray deployment best practices."
Essentially, the jobs submission API performs, by default, no checks for authorization, allowing anyone who can reach the endpoint to add and remove work, access information, and perform other things they really shouldn't be able to. Anyscale says this service should be placed behind some kind of protection to prevent that from happening; people deploying the software probably don't realize that and end up exposing the API to the world for miscreants to abuse.
And as such, organizations have been hit by cyber-crooks exploiting the CVE.
The project's maintainers did, however, say they planned to offer authentication in a future version of the open-source framework. But, as of now, the vulnerability still allows remote attackers to execute code via the job submission API in Ray 2.6.3 and 2.8.0. 
We asked Anyscale what the current state of play is with CVE-2023-48022, and a spokesperson assured us the biz is on the case: "We are currently working on a script that will make it easy for users to verify their configuration and avoid accidental exposure. Additionally, we have notified all Anyscale customers of the vulnerability and that they are not affected."


	In the rush to build AI apps, please, please don't leave security behind


	Google reveals zero-day exploits in enterprise tech surged 64% last year


	Over 170K users caught up in poisoned Python package ruse


	NIST: If someone's trying to sell you some secure AI, it's snake oil


	US cyber chiefs warn AI will help crooks, China develop nastier cyberattacks faster


This CVE has led to a "trove" of sensitive data being leaked by compromised servers, we're told. This includes OpenAI, Stripe, Slack, and database credentials, and on some machines attackers could use this access to encrypt data stores using ransomware. To be clear, it's not that OpenAI and co are vulnerable, it's that Ray AI's API can be abused to grab creds for those services from organizations' vulnerable machines.
The Oligo lot also said they saw evidence that miscreants had stolen password hashes and private SSH keys via the flaw. Because many of the compromised vulnerable deployments ran with root privileges, the flaw also gave attackers access to victims' entire cloud environments and other services running in AWS, Google, and Microsoft Azure.
Plus, these hijacked clusters are also being abused for cryptocurrency mining, according to Oglio. Most of these nodes have powerful GPUs, which allow attackers to mine coins at the victim organization's expense. 
"In other words, attackers choose to compromise these machines not only because they can obtain valuable sensitive information, but because GPUs are very expensive and difficult to obtain, especially these days," the trio said, noting that the on-demand GPU costs in AWS can run to $858,480 a year, per machine. (r)
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Amazon says it has concluded its investment in AI super-startup Anthropic, which now stands at $4 billion, a figure the e-commerce colossus committed to last year.
In September, the Big A plowed $1.25 billion into the upstart, and it's now added the final $2.75 billion as promised.
The deal makes Amazon Web Services the primary cloud provider for Anthropic, with the understanding that the machine-learning upstart will deploy its future foundation models on AWS Trainium and Inferentia chips.
An Amazon spokesperson said the arrangement is a cash investment and no portion of it consists of AWS cloud credits, a form of funding Microsoft bestowed through its Azure service upon OpenAI, a rival of Anthropic.
The ongoing AI cash giveaway by Amazon, Google, and Microsoft - the major US cloud providers - looks a lot like cloud seeding, which is to say incentivizing the future use of their services to train and run AI models.
By cramming the likes of OpenAI and Anthropic with funding and resources to provide all kinds of generative models and machine-learning technology, the overall goal seems to be to get paying customers into the public cloud to use those services, and keep those subscribers there.
It's more or less why Microsoft et al are so bent on pushing artificial intelligence: It's more stuff for people to subscribe to, with the technology coming from the startups the hyperscalers are directly sponsoring.
"Anthropic's visionary work with generative AI, most recently the introduction of its state-of-the art Claude 3 family of models, combined with Amazon's best-in-class infrastructure like AWS Tranium and managed services like Amazon Bedrock further unlocks exciting opportunities for customers to quickly, securely, and responsibly innovate with generative AI," said Swami Sivasubramanian, vice president of Data and AI at AWS, in a statement.
"Generative AI is poised to be the most transformational technology of our time, and we believe our strategic collaboration with Anthropic will further improve our customers' experiences, and look forward to what's next."
Last week, Anthropic - built by former OpenAI staff among others - announced a deal with AWS and Accenture to have the latter's engineers trained on Anthropic models running on Amazon's systems.
Like OpenAI, the beneficiary of some $13 billion in funding from Microsoft, Anthropic has been feted with cash. Last October, the three-year-old startup received a commitment of $2 billion from Google, Amazon's rival in the cloud infrastructure business. Its valuation has been estimated somewhere between $15 billion and $18.4 billion, based on $7.3 billion of investment last year.


	Intel throws chips on the table, Microsoft plays the Copilot card in wild bet on AI PCs


	Meta accused of snarfing people's Snapchat data via traffic decryption


	BBC exterminates AI experiments used to promote Doctor Who


	Nvidia software exec Kari Briski on NIM, CUDA, and dogfooding AI


The AI funding frenzy has not gone unnoticed in Washington, DC. The US Federal Trade Commission in January announced an inquiry into five companies: Alphabet, Amazon, Anthropic, Microsoft, and OpenAI. The watchdog is concerned that tech giants may be distorting the AI market and limiting competition.
Anthropic offers a generative AI model called Claude and has tried to position itself as a responsible provider of services. It claims, "We Build Safer Systems" without supplying the implied comparison, a subordinating conjunction that could be either "than OpenAI" or "than Google," which had a recent unfortunate incident with its Bard-turned-Gemini model. (r)
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The SEC's lawsuit accusing cryptocurrency exchange Coinbase of operating as an unregistered securities broker has survived its first legal challenge, opening the door for the case to go to trial.
In an order [PDF] handed down in New York City on Wednesday, federal district Judge Katherine Polk Failla said America's financial watchdog had reasonably argued in its original complaint, filed last June, that Coinbase was operating as a unregistered securities exchange, broker and clearing agency. 
"The 'crypto' nomenclature may be of recent vintage, but the challenged transactions fall comfortably within the framework that courts have used to identify securities for nearly eighty years," the judge said. 
Coinbase had tried to get the SEC's lawsuit against it dismissed, and did manage to get one of the five charges thrown out, namely that it acted as an unregistered broker by offering its Wallet application to customers.
According to the judge, Coinbase's Wallet app allows customers to hold custody of their own cryptocurrency keys, and doesn't have any brokerage or exchange capabilities in and of itself. To buy and sell cryptocurrency using the Wallet app, Coinbase users instead have to connect to other third-party exchanges. 
"Coinbase has no control over a user's crypto-assets or transactions via Wallet, which product simply provides the technical infrastructure for users to arrange transactions on other [decentralized exchanges] in the market," Judge Failla said. As such, the app's maker isn't responsible for users' decisions and actions with their Wallet-held money, whether or not Coinbase takes a one percent cut of the transactions as a fee.
The biz simply doesn't act as a broker with regards to Wallet; it acts as a provider of software that holds a wallet's keys, in other words.
As for the rest of the case, the judge said it meets the threshold established by the Howey test, derived from a case between the SEC and the WJ Howey Company that was settled by the US Supreme Court in 1946. The test is used to determine whether an asset can count as an investment contract. According to Judge Failla, the SEC's argument meets that bar.
"The court finds that the SEC has adequately pleaded that Coinbase customers engaged in transactions involving the Crypto-Assets that amounted to 'investment contracts' under Howey," Failla said. 


	Cryptocurrency laundryman gets hung out to dry


	Crypto scams more costly to the US than ransomware, Feds say


	48-nation bloc to crack down on using crypto assets to avoid tax


	After threatening to block Binance for months, Philippines does the deed


"Both the SEC and private litigants have brought several successful actions in this circuit predicated on crypto-assets falling within the Howey definition of an 'investment contract,'" Failla added, citing cases filed by the watchdog against Telegram and Terraform. 
It's now up to Coinbase to show at trial why the SEC is wrong in its assertion that it is therefore an unregistered securities broker. The exchange says it's ready to argue its case.
Paul Grewal, Coinbase's chief legal officer, said the outfit was prepared for the court's latest decision and that he looks forward to uncovering more about how the SEC considers crypto regulation, as part of the discovery process. 
"We remain confident in our legal arguments, we look forward to proving we're right, we are eager for the opportunity to take discovery from the SEC for the first time," Grewal said on X today. 
"We're pleased that yet another court has confirmed that, while the term 'crypto' may be relatively new, the framework that courts have used to identify securities for nearly 80 years still applies," an SEC spokesperson told The Register.
"When intermediaries don't register [as brokers], it's investors who get hurt and the American financial markets that suffer. We will continue to protect investors against risks in the crypto markets when, as here, the securities laws are implicated."
The SEC is also in the midst of a trial against Binance, one of the largest cryptocurrency exchanges by volume. The commission has accused Binance of much of the same unregistered securities charges that it leveled against Coinbase, with the addition of fraud accusations for allowing US-based customers to access its overseas exchanges after the platform was banned in the US in 2019. (r)
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Qualcomm's Snapdragon X Elite has some gaming and graphics prowess as seen in a demo where a reference laptop was shown to be running Baldur's Gate 3 at 1080p resolution and around 30 frames per second.
The demo showed Qualcomm's typical Snapdragon X Elite reference laptop with 32GB of DDR5 running the critically acclaimed roleplaying game. According to the X user who filmed the demo and shared it, Baldur's Gate 3 was running at 1080p with a framerate "hovering around 30 FPS." For reference, 30 frames per second is generally considered to be the minimum playable framerate for games.
Baldur's Gate 3 released in August 2023 and, as one of the latest AAA games, naturally demands a substantial amount of computing prowess to run well. Like most PC games, there are a variety of graphics options to choose from to give users a way to find their preferred balance between graphical fidelity and performance. For lower-end hardware, running at close to minimum settings is sometimes a necessity.
It's not clear what settings the Snapdragon X Elite was using to achieve a steady 30 frames per second at 1080p. For its part, Asus recommends a spread of settings ranging from "Low" to "Ultra" to achieve 45 to 60 frames per second on its ROG Ally handheld, powered by AMD's Ryzen Z1 Extreme APU. These settings include enabling FidelityFX Resolution, which essentially drops the resolution close to 720p.
It may be the case that the Snapdragon X Elite was running the game at 30 frames per second simply because that's all it was capable of, or perhaps the graphics settings were tuned to achieve the highest quality without dipping below 30 frames per second. It's also not clear if 1080p means real 1080p, or a lower resolution upscaled. We've asked Qualcomm for clarification about what graphics settings the demo used.


	Chrome for Windows-Arm laptops officially lands in time for Snapdragon X Elite kit


	Qualcomm infuses AI support into Snapdragon 7+ Gen 3 platform


	Qualcomm unveils Snapdragon 8s Gen 3 with Eye-of-Sauron camera


	Qualcomm inserts GenAI into smartphones at industry's mega tradeshow


Beyond the performance implications of the demo, the fact that Qualcomm's ARM-based chip was running Baldur's Gate 3 at all is telling. The game has an official macOS port compatible with ARM-based M processors, but the official Windows version of Baldur's Gate 3 is only for x86-based processors from Intel and AMD.
Either Qualcomm was able to obtain an unreleased Windows on ARM version of Baldur's Gate 3 from its developer, Larian Studios, or it was running on an x86-to-ARM translation layer. Using translation software wouldn't be out of the question as Baldur's Gate 3 apparently runs just fine on Apple M chips using Rosetta 2. We've asked Qualcomm about this as well.
While gaming is not a central focus for the Snapdragon X Elite, the demo makes it clear that playing the latest AAA games isn't out of the question. Still, this is just a single game, and the vast majority of titles don't have an official ARM version, and that's not going to change in the few months between now and the launch of Qualcomm's new chip. The Snapdragon X Elite and wider Windows on ARM ecosystem might end up exactly where Apple is when it comes to gaming - usually terrible, but sometimes surprisingly good.
Even if the Snapdragon X Elite isn't suitable for gaming, the Baldur's Gate 3 demo at least implies the integrated GPU is fairly powerful. GPUs can be used for more than just gaming, and having one more powerful than necessary isn't a bad problem to have. (r)
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Boffins hope to better understand how phenomena disrupt comms tech in order to prevent future outages    
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There's a total solar eclipse coming up in North America, and NASA plans to shoot some rockets at it to see how the ionosphere changes as the Sun is obscured by the Moon.
NASA plans to launch a trio of sounding rockets before, during, and after the eclipse on April 8 as part of its Atmospheric Perturbations around Eclipse Path (APEP) program in the hopes of being able to better predict and prevent disruptions to terrestrial communications tech.
"Understanding the ionosphere and developing models to help us predict disturbances is crucial to making sure our increasingly communication-dependent world operates smoothly," said Aroh Barjatya, engineering physics professor at Embry-Riddle Aeronautical University and project leader. 
[image: nasa-APEP-rocket-team]
The APEP team and their trio of eclipse rockets


The ionosphere is part of the thermospheric layer of Earth's atmosphere and forms the boundary between the lower atmosphere and the vacuum of space. Stretching from around 50 to 400 miles above Earth's surface, the ionosphere is pelted by solar radiation during the day, separating electrons from atoms in the layer and creating a blanket of positively charged ions crucial to certain forms of communication. 
One of the reasons AM radio broadcasts can be heard so far from their sources is because the signals bounce off the ionosphere. FM waves, being shorter than AM ones, tend to escape the ionosphere.


	Gaze in awe at the first ever movie of a solar eclipse from recording long thought lost forever


	SpaceX blasted massive plasma hole in Earth's ionosphere


	Darkness to fall over North America from a total solar eclipse


	Bombing raids during WWII sent out shockwaves powerful enough to alter the Earth's ionosphere


By cutting the Sun's energy off, an eclipse can disrupt communications - even after a short duration of daytime darkness - affecting radio waves, GPS signals, and satellite communications. Relying on satellites to detect ionosphere changes from an eclipse isn't practical because satellites may not be in the right place at the right time, so rockets are the best bet, says NASA. 
The plan is to launch the trio of rockets 45 minutes before the eclipse, in the midst of it, and 45 minutes after to get a baseline degree of disruption, and to see how long it takes for atmospheric ionization to return to normal. Each rocket is expected to reach a maximum altitude of 260 miles, placing it smack-dab in the middle of the ionosphere.
Upon reaching their trajectory, each rocket will launch four two-liter bottle sized instruments, effectively delivering readings "from 15 rockets, while only launching three," Barjatya said. All 15 sensor-packed devices will measure charged and neutral particle density as well as surrounding electric and magnetic fields.
This will be the second time in as many years that APEP has had an opportunity to study ionosphere disruptions due to an eclipse, but the 2023 eclipse was annular, not total. The upcoming eclipse on April 8 is total, meaning measurements could be different.
"We are super excited to relaunch them during the total eclipse, to see if the perturbations start at the same altitude and if their magnitude and scale remain the same," Barjatya said. 
Here's hoping everything goes to plan - the next total solar eclipse to grace the skies in the United States won't happen until 2044. (r)
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    Kaby Lake-G chip back from the grave, now on modest firewall-router-NAS mobo

    
Intel CPU that incorporated an AMD GPU into the processor package resurrected by Topton    
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            27th March 2024 17:30 GMT
        
    


    
Kaby Lake-G, the Intel CPU that incorporated an AMD GPU directly into the CPU package itself, was pronounced dead in 2019, but that hasn't stopped one company from reviving it for a mini PC motherboard.
The Kaby Lake-G-powered board popped up on AliExpress, home of many odd computer products, and is otherwise designed for straightforward firewall-router-NAS (network attached storage) computers. It's made by Topton and comes with eight Ethernet ports, two slots for DDR4 SODIMMs, M.2 slots for an NVMe SSD and Wi-Fi card, a SATA port, and of course the Intel Core i7-8705G.
Kaby Lake-G, which launched in 2017, is certainly not the first chip readers might think to use for any application today. There are plenty of NAS-ty motherboards that incorporate mobile silicon from Intel's Tiger Lake and Alder Lake lineups, as well as a surprising amount of models that use AMD's sort-of-current generation Ryzen 7040 series APUs.
Featured in Intel's 8th Gen product stack, Kaby Lake-G was notable for integrating an AMD RX Vega GPU with HBM2 memory onto the CPU package. Given that the two companies have been fierce rivals since the '90s, their collaboration on this scale was unprecedented. It was a strategic move to deny Nvidia the chance to sell MX-series GPUs in lower-power laptops.
Kaby Lake-G was also notable for being the first time Intel ever used its Embedded Multi-Die Interconnect Bridge (EMIB) in one of its processors to connect the Vega GPU to the HBM2. Today, EMIB is used for connecting tiles in Intel's tile-based processors, such as Ponte Vecchio and Meteor Lake. There are definitely hints of Kaby Lake-G in Meteor Lake, though Intel was far from realizing its tile-based vision in 2017, and Kaby Lake-G relied on PCIe for connecting the CPU to the GPU.


	Intel chases smaller code shops with expanded AI PC dev program, NUC kit


	Intel Meteor Lake makes unexpected leap to socketed motherboards


	Gelsinger woos Musk as Intel seeks to drum up Foundry Services business


	Beijing issues list of approved CPUs - with no Intel or AMD


However, Kaby Lake-G's fairly modern design and powerful integrated graphics, for the time, didn't save it from failure. It only made its way into the HP Spectre x360, the Dell XPS 15 2-in-1, and Intel's own Hades Canyon NUC in 2018. With just three devices to its name, Kaby Lake-G clearly wasn't moving much volume.
GPU driver support, or lack thereof, was a problem that constantly plagued the Kaby Lake-G platform. Despite the GPU being made by AMD, drivers were offered through Intel, but new drivers came very infrequently, and users sometimes had to wait several months (and in one case a full year) for an update to arrive.
Intel discontinued Kaby Lake-G in 2019, making it one of the company's shortest-lived products. It's a surprise that there are any remaining chips at all, let alone 500 for Topton's i7-8705G motherboards.
The base model without RAM or storage costs $289, and if it weren't for the eight Ethernet ports this would be a pretty bad deal. It may seem questionable to invest in a processor discontinued less than two years after its release, but apparently one brave user has already bought one of the Kaby Lake-G NAS motherboards.
We're wishing them luck on their journey with Kaby Lake-G - they're going to need it. (r)
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    Miscreants are exploiting enterprise tech zero days more and more, Google warns

    
Crooks know where the big bucks are    
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The discovery and exploitation of zero-day vulnerabilities in enterprise-specific software and appliances appears to be outpacing the leveraging of zero-day bugs overall, judging by Google's latest research.
In a report published today, the web giant's Threat Analysis Group (TAG) and Mandiant division said they tracked 97 total zero-day vulnerabilities found and exploited by miscreants in 2023, which is considerably more than the year prior, which had 62 such holes. That's a 56 percent uplift.
The number of found and exploited enterprise-specific technology zero-day vulnerabilities, however, increased by 64 percent in 2023 compared to 2022 with miscreants exploiting 36 of these bugs. This figure has been rapidly growing over the past five years, we're told, with just 11.8 percent of zero-days in 2019 affecting enterprise software.
"This percentage increased to 37.1 percent in 2023, signaling a continued shift in the types of products targeted for malicious exploitation," according to the report [PDF].
This year's report combines analysis from both the Mandiant and TAG teams for the first time since Google bought Mandiant in 2022. It also split the zero-day vulnerabilities into two categories: end-user platforms and products - encompassing mobile devices, operating systems, browsers, and other applications - and enterprise-focused software and appliances.
While 61 of the 97 zero-days affected end-user products last year, this number isn't increasing as rapidly as its enterprise counterparts.
Specifically, this included 17 Windows vulnerabilities, 11 in Safari, nine affecting both iOS and Android, and eight in Chrome. Google didn't observe any zero-days across macOS, Firefox or Internet Explorer last year.
The bug hunters credit vendors such as Apple, Google, and Microsoft with making "notable investments that are having a clear impact on the types and number of zero-days actors are able to exploit."
This includes protections such as Apple's Lockdown Mode for iOS and Google's MiraclePtr, which prevents exploitation of use-after-free bugs across all Chrome platforms.
"Vulnerabilities that were commonplace in years past are virtually non-existent today," the report states.
Across these end-user platforms, however, the Googlers did note an increase in zero-days across third-party components and libraries, which gives attackers more bang for their buck and allows them to exploit one bug while affecting multiple products.
This included CVE-2023-5217, a buffer overflow vulnerability affecting VP8/VP9 encoding in libvpxin, an open source video codec library. This flaw affected Chrome, Firefox, iOS, and Android.
On to another browser zero-day that was exploited in 2023 - CVE-2023-4863, a heap buffer overflow in libwebp that affected any software that used the WebP image library. This included Chrome, Safari, Android, and Firefox.
"We assess with high confidence that the Chrome vulnerability CVE-2023-4863 and the Apple ImageIO vulnerability CVE-2023-41064 are actually the same bug," TAG and Mandiant claim.
Enterprise tech zero-days
Moving back to the enterprise zero-days, Google's threat hunters attribute the increase to buggy security software and appliances in 2023. Notably, this included Barracuda Email Security Gateways, Cisco Adaptive Security Appliances, Ivanti Endpoint Manager Mobile and Sentry, and Trend Micro Apex One.
Ivanti had three zero-day exploits last year, as did North Grid Corporation, giving these two vendors the dubious honor of being the most-exploited enterprise tech in 2023 in terms of zero-days.


	Ivanti releases patches for VPN zero-days, discloses two more high-severity vulns


	Russians invade Microsoft exec mail while China jabs at VMware vCenter Server


	The spyware business is booming despite government crackdowns


	International effort to disrupt cybercrime moves into operational phase


This also illustrates a "key challenge" faced by enterprise vendors, according to TAG and Mandiant: "Learning how to respond to sophisticated attacks targeting their products in a timely and effective manner while simultaneously developing an effective patch that addresses the ways threat actors are weaponizing the vulnerability."
Commercial surveillance vendors, government snoops going strong
Speaking of sophisticated attacks and attackers, perhaps unsurprisingly the bulk of last year's exploits can be attributed to commercial surveillance vendors (41.4 percent) and government cyberspies (41.4 percent).
The rest (ten exploits) came from financially motivated criminals, which are already having plenty of success scanning for and then exploiting recently disclosed bugs, so it doesn't make as much sense for them to buy zero-day exploits.
The Google teams were able to attribute motivation to 58 zero days in 2023, and a combined 48 of these traced back to commercial surveillance vendors (think Pegasus developer NSO Group, Predator maker Intellexa, Candiru, and others) and government-linked crews including those with ties to Russia, North Korea, Belarus, China, and other unknown actors.
TAG goes in-depth into a lot of these commercial surveillance vendors in its earlier report [PDF], published last month, which is worth a read for its insight into the CSV ecosystem.
A couple of notable stats from the new zero-day report: CSVs were responsible for 75 percent (13) of known zero-day exploits targeting Google products and Android ecosystem devices in 2023, and 55 percent targeting iOS and Safari (11).
CSVs did not have any luck with Windows zero-days in 2023. Every Windows exploit could be attributed to either government-backed or financially motivated miscreants.
However, "we know that Candiru, a CSV, had a chain for Windows because we were able to recover their first stage Chrome exploit, but we were not able to recover the rest of the exploits in the chain," the report says.
Additionally, China's government was behind 12 zero-day exploits last year, up from seven in 2022, which, once again, puts the People's Republic as the most prolific nation-state attacker.
This number includes UNC4841's exploitation of two Barracuda bugs, CVE-2023-2868 and CVE-2023-7102.
Plus, another Beijing-linked group, UNC3886, exploited three separate zero-days using two novel attack paths as the report outlines:


In one path, UNC3886 took advantage of a path traversal vulnerability in Fortinet's FortiOS (CVE-2022-41328) to overwrite legitimate files in a normally restricted system directory before exploiting an authentication bypass vulnerability in VMware products (CVE-2023-20867) that enabled the execution of privileged commands; we identified this exploitation dating back at least to mid-2022.


In a second attack, the group exploited CVE-2023-34048, a VMware out-of-bounds write bug, then also exploited CVE-2023-20867. TAG and Mandiant say this allowed the criminals access to vulnerable networks as far back as late 2021. (r)
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    CEO of UK's National Grid warns of datacenters' thirst for power

    
Predicts 500 percent increase in consumption over a decade and suggests 800 kilovolt fix    
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John Pettigrew, the CEO of Britain's National Grid, warned on Tuesday that datacenter power consumption is on track to grow 500 percent over the next decade.
In a speech delivered to the Aurora Forum in Oxford, Pettigrew mentioned growing demand for energy to power datacenters, alongside increased adoption of electric cars and heat pumps.
The CEO observed that the UK's energy industry has reached a "pivotal moment ... that requires innovative thinking and bold actions to create a transmission network for tomorrow's future."
He expressed fear that incremental change may not do the job.
"Do we also need to take a collective step back, and consider whether there are alternative long-term approaches to build a grid that is fit not just for the next 20 years, but for the next 60?" he asked.
He didn't answer the rhetorical question, but did suggest "One approach we think has potential is the construction of an ultra-high voltage onshore transmission network of up to 800 thousand volts."
Pettigrew supposed that this new network "would be superimposed on the existing supergrid - a super-supergrid if you like" and would "enable bulk power transfers around the country, with strategically located ultra-high capacity substations, supporting the connection of big energy sources to big demand centers via the new network."
It would also create spare capacity that would "open up opportunities for economic growth that could otherwise be constrained by a transmission network that is essentially reaching capacity."
Pettigrew mentioned AI and the datacenters that deliver it as among the economic opportunities a better energy grid could help to realize.


	As AI booms, land near nuclear power plants becomes hot real estate


	One rack. 120kW of compute. Taking a closer look at Nvidia's DGX GB200 NVL72 beast


	UK awards PS1.73M to AI projects to advance net zero goals


	Google searches for boss to get grip on climate, energy costs of this AI hype cycle


The CEO is not alone in predicting that datacenters will soon gobble more energy.
According to an International Energy Agency (IEA) report from January, global datacenter energy consumption is expected to double by 2026. And if OpenAI CEO Sam Altman's recent comments are anything to go by, that estimate may be conservative.
Last northern Spring, a survey of 700 datacenter professionals across Europe found that access to cheap, reliable power was among their top concerns. Another report estimated that, within two years, datacenters would account for a third of Ireland's electrical consumption.
In fact, in order to ensure a steady supply of uninterrupted power, Microsoft has gone as far as to build a 170 megawatt gas power plant to keep its EU900 million ($975 million) datacenter development outside Dublin up and running. According to Microsoft, the plant is designed to provide backup power and only operates when the national electrical grid is constrained or experiences an outage.
Meanwhile, in the US, e-commerce giant Amazon recently paid $650 million to acquire a nuclear-powered datacenter in Pennsylvania. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2024/03/27/ceo_of_uks_national_grid/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2024/03/27/bbc_ends_doctor_who_ai_experiments/
    

    BBC exterminates AI experiments used to promote Doctor Who

    
Finally, a power greater than ML hype: Angry fandom    
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Pics The BBC has decided to exterminate its experiments using generative AI to promote venerable sci-fi show Doctor Who.
The broadcaster announced its intention to use AI to create some promos in early March, a move that earned it a thorough pasting from fans - including the folks behind the Doctor Who Companion website, which declared itself "absolutely disgusted." And doubly so, after the BBC took down the page on which it announced its intentions.
Thankfully the Internet Archive's Wayback Machine has preserved that page. It originally featured an article by David Housden, head of media inventory: digital, who revealed the following.


We will be creating human-written marketing copy for a Doctor Who push notification, email subject line and in the promotional rail on BBC Search - then we will be using generative AI to suggest copy variations which are then reviewed and approved by our marketing team before being shown to the audience. Their success will be measured by click-rates, open-rates, and post-impression conversion-rates across each channel.


Housden explained that the BBC decided to use Doctor Who for its very first generative AI marketing experiments because the venerable franchise "is a joint content priority for both BBC Public Service UK and BBC Studios marketing teams."
Moreover: "There's a rich variety of content in the Whoniverse collection on iPlayer to test and learn with, and Doctor Who thematically lends itself to AI which is a bonus."
It was not a bonus.
Unknown numbers of Whovians complained, leading the BBC to announce it had ended the experiment.
"We received complaints about reports that the BBC is exploring generative AI in Doctor Who promotion," the announcement concedes.


	Surface Duo crashes the party as Doctor Who celebrates 60th birthday


	Playmobil crosses the final frontier with enormous, metre-long Enterprise playset


	BBC picks SiFive RISC-V chip for Doctor Who programming-for-kids kit - with Jodie Whittaker narrating


	Grab a towel and pour yourself a Pan Galactic Gargle Blaster because The Hitchhiker's Guide to the Galaxy is 42


The BBC responded to those complaints as follows:


As part of a small trial, marketing teams used generative AI technology to help draft some text for two promotional emails and mobile notifications to highlight Doctor Who programming available on the BBC.


We followed all BBC editorial compliance processes and the final text was verified and signed-off by a member of the marketing team before it was sent. We have no plans to do this again to promote Doctor Who.


That wasn't enough for the folks at Doctor Who Companion, who don't want the BBC to use AI for any promotions, for any shows - ever.
And, as the site notes, Doctor Who himself has triumphed in plenty of battles against AI. The Doctor Who Wiki chronicles several similar battles across the extended Whoniverse of TV, books, and comics.
As The Register has often wearily noted, in 2024 it's almost impossible to escape hype about AI's inevitable ascent.
Now we have finally found a foe capable of defeating it: irate Whovians. (r)
Bootnote: Using AI to create images for this story was too obvious a ploy to resist, as was employing it to make images that reflect the "I love Doctor Who, especially when he fights the Alien with a lightsaber" genre of deliberate nerd malapropism.
Your correspondent's current AI of choice, Leonardo, produced this beauty in response to the prompt "William Shatner dressed as Captain Kirk and brandishing a Doctor Who sonic screwdriver."
[image: Captain Kirk with a sonic screwdriver]
Captain Kirk with a sonic screwdriver - Click to enlarge


When we used the prompt "Doctor Who dressed in a Starfleet uniform" the AI produced the following.
[image: Doctor Who in a Starfleet Uniform]
Doctor Who in a Starfleet uniform - Click to enlarge


I reckon that's a pretty handy mashup of Starfleet style and the wardrobe worn by the 12th Doctor, Peter Capaldi.
But the image we decided to run with was generated with the prompt "Doctor Who fixing R2D2 with a sonic screwdriver."
Here it is, in all its magnificent wrongness.
[image: Doctor Who fixing R2D2 with a sonic screwdriver]
Doctor Who fixing R2D2 with a sonic screwdriver - Click to enlarge


Enjoy!
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