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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Academics probe Apple's privacy settings and get lost and confused
        Matthew Connatser

        Just disabling Siri requires visits to five submenus A study has concluded that Apple's privacy practices aren't particularly effective, because default apps on the iPhone and Mac have limited privacy settings and confusing configuration options....

      

      
        Chinese schools testing 10,000 locally made RISC-V-ish PCs
        Simon Sharwood

        Today's lesson covers the potential for Loongson's made-in-China architecture to hurt Microsoft and Intel China's long march towards creation and adoption of its own information technology stack has taken a long stride forward after a school district commenced a trial of 10,000 PCs powered by domestically designed processors....

      

      
        Taiwan quake to hit chipmakers' capex, not chip supply
        Laura Dobberstein

        Some equipment suffered minor damage, but the silicon show must go on Wednesday's earthquake in Taiwan will hit at least one chipmaker in the wallet, but won't weaken the overall silicon supply chain, according to analyst outfit TrendForce....

      

      
        World's second-largest eyeglass lens-maker blinded by infosec incident
        Simon Sharwood

        Japan's Hoya also makes components for chips, displays, and hard disks, and has spent four days groping for a fix If ever there was an incident that brings the need for good infosec into sharp focus, this is the one: Japan's Hoya - a maker of eyeglass and contact lenses, plus kit used to make semiconductor manufacturing, flat panel displays, and hard disk drives - has halted some production and sales activity after experiencing an attack on its IT systems....

      

      
        Lambda borrows half a billion bucks to grow its GPU cloud
        Tobias Mann

        Will buy tens of thousands of Nvidia's prized accelerators, which will be collateral for the loan Lambda Labs, operator of a GPU-infused cloud, on Thursday revealed it has secured a $500 million loan to fund the expansion of its accelerators-as-a-service offering.... 

      

      
        Tech titans assemble to decide which jobs AI should cut first
        Tobias Mann

        But don't worry, if tech takes your job, we'll retrain you Of all the tech CEOs touting AI's potential to empower workers, IBM CEO Arvind Krishna has been among the most vocal about its ability to replace them....

      

      
        Feds probe alleged classified US govt data theft and leak
        Jessica Lyons

        State Dept keeps schtum 'for security reasons' Updated  Uncle Sam is investigating claims that some miscreant stole and leaked classified information from the Pentagon and other national security agencies....

      

      
        Sleuths who cracked Zodiac Killer's cipher thank the crowd
        Thomas Claburn

        Fifty-one years of community contributions, software, and clever cryptanalysis contributed Three men received recognition in December 2020 for cracking the Zodiac Killer's 340-character cipher (Z340) - but they want to share credit with the community of sleuths who helped with the 51-year code breaking effort....

      

      
        NASA taps trio of companies to build the next generation of lunar rover
        Richard Speed

        At $4.6 billion, this Moon malarkey is getting expensive NASA has selected three companies to develop designs for a lunar terrain vehicle (LTV) to transport astronauts around the Moon....

      

      
        Thank the bots, your blue check is back on X
        Brandon Vigliarolo

        If you're popular enough at Elon's party, that is What Elon taketh away, Elon also giveth. Fee-free blue checks on Twitter are back, but only for users with a certain number of followers who pay for X Premium.... 

      

      
        Google ponders making AI search a premium option
        Richard Speed

        Ad-free search experience might not be on the cards Google is reportedly considering tweaks to its search engine, including making some AI features subscription-only - an ad-free search experience is seemingly not on the cards....

      

      
        Ivanti commits to secure-by-design overhaul after vulnerability nightmare
        Connor Jones

        CEO addresses whirlwind start to 2024 and how it plans to prevent a repeat Ivanti has committed to adopting a secure-by-design approach to security as it gears up for an organizational overhaul in response to the multiple vulnerabilities in Connect Secure exploited earlier this year....

      

      
        Microsoft's playdate in Google's Privacy Sandbox gets messy
        Thomas Claburn

        Targeted ads in Edge may be blocked before they even arrive Analysis  Inspired by Google's Privacy Sandbox ad tech renovation initiative, Microsoft last month announced plans for a "privacy preserving" mechanism to deliver interest-based ads in its Edge browser....

      

      
        German state ditches Windows, Microsoft Office for Linux and LibreOffice
        Matthew Connatser

        'Complete digital sovereignty' ... sounds familiar Schleswig-Holstein, Germany's most northern state, is starting its switch from Microsoft Office to LibreOffice, and is planning to move from Windows to Linux on the 30,000 PCs it uses for local government functions....

      

      
        Microsoft unbundling Teams is to appease regulators, not give customers a better deal
        Richard Speed

        Think before you pull the trigger, warn analysts If you're planning to save money by cutting out the unbundled Teams product from your Microsoft 365 subscription, the decision might not be as straightforward as you'd think.... 

      

      
        UK govt office admits ability to negotiate billions in cloud spending curbed by vendor lock-in
        Lindsay Clark

        After slew of AWS deals signed under MoUs, CDDO says current approach might weaken its position Exclusive  The UK government has admitted its negotiating power over billions of pounds of cloud infrastructure spending has been inhibited by vendor lock-in....

      

      
        Vodafone and Three's UK merger hits regulatory roadblock
        Paul Kunert

        Watchdog concerns about price hikes and consolidation remain unresolved Britain's competition regulator is kicking off a deeper investigation into the potential impact caused by the merger of Vodafone and Three in the UK after neither resolved previously expressed concerns....

      

      
        Ransomware gang <em>did</em> steal residents' confidential data, UK city council admits
        Connor Jones

        INC Ransom emerges as a growing threat as some ex-LockBit/ALPHV affiliates get new gigs Leicester City Council is finally admitting its "cyber incident" was carried out by a ransomware gang and that data was stolen, hours after the criminals forced its hand....

      

      
        65 years ago, America announced the names of its first astronauts
        Richard Speed

        The Mercury 7: 'Not one of us knew what he was in for' Sixty-five years ago this week, NASA introduced its first astronauts, saying they'd be launched into space in the agency's new capsule. They were immediately dubbed The Mercury 7.... 

      

      
        How HashiCorp's license shakeup seeded a new open source rebel
        Richard Speed

        We're really just getting started, says OpenTofu community member Interview  HashiCorp might be less than impressed with the rise of the Terraform fork, OpenTofu, but where Hashi sees challenges, the maintainers of the open source project see opportunities....

      

      
        Microsoft thinks bundles are great and customers love them
        Paul Kunert

        Rivals and regulators might disagree, so might users that are paying for software they don't need It's always interesting to see how technology executives crop their marketing messages to suit the audience....

      

      
        Boffins build world's largest astronomical digital camera to map the heavens
        Matthew Connatser

        3.2 glorious gigapixels to make 'the greatest movie of all time' Construction of the LSST Camera, destined for the Vera C Rubin Observatory in Chile has been completed at the SLAC National Accelerator Laboratory in Silicon Valley....

      

      
        Ethernet advances will end Nvidia's InfiniBand lead in AI networks
        Simon Sharwood

        Desire to build brainboxes will also see optical interconnects go mainstream Three imminent improvements to the Ethernet standard will make it a better alternative to host AI workloads, and that will see vendors back the tech as an alternative to Nvidia's InfiniBand kit, which is set to dominate for the next two years.... 

      

      
        OpenStack pushes its first easy-to-upgrade release out the door
        Simon Sharwood

        'Caracal' improves AI capabilities and is pitched as an alternative to VMware The OpenInfra Foundation has loosed an update of OpenStack on the waiting world and - like everyone else that can spell "virtualization" - has pitched it as fine alternative for those pondering a move away from VMware....

      

      
        TSMC shrugs off impact of Taiwan earthquake
        Laura Dobberstein

        Nonetheless DRAM prices may yet feel slight aftershocks Chip maker TSMC has shrugged off the impact of yesterday's earthquake on the east coast of Taiwan....

      

      
        AWS severs connection with several hundred staff
        Brandon Vigliarolo

        'Necessary,' 'focusing our efforts,' 'deliver maximum impact' ... sounds just like all the other tech layoffs lately Hundreds of Amazon Web Services employees are being shown the door this week - a move the American technology behemoth said is necessary as it, like many others, moves to streamline operations....

      

      
        Software engineer helped put Sam Bankman-Fried behind bars, say prosecutors
        Dan Robinson

        CTO shared code from his laptop with investigation after FTX collapsed Crypto-crook Sam Bankman-Fried's conviction was expedited by the cooperation of the chief software engineer at his FTX crypto exchange, prosecutors have revealed....

      

      
        Want to keep Windows 10 secure? This is how much Microsoft will charge you
        Richard Speed

        Hint: It will keep going up Updated  Microsoft has laid out the ground rules for getting Windows 10 Extended Security Updates (ESU) as market share figures indicate users are still giving Windows 11 a wide berth.... 

      

      
        Intel's foundry business bled $7B in 2023 with more to come
        Simon Sharwood

        CEO Gelsinger promises sunny days ahead as he confirms reorg Revenue at Intel's foundry business declined in 2023, leading to a $7 billion operating loss, and CEO Pat Gelsinger says this year could produce even nastier numbers as he revealed a reorg to help the chipmaker behave more like its rivals....
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        Original URL: https://www.theregister.com/2024/04/05/apple_apps_privacy_study/
    

    Academics probe Apple's privacy settings and get lost and confused

    
Just disabling Siri requires visits to five submenus    


    
        By 
Matthew Connatser        
    

    
        Posted in Security,
        
            5th April 2024 05:34 GMT
        
    


    
A study has concluded that Apple's privacy practices aren't particularly effective, because default apps on the iPhone and Mac have limited privacy settings and confusing configuration options.
The research was conducted by Amel Bourdoucen and Janne Lindqvist of Aalto University in Finland. The pair noted that while many studies had examined privacy issues with third-party apps for Apple devices, very little literature investigates the issue in first-party apps - like Safari and Siri.
The aims of the study [PDF] were to investigate how much data Apple's own apps collect and where it's sent, and to see if users could figure out how to navigate the landscape of Apple's privacy settings.
The lengths to which Apple goes to secure its ecosystem - as described in its Platform Security Guide [PDF] - has earned it kudos from the information security world. Cupertino uses its hard-earned reputation as a selling point and as a bludgeon against Google.
Bourdoucen and Janne Lindqvist don't dispute Apple's technical prowess, but argue that it is undermined by confusing user interfaces.
"Our work shows that users may disable default apps, only to discover later that the settings do not match their initial preference," the paper states.
"Our results demonstrate users are not correctly able to configure the desired privacy settings of default apps. In addition, we discovered that some default app configurations can even reduce trust in family relationships."
The researchers criticize data collection by Apple apps like Safari and Siri, where that data is sent, how users can (and can't) disable that data tracking, and how Apple presents privacy options to users.
The paper illustrates these issues in a discussion of Apple's Siri voice assistant. While users can ostensibly choose not to enable Siri in the initial setup on macOS-powered devices, it still collects data from other apps to provide suggestions. To fully disable Siri, Apple users must find privacy-related options across five different submenus in the Settings app.
Apple's own documentation for how its privacy settings work isn't good either. It doesn't mention every privacy option, explain what is done with user data, or highlight whether settings are enabled or disabled. Also, it's written in legalese, which almost guarantees no normal user will ever read it.
"We discovered that the features are not clearly documented," the paper concludes. "Specifically, we discovered that steps required to disable features of default apps are largely undocumented and the data handling practices are not completely disclosed."
Apple users struggled to grasp privacy options
The authors also conducted a survey of Apple users and quizzed them on whether they really understood how privacy options worked on iOS and macOS, and what apps were doing with their data.
While the survey was very small - it covered just 15 respondents - the results indicated that Apple's privacy settings could be hard to navigate.
Eleven of the surveyed users were well aware about data tracking and that it was mostly on by default. However, when informed about how privacy options work in iOS and macOS, nine of the surveyed users were surprised about the scope of data collection.


	Apple slams Android as a 'massive tracking device' in internal slides revealed in Google antitrust battle


	In-app browsers are still a privacy, security, and choice problem


	The way Apple, Alphabet implemented DMA rules 'seems to be at odds' with law


	Mozilla CEO quits, pushes pivot to data privacy champion... but what about Firefox?


Concerning the amount of data Safari collected, one participant remarked: "I wasn't aware of that ... if I would search for anything sensitive, then I would switch browser."
Unsurprisingly, Apple's "Family Sharing" feature was a bit contentious, as it allows users to share info such as their location. Seven participants liked the idea, but the remainder were less positive on privacy grounds.
Users were also tested on their knowledge of privacy settings for eight default apps - including Siri, Family Sharing, Safari, and iMessage. According to the study, none could confidently figure out how to work their way around the Settings menu to completely disable default apps. When confused, users relied on searching the internet for answers, rather than Apple's privacy documentation.
The lack of consistent settings across Apple devices was also a key issue - even though iPhones and Macs often share many of the same apps, like iMessage. iCloud also has its own settings, adding to the confusion.
Assuming Apple has any interest in fixing these shortcomings, the team made a few suggestions. Since many users first went to operating system settings instead of app-specific settings when attempting to disable data tracking, a change could assist users. Centralizing these options would also prevent users from getting frustrated and giving up on finding the settings they're looking for.
Informing users what specific settings do would also be an improvement - many settings are labelled with just a name, but no further details. The researchers suggest replacing Apple's jargon-filled privacy policy with descriptions that are in the settings menu itself, and maybe even providing some infographic illustrations as well. Anything would be better than legalese.
While this study probably won't convince Apple to change its ways, lawsuits might have better luck. Apple has been sued multiple times for not transparently disclosing its data tracking. One of the latest suits calls out Apple's broken promises about privacy, claiming that "Apple does not honor users' requests to restrict data sharing."
We've asked Apple for its thoughts on the Finnish study's findings, and will let you know if someone in Cupertino has a response. (r)

  Reminder: Apple has a multi-billion-dollar online ads business that it built while strongly criticizing Facebook and others for their privacy practices.
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        Original URL: https://www.theregister.com/2024/04/05/china_schools_riscv_pc/
    

    Chinese schools testing 10,000 locally made RISC-V-ish PCs

    
Today's lesson covers the potential for Loongson's made-in-China architecture to hurt Microsoft and Intel    


    
        By 
Simon Sharwood        
    

    
        Posted in Public Sector,
        
            5th April 2024 05:04 GMT
        
    


    
China's long march towards creation and adoption of its own information technology stack has taken a long stride forward after a school district commenced a trial of 10,000 PCs powered by domestically designed processors.
As revealed in a post on social messaging service QQ, the city of Hebi - population 1.5 million - has installed nearly 10,000 PCs powered by Loongson's 3A5000 CPU.
The spec sheet for the 3A5000 lists it as a quad-core device, with each core including a 64KB private L1 instruction cache, a private L1 data cache of the same size, and a 256KB private L2 cache. A 16 megabyte L3 cache is shared between all four cores.
The device runs at between 2.3GHz and 2.5GHz, includes a pair of 72-bit DDR4-3200 controllers, and consumes 35 watts when running at 2.5GHz.
The processor runs Loongson's own LoongArch instruction system, a RISC ISA that blends ideas from MIPS and RISC-V.
LoongArch is arguably China's most advanced locally developed instruction set. Its matching software ecosystem is also decently developed, with a cut of Linux dubbed LoongOS already available and big-in-China apps ported to the platform.
The QQ post states that the PCs will run the Unity OS - a cut of Debian favoured in China - and WPS Office, which is a productivity suite created by Chinese developer Kingsoft. A classroom management platform is also present, as is a management platform allowing the City of Hebi to manage the PC fleet.


	French cloud Scaleway starts renting Alibaba's RISC-V SoC


	Alibaba's research arm promises server-class RISC-V processor due this year


	India's homebrew RISC-V CPU goes on sale in new development board


	Welcome to the splinternet - where freedom of expression is suppressed and repressed, and Big Brother is watching


Loongson's post reveals that it will use the Hebi implementation to promote its offerings to other users around China.
Which is where things get interesting. Chinese state media last year counted 518,000 schools around China, attended by 195 million students and served by 18.8 million teachers.
Annual PC shipments for the entire world reached 241.8 million in 2023, according to analyst firm Gartner.
With Beijing increasingly keen on replacing Western tech with local products, mass implementation at Chinese schools could account for a year's worth of PC shipments at current purchasing rates.
Let's imagine that China makes that happen in five years - it would effectively render a fifth of the PC market unavailable to Microsoft, AMD, Intel, and Qualcomm.
Now ask yourself whether whoever it is tending your retirement savings knows that could happen.
If you're curious to know more about the 3A5000, AliExpress offers plenty of laptops, desktops, and motherboards powered by the processor. They're not cheap, but vendors have hundreds of them ready to dispatch. (r)
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    Taiwan quake to hit chipmakers' capex, not chip supply

    
Some equipment suffered minor damage, but the silicon show must go on    


    
        By 
Laura Dobberstein        
    

    
        Posted in Off-Prem,
        
            5th April 2024 04:03 GMT
        
    


    
Wednesday's earthquake in Taiwan will hit at least one chipmaker in the wallet, but won't weaken the overall silicon supply chain, according to analyst outfit TrendForce.
The firm found that foundry giant TSMC got off lightly, with just its R&D headquarters at Fab 12 suffering any significant damage.
The fab "suffered some water damage to equipment due to broken pipes, mainly affecting the not-yet-mass-produced 2nm process," explained TrendForce.
"This is expected to have a short-term impact on operations, potentially necessitating the acquisition of new equipment, thus slightly increasing capital expenditures," it concluded.


	TSMC shrugs off impact of Taiwan earthquake


	TSMC boss says one-trillion transistor GPU is possible by early 2030s


	The latest cold war is already being fought in the supply chain trenches


	TSMC finds its green chips are highly sought after... the edible ones


TSMC's CoWoS (Chip-on-wafer-on-substrate) plants, particularly the Longtan AP3 and Zhunan AP6, also experienced impairment - this time in the form of water damage in chiller units. The facilities were able to resume operations unaffected thanks to backup units, TrendForce wrote.
"Due to the advanced packaging requirements of AI chips, TSMC's 2.5D advanced packaging CoWoS technology is currently the primary technology used for AI chips," the firm suggested in February.
Beyond TSMC, TrendForce noted earlier this week the DRAM industry "sustained minimal initial damage" resulting in memory suppliers suspending pricing.
Micron is one of the suppliers known to be evaluating its pricing strategy.
On Thursday, TrendForce delivered news that Micron's Linkou plant had been "notably affected."
"Micron's Linkou and Taichung plants, internally merged into one system, serve as critical sites for DRAM production, already deploying the latest 1beta nm process technology. Both are expected to fully recover within a few days, with subsequent productions, including HBM, continuing in Taiwan," stated the analysts.
Nanya's Fab 3A, which mainly focuses on 20/30nm processes, and developing its 1Bnm, was similarly affected, while smaller chipmakers PSMC and Winbond reported no damages. (r)
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    World's second-largest eyeglass lens-maker blinded by infosec incident

    
Japan's Hoya also makes components for chips, displays, and hard disks, and has spent four days groping for a fix    


    
        By 
Simon Sharwood        
    

    
        Posted in Security,
        
            5th April 2024 01:45 GMT
        
    


    
If ever there was an incident that brings the need for good infosec into sharp focus, this is the one: Japan's Hoya - a maker of eyeglass and contact lenses, plus kit used to make semiconductor manufacturing, flat panel displays, and hard disk drives - has halted some production and sales activity after experiencing an attack on its IT systems.
The official view of what happened is blurry. On April 1 the optics conglomerate advised that its Tokyo HQ and several business units had "experienced an IT system incident."
A Thursday update [PDF] told a darker story.
"In the morning of March 30, 2024, we discovered a discrepancy in system behavior at one of our overseas offices and confirmed that a system failure had occurred," the update opens.
Compromised kit was isolated, forensic specialists hired, and the corporation has promised it "will take measures to restore the systems necessary for production and sales activities and to resume the supply system of products to customers as soon as possible."
Hoya currently has no insight into whether "confidential or personal information held by the Company has been compromised or accessed by third parties" and warned that "full analysis is expected to take a considerable number of days."
Note that the statement doesn't offer an estimate for remediation or restoration.


	Execs in Japan busted for winning dev bids then outsourcing to North Koreans


	Simulation reveals all Japanese will have the same surname by 2531


	Japan's NTT and NEC reckon they can boost optical network capacities 12x


	Toyota admits its engines are overrated - by its own power testing software


The business also had mixed news for investors.
"The impact of this matter on our business performance is not known at this time, but we will promptly disclose the impact of this matter on our business performance, if any, as soon as it arises," its Thursday statement reads.
The value of Hoya shares has fallen five percent this week.
It is unclear which facilities are impacted by this incident, and which supply chains may be disrupted. Hoya's Japanese consumer business, Vision Care, on Tuesday apologised for disruptions to deliveries.
Hoya joins fellow Japanese entities NTT, LINE, Fujitsu, and space agency JAXA on the list of recently compromised outfits. (r)
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    Lambda borrows half a billion bucks to grow its GPU cloud

    
Will buy tens of thousands of Nvidia's prized accelerators, which will be collateral for the loan    


    
        By 
Tobias Mann        
    

    
        Posted in PaaS + IaaS,
        
            5th April 2024 00:17 GMT
        
    


    
Lambda Labs, operator of a GPU-infused cloud, on Thursday revealed it has secured a $500 million loan to fund the expansion of its accelerators-as-a-service offering.
The deal - backed by Macquarie Group and Industrial Development Funding - will support the deployment of "tens of thousands" of Nvidia's fastest accelerators, which in turn will serve as collateral for the loan.
GPUs of the sort Lambda employs cost $30,000 to $40,000 a piece and are in incredibly short supply.
Lambda, which has worked on GPU systems for over a decade, has offered cloud services for the past six years. The company explained that the "asset-based" nature of the deal will allow it to rent out the accelerators to customers without long-term contracts.
Such contracts are typically the way to rent resources at the lowest possible rate. For example, on-demand pricing for Amazon's P5 instances, which include eight H100 accelerators, is $98.32 an hour, or about $12.29 per GPU. But if you commit to a three-year lease, Amazon will cut that down to $43.16/hr.
By contrast, it appears Lambda's strategy is to capitalize on demand from smaller AI startups hesitant to sign a long-term lease. Lambda lists a config comparable to AWS at $27.92 per hour.
The half billion dollars in debt financing comes in addition to the $320 million in Series C funding Lambda raked in back in February. At the time, Lambda reported the funding would go toward additional Nvidia H100, H200 and GH200 superchip capacity, along with an upgrade to its InfiniBand network.
Nvidia's H200, due out in Q2, is particularly notable as its larger HBM3e memory capacity - 141GB vs 80GB on the H100 - and faster memory bandwidth mean customers can run larger models on fewer GPUs.


	Tech titans assemble to decide which jobs AI should cut first


	Amazon to lure upstarts with $500K in AWS AI credits each


	Microsoft, OpenAI may be dreaming of $100B 5GW AI 'Stargate' supercomputer


	Amazon finishes pumping $4B into AI darling Anthropic


If any of this sounds familiar, that's because Lambda is far from the only GPU cloud provider looking to cash in on the AI hype. Over the past few years we've seen bit barns like CoreWeave and Voltage Park appear and offer datacenters bursting with 10,000 or more GPUs available for rent at prices below those charged by larger cloud providers.
Many of these deployments have been funded by massive debt. For example, thanks to a $2.3 billion loan from Magnetar Capital and Blackstore, CoreWeave last northern summer expanded its datacenter footprint. (r)
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    Tech titans assemble to decide which jobs AI should cut first

    
But don't worry, if tech takes your job, we'll retrain you    


    
        By 
Tobias Mann        
    

    
        Posted in AI + ML,
        
            4th April 2024 19:13 GMT
        
    


    
Of all the tech CEOs touting AI's potential to empower workers, IBM CEO Arvind Krishna has been among the most vocal about its ability to replace them.
Last spring, the exec opined that as many as 30 percent of IBM's back-office jobs could be automated by AI. So, naturally, Big Blue is among the first to join a consortium of tech heavy weights, including Cisco, Google, Microsoft, Intel, SAP, among others to address AI's impact on workers. The group will also include advisors from the likes of the American Federation of Labor, DigitalEurope, Khan Academy.
The group's stated goal, apparently inspired by the US and EU's joint Trade and Technology Council, is to explore AI's impact on information and communication technology (ICT) jobs. In the initial phase, the consortium will look at 56 roles likely to be eliminated by AI first. According to IBM these roles include 80 percent of the top 45 ICT job titles.
Based on these findings, the group says it'll recommend and support training programs aimed at helping students, career changers, and existing IT workers prepare and transition to roles that AI models are less capable of filling.
And it appears that the Biden administration is more than happy to let the very tech companies developing your AI replacement take the lead on this one.
"We recognize that economic security and national security are inextricably linked," US Secretary of Commerce Gina Raimondo saidt. "I'm grateful to the consortium members for joining in this effort to confront the new workforce needs arising in the wake of AI's rapid development."
AI products aimed at boosting productivity, like Microsoft's Copilot for Office 365 and Github, Google's Gemini for Workspaces, and SAP's coding assistant, to name just a few, have garnered considerable attention, though not always positive, over the past year.
At the same time, companies like Nvidia, IBM, and others have been peddling tools to help enterprises build, fine tune, and customize large language models (LLMs) for internal workloads and processes. IBM debuted its Watson-X platform last spring, while Nvidia launched NIMs, containerized models designed to make it easier to build AI apps and consolidate efforts.
All of these are predicated on the idea that AI will make workers more efficient, enabling them to get more work done faster and with fewer resources.


	What if AI produces code not just quickly but also, dunno, securely, DARPA wonders


	HPE bakes LLMs into Aruba as AI inches closer to network takeover


	IBM said to be binning off more staff as 'workforce rebalance' continues


	The Who's Who of AI just chipped in to fund humanoid robot startup Figure


This concept might be appealing for those in industries already facing staff shortages. However the real concern is AI's potential to cut staff, hence the emphasis in the announcement on retraining.
"Consortium members universally recognize the urgency and importance of their combined efforts with the acceleration of AI in all facets of business and the need to build an inclusive workforce with family-sustaining opportunities," IBM wrote in its announcement.
Between the consortium members the group aims to retrain and transition more than 95 million IT workers over the next 10 years.
Many of these workers will no doubt find themselves in so-called "prompt engineering" roles -- or as comedian John Steward put it in a recent skit "types question guy" -- where they'll be responsible for crafting instructions used to direct the AI. But as researchers recently discovered, AI is better at writing prompts for AI.
On the surface, the idea of retraining workers for a world automated by AI sounds like the responsible thing to do. But, we'll note that the same data used to assess the impact of AI on the workforce could just as easily be used to determine which positions to cut first and how quickly those roles can be eliminated without appearing too evil.
It's not like IBM has a track record of problematic human resource practices. oh wait.
It's the [disproved] boiling frog problem. Drop the frog into hot water and it'll jump out, but if you slowly raise the temperature, it'll eventually boil alive. In this case, move too quickly and enterprises at best risk backlash and worse destabilize the economy. But, introducing AI gradually, the argument goes that workers will have time to adjust. (r)
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    Feds probe alleged classified US govt data theft and leak

    
State Dept keeps schtum 'for security reasons'    


    
        By 
Jessica Lyons        
    

    
        Posted in Security,
        
            4th April 2024 18:20 GMT
        
    


    
Updated Uncle Sam is investigating claims that some miscreant stole and leaked classified information from the Pentagon and other national security agencies.
The US Department of State "is aware of claims that a cyber incident has occurred and is currently investigating," a spokesperson told The Register.
"The department takes seriously its responsibility to safeguard its information and continuously takes steps to improve the department's cybersecurity posture. For security reasons, we will not provide details on the nature and scope of the claim."
A netizen who goes by IntelBroker took credit for the cyber-heist, and on Tuesday appeared to dump at least a sample of the alleged stolen data on the dark web. 
The leak, spotted by Dark Web Informer, allegedly consists of contact info for government and military officials - including names, email addresses, and office and personal cell phone numbers belonging to Pentagon and other federal employees - plus classified and confidential communications and documents shared between the Five Eyes' intelligence agencies and other US allies.
IntelBroker bragged about the leak on Twitter, sorry, X, before being booted from the social network -- and said they obtained the records after breaking into the IT environment of Acuity, a Virginia-based consulting firm that works with the US government and national security organizations.
We've asked Acuity to respond to the claims made against it, and we will update this story if and when we receive a response.
The intrusion may have happened last month: At the time, the same miscreant claimed to have stolen sensitive information, via Acuity, belonging to US Immigration and Customs Enforcement (aka ICE) and US Citizenship and Immigration Services, including personal details about 100,000 folks plus email addresses and plain-text passwords.


	Ivanti commits to secure-by-design overhaul after vulnerability nightmare


	Microsoft slammed for lax security that led to China's cyber-raid on Exchange Online


	Ransomware gang did steal residents' confidential data, UK city council admits


	Feds finally decide to do something about years-old SS7 spy holes in phone networks


IntelBroker boasted they used a zero-day bug in GitHub to access Acuity's tokens and snatch the government data.
This follows an earlier theft of State Department data also involving Microsoft, which owns GitHub.
In that case, in June 2023, Chinese government snoops, known as Storm-0558, compromised Microsoft keys and breached the IT giant's Exchange Online hosted email service to steal some 60,000 emails from the department, plus a list of all its employees' email addresses. (r)
Updated to add at 2150 UTC
Acuity has told us that yes, it was attacked but it doesn't think the data involved was sensitive.
"Acuity recently identified a cybersecurity incident related to GitHub repositories that housed dated and non-sensitive information. Immediately upon becoming aware of this zero-day vulnerability, Acuity applied the vendor's security updates and performed mitigating actions in accordance with the vendor's guidance," Acuity CEO Rui Garcia told The Register after publication.
"After conducting our own analysis and following a third-party cybersecurity expert investigation, Acuity has seen no evidence of impact on any of our clients' sensitive data. In addition to cooperating with law enforcement, Acuity takes the security of its customers' data seriously and is implementing appropriate measures to secure its operations further."
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    Sleuths who cracked Zodiac Killer's cipher thank the crowd

    
Fifty-one years of community contributions, software, and clever cryptanalysis contributed    
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Three men received recognition in December 2020 for cracking the Zodiac Killer's 340-character cipher (Z340) - but they want to share credit with the community of sleuths who helped with the 51-year code breaking effort.
"The solution of this cipher was the result of a large, multi-decade group effort, and we ultimately stood on the shoulders of many others' excellent cryptanalytic contributions," wrote David Oranchak, a US-based software developer and cryptologist, Sam Blake, a mathematician based in Australia, and Jarl Van Eycke, a cipher expert based in Belgium, in a paper released last week that documents the history of the Z340 solution.
The Zodiac Killer is known to have murdered at least five people in the San Francisco Bay Area between December 1968 and October 1969 - although the perpetrator claimed to have killed 37. A suspect has still not been officially identified.
After attacking two couples separately in December 1968 and July 1969, resulting in the deaths of three of the four victims, the serial killer mailed his first cipher, Z408 - named for the number of characters in the ciphertext - in three parts to three local newspapers: the Vallejo Times-Herald, the San Francisco Examiner, and the San Francisco Chronicle.
Eight days later, it was solved by Donald and Bettye Harden - a couple living in Salinas, California, with an interest in ciphers. The code was, according to Oranchak, Blake, and Van Eycke, a homophonic substitution cipher, alternately described as a monoalphabetic substitution cipher with variants. This means the characters in the original message could be replaced with several possible cipher characters, in order to resist analysis based on the statistical frequency of characters in English words.
The Zodiac Killer sent his second cipher - Z340 - to The San Francisco Chronicle on November 8, 1969. It remained unsolved until Saturday, December 5, 2020, when Oranchak, Blake, and Van Eycke presented their solution to the FBI and had their work confirmed.
Z340's cipher alphabet consists of 63 different symbols - enough that several could represent the same English letter. That complexity, along with misspellings and transpositions in the actual message, made breaking the code rather complicated.
[image: Refined homophonic substitution key to decipher entire Z340 ciphertext]
"Refined homophonic substitution key to decipher entire Z340 ciphertext" - Click to enlarge


The trio's solution - made possible in part by software created by Van Eycke called AZdecrypt - was the culmination of "hundreds, if not thousands," of purported solutions.
"Shortly after Zodiac mailed [Z340], many people raced to decipher it, and some asserted their decryptions were correct," the authors state in their paper. "But none were definitively endorsed by law enforcement, so these efforts continued for decades."


	Singapore's monetary authority advises banks to get busy protecting against quantum decryption


	Apple promises to protect iMessage chats from quantum computers


	Hardware-level Apple Silicon vulnerability can leak cryptographic keys


	Security pioneer Ross Anderson dies at 67


Oranchak, Blake, and Van Eycke recount the history of these attempts in their paper. They note that the FBI tried and failed to break the code. And they cite reports that the NSA and Navy cryptographers also gave it a shot - with the caveat that lack of confirmation about these claims may be because the records are classified. Other attempts - notably by the American Cryptogram Association, Chronicle cartoonist Robert Graysmith, and author Gareth Penn (pen name George Oakes) - also contributed.
Around 2012, Oranchak became involved, followed by Van Eycke, and Blake.
"The popularity of the case and noteworthy nature of Z340 led many amateur codebreakers to join the efforts to solve the cipher," the trio observe. "Many so-called solutions were developed that 'went viral' and received significant attention in the news media."
Various websites - starting with the Tom Voigt's zodiackiller.com in 1998 - helped gather information about the killings over the years.The authors note that, while the online community that coalesced around the Zodiac case had varying levels of experience and analytical ability, the various viewpoints represented were ultimately helpful.
"Taken as a whole, the combined efforts of the entire group of enthusiastic investigators led to crowdsourced knowledge about Z340, providing many useful details that made the discovery of its solution possible, as long as researchers could navigate around numerous unusable ideas and information," write Oranchak, Blake, and Van Eycke.
Part of what made the trio's breakthrough possible was an update to AZdecrypt that helped significantly. "A new feature that turned out to be instrumental was the software's ability to add whitespace characters automatically to candidate plaintexts," the authors explain.
"Both Z408 and Z340 lack word divisions, so decrypted plaintexts also lack them. But AZdecrypt's new feature could automatically insert them where they likely belonged, based on language n-gram statistics. This made partial solutions much more comprehensible."
Oranchak, Blake, and Van Eycke conclude by dedicating their work to the victims of the Zodiac Killer, their families, and descendants: "We hope that one day justice will prevail." (r)
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    NASA taps trio of companies to build the next generation of lunar rover

    
At $4.6 billion, this Moon malarkey is getting expensive    
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NASA has selected three companies to develop designs for a lunar terrain vehicle (LTV) to transport astronauts around the Moon.
Worth $4.6 billion in total, the award will kick off with a year-long feasibility task order before eventually resulting in an LTV that will see action as part of the Artemis V mission, possibly in 2029.
The agency said: "NASA will issue additional task orders to provide unpressurized rover capabilities for the agency's moonwalking and scientific exploration needs through 2039."
Only one provider will receive the award for a demonstration mission ahead of Artemis V to validate the vehicle's performance and safety.
Intuitive Machines, Lunar Outpost, and Venturi Astrolab are the three companies selected.
Intuitive Machines' pitch is the Moon RACER [PDF], and its partners include Boeing and Northrop Grumman, as well as Michelin and AVL (Anstalt fur Verbrennungskraftmaschinen List). Michelin will be responsible for the wheels, Northrop Grumman will deal with the power systems, and Boeing will lead the LTV system's design and support the vehicle's fabrication and testing.
Lunar Outpost is leaning on Lockheed Martin, General Motors, Goodyear, and MDA Space for its Lunar Dawn vehicle. GM will be tasked with providing the chassis and powertrain, Goodyear will be working on the tires, and MDA Space will deal with the robotics - essential for the uncrewed uses NASA forsees for the LTV.


	NASA gives IXPE observatory the Ctrl-Alt-Del treatment to make it talk sense


	NASA to shoot rockets at April solar eclipse to see how it messes with the atmosphere


	Swift enters safe mode over gyro issue while NASA preps patch to shake it off


	NASA missions are being delayed by oversubscribed, overburdened, and out-of-date supercomputers


Rounding out the trio is Venturi Astrolab, which showed off its prototype of a Moon buggy in 2022. The design has improved in the months since, according to the company.
Astrolab said its contract was worth up to $1.9 billion, and partners include Axiom Space and Odyssey Space Research.
The full amount of funding will not be disbursed immediately. Intuitive Machines said that creating the feasibility roadmap would net $30 million.
NASA plans to use the rover to transport crews and equipment around the lunar surface. The LTV provider will also be able to use the vehicle for commercial purposes unrelated to NASA activities between the Artemis missions, which are currently expected to take place once a year.
It will be more than 50 years since NASA last used a rover to transport its astronauts on the Moon. Apollo 15, 16, and 17 all used a Lunar Roving Vehicle (LRV) carried on the side of the Lunar Module. All three rovers remain on the Moon. A fourth was constructed for the canceled Apollo 18 mission but used instead for spare parts.
According to NASA, the prime contractor for the Apollo LRV was Boeing (with Delco as a major sub-contractor). The original cost-plus-incentive-fee contract was worth $19 million, but the final cost was $38 million, or a shade under $300 million in 2024 dollars.
The Apollo LRV was developed in 17 months. (r)
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    Thank the bots, your blue check is back on X

    
If you're popular enough at Elon's party, that is    
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What Elon taketh away, Elon also giveth. Fee-free blue checks on Twitter are back, but only for users with a certain number of followers who pay for X Premium.
The X overlord decreed on March 27 in a somewhat confusingly worded post that all X accounts "with over 2,500 verified subscriber followers will get Premium features for free and accounts with over 5,000 will get Premium+ for free." That doesn't mean the numbers are only pulled from followers that actually subscribe to an individual's account - it tallies them from followers that are paying X Premium members, we understand.
In other words, if you're popular on X and have noticed your blue check has returned from the dead, you can thank the bots that Musk once railed against, but have become a hallmark of Twitter 2.0.
The not-called-Twittersphere blew up yesterday with a number of once-verified accounts noting that they had been tagged with blue checks against their will while receiving notes that they were getting complimentary X Premium subscriptions because they are "an influential member of the community."
What this effectively means is that legacy verification for notable accounts has returned, albeit in a manner indistinguishable from paid verification.
For those who forgot what happened in late 2022/early 2023, Musk scrapped the old way of getting a vaunted blue check on Twitter, reserved for "active, notable and authentic" accounts that had to apply for the privilege, in favor of handing them out to anyone who paid him $8 a month.
From that point the only way to get a blue check was to be a Twitter/X Premium subscriber. That's now changed, albeit in a way that rewards users not for actually being notable or authentic, but instead for attracting the attention of folks who are already paying for a blue check.


	Employees saved Musk from himself over Twitter Files


	Twitter's ex-CEO, CFO, and managers sue Elon Musk for $128M


	IP address X-posure now a feature on Musk's social media thing


	Twitter, aka X, tops charts for misinformation, EU official says


As is the case with much of Musk's flailing to keep X afloat, it's yet another way to artificially inflate the success of the many changes made to the platform since his purchase in 2022, most of which have chased away advertisers, empowered hate speech, and driven the value of his $44 billion purchase downward.
Fidelity, which helped finance Musk's purchase of Twitter, has been a bellwether of the platform's worth in the past two years. It's repeatedly marked the value of its stake in X down, and did so again recently. According to the investment firm, the company has lost 73 percent of its value since Musk took the helm.
After one year under Musk in October 2023, internal documents from the company placed its value at just $19 billion. Based on Fidelity's adjustments in late February, X is worth just $11.9 billion - a loss of more than $7 billion in just four months. (r)
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    Google ponders making AI search a premium option

    
Ad-free search experience might not be on the cards    
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Google is reportedly considering tweaks to its search engine, including making some AI features subscription-only - an ad-free search experience is seemingly not on the cards.
The Financial Times has reported that Google is debating internally whether to shift some AI-powered search features to premium subscriptions, which a spokesperson did not deny when The Register asked.
After extolling the virtues of Google's Search engine and highlighting the company's work through AI experiments in Search, the spokesperson told us: "As we've done many times before, we'll continue to build new premium capabilities and services to enhance our subscription offerings across Google."
"We don't have anything to announce right now."
Google is stuck between a rock and a hard place regarding AI. While adding generative AI capabilities to Bing has done little to move the market share needle for Microsoft, there is a real risk that using generative AI in search queries could change how Google's business model works.
The company launched Search Generative Experience (SGE) last year, and we understand that Google has had good feedback from customers using the technology. Alongside the AI-generated insights, ads are also slotted into the results. However, the change from the traditional results list could lead to a shift in how users interact with those ads and a shift in Google's revenues.
SGE has yet to make much of an impact on Google's main search engine business. Even without considering any potential impact on the company's ad revenues, rolling it out to more users could also prove costly due to AI's resource-hungry nature. This makes it a prime candidate to be placed behind a paywall.


	Google's AI-powered search results are loaded with spammy, scammy garbage


	The way Apple, Alphabet implemented DMA rules 'seems to be at odds' with law


	It's crazy but it's true: Apple rejected Bing for wrong answers about Annie Lennox


	Google dresses up services for the EU's Digital Markets Act


The company already has a Google One AI Premium plan, which adds its Gemini chatbot tech to Gmail, Docs, Slides, Sheets, and Meet. Adding a premium version of Search to that list is not out of the realm of possibility, and it would also be a first for the company.
The spokesperson said: "We're not working on or considering an ad-free search experience."
However, the company also said that new premium capabilities and subscription offerings were most definitely on the cards.
"With our generative AI experiments in Search, we've already served billions of queries, and we're seeing positive Search query growth in all of our major markets. We're continuing to rapidly improve the product to serve new user needs." (r)
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    Ivanti commits to secure-by-design overhaul after vulnerability nightmare

    
CEO addresses whirlwind start to 2024 and how it plans to prevent a repeat    


    
        By 
Connor Jones        
    

    
        Posted in Security,
        
            4th April 2024 15:07 GMT
        
    


    
Ivanti has committed to adopting a secure-by-design approach to security as it gears up for an organizational overhaul in response to the multiple vulnerabilities in Connect Secure exploited earlier this year.
CEO Jeff Abbott penned an open letter to Ivanti's customers and partners this week, saying "events in recent months have been humbling," before detailing the various changes Ivanti plans to make.
"We will use this opportunity to begin a new era at Ivanti," Abbott's letter reads. "We have challenged ourselves to look critically at every phase of our processes, and every product, to ensure the highest level of protection for our customers.
"We have already begun applying learnings from recent incidents to make immediate improvements to our own engineering and security practices. And there is more to come."
Among the many changes to come at Ivanti HQ, one that will immediately catch the eye of security pros is its commitment to security by design - an approach the industry has long called for to be the norm.
"Our focus is on embedding security into every stage of the software development lifecycle, with robust processes that anticipate and preemptively address potential vulnerabilities from product inception to deployment and beyond," Abbott explains.
"Our approach will entail rigorous threat modeling exercises, ensuring that security is ingrained as a foundational element of our products. This proactive stance will serve as the cornerstone of our commitment, enabling us to enhance protections for our customers, and stay ahead of emerging threats."
The focus on bettering product security will also involve an acceleration of a stack modernization program across Ivanti's network security products, which is already under way, and among other moves, integrating an appropriate level of remote monitoring that aims to take the burden of security off customers.
Ivanti's vulnerability management program is also a target for improvement, with the vendor funneling additional resources into improving detection and ultimately the time it takes for patches to reach customers.
Keen followers of the issues it experienced earlier this year will remember some customers waited weeks for patches to arrive. This was because Ivanti's staggered patching strategy involved prioritizing the most-installed versions, with users of less popular ones having to wait longer than others.
The intent to reduce time-to-patch will come as welcome news to Ivanti customers, as will the plans to alleviate them of some of the security burden.
On-prem customers should also expect Ivanti to contact them in the coming weeks to work on securing their deployments while balancing practical realities and constraints, which the vendor understands are part and parcel with real-world network administration.
That's all part of a broader effort to provide customers with better support for securely deploying their solutions in the real world. We're told that AI is being applied all over the place to further this goal, from Ivanti's customer portal's search functionality to an AI-powered Interactive Voice Response (IVR) system to improve customer experience calls.
The final pillar of Ivanti's security overhaul will be focused on transparent information sharing, to which the vendor committed to a greater degree. There are also plans in the works to create a customer advisory board to institutionalize the user feedback process.
"We have engaged the industry's most recognized security and product development experts to support the Ivanti team's review and to provide best-in-class execution guidance, ensuring we meet our commitment to you, so that your organization can work easily, securely, and with confidence," Abbott says in the missive.
"This plan is backed by a significant investment and has the full support of our board of directors and everyone at Ivanti."
Abbott's letter goes into more extensive detail about the vendor's plans or you can listen to him explain it for himself in a six-minute video.
How we got here
Ivanti first disclosed the main vulnerabilities that led to widespread exploits of Connect Secure and Policy Secure on January 10, including at the US national cybersecurity agency (CISA), which eventually ordered all federal agencies to remove Ivanti kit from their networks.


	Cybercrime crew Magnet Goblin bursts onto the scene exploiting Ivanti holes


	Ivanti discloses fifth vulnerability, doesn't credit researchers who found it


	Ivanti devices hit by wave of exploits for latest security hole


	Ivanti releases patches for VPN zero-days, discloses two more high-severity vulns


Within a week, experts said if the original mitigation Ivanti released for CVE-2023-46805 and CVE-2024-21887 wasn't applied on the day of disclosure, there was a good chance some users were already compromised.
We know the two vulnerabilities were exploited as zero-days as early as December, Mandiant's incident response data suggests. This was carried out by a group it tracks as UNC5221 - one of eight groups the security giant says were actively exploiting the flaws, but the only one to do so before Ivanti's disclosure.
Many of the other groups, tracked using various monikers, were attributed with some confidence to China-based espionage teams. A smaller proportion of the significant compromises came from financially motivated crews, likely trying to launch cryptomining operations, Mandiant says.
While cybercriminals were having a field day with the vulnerabilities, customers were effectively left as sitting ducks to sophisticated attacks while the vendor scrambled to release patches, the first of which didn't come until three weeks after the initial disclosure.
The mitigation released along with the initial disclosure was the only lifeline afforded to customers since Ivanti's internal integrity checker tool (ICT) was also found to be unreliable at detecting compromises. Ivanti instead told customers to use its external ICT, but security agencies later said this too wasn't to be trusted.
Customers were left either with a mitigation to apply, which CISA later said was bypassed in some cases, or to just rip their kit out until a fix became available. The latter is the approach the security agency took, instructing all federal agencies to disconnect their affected Ivanti kit from their networks, offering a deadline of just 48 hours to carry out the work.
Vulnerabilities added to its Known Exploited Vulnerabilities (KEV) catalog typically come with a deadline of at least a couple of weeks, for reference.
With patches being released, it seemed all was nearly over, but as Ivanti released the first round, it also disclosed an additional two high-severity vulnerabilities, one of which was exploited as a zero-day.
Granted, they were fixed alongside the previous two - the ones that started the whole mess - but it was hard not to feel for the vendor's security team who must have been well and truly under the cosh at the time.
With all patches now available, the exploits should be behind all Ivanti customers. However, after all that, it feels a little harsh to mention that four more vulnerabilities in Connect Secure and Policy Secure were disclosed this week - none of which have been exploited yet, according to current evidence. (r)
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    Microsoft's playdate in Google's Privacy Sandbox gets messy

    
Targeted ads in Edge may be blocked before they even arrive    
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Analysis Inspired by Google's Privacy Sandbox ad tech renovation initiative, Microsoft last month announced plans for a "privacy preserving" mechanism to deliver interest-based ads in its Edge browser.
As described by Microsoft, the Ad Selection API resembles Google's Protected Audience API, which aims to provide a way to deliver targeted ads through an auction process without the privacy problems associated with third-party cookies. The software giant's plan hasn't yet been implemented, but already AdGuard, a vendor of ad-blocking software, says it will block the API due to privacy concerns.
HTTP cookies are files that web applications store in browsers to help maintain state (eg, whether you're logged in, your preferences) and to perform other functions, some necessary and some not. Websites may also allow third parties to set cookies, which have traditionally been used for tracking people online, assisting with targeted ad delivery, and analyzing user behavior.


We are supposed to believe that the mere fact that user data is encrypted eliminates the possibility of unauthorized access


Third-party cookies diminish or deny privacy by making it possible to track people online and build profiles of their interests and activities. They are getting increasingly stale, thanks to privacy regulations in Europe and in some states like California. Third-party cookie support will be dropped in Google's Chrome browser later this year, and more privacy-focused browsers like Brave, Firefox, and Safari already block third-party cookies by default.
Don't assume that's how the cookie crumbles.
To prepare for the demise of third-party cookies - an event that represents the end of an era for current ad tech - Google devised its Privacy Sandbox, a suite of advertising-related technologies that aim to provide the functionality of third-party cookies without the privacy problems. The extent to which that's possible is still being evaluated in browser tests and by the UK's Competition and Markets Authority, to which Google has made a set of commitments intended to ensure a competitive market.
Microsoft, having already adopted Google's open source Chromium project as the basis for its Edge browser, has also warmed to the idea of privacy-preserving targeted ads.
"The Ad Selection API is a browser platform feature that enables advertisers and publishers to show relevant ads to users--all without relying on third-party cookies or other cross-site tracking identifiers," Redmond explained last month. Microsoft said it expects the Ad Selection API to be available for testing in the second half of 2024.


	Microsoft slammed for lax security that led to China's cyber-raid on Exchange Online


	Google bakes new cookie strategy that will leave crooks with a bad taste


	Meet clickjacking's slicker cousin, 'gesture jacking,' aka 'cross window forgery'


	Microsoft Teams decouples from Office 365 suite globally


In a note to The Register, AdGuard CTO Andrey Meshkov said that Microsoft's Ad Selection API and Google's Protected Audience API are similar - aside from a few minor differences.
"But one difference that stands out is that while Google leaves two options for the location of the ad auction, either in the Trusted Execution Environment (TEE) or on the device, Microsoft wants to run it only in a TEE," Meshkov said.
An ad auction run in a TEE theoretically should be inaccessible from the host machine - data is processed in-memory through an encrypted process, thereby preventing those participating from gaining access to details about those who are served ads.
Meshkov said Microsoft's decision not to turn the browser itself into an ad network is a step in the right direction. However, he questions the Microsoft's assumptions about the impenetrability of TEEs and the trustworthiness of the ad tech firms that would be running these auctions.
"We are supposed to believe that the mere fact that user data is encrypted eliminates the possibility of unauthorized access, that the TEEs are secure environments that no one can penetrate," he said, expressing skepticism that a system this complicated will work properly out of the gate.
Meshkov said AdGuard already blocks Google's Protected Audience API for users who have the Tracking Protection filter enabled. And because Microsoft's Ad Selection API is similar, "we will start blocking it as well," he said, as soon as it is implemented in Edge.
"Microsoft's Ad Selection API is bad for the Web for many of the same reasons as Google's Protected Audiences API: both systems are enormously complex and difficult for users to understand," Peter Snyder, principal privacy researcher at Brave Software, told The Register.
"Both systems require huge amounts of computing power to perform the simple task of display ads (though the systems differ in whether that energy is consumed on the user's device or on central servers), and both systems require browsers with massive install bases to provide any meaningful 'targeting' in the first place, further centralizing the Web around a small number of dominant browsers."
Snyder also expressed skepticism about the trustworthiness of Trusted Execution Environments.
"Despite their name, TEE's do not automatically protect user data," he explained. "First, TEEs do not ensure that the code they're running is privacy preserving; users still must trust some auditor of that code to ensure that the code is privacy-respecting. This is no small thing given how poorly ad companies (including Google's and Microsoft's) have treated user data in the past.
"Second, and similarly, TEEs do not provide protections against code that is unexpectedly malicious, such as from supply chain attacks (see the recent xz situation). In short, the moment sensitive user data leaves the user's device, user privacy is at risk. Using a TEE doesn't change that fact, it obscures it."
Microsoft's Ad Selection API and Google's Protected Audience API, he argues, rely on complicated systems that put users at risk.
"These systems are advertising being 'done to' users, instead of 'done for' users," he contends, adding that classic contextual advertising or newer systems are simpler, safer, and better for the Web. (r)
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    German state ditches Windows, Microsoft Office for Linux and LibreOffice

    
'Complete digital sovereignty' ... sounds familiar    
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Schleswig-Holstein, Germany's most northern state, is starting its switch from Microsoft Office to LibreOffice, and is planning to move from Windows to Linux on the 30,000 PCs it uses for local government functions.
The announcement (in German) was made yesterday by the state's Minister-President Daniel Gunther, who has served in that position since 2017. According to a translated version of the announcement, independence was a key motivation for switching to open source software.
"Independent, sustainable, secure: Schleswig-Holstein will be a digital pioneer region and the first state to introduce a digitally sovereign IT workplace in its state administration," said Gunther. "[T]he government has given the starting signal for the first step towards complete digital sovereignty for the country, with further steps to follow."
[image: A chart in LibreOffice Calc 7.1]
Munich mk2? Germany's Schleswig-Holstein plans to switch 25,000 PCs to LibreOffice

READ MORE
Concerns over data security are also front and center in the Minister-President's statement, especially data that may make its way to other countries. Back in 2021, when the transition plans were first being drawn up, the hardware requirements for Windows 11 were also mentioned as a reason to move away from Microsoft.
The transition has been in the works for some time, and it looks to be well ahead of schedule. The then-digital minister for the state, Jan Philipp Albrecht, said in 2021 that Schleswig-Holstein would just be switching to LibreOffice on 25k PCs by the end of 2026. There was no date in place at all for the replacement of Windows 10, and there were multiple Linux distros under consideration.
Switching to an open source office software suite and operating system aren't the only components of Schleswig-Holstein's open source strategy. The switch to LibreOffice and later to Linux, and the effort to operate them in tandem, are just three of six pillars Gunther lays out in his announcement. The state's email servers, directory, and telephony software will also be going open source, making for three additional pillars (or at least that's the plan).
Mike Saunders, who does community outreach at The Document Foundation, told us "the transition to LibreOffice is planned as 'very short term' and will be mandatory. It is one of six 'columns'of a larger and longer-term transition to free and open source software, including Linux, Nextcloud, Thunderbird, open source alternative to Active Directory etc."
Saunders told The Reg there were no specific timelines for the other "columns" yet, but the decision has been made in the state government to go ahead with the transitions.
He told us that LiMux, a Linux desktop distribution launched in Germany in 2004 to help migrate public services from Microsoft's OS, "reached its peak in 2013, before coming to a halt as decisions about its future were made. Linux and LibreOffice have matured significantly since then, with the latter having way more commercial support options, huge Microsoft Office compatibility improvements, and a tabbed user interface to ease transition.
"LiMux faced some technical challenges at first, but by 2017 Karl-Heinz Schneider (the head of IT services) said: 'We are not aware of any large technical problems with LiMux and LibreOffice ... We don't see any urgent technical reasons to return to Windows and Microsoft Office'."
Haven't we heard this before though?
While Schleswig-Holstein has ostensibly made lots of progress and is talking a big game, we've seen a similar scenario play out before in two other German states. The most notable case was Munich, the capital of the state of Bavaria, switching back in 2017 to Windows from Linux, which it had introduced in the form of LiMux in 2004.
That transition wasn't expected to be cheap, with initial estimates expecting it to cost EU49.3 million ($58.4 million), which today would be about EU61.8 million ($67.1 million). But as with pretty much any project, prices rose well beyond predictions just a few months later to about EU100 million ($109 million), which is EU125 million ($136 million) in today's money.
Following Munich's lead at the time, the state of Lower Saxony also decided to ditch Linux for Windows in 2018, though at least its transition cost was probably significantly cheaper, originally estimated at around EU13 million.
That all said, in 2020, a new lot of politicians were elected in Munich and set to rule until 2026. That group indicated they would prefer open source software is used in future. It's not clear to us that the city switched back to Linux in a significant way as a result.


	Venturing beyond the default OS on Raspberry Pi 5


	In surprise move, Gentoo Linux starts offering binaries


	Red Hat redeploys one of its main desktop developers


	Fedora Project mulls 'privacy preserving' usage telemetry


While this might not bode well for Schleswig-Holstein, its strategy seems substantially different. Both Munich and Lower Saxony never fully transitioned to Linux, which created the compatibility issues that encouraged both governments to go back to Windows. For example, Munich used Microsoft Exchange for its email servers, and Lower Saxony said field workers used Windows while only the office PCs were equipped with Linux.
Saunders noted that "the reasons for switching to Linux and LibreOffice are different today. Back when LiMux started, it was mostly seen as a way to save money. Now the focus is far more on data protection, privacy and security. Consider that the European Data Protection Supervisor (EDPS) recently found that the European Commission's use of Microsoft 365 breaches data protection law for EU institutions and bodies."
Since Schleswig-Holstein is proposing a top-to-bottom transition to open source software, it might be able to avoid the pitfalls that doomed open source in other local governments in Germany. Though, even if the state manages to fully rid itself of Microsoft software, there's no guarantee it won't somehow make its way back. (r)

  Editor's note: This story was updated to add as context the pledge by Munich's incoming leaders in 2020 to favor open source software, following the switch back from Linux to Windows in 2017.
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If you're planning to save money by cutting out the unbundled Teams product from your Microsoft 365 subscription, the decision might not be as straightforward as you'd think.
Earlier this week, Microsoft confirmed that it would be introducing new commercial terms for Teams, including offering Office 365/ Microsoft 365 without the collaboration app, and selling it as a standalone product. Customers can also still buy Teams as part of an O365/ M365 bundle.
The latest tweaks unify Microsoft's global licensing position following alterations made by the company last autumn when it unbundled the platform for business customers in the European Economic Area (EEA) and dropped the monthly cost of the suite by EU2 ($2.17).
The challenge facing finance departments within enterprises which use Microsoft is that, for example, adding Teams to a new enterprise subscription without the service costs EU5 for EEA and Switzerland customers. US commercial customers, meanwhile, will pay $5.25 per user per month.
At first glance it might make sense to save a few dollars per user per month if an organization does not use Teams. However, since its debut, the platform has become so entrenched in Microsoft's productivity suite that unpicking it would present a challenge.
Writing in Directions on Microsoft, analyst Mary Jo Foley explained it like this: "If a M365 E3 user paying $36 USD per user per month for a subscription with Teams bundled as part of it gets moved to the M365 E3 No Teams SKU for $33.75 per user per month, but later needs the Teams Enterprise add-on for $5.25 per user per month, that customer is now paying $39 per user per month, or $3 per more per month, for the same set of features."
Then there is the question of how long Microsoft will allow existing customers to stick with subscriptions where Teams was bundled in for free. Foley wrote: "There's no guarantee it couldn't opt to remove this allowance the next time a customer's licensing contract is up for renewal."


	Microsoft thinks bundles are great and customers love them


	Microsoft Teams decouples from Office 365 suite globally


	EU antitrust cops probe Microsoft ties between Entra ID and 365 services


	Microsoft forges One Teams App To Rule Them All


Forrester VP and principal analyst J P Gownder commented: "Pricing is going to be the next battleground. Microsoft will argue that offering products a la carte and unbundled should command a higher price for each component of the former bundle, because the costs to them are higher.
"This contention is true, at least to some extent: it's more expensive for them to manage, develop, and sell a set of unbundled products. It will also necessitate higher marketing budgets to clarify their offerings in the unbundled world.
"Regulators won't like seeing prices rise and will be inclined to think Microsoft is punishing EU companies over the unbundling rules. But regulators will be overstating their case if that's their contention."
The unbundling of Teams has mostly been welcomed, especially by other vendors. Matthew Hodgson, CEO and co-founder of UK-based E2EE messaging platform Element, said: "It's about time Microsoft unbundled Teams from Office globally - businesses can finally make the switch to end-to-end encrypted solutions without being locked in."
He added: "This move only addresses longstanding antitrust concerns after the EU cracked down."
The choice is simpler for businesses that are already using alternative platforms. The decision is more difficult for customers already using Teams in some parts of their organization.
Directions on Microsoft analyst Jim Gaynor said: "In the end, this move is about Microsoft trying to stay ahead of regulatory scrutiny, not about offering customers a way to reduce costs." (r)
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Exclusive The UK government has admitted its negotiating power over billions of pounds of cloud infrastructure spending has been inhibited by vendor lock-in.
A document from the Cabinet Office's Central Digital & Data Office, circulated within Whitehall, seen by The Register, says the "UK government's current approach to cloud adoption and management across its departments faces several challenges" which combined result "in risk concentration and vendor lock-in that inhibit UK government's negotiating power over the cloud vendors."
The paper also says that if the UK government - which has spent tens of billions on cloud services in the last decade - does not change its approach, "the existing dominance of AWS and Azure in the UK Government's cloud services is set to continue."
Doing nothing would mean "leaving the government with minimal leverage over pricing and product options.
"This path forecasts a future where, within a decade, the public sector could face the end of its ability to negotiate favourable terms, leading to entrenched vendor lock-in and potential regulatory scrutiny from [UK regulator] the Competition and Markets Authority."
The document has been circulated under the heading "UK Public Sector Cloud Marketplace." It is authored by Chris Nesbitt-Smith, a CDDO consultant, and sponsored by CDDO principal technical architect Edward McCutcheon and David Knott, CDDO chief technical officer.
The stated concerns of vendor lock-in follow a number of mega-agreements with major cloud vendors signed under Memoranda of Understanding (MoU). For example, AWS, the world's largest cloud provider with a dominant market share, signed a deal worth up to PS450.3 million ($569.7 million) with the Home Office under the auspices of the One Government Value Agreement (OGVA). Other deals have been signed with tax collector HMRC and the Department for Work and Pensions, bagging AWS a total of around PS900 million ($1.138 billion) under the MoU, which has since been updated to OGVA 2.0 and will run until October 2026.
It has been suggested the OGVA has achieved an 18 percent base-line saving on its cloud deals.
AWS collected 76 percent more direct public sector revenue from the UK government in the fiscal year 2022/23 compared with the earlier year, according to figures from public sector spending researcher Tussell.
The document cites challenges with the government's current approach to cloud adoption, including the length of time it takes to adopt cloud services, as departments "typically experience a six-nine month period often costing PS500k+ to activate and deploy" them. Its approach is also hampered by inconsistent cloud environments, which result in an "absence of a standardised approach" leading to "inconsistencies and reinventions of low-level cloud architecture, security, and compliance across departments, posing risks, inefficiencies and challenges of understanding equivalent controls in data sharing agreements."
The paper lists four other challenges to cloud adoption in UK government. The document proposes a solution which involves a "UK Public Sector Cloud Marketplace service," in partnership with major cloud providers. It would offer "consistently secure, well-architected cloud environments that can be rapidly deployed."
"This service promises to level the playing field for all departments, ensure adherence to the best security and compliance practices, and enable the government to negotiate more effectively with cloud vendors, thus leading to better deals and cost savings," the paper says.
However, it remains unclear how the CDDO would execute such a strategy without the help of the Crown Commercial Service, an executive agency and trading fund that also sits within the Cabinet Office.
In fact, it says there is a key risk to succeeding with the proposed approach if the CCS is "unable to create a commercial implementation that will be compliant and non obstructive for pre-approved spend."
Speaking to The Register, one expert close to the arrangements said: "If the government is questioning its negotiating power, then perhaps you ought to believe them."
The expert said the AWS contracts had seen the government's commitment to the cloud platform quadruple in deals any incoming government would find nearly impossible to back out of. The UK will vote in a general election before the end of next January, with the opposition Labour Party currently well ahead in the polls.


	UK government sets sights on PS8B tech procurement overhaul


	Lenovo scores deal to build supercomputer at UK's Hartree Center


	Fujitsu set to be preferred bidder in UK digital ID scheme


	Euro-cloud consortium CISPE calls for investigation of Broadcom


The experts pointed out that the AWS deals were structured such that AWS had offered larger discounts for upfront payments, with commitment to minimum spending year-on-year.
The individual close to the negotiations said the proposed strategy lacked detail and a plan for how it would influence a procurement strategy led by the CCS and individual government departments, which have well-established commercial teams of their own.
A spokesperson at AWS told us: "Government departments using AWS are not only enjoying cost savings of up to 60 percent but also supporting a vast ecosystem of smaller companies, across the UK, that offer products and services that complement and help customers take full advantage of AWS.
"Amazon recognises that its status as a supplier to the public sector is a privilege which has to continually be re-earned through the quality of our services and the value for money that we bring for UK taxpayers. We know they will only remain customers for as long as we are able to deliver on both of those things."
The Register has asked the Cabinet Office, Microsoft Azure and Google Cloud to comment.
Competition watchdog the CMA has already taken an interest in the broader cloud market in the UK. (r)
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Britain's competition regulator is kicking off a deeper investigation into the potential impact caused by the merger of Vodafone and Three in the UK after neither resolved previously expressed concerns.
Toward the end of last month, the Competition and Markets Authority (CMA) said that the alliance could result in increased prices for customers and lower investment in UK mobile networks, and as such intended to refer the transaction to a Phase 2 process.
[image: three and vodafone ]
Unite the union claims Vodafone and Three merger is about 'corporate greed'

READ MORE
The watchdog confirmed today in a statement that it will run an "in-depth investigation" of the anticipated joint venture. It further warned that the tie-up could have negative consequences.
The merger "may be expected to result in a substantial lessening of competition within a market or markets in the United Kingdom for goods or services, including for the supply of: retail mobile telecommunications services to end consumers in the UK, including both consumers and business customers; and wholesale mobile services in the UK."
The statutory deadline for the Phase 2 probe is September 18 with a four-person inquiry group presiding, including CMA chair Stuart McIntosh, Stuart Rose, Ashley Gunn, and Crispin Wright.
As readers might expect, both Vodafone and Three are wholeheartedly behind their merger. Vodafone reiterated to us last month that the enlarged organization will invest PS11 billion ($13.,92 billion) into 5G technology, and give them the scale to compete with the UK's other major telcos, BT and Virgin Media O2.
Robert Finnegan, CEO at Three UK, told us: "The current market structure is holding the UK back, which is not good for customers or competition. By creating a third player with the necessary scale to invest, the combination of our two companies will deliver one of Europe's most advanced networks and move the UK into the digital fast lane, benefiting customers from Day One."


	Vodafone, Three hustle to tie knot before regulators crash wedding


	Brits blissfully unbothered by snail-paced mobile network speeds


	UK merger of Vodafone and Three in competition watchdog's crosshairs


	BT to spell out contract price hikes in pounds and pence


Unions aren't nearly so keen on the pair consummating the agreement, with Unite's executive head casting its objections as "taking a stand for workers and consumers, against corporate greed and wheeling dealing."
Under the terms of the agreement, Vodafone would own a 51 percent stake in the joint venture and Three owner CK Hutchison the remainder.
Paulo Pescatore, founder of analyst PP Foresight, told us the Phase 2 process was "widely expected. In fact, any other outcome would have been a surprise. There are some concerns which need to be addressed."
"Therefore, expect both parties to agree to concessions on spectrum and the merged entity will have to provide solutions on areas like network sharing, rather than create another problem. Both parties need to demonstrate that this is genuinely in the interest of UK plc, the economy, and consumers for it to have a chance of getting over the line.
"A marriage of convenience makes sense. Scale is key to help lower costs and improve margins. It could take years before we see the real fruits of this deal come to fruition if it goes ahead. The question is, can the UK wait that long?
"However, convergence still remains the Achilles' heel if this does get over the line. It would create a mobile champion that could increase competition in the wholesale segment of the market and become a partner of choice for MVNOs."
Both Vodafone and Three would do well to take the CMA's investigation seriously, as they are likely to do. Meta's buy of Giphy fell afoul of the CMA, the probe into Microsoft's purchase of Activision Blizzard ran anything but smoothly, and other deals held up by the regulator - and those in other nations - include those of Nvidia and Arm, and Adobe and Figma. (r)
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Leicester City Council is finally admitting its "cyber incident" was carried out by a ransomware gang and that data was stolen, hours after the criminals forced its hand.
The attack began nearly a month ago on March 7 and since then, the English city council has continually refused to say whether ransomware was involved or if data was compromised.
That all changed yesterday when INC Ransom, which mentioned the council attack earlier in the week, hinting at its role in the incident, leaked a cache of documents that appeared to be sourced from council servers.
"We have downloaded about 3 TB of private information," the gang's website claims, alongside what it calls a "proof pack" - a 32-file snippet of the data it claims to have stolen. 
The leaked files include scans of residents' identification documents such as passports and driving licenses, bank statements, and various official council forms for matters regarding rent, social housing, and more.
Within hours of the leak, Richard Sword, Leicester City Council's strategic director of city developments and neighborhoods, released an updated statement acknowledging that fact.
"We have today been made aware that a small number of documents held on our servers have been published by a known ransomware group," said Sword. 
"This group is known to have attacked a number of government, education, and healthcare organizations.
"The breach of confidential information is a very serious matter and its publication is a criminal act. We are in the process of trying to contact all of those affected by this breach, and have also notified the Information Commissioner.
"We realize this will cause anxiety for those affected, and want to apologize for any distress caused."
Sword went on to say that the council, at this current stage, couldn't say if any other files had been stolen, but "it is very possible" that the criminals do indeed have more.
The UK's National Cyber Security Centre (NCSC) and the cybercrime team at Leicestershire Police are working together on the criminal case, the nature of which was cited as the reason for so few details coming to light thus far.
Residents have been urged to remain vigilant about any attempts to access their accounts, and of people claiming to have data relating to them. They've also been reassured that engaging with the council and carrying out normal functions like paying council tax bills is safe.
The council has largely recovered from the incident, it confirmed last week, with most of its systems, email access, and phone lines back up, running as normal. Council-run services such as recreation centers and public internet at libraries are also now operational once again.
The attack on Leicester City Council was carried out by the same criminals at INC Ransom who were behind the recent attack at NHS Dumfries and Galloway, a regional healthcare organization in Scotland.


	Nearly 1M medical records feared stolen from City of Hope cancer centers


	Cyberattack hits Omni Hotels systems, taking out bookings, payments, door locks


	INC Ransom claims to be behind 'cyber incident' at UK city council


	JetBrains keeps mum on 26 'security problems' fixed after Rapid7 spat


INC Ransom is believed to be one of the beneficiaries of the recent law enforcement efforts to disrupt LockBit and ALPHV/BlackCat, which were until recently the two heavy hitters of the ransomware industry.
Cybersecurity analyst and researcher Dominic Alvieri said three ransomware groups appear to have benefited the most, picking up the affiliates who left LockBit and ALPHV after law enforcement's intervention efforts.
INC Ransom registered 23 new victims in the past month, whereas the other beneficiaries - Medusa and Hunters International - have registered 24 and 18 respectively.
For INC and Medusa, these numbers aren't far off LockBit's when it was arguably at its peak last year. According to the US authorities, LockBit carried out at least 340 attacks in 2023 - an average of around 28 per month. (r)
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Sixty-five years ago this week, NASA introduced its first astronauts, saying they'd be launched into space in the agency's new capsule. They were immediately dubbed The Mercury 7.
The astronaut selection, which took place on April 2, 1959, followed a three-month process. The seven were unveiled to the press a week later, on April 9, 1959. All seven were drawn from the US military and had to be aged less than 40, measure less than 5 feet 11 inches tall (180cm), and be in "excellent physical condition." Other requirements included having 1,500 hours of jet time under their belts and they also had to be test pilot school graduates.
The basic age and flying requirements narrowed it down to 508 possibles, which were then whittled down to 110 qualified candidates. Further trimming down of the group produced 32 potential astronauts who were put through various tests until the final seven were chosen.
Neal Thompson's biography of one of the seven, Alan Shepard, Light This Candle provides a summary of each. Scott Carpenter "had the least amount of experience as a test pilot - and one day that would show," Gordon Cooper "had a subtle wit and hoped to have some 'real good fun' as an astronaut," John Glenn "believed deeply in God - and in himself" and Gus Grissom, who was the youngest and shortest, had flown more combat mission that any of the others, except for Glenn.
The group was rounded off by Wally Schirra; Deke Slayton - described as "shy and taciturn, the no-bullshit one of the group,"; and Al Shepard, who would go on to be the first American man to be launched in a Mercury capsule.
In his book Deke!, co-authored with Michael Cassutt, Slayton gave his first impression of Shepard as "kind of cold and stand-offish" while Schirra was somewhat of a joker.
Reeling from the recent Soviet successes in space, the US greeted the seven with giddy delight. However, as Thompson noted, "All they had done was volunteer for some creepy tests and pose for some embarrassing pictures."
That said, the seven were unprepared for what was to come. Glenn recalled, "Not one of us knew what he was in for." Slaton said, "I've never seen anything like it, before or since. It was just a frenzy of light bulbs and questions... it was some kind of roar."
The US civilian space program was run in the open, meaning that both the public and the astronauts were treated to some spectacular failures before one of the seven would be strapped into a spacecraft for that first flight (Slayton claimed credit for getting NASA to call the capsule a "spacecraft"). Shortly after their selection, the seven took a trip to Cape Canaveral to watch their first missile launch. The Atlas exploded spectacularly, prompting Shepard to quip to Glenn: "Well, I'm glad they got that one out of the way. I sure hope they fix that."
Shepard became the first of the seven to be launched. His Mercury capsule was sent on a sub-orbital trajectory shortly after Yuri Gagarin's historic first for the Soviet Union. Shepard railed against the caution and delays that resulted in him being the first American but the second human. According to Thompson, "Shepard kept saying the same thing over and over: We could have, should have, gone sooner. 'We had them,' he repeated. 'We had them by the short hairs, and we gave it away.'"


	Want to be a NASA astronaut? Applications are open


	Cutting-edge robot space surgeon makes first incision in Zero-G


	LeoLabs lands $29M to dodge space junk with AI smarts


	40 years ago, an astronaut first took flight from the Space Shuttle


Still, Shepard did get to walk on the Moon for Apollo 14. Grissom might have done so too if he had not died in the Apollo 1 fire. Slayton, who was dropped from flight status due to medical reasons and became NASA's first Chief of the Astronaut Office, said, "One thing that might have been different if Gus had lived: the first guy to walk on the Moon would have been Gus Grissom, not Neil Armstrong."
Slayton would also get his flight on the last hurrah of Apollo: the Apollo Soyuz Test Project. He had missed out on two Mercury missions -- the first being MR-6, canceled after Gus Grissom's near-disastrous MR-4 mission, and the second being MA-7, which became Scott Carpenter's only trip to space in a Mercury capsule.
Schirra flew on Mercury-Atlas 8 and went on to command Gemini 6A and Apollo 7. Cooper was launched on the final crewed Mercury mission - MA-9, and subsequently commanded Gemini 5. Grissom flew on MR-4 - the second Mercury flight with a human crew - then commanded the first Gemini mission before perishing in the Apollo 1 accident.
Glenn became the first American man to orbit the Earth and, in 1998, flew on the Space Shuttle as part of the STS-95 crew. (r)
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Interview HashiCorp might be less than impressed with the rise of the Terraform fork, OpenTofu, but where Hashi sees challenges, the maintainers of the open source project see opportunities.
OpenTofu sprang into existence following HashiCorp's 2023 decision to adopt the Business Source License, thus taking its popular Terraform infrastructure-as-code tool from open source to source available. The source remains freely available, and you can do what you like with it, so long as that doesn't compete with HashiCorp.
Sebastian Stadil, co-founder of DevOps automation outfit Scalr and an OpenTofu community member, tells The Register that the "timeline of events is kind of interesting."
"We had known in the community that Hashi wasn't executing how they wanted to execute, and we knew [from Hashi employees] that there was a lot of internal turmoil and stress.
"But then Hashi decided that their approach was going to be to compete on license and not on execution of product. We'd expected them to assign more people to building products and beat us on execution."
By "us," Stadil means the community building on top of Terraform.
"And so when they changed the license to BSL, we were surprised they were taking that approach."
Stadil describes the decision as both unfortunate and an opportunity for the community. While change might be bad, there had long been a desire to bring Terraform under the umbrella of the Linux Foundation. With HashiCorp holding the reins, changes that did not fit with Hashi's commercial vision were unlikely to make it into the project. However, once forked, those requests could start flowing.
"There were a lot of capabilities that people had been trying to get into Terraform that were never accepted into Terraform because they competed with some functionality in terms of cloud," Stadil explains.
"And so ... they're monetizing commercial products - which is entirely within their rights - but that means that the velocity at which Terraform was improving was kind of limited by that kind of tension.
"So the opportunity was to take all that goodwill from the community that had been trying to improve Terraform and say, 'Hey, we've got this project, it's a fork of Terraform, it's now under the Linux Foundation umbrella, and we will have a community-driven approach and not a vendor-driven approach.'
"A great example of that is in the 1.7 release; we'll have client-side state encryption."
The Register contacted HashiCorp for its take on Stadil's statements, but the company did not wish to comment.
There were other factors contributing to OpenTofu's swift appearance following the license change, Stadil tells us.
"The CNCF [Cloud Native Computing Foundation] has a policy that to build any CNCF project, the toolchain has to be 100 percent open source. So when you're building Kubernetes, when you're building any of these projects, the entire toolchain has to be open sourced so that anybody can run it without any licensing issues.
"Terraform was very widely used in the build process for almost all these projects... and so suddenly the CNCF was in a situation where they can't use Terraform any more. So the Linux Foundation needs a fork to happen, or they just keep using the last open source version of Terraform."


	Redis tightens its license terms, pleasing basically no one


	HashiCorp reportedly considering sale amid growing challenges


	HashiCorp loses its Hashi, keeps the Corp as co-founder waves goodbye


	Open source forkers stick an OpenBao in the oven


During a 2023 interview with The Register, HashiCorp CEO David McJannet pondered the role of foundations amid the licensing furor. "I would ask them what their role is," he mused. "Is their role to accept forks of products by commercial vendors?"
As for the CNCF, the group's CTO, Chris Aniszczyk, told us at the 2023 Shanghai Kubecon that the CNCF has "an interest in kind of supporting, openly governed multi-vendor stuff."
Stalid says of McJannet: "He's a great guy ... I sympathize with him; he's in a very difficult situation. But, at the end of the day, Terraform is not open source anymore. OpenTofu is. And the CNCF has that requirement."
Stadil does not describe the CNCF as a slow-moving organization - indeed, the breakneck speed at which the foundation has pivoted to AI is undeniable - but he says there had been a desire for HashiCorp to donate Terraform to the foundation for a long time. "HashiCorp," he says, "didn't find that to be in their interest."
"So when they decided it wouldn't be open source anymore, and we put out the manifesto, and we put out the fork, the Linux Foundation had already wanted a project under its umbrella, and so we went very, very fast."
"There were already a lot of people that wanted this to happen."
While the formation of OpenTofu was announced in 2023 by the Linux Foundation, the team is also eager to huddle under the CNCF umbrella. Stalid explains that licensing remains an issue. "The CNCF has a policy that all projects in the CNCF have to be Apache 2.0 licensed. But because OpenTofu is a fork of an MPL project, OpenTofu is also MPL licensed. And so the CNCF board has to make an exception to that policy so that OpenTofu can join the CNCF."
Stadil says that five years of long-term support are on the cards, although it could end up being three years once a decision has been made. The release cadence has certainly been impressive since that first branch.
But could adding features that have spent years on the community's wish list lead to another open source problem - burnout?
Stadil says: "I think this is the first time I've even heard of burnout. On the contrary, if there's any burnout, it's probably on the HashiCorp side!
"On our side, this is very liberating. We can now get patches into the project. We can now build cool stuff on top that HashiCorp didn't want us to build before. So we're very far from burnout - we're really just getting started!" (r)
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    Microsoft thinks bundles are great and customers love them

    
Rivals and regulators might disagree, so might users that are paying for software they don't need    
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It's always interesting to see how technology executives crop their marketing messages to suit the audience.
A case in point is Microsoft's Jared Spataro, corporate veep of Modern Work and Business Applications, who just weeks ago was talking up product bundles in terms of how valuable they are for Microsoft and customers that "move up the stack."
The exec, who was speaking to institutional investors at Morgan Stanley's Technology, Media and Telecoms conference in early March, said Microsoft is working to get more business clients signed up to the all-encompassing licenses that include productivity apps, analytics, security, and compliance services.
Asked about migrating more folk onto E1, E3, and E5 licenses, Spataro replied: "We think of this as average revenue per user ... kind of moving people up the stack for us, and we would still say that there's a lot of room, early days."
As of 18 months ago, "we were 12 percent penetrated with E5 in the Office 365 base," he added. "Man, there is still a lot of opportunity there for us."
"We tend to think of our ability to first secure the license, and then from the license to upsell to increase the average revenue per user. And that's a motion that we do very well."
Most Reg readers will be familiar with this sales motion, even if they are not directly negotiating with a Microsoft salesperson.
How does Microsoft upsell to generate more revenue per user? "Security is really the big driver," said Spataro, "but there are other components that make it economically make sense for customers. So those include things like analytics."
On bundling more products into specific licenses, he said: "We call it 'do more with less' and it's our ability to go in and say, 'why pay multiple vendors what you could pay one vendor at kind of a discounted price?'"


	Microsoft slammed for lax security that led to China's cyber-raid on Exchange Online


	EU antitrust cops probe Microsoft ties between Entra ID and 365 services


	Microsoft promises Copilot will be a 'moneymaker' in the long term


	Microsoft license shuffle means Power Apps users could break the bank


Perhaps because customers don't want or need to pay for all the software included in a bundle, but it's not just end users who might have an issue.
That push to include more products wrapped in a discounted price has already caused a stir among antitrust regulators in the European Union. Slack complained of Teams being bundled with Office 365 and Microsoft 365 in 2020 and that culminated in a change in October and this week.
Staring down the barrel of a deep probe from the EU, Microsoft last summer agreed to regionally unbundle Teams from O365/M365. Although with millions of users already using Teams, the damage to rivals was arguably already done. At last count, Microsoft Teams had 280 million users and Slack had 47 million.
This week, Microsoft made a global update to its licenses, letting customers buy the productivity suites without Teams, buy Teams as a standalone product, or to continue to buy it as part of the bundle.
So bundles are a useful sales and marketing tool for Microsoft, but El Reg wonders if the tone the company adopts when talking to antitrust teams differs somewhat from the chord struck by Spataro last month in front of investors. Quite possibly. (r)
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    Boffins build world's largest astronomical digital camera to map the heavens

    
3.2 glorious gigapixels to make 'the greatest movie of all time'    
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Construction of the LSST Camera, destined for the Vera C Rubin Observatory in Chile has been completed at the SLAC National Accelerator Laboratory in Silicon Valley.
Dubbed the Legacy Survey of Space and Time (LSST) Camera, it's capable of taking photos with a resolution of 3,200 megapixels. It's five years late - and it's been almost 12 since the project was cleared - but at last the instrument is fully assembled.
"Its images are so detailed that it could resolve a golf ball from around 15 miles away, while covering a swath of the sky seven times wider than the full Moon," enthused deputy director of the Vera C Rubin observatory Aaron Roodman. "These images, with billions of stars and galaxies, will help unlock the secrets of the universe."
The LSST Camera will be mounted on the Simonyi Survey Telescope, located on top of Cerro Pachon - a mountain in the Andes that rises 9,800 feet (just under 3km) above sea level. Astronomers hope to get pictures of the southern hemisphere's sky in never-before-seen-quality using the giant hardware - once it's delivered.
[image: LSST]
Stars, camera, action! The LSST ... Click to enlarge. Source: Jacqueline Ramseyer Orrell/SLAC National Accelerator Laboratory


"The Southern Atacama high desert is one of the very best sites for Astronomical Observatories in the world, and the US has had telescopes there since the early 1970s," Roodman told The Register.
"The observatory's surroundings are remarkable - the high desert is a spartan but beautiful place," he added.
Construction for the LSST Camera began almost nine years ago to the day, in SLAC's clean room specifically made for the project. The camera is 12.25 feet (3.73m) long, 5.5 feet (1.65m) tall, and weighs 6,200 pounds (2,800kg). Given its mammoth dimensions, the LSST Camera will only be delivered to the observatory by May, Roodman told us.
Evidently it does not qualify for Amazon Prime.


	US reckons it's about time the Moon had its own time zone


	Japan's moon lander sparks joy by making it through a second lunar night


	NASA gives IXPE observatory the Ctrl-Alt-Del treatment to make it talk sense


	Intricate mission to de-ice a space telescope is go: Euclid's 'eye' is clear


To get to 3.2 gigapixels, the LSST Camera is equipped with three lenses - the largest of which is 5.1 feet (1.57m) in diameter - and 189 charge-coupled device (CCD) sensors divided into 21 groups and organized into grids. The camera only has a field of view of 3.5 degrees and every 20 seconds, it can take a photo with a 15 second long exposure time.
Photographing the night sky in search of darkness
The purpose of the LSST Camera is largely to further the study of dark energy and dark matter. These are two concepts in astrophysics that aren't entirely understood - dark energy is theorized to be the force behind the expansion of the universe, and dark matter isn't affected by light or electromagnetic waves.
Photographs taken from the LSST Camera could reveal important clues about how dark energy and dark matter interact with the universe. Researchers will be looking for evidence of weak gravitational lensing - a light-bending phenomenon that can indicate how mass is distributed across the universe. How weak gravitational lensing changes over time will also be of key importance.
SLAC's brand-new toy isn't alone in the search for dark energy and dark matter. The European Space Agency's Euclid space telescope - orbiting Lagrange point 2 (L2) - is on a similar mission.
Of course, the LSST Camera can also be used for good old charting. The high resolution of the camera can help map out the Milky Way in superb detail - especially for smaller objects. As director of Rubin Observatory Construction professor Zeljko Ivezic put it: "We will soon start producing the greatest movie of all time and the most informative map of the night sky ever assembled."
The number of known objects in the sky may even increase tenfold, according to the Rubon Observatory, though we'll just have to wait and see. The instrument could potentially help find early warning signs of asteroids that seem to be getting too close to Earth for comfort. Though, if we don't also have the technology to destroy such asteroids, maybe we'd rather not know too far in advance about our impending doom. (r)
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    Ethernet advances will end Nvidia's InfiniBand lead in AI networks

    
Desire to build brainboxes will also see optical interconnects go mainstream    
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Three imminent improvements to the Ethernet standard will make it a better alternative to host AI workloads, and that will see vendors back the tech as an alternative to Nvidia's InfiniBand kit, which is set to dominate for the next two years.
That's the opinion of analyst firm Gartner in a piece published this week titled "Emerging Tech: Top Trends in Networking for Generative AI." Penned by director analyst Anushree Verma, a member of Gartner's Emerging Technologies and Trends group, the paper predicts InfiniBand adoption among technology providers like vendors and clouds will reach around 25 percent by 2026 and stay there.
Ethernet will achieve the same adoption rate by providers in that year, then accelerate to the point where it is offered by over eighty percent of providers in a decade.
That shift by tech providers will mean that by 2028, 45 percent of Gen AI workloads will run on Ethernet - up from less than 20 percent now.
The swing will come because Ethernet is improving. Gartner currently rates it as "not ideal" for AI training, but Verma highlighted three innovations she feels will make Ethernet a worthy - even superior - contender against InfiniBand:

	RDMA over Converged Ethernet (RoCE) - will allows direct memory access between devices over Ethernet, improving performance and reducing CPU utilization;


	Lossless Ethernet - will bring advanced flow control, improved congestion handling, hashing improvements, buffering, and advanced flow telemetry that improve on the capabilities of modern switches;


	The Ultra Ethernet Consortium's (UEC) spec in 2024 - designed specifically to make Ethernet AI-ready.


Because Ethernet is open, Verma expects many suppliers will implement the three innovations mentioned above, giving buyers choice and creating competition.
InfiniBand, by contrast, is more expensive than Ethernet and will remain so for five years. Verna believes it "has scalability limitations and requires special skills to manage," which means some network designers avoid it in case it becomes an unmanageable complexity.
She nonetheless predicted 30 percent of generative AI workloads will run on InfiniBand - up from fewer than 20 percent today.


	One rack. 120kW of compute. Taking a closer look at Nvidia's DGX GB200 NVL72 beast


	Nvidia revenue grows 265 percent with more to come as new GPUs and Ethernet near


	Cisco, Nvidia expand collab to push Ethernet into AI clusters


	Does AI give InfiniBand a moment to shine? Or will Ethernet hold the line?


That growth will be dwarfed by the rise of optical interconnects in networks used to carry generative AI traffic. Verna found that under one percent of networks used for AI workloads employ the interconnects today, but predicted that will rise to 25 percent by 2030.
She cautioned that while the tech has big backers - such as Intel, TSMC, and HPE - it will not become widely used until around 2028. Once it matures, users can expect it will improve the scalability of compute clusters beyond 100Tbit/sec, while also requiring less power than electrical switching.
PCIe is also on the rise, and when teamed with servers that employ it to share memory across the bus using the CXL spec, Gartner expects both will become prevalent in AI workloads.
Again, Verna predicts uptake is a few years off: CXL debuted in early 2023, and she feels that serious adoption will start in 2026 - the same time she expects PCIe 6.0 implementation to ramp.
Verna recommends users should "Evaluate early adoption opportunities to gain competitive advantage by establishing partnerships at the design stage with leading technology providers," and otherwise make sure they understand the technologies outlined above.
And for those contemplating InfiniBand, she wrote it will be necessary to "reevaluate networking choices for performance, reliability, scalability and price by assessing the InfiniBand-based switches versus Ultra-Ethernet-based switches." (r)
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    OpenStack pushes its first easy-to-upgrade release out the door

    
'Caracal' improves AI capabilities and is pitched as an alternative to VMware    
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The OpenInfra Foundation has loosed an update of OpenStack on the waiting world and - like everyone else that can spell "virtualization" - has pitched it as fine alternative for those pondering a move away from VMware.
OpenStack Caracal is perhaps most notable for being the open source cloud project's first Skip Level Upgrade Release Process (SLURP) release.
As The Register explained when SLURP was announced, OpenStack previously did not allow users who upgrade their code to skip versions. Operating OpenStack therefore meant either keeping up with twice-yearly releases, or occasional big-bang upgrades.
Neither scenario was ideal. SLURP addressed it to some degree by making annual upgrades possible without having to implement the release issued in-between.
It's therefore possible for users of March 2023's Antelope release to adopt Caracal without first having to implement October 2023's Bobcat release.
Among Caracal's features highlighted by the Foundation are the Nova cloud compute fabric gaining the ability to support live migration of virtual GPUs - which those running AI and HPC workloads will appreciate as it means easier access to accelerators attached to different hosts.
Ironic, the bare metal provisioning tool, has implemented more of the Redfish API, meaning that standard interface for the management of servers is more easily deployed with OpenStack infrastructure.
Security enhancements include improved role-based access controls (RBAC) in several modules, and automatic session timeouts for the Nova console.
Latency has been reduced in Octavia Amphora-based load balancers, thanks to support for SR-IOV Virtual Functions.
Ironic has been upgraded to better handle API-intensive workloads that could sometimes crash clusters during big provisioning jobs across many nodes. The Manila filesystem has improved volume mounting.


	OpenStack thriving, survey says, but growth comes from a few big users


	Here's OpenStack Platform 17 - aka what Red Hat hopes your network operator will one day use


	OpenInfra Foundation talks about Directed Funding model for open source projects


	Should open source sniff the geopolitical wind and ban itself in China and Russia?


There are 33 sub-projects listed in Caracal's release notes . Many of the sub-projects have created their own release notes.
So many happy hours of reading await!
OpenStack's next release is named Dalmatian, per its current convention of applying animal names to each fresh version of the project.
Caracal could yet make a re-appearance of sorts in this sequence of names, as the medium-sized cat is also known as the Persian or desert Lynx - despite the beast being found across Asia, the Middle East, and Africa, and the actual Lynx belonging to a different genus altogether. (r)
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    TSMC shrugs off impact of Taiwan earthquake

    
Nonetheless DRAM prices may yet feel slight aftershocks    
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Chip maker TSMC has shrugged off the impact of yesterday's earthquake on the east coast of Taiwan.
At least 10 people were killed, and more than 1,000 hurt as well as 100 buildings damaged, in the magnitude 7.4 quake.
"Based on TSMC's ample experience and capabilities in earthquake response and damage prevention, as well as regular disaster drills to ensure full readiness, overall tool recovery of our fabs reached more than 70 percent within ten hours of the earthquake, with new fabs such as the Fab 18 facility reaching more than 80 percent," the silicon slinger declared in a Wednesday Taiwan Stock Exchange (TWSE) filing.
The filing admitted that "a small number of tools" were damaged - but critical tools such as extreme ultraviolet (EUV) lithography equipment emerged unscathed.
According to the TWSE statement, all personnel are safe and returned to their workplace shortly after the incident, which saw the facilities briefly evacuated, reportedly as a safety precaution.
The biz added that it is "deploying all available resources for full recovery" and "impacted facilities are expected to resume production throughout the night."
Initial inspections of TSMC's construction sites in Taiwan found nothing worrying, although work remains suspended pending further investigation.
The maximum magnitude of the quake at chip manufacturing sites in Hsinchu, Longtan, and Zhunan science parks was 5, while at Taichung and Tainan it was a relatively tame 4.


	No joke: FTC boss goes on the Daily Show and is told Apple tried to block her


	Want to keep Windows 10 secure? This is how much Microsoft will charge you


	Happy 20th birthday Gmail, you're mostly grown up - now fix the spam


	Iowa sysadmin pleads guilty to 33-year identity theft of former coworker


	X's Grok AI is great - if you want to know how to hot wire a car, make drugs, or worse


Other impacts of the quake were spotted by semiconductor-scrying analyst firm TrendForce, which noticed a pause in production at a TSMC plant that produces product for Nvidia - but staff at that plant were not required to evacuate the building.
Nvidia has told media it doesn't expect the earthquake to have any impact on supply.
TrendForce agreed, predicting "these operations can be quickly resumed with minimal impact on supply."
Also according to TrendForce, Taiwan's memory business was similarly lucky: Sequential shutdowns had begun, but no significant equipment damages in the industry have yet been reported.
"The DRAM industry, primarily located in the northern and central parts of Taiwan, and the foundry industry, spread across the north, central, and southern regions of Taiwan, appear to have sustained minimal initial damage," the analyst firm wrote.
However, some memory suppliers have suspended pricing anyway. In the case of Micron, suspension of its DRAM is ongoing as it evaluates "post-disaster losses" before "[restarting] negotiations for 2Q24 contract prices."
TrendForce cautions that as DRAM and NAND Flash memory have shown weak demand and plenty of supply sits on shelves, the earthquake is not likely to impact pricing heavily - but a slight short-term increase is likely.
The earthquake remains the strongest experienced in Taiwan in 25 years. The potential for future quakes to impact supply of semiconductors has again focused attention on the concentration of manufacturing in Taiwan - one factor in present geopolitical tensions and attempts to diversify silicon supply chains. (r)
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    AWS severs connection with several hundred staff

    
'Necessary,' 'focusing our efforts,' 'deliver maximum impact' ... sounds just like all the other tech layoffs lately    
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Hundreds of Amazon Web Services employees are being shown the door this week - a move the American technology behemoth said is necessary as it, like many others, moves to streamline operations.
AWS, the cloud computing arm of mega e-retailer Amazon, is making several hundred cuts in its sales, marketing, and global services group, and a few hundred roles are also being shed from its physical stores technology team, we're told. News of the move was confirmed by AWS in an email to The Register.
Amazon employs about 1.5 million globally, and it's believed to have north of 100,000 within AWS alone, to put the cuts in context.
"We've identified a few targeted areas of the organization we need to streamline in order to continue focusing our efforts on the key strategic areas that we believe will deliver maximum impact," an AWS spokesperson told us.
"We didn't make these decisions lightly ... but [they are] necessary as we continue to invest, hire, and optimize resources to deliver innovation for our customers."
Most of the roles being cut from the sales, marketing, and global services team are coming from the training and certification group, which AWS said had become largely redundant in the face of self-serve digital training and the outsourcing of instructor-led training to partners. 
"In other areas of our business, we have optimized our teams and have found duplications in job families such as program management and sales operations," AWS added. 


	Dell doubles down on layoffs, literally: 13,000 gone in the past year


	Hands up if you want to volunteer for layoffs, IBM tells staff


	Electronic Arts frags hundreds of workers 'to grow fandom'


	Cisco cuts 5% of workforce amid cautious enterprise spending


Word that Amazon is reducing headcount in its physical stores tech team isn't all that surprising given news this week that it planned to eliminate its automatic grab-and-go system at its physical grocery stores in favor of Dash smart cart (trolley for you UK readers) technology.
The carts automatically add items to a customer's bill as they're placed inside, whereas the previous approach used cameras located around stores to track items shoppers picked up off the shelves and automatically generated a bill at the end from those selections as they left. Customers would authenticate with Amazon as they entered so that the e-commerce giant knew who to charge.
"This [physical store team] decision is the result of a broader strategic shift in the use of some applications in Amazon's owned as well as in third-party stores," AWS told us, admitting that face recognition and other tech at its physical stores was on the way out. 
Crucially, it was reported last year that the majority - 700 in 1,000 - of automated just-walk-out sales needed human reviewers to check and confirm purchases, versus the 50 in 1,000 the IT giant was hoping for. The automatic AI systems just weren't able to perform accurately or correctly enough, requiring offshore workers to go over the camera footage manually and do the processing themselves, delaying receipts by hours, it was said.
And, of course, AWS doesn't want you to think that shrinking cloud margins or other issues are part of the layoff decision - we're told it's still hiring, with thousands of jobs posted across AWS and plans to expand headcount in core business areas. 
Ex-AWS employees are being given 60 days of pay and benefits, severance, and job search support as they're phased out of the firm. Amazon laid off more than 27,000 employees last year and tech industry layoffs have continued to be widespread in 2024. (r)
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    Software engineer helped put Sam Bankman-Fried behind bars, say prosecutors

    
CTO shared code from his laptop with investigation after FTX collapsed    
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Crypto-crook Sam Bankman-Fried's conviction was expedited by the cooperation of the chief software engineer at his FTX crypto exchange, prosecutors have revealed.
The former darling of the cryptocurrency world was sentenced to 25 years behind bars last week in what has been described as one of the largest cases of corporate fraud in US history.
Help from FTX co-founder and former Chief Technology Officer Gary Wang was a key part in speeding up the case, according to Assistant US Attorney Thane Rehn, one of the team who led the prosecution.
Wang's assistance was vital in helping investigators understand how Bankman-Fried effectively stole billions in customer funds from the FTX exchange, according to Reuters. This involved moving funds to trading outfit Alameda Research, also founded by Bankman-Fried.
"Without that [assistance], would we have found it? Probably," Rehn said. "But it would have taken a software expert weeks or even months."
Wang shared code from his laptop with the prosecution team shortly after FTX collapsed. In his testimony, he told the court that Bankman-Fried asked him to make changes to the code underpinning FTX's operations to allow Alameda to withdraw unlimited funds from the exchange.
Alameda used the funds to make bets that failed to pay off. When this was uncovered, customers started trying to withdraw their money from FTX, which drove the company into bankruptcy.


	FTX crypto-crook Sam Bankman-Fried gets 25 years in prison


	SBF likely off the hook for misplaced FTX funds after cops bust SIM swap ring


	FTX crypto-villain Sam Bankman-Fried convicted on all charges


	SBF on trial: The Python code that allegedly let Alameda hedge fund spend people's FTX deposits


Rehn highlighted the importance of the government's three main cooperating witnesses. This included Wang, former FTX engineering chief Nishad Singh, and former chief executive of Alameda Research, Caroline Ellison. All of these pleaded guilty to fraud and testified against Bankman-Fried during the trial.
The prosecution team is likely to recommend that the trial judge takes the cooperation of Wang, Singh, and Ellison into account when sentencing them.
There is no guarantee of this, given that they did not report any of the wrongdoing until investigators looked into FTX's collapse, and that Wang at least is reported to have admitted committing financial crimes while working at the company.
Bankman-Fried is expected to appeal, and has denied deliberately committing crimes, instead telling ABC News that FTX's insolvency was the result of "bad decisions" he made.
The affair has had a knock-on effect on the wider cryptocurrency industry, especially services that did business with FTX, leading some of them to also go bust. (r)
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    Want to keep Windows 10 secure? This is how much Microsoft will charge you

    
Hint: It will keep going up    
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Updated Microsoft has laid out the ground rules for getting Windows 10 Extended Security Updates (ESU) as market share figures indicate users are still giving Windows 11 a wide berth.
In a post published yesterday, Microsoft detailed the ways and costs of keeping Windows 10 security updates flowing past the October 14, 2025, cut-off date. The prices will be steep for most users unless you're just using your Windows 10 device to access a Windows 11 Cloud PC through Windows 365.
If you want an activation key to apply to a Windows 10 device, you'll pay $61 per device for Year 1. However, if you're using a Microsoft cloud-based update management tool like Intune, the price is discounted to $45.
And that Year 1 is significant. Microsoft noted: "The price will double every consecutive year for a maximum of three years. If you decide to jump into the program in Year Two, you'll have to pay for Year One too, as ESUs are cumulative."
So sticking with Windows 10 and wanting security patches will get expensive rather quickly. This is a far cry from when Microsoft was ramming the OS down users' throats whether they wanted it or not.
There is an exception to the rule. Education customers - including K12 and Higher Education - can pick up the ESU program for Windows 10 for $1 in the first year, rising to $2 and $4 in the second and third years respectively.


	Microsoft's first AI PCs Surface with Intel cores and a Copilot key


	Windows 10 failing to patch properly? You are most definitely not alone


	Copilot pane as annoying as Clippy may pop up in Windows 11


	Updates are plenty but fans are few in Windows 11 land


It is a shame that such generosity is not being extended to ordinary consumers and business users with perfectly functional computers who cannot upgrade to Windows 11 due to Microsoft's draconian hardware demands.
We asked Microsoft if there were any plans to discount support for consumers without pockets deep enough to buy newer hardware, and will update should the company wish to comment.
The announcement comes as Statcounter updated its market share statistics, which, in the absence of official figures from Microsoft, give an insight into how Windows 11 adoption is going.
In March 2024, Windows 11 actually lost market share compared to Windows 10. The latter stood at 69.04 per cent, a slight uptick on the previous month, while the former dropped to 26.72 per cent.
In its post, Microsoft described pricing for Year 1 of the Windows 10 Extended Security Updates program as "similar to the Windows 7 ESU Year 1 Price."
However, it did not mention the difference in market share at the same point in the life of the operating systems.
By our reckoning, Windows 10 had pulled ahead of previous versions two and a half years after its release. Windows 11 has some way to go before performing the same feat. (r)
Updated to add on April 4:
Microsoft has since been in touch to say: "Yesterday's news from Microsoft on Windows 10 ESU pricing was only for Commercial Organizations and EDU customers. Of note, the Windows IT Pro blog has been updated to include the following clarification: 'The details and pricing structure outlined in this post apply to commercial organizations only. Details will be shared at a later date for consumers and home users on our consumer end-of-support page. Educational organizations can find tailored information about Windows 10 end of support in the Microsoft Education Blog'."
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    Intel's foundry business bled $7B in 2023 with more to come

    
CEO Gelsinger promises sunny days ahead as he confirms reorg    
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Revenue at Intel's foundry business declined in 2023, leading to a $7 billion operating loss, and CEO Pat Gelsinger says this year could produce even nastier numbers as he revealed a reorg to help the chipmaker behave more like its rivals.
The reorg will see Intel report results from the following segments: Client Computing Group (CCG); Data Center and AI (DCAI); Network and Edge (NEX); Intel Foundry; Altera, an Intel Company (formerly Intel's Programmable Solutions Group); Mobileye; and Other.
Foundry is the only standalone segment. CCG, DCAI, and NEX will be counted as "Intel Products," while Altera, Mobileye, and Other will be classified "All Other."
This matters because Chipzilla has also decided the Foundry segment "will recognize revenues generated from both external Foundry customers and Intel Products, as well as technology development and product manufacturing costs historically allocated to Intel Products."
That means Foundry will charge Intel Products to make stuff, at what Intel has described as "a market-based price." Intel thinks it will also improve margins at Intel Products, in part because the true cost of requests for expedited manufacturing of certain wafers was hidden from product teams. Gelsinger said since Intel made those costs transparent, requests for expedited production fell by 95 percent.
To accompany news of the reorg, Intel delivered a rejigged set of financial filings [PDF] that present its recent results under its new structure.
That filing reveals that Foundry's 2023 revenue of $18.9 billion was well down on the $27.5 billion generated in 2022, while losses measured by operating income slipped from 2022's $5.17 billion to $6.95 billion.
Gelsinger said things could deteriorate further in 2024, which will be Foundry's worst year. But he also predicted profitability in 2027.
Intel shares plunged from $43.94 apiece to finish the day at $42.11, suggesting investors are not keen on this plan.
Foundry will slay, one day
During a webinar on which Gelsinger and chief financial officer David Zinsner explained Intel's adjusted structure, the CEO predicted the Foundry business will turn the corner in 2027 with $15 billion in annual external revenue - plus revenue from Intel Products.
By then, Intel will have reduced the amount of production it outsources to rival foundries from 30 to 20 percent.
That fifth of outsourced production will be needed despite Gelsinger saying Intel is nailing its new production processes.
He told investors the Intel 3 process is ready for high volume manufacturing today, and that Intel's 20A process will debut in 2024. Gelsinger said Intel's 18A process, thought to rival TSMC's most sophisticated efforts, will be "manufacturing ready at the end of the year, and the first Intel designs are in fab and we already have five external customers committed to 18A."
But those customers may have to wait. Gelsinger said most Intel wafers in 2025 - for its own consumption and Foundry customers - will be made on its 3, 7, and 10 processes. In the same year he predicted "a small amount of 18A wafers" will be available, with "a good amount of 18A wafers in 2026."


	Intel courts devs with open arms and exotic hardware


	TSMC boss says one-trillion transistor GPU is possible by early 2030s


	Standardization could open door to third-party chiplets in AMD designs


	Intel throws chips on the table, Microsoft plays the Copilot card in wild bet on AI PCs


But he was also bullish that this timeline means Intel will deliver on his turnaround pledge to deliver five new process nodes in four years.
He also teased another process node named 14A that is "already well under way to a complete solution set."
And for those of you thinking your Xeons are looking a bit tired, the CEO said two next-gen server CPUs, codenamed Clearwater Forest and Panther Lake, are already in the fab.
"Intel 3, a big step forward, but more to do," Gelsinger intoned. "18A is there, a bit ahead of competitors in time and delivering on power, performance, area, and major improvements in cost. 14A, the first embrace of high NA [lithography], and we expect to be ahead on time and on all metrics, power, performance, area, and cost across an entire spectrum."
Next stop? Becoming the second-biggest foundry business on the planet by 2030.


Read more... Intel is bleeding cash like a startup, says Timothy Prickett Morgan at The Next Platform.


In Gelsinger's telling, the hard work to get there has mostly been done. He said Intel has mastered chiplets and extreme ultraviolet lithography, invested capital to give it the capacity it needs to serve all its segments, and trimmed costs.
The creation of Intel Products and Intel Foundry, he said, means the former segment effectively becomes a fabless semiconductor design house, with a cost base typical of such operations.
"So all of this is a proper foundry with a proper fabless business with it," the CEO said.
Which is the model that's dominated the semiconductor industry for years - other than at Intel, which used to claim its integration was its strength.
But after a rotten 15 years in which it mostly missed the mobile market, watched its PC cash cow become less relevant, saw AMD become a serious threat in servers, and now faces a flotilla of competitors touting the Arm and RISC-V architectures, clearly something had to change. (r)
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