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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Windows 11 24H2 might call time on that old NAS under the stairs
        Richard Speed

        Avoidance of evil intent means required SMB signing and no more guest fallback Microsoft's Ned Pyle has issued a warning to Windows 11 24H2 users. Security has been tightened up, so attempting to access some third-party Network Attached Storage (NAS) devices or a USB drive plugged into certain routers might fail.... 

      

      
        European Space Agency's Vega-C rocket a step closer to returning to flight
        Richard Speed

        Latest nozzle redesign means a late 2024 launch is on the cards The European Space Agency (ESA) is getting closer to returning its Vega-C rocket to flight following a successful test by the prime contractor, Avio, at its Italian test facility....

      

      
        Salesforce expects lowest quarterly growth in two decades
        Lindsay Clark

        Allure of AI fails to inspire customers to increase software spending with CRM giant Salesforce has disappointed investors by posting revenue below expectation and forecasting sales for the next quarter at the lowest level of growth for more than two decades....

      

      
        Cybercriminals raid BBC pension database, steal records of over 25,000 people
        Connor Jones

        This just in: We lost your personal info, but here's 2 years' worth of Experian The BBC has emailed more than 25,000 current and former employees on one of its pension schemes after an unauthorized party broke into a database and stole their personal data....

      

      
        IT worker sued over 'vengeful' cyber harassment of policeman who issued a jaywalking ticket
        Connor Jones

        His hospital employer is also being sued for not stepping in sooner In an ongoing civil lawsuit, an IT worker is accused of launching a "destructive cyber campaign of hate and revenge" against a police officer and his family after being issued with a ticket for jaywalking....

      

      
        Promising results for osteoarthritis treatments tested in space
        Richard Speed

        More work needed to translate ISS success into something that can be used on Earth Boffins have used conditions aboard the International Space Station (ISS) to try out treatments for posttraumatic osteoarthritis.... 

      

      
        IBM spin-off Kyndryl accused of discriminating on basis of age, race, disability
        Thomas Claburn

        Five current and former employees file formal charges with US employment watchdog Exclusive  Kyndryl, the IT services firm spun out of IBM, has been accused by multiple employees within its CISO Defense security group of discrimination on the basis of age, race, and disability, in both internal complaints and formal charges filed with the US Equal Employment Opportunity Commission (EEOC)....

      

      
        Pretty much all of the headaches affecting MSPs are due to cybersecurity
        Connor Jones

        More cybercrime means more problems and understaffed teams stretched to the limit Managed Service Partners (MSPs) say cybersecurity dwarfs all other main concerns about staying competitive in today's market....

      

      
        AI future: Nvidia boffin hopes 'everything that moves will eventually be autonomous'
        Thomas Claburn

        Welcome to the 'agentic' era Video  The GenAI Summit 2024 opened at the Palace of Fine Arts in San Francisco, California, on Wednesday, and the people, who came to hear about artificial intelligence, had made a mess of things....

      

      
        Blame the SSD price hike on enterprise demand for AI servers
        Dan Robinson

        Samsung, SK, Kioxia and others make bank, booking double digit bounces in Q1 revenue NAND flash industry revenue is surfing a growth wave thanks to demand for solid state drives (SSDs) in AI servers, meaning increased prices for buyers as OEMs rush to stockpile components....

      

      
        Arm is so, so over this AI accelerator unit craze
        Chris Williams

        As it offers 3nm shake-and-bake Cortex-X925, A725 processor designs for phones, PCs Analysis  Arm this week announced the availability of new top-end CPU and GPU designs ready made for system-on-chips for laptops, smartphones, and similar personal electronics. These cores are expected to power next-gen Android phones, at least, by late 2024....

      

      
        Lenovo claims Dell has run off the VxRails and can't sell hyperconverged VMware
        Simon Sharwood

        Big Mike's server shack offered a cryptic response. PLUS: Nutanix results Lenovo has claimed that Dell's breakup with VMware by Broadcom goes deep - so deep that Virtzilla's ex-owner is currently unable to sell jointly engineered systems....

      

      
        Indian stock exchange finally encrypting all messages to traders
        Laura Dobberstein

        Requests for pricing will soon be encrypted, after implementation deadline was extended India's Bombay Stock Exchange (BSE) has told market participants they need to adopt encryption - which, shockingly, isn't already implemented - for certain messages sent to its trading platforms when using its Enhanced Trading Interface (ETI)....

      

      
        Malaysia stakes claim to become semiconductor superpower by luring $100B investment from ... somewhere
        Laura Dobberstein

        Suggests itself as the place to do high-end manufacturing without upsetting anyone Malaysia intends to court RM500 billion ($107 billion) worth of semiconductor industry investment, according to prime minister Anwar Ibrahim....

      

      
        Samsung workers treated for exposure to radiation in South Korea
        Simon Sharwood

        Workplace safety org identifies 26 hazards in the chipmaking process Two workers at a Samsung Electronics chip plant in South Korea have been treated for exposure to radiation.... 

      

      
        Chinese national cuffed on charges of running 'likely the world's largest botnet ever'
        Brandon Vigliarolo

        DoJ says 911 S5 crew earned $100M from 19 million PCs pwned by fake VPNs US authorities have arrested the alleged administrator of what FBI director Christopher Wray has described as "likely the world's largest botnet ever," comprising 19 million compromised Windows machines used by its operators to reap millions of dollars over the last decade....

      

      
        Miscreants claim they've snatched 560M people's info from Ticketmaster
        Jessica Lyons

        All that data allegedly going for a song on revived BreachForums Ticketmaster is believed to have had its IT breached by cybercriminals who claim to have stolen 1.3TB of data on 560 million of the corporation's customers - and are now selling all that info for $500,000....

      

      
        Multi-day DDoS storm batters Internet Archive
        Jessica Lyons

        Think this is bad? See what Big Media wants to do to us, warns founder Updated  The Internet Archive has been under a distributed-denial-of-service (DDoS) attack since Sunday, and is trying to keep services going....

      

      
        AI chip sales predicted to jump by a third this year - then cool off
        Matthew Connatser

        Gartner gives us a ray of hope amid ongoing hype and pressure to buy more hardware Gartner is predicting a 33 percent rise in revenue generated by AI chip sales in 2024 versus 2023....

      

      
        Two big computer vision papers boost prospect of safer self-driving vehicles
        Lindsay Clark

        New chip and camera technology bring closer potential of hands-free road time Like nuclear fusion and jet-packs, the self-driving car is a long-promised technology that has stalled for years - yet armed with research, boffins think they have created potential improvements.... 

      

      
        Activist investor pressures Texas Instruments to stop spending cash on fabs
        Matthew Connatser

        Thinking about tripling capacity by 2030? Start thinking about our returns... Notorious tech investment firm Elliott Management has penned a letter to Texas Instruments urging the company to change course on its aggressive plan to boost manufacturing capacity....

      

      
        Ex-OpenAI board member accuses Sam Altman of 'outright lying'
        Richard Speed

        Claims she and other members 'learned about ChatGPT on Twitter' OpenAI's board was only aware that ChatGPT had been launched after reading about it on Twitter, according to a former board member....

      

      
        Why RISC-V must get its messaging right on open standard vs open source
        Matthew Connatser

        It's the difference between export limits on specific chips - and a problematic blanket ban Feature  The possibility of America placing sanctions on RISC-V has increased the pressure on RV's governing body and its partners to get their messaging right about what this technology really is....

      

      
        MIT professor hoses down predictions AI will put a rocket under the economy
        Thomas Claburn

        It's easier to foresee growing inequality than surging growth Artificial intelligence may not do much to boost productivity - and could end up widening the income gap between owners of capital and workers....

      

      
        Google's in-house docs about search ranking leak online, sparking SEO frenzy
        Thomas Claburn

        GitHub trove details API features that 'contradict' Big G's public statements about how its engine works Updated  A trove of documents that appear to describe how Google ranks search results has appeared online, likely as the result of accidental publication by an in-house bot.... 
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    Windows 11 24H2 might call time on that old NAS under the stairs

    
Avoidance of evil intent means required SMB signing and no more guest fallback    


    
        By 
Richard Speed        
    

    
        Posted in OSes,
        
            30th May 2024 17:13 GMT
        
    


    
Microsoft's Ned Pyle has issued a warning to Windows 11 24H2 users. Security has been tightened up, so attempting to access some third-party Network Attached Storage (NAS) devices or a USB drive plugged into certain routers might fail.
Pyle, a principal program manager, has long been an advocate for driving a stake into the dark heart of earlier incarnations of the Server Message Block (SMB) protocol. For example, SMB1 is over 40 years old, and Pyle warned of its impending demise in 2022.
Windows 11 24H2 will take things further. According to Pyle, two changes have been made: SMB signing is now required by default on all connections, and guest fallback has been disabled on the Windows 11 Pro edition. The former prevents tampering on the network, while the latter improves security when connecting to an SMB server.
Pyle explains that Guest has been disabled because it lets the user connect to an SMB server with no username or password. While this state of affairs might be convenient for the maker of a NAS, as Pyle warns, "It means that your device can be tricked into connecting to a malicious server without prompting for credentials, then given ransomware or having your data stolen."
It has taken a while to get to this point. The Microsoft veteran noted that SMB signing had been available in Windows for 30 years, but its requirement by default on all connections was new. Similarly, Guest has been disabled in Windows for 25 years, and according to Pyle, SMB guest fallback has been disabled since Windows 10 in Enterprise, Education, and Pro for Workstation editions.
He said: "Both changes will make billions of devices more secure."
While the changes have been in the Windows Insider Dev and Canary builds for a year, some users excitedly upgrading to Windows 11 24H2 could get caught out.
Pyle explained: "There's one unavoidable consequence, though: we don't know when someone intended to be unsafe."


	Researchers call out QNAP for dragging its heels on patch development


	Ad agency boss owned two Ferraris but wouldn't buy a real server


	Microsoft confirms Windows Server 2025 is on the way


	Windows Server 2022 update gave ESXi host VMs the blue screen blues


The changes mean that Windows won't know if an evil server is trying to do something horrid or if the user is simply trying to access some holiday snaps on an old NAS.
Either way, Windows 11 will respond with various error messages ranging from the helpful - "You can't access this shared folder because your organization's security policies block unauthenticated guest access. These policies help protect your PC from unsafe or malicious devices on the network" - to the downright obscure - "System error 3227320323 has occurred."
It is possible to turn off the changes, thereby making Windows less secure but regaining access to a device deemed unsafe. However, Pyle recommends upgrading the device, either through a software or firmware update or by replacing it.
Where a setting change, update, or replacement isn't an option, Microsoft is keen to name and shame.
Pyle said: "If you have a third party NAS device that doesn't support SMB signing, we want to hear about it. Please email wontsignsmb@microsoft.com with the make and model of your NAS device so we can share with the world and perhaps get the vendor to fix it with an update." (r)
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    European Space Agency's Vega-C rocket a step closer to returning to flight

    
Latest nozzle redesign means a late 2024 launch is on the cards    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            30th May 2024 15:59 GMT
        
    


    
The European Space Agency (ESA) is getting closer to returning its Vega-C rocket to flight following a successful test by the prime contractor, Avio, at its Italian test facility.
[image: Zefiro-40 horizontal rocket test]
Zefiro-40 horizontal rocket test - Image (c) Avio


The Vega-C was grounded following a mishap in December 2022. In 2023, ESA announced the cause: a gradual deterioration in the nozzle of the Zefiro-40 solid rocket motor used for the second stage of the Vega-C.
The failure, coupled with the retirement of the Ariane 5, has meant ESA has had to use other vendors, such as SpaceX, to launch its spacecraft in the absence of a domestic capability.
One last flight of an earlier iteration of the Vega, which doesn't use the Zefiro-40 rocket, remains. In December it was announced that a pair of fuel tanks for the rocket had been misplaced, but managers are now confident of a launch in late summer.
Things aren't so simple for the Vega-C. The team redesigned the nozzle following the loss of the vehicle, but problems cropped up in testing towards the end of 2023, pushing a return-to-flight date deep into 2024.
According to Avio, the good news for managers is that an improved nozzle design performed as expected during a 94-second test that simulated "a nominal in-flight performance."


	Rocket Lab is a David among Goliaths in the space race


	Last Vega rocket launch delayed over fuel tank vanishing act


	European Space Agency grits teeth, preps contracts for SpaceX Galileo launch


	ESA goes back to the future with a space freighter... yes again


Another test is planned for October, and if all goes well, the Zefiro-40 solid rocket motor will be qualified and ready for a return to flight at the end of 2024.
The Vega-C is intended to replace the Vega, so a return to flight at the end of 2024 would be convenient timing. The launcher can place approximately 2,300 kg into a polar orbit and will plug the capability gap left by the loss of Russian launchers following Russia's invasion of Ukraine.
The Zefiro-40 itself is a 7.6 meter tall rocket motor loaded with more than 36 tons of solid propellant.
While the Vega-C inches closer to returning to flight, Europe's heavy-lift launcher, the Ariane 6, is finally set to make its maiden flight in July 2024. (r)
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    Salesforce expects lowest quarterly growth in two decades

    
Allure of AI fails to inspire customers to increase software spending with CRM giant    


    
        By 
Lindsay Clark        
    

    
        Posted in SaaS,
        
            30th May 2024 15:08 GMT
        
    


    
Salesforce has disappointed investors by posting revenue below expectation and forecasting sales for the next quarter at the lowest level of growth for more than two decades.
Despite this, the CRM giant said it would recover from the setback and would stick to its sales forecasts for the 2025 financial year.
For its Q1 ended April 30, Salesforce reported [PDF] revenue of $9.13 billion, up 11 percent on the same period last year. It posted net income of $1.5 billion for the quarter, up from $199 million in Q1 last year.
However, the company's first offence, at least according to investors, was to post revenue that fell short of the $9.18 billion expected by analysts. More seriously, the revenue for the next quarter, as forecast by the company, would be between $9.2 billion $9.25 billion, up around seven to eight percent compared to the previous year. Commentators were quick to point out this would be Salesforce's lowest quarterly growth since the SaaS company was founded in 1999.
As a result of missing expectation, Salesforce's share price fell more than 16 percent, cutting more tens of billions of dollars of the company's market capitalization.
On an earnings call, Brian Millham, Salesforce's chief operating officer, said the company had seen "elongated deal cycles, deal compression, and high levels of budget scrutiny."
Analysts questioned why the company would not reduce its expectations for its full-year guidance, given the shortfall for Q1 and forecast for Q2. One asked "why that's not leaving risk on the table."
CFO Amy Weaver said the company was benefiting from pricing and packaging changes that it introduced in the past year. "We're seeing a very healthy adoption around our industries projects. When I step back and really take a holistic view of the full year, we do feel confident that we will be within our guided range," she said.
Megabuyte research analyst Nathan Jackson said: "Salesforce's soft outlook hasn't been received well by investors in after-hours trading, with the major concern being a downgrade to full-year subscription growth guidance on the back of tougher trading conditions in Q1 25, which management expects through the remainder of the year.
"Another point from these results is that its investment in generative AI is not yet providing as significant a growth lever as initially expected, especially compared to other enterprise software vendors like Microsoft and ServiceNow," he said.
Salesforce's struggles to get customers to sign up to SaaS deals is an echo of fellow enterprise software vendor Workday, which cut its forecasts earlier this month on the back of a higher level of "deal scrutiny."


	Slack tweaks its principles in response to user outrage at AI slurping


	Valkey publishes release candidate and attracts new backer


	Salesforce apparently poised to slurp data management outfit Informatica


	ServiceNow goes to Washington DC, with a suitcase full of AI


Since becoming a poster child for the introduction of the SaaS model, Salesforce has attracted a bit of scrutiny from activist investors too, in recent years, as growth and margins have come under the magnifying glass.
Elliott Management revealed it had acquired a stake in Salesforce in January 2023, with Third Point Capital, Mason Morfit's ValueAct, Jeff Ubben's Inclusive Capital soon following suit.
By March, however, the lead activist investor said it would not seek a place on the Salesforce board after the CRM company cut around 7,000 jobs and improved results. (r)
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    Cybercriminals raid BBC pension database, steal records of over 25,000 people

    
This just in: We lost your personal info, but here's 2 years' worth of Experian    


    
        By 
Connor Jones        
    

    
        Posted in Cyber-crime,
        
            30th May 2024 14:02 GMT
        
    


    
The BBC has emailed more than 25,000 current and former employees on one of its pension schemes after an unauthorized party broke into a database and stole their personal data.
Names, national insurance numbers, dates of birth, sexes, and home addresses were included in the data that was exposed via a cloud database used by the BBC Pension Scheme's admin team, it told El Reg.
No financial information or login credentials were compromised, and the incident didn't affect the integrity of the scheme itself, its website, or the portal used by scheme members to manage their investments.
The incident was detected on May 21 by the BBC's infosec team, who brought in outside experts to help dig into the case. Results of the investigation, which is still ongoing, indicate that the stolen data hasn't been misused at present, and the database has now been locked down.
Every one of the circa 25,290 scheme members affected has been offered two years' worth of credit monitoring - Experian Identity Plus for UK residents and Experian IdentityWorks for those who absconded to enjoy retirement abroad. But that still hasn't appeased members who wrote to Vulture Central, who were quite clearly ticked off at the email notification they received on Wednesday evening.
A BBC Pension Scheme spokesperson said in a statement: "We sincerely apologize to members affected by this and appreciate this will be concerning. We want to reassure members that the BBC has responded quickly and that the source of the incident has been secured. We are working at pace with specialist teams internally and externally to understand how this happened and to monitor the situation. As a precaution, additional security measures have also been put in place.
"Whilst there is no action members need to take, it is important to be vigilant for any activity that seems unusual. We have written/are writing to members affected informing them of the incident, along with advice and support through our website and pension service line. We are also offering Scheme members affected free access to the Experian Identity Plus credit and web monitoring service, as an additional layer of security should they wish to use it.
"The incident has been reported to the Information Commissioner's Office and the Pensions Regulator."
The BBC Pension Scheme stopped accepting new members in 2010 and according to its 2023 accounts [PDF], there are currently 58,787 members on the scheme, meaning just under half were impacted by the data theft. 
The scheme was closed due to financial difficulties it owed to the 2008 crash, the Beeb's then-CFO Zarin Patel explained in a blog post. The value of the fund tumbled and as a result, the broadcaster made controversial changes that essentially reduced the payout for members.
Its generous public sector pension was considered a decent tradeoff for a BBC salary that wasn't as competitive as rival commercial broadcasters. Commenters under Patel's blog post said they felt "sick" after learning of the changes.
Members who joined the BBC after December 10, 2010, were enrolled in its "LifePlan" defined contribution plan.


	Miscreants claim they've snatched 560M people's info from Ticketmaster


	2.8M US folks learn their personal info was swiped months ago in Sav-Rx IT heist


	Council claims database pain forced it to drop apostrophes from street names


	BBC exterminates AI experiments used to promote Doctor Who


This week's incident is also the second major data theft incident at the Beeb in the space of a year. The broadcaster was one of the earliest major organizations to have been affected by Cl0p's mega-raid on unpatched MOVEit MFT users last year.
Third party payroll services provider Zellis was the source of the data leak, which also impacted British Airways, Aer Lingus, and high-street cosmetics retailer Boots.
The BBC said dates of birth, home addresses, national insurance numbers, and staff ID numbers were among the data types stolen in that break-in.
Security biz Emsisoft, which has been tracking MOVEit victims since May 2023, currently pegs the number of orgs whose data has been stolen using the flaw globally to be 2,773, affecting more than 95 million individuals. (r)
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    IT worker sued over 'vengeful' cyber harassment of policeman who issued a jaywalking ticket

    
His hospital employer is also being sued for not stepping in sooner    


    
        By 
Connor Jones        
    

    
        Posted in Security,
        
            30th May 2024 13:00 GMT
        
    


    
In an ongoing civil lawsuit, an IT worker is accused of launching a "destructive cyber campaign of hate and revenge" against a police officer and his family after being issued with a ticket for jaywalking.
The allegations against John Christopher Spatafore - who at the time worked for the US city of Fresno's Community Hospitals of Regional Central California (CHCC) - are broad. They include digital harassment, sextortion, invasion of privacy, infliction of emotional distress, and defamation against the unidentified officer's family. The family is seeking $16.5 million in damages and fees.
The saga began on October 25, 2019, when Spatafore was issued a ticket for jaywalking. Per the civil complaint's account, police bodycam footage of the arresting officer, the main plaintiff, showed the IT worker becoming upset before asking strange, personal, and "vaguely threatening" questions focused on the officer's home address and whether he had children. He also allegedly asked the policeman if he was aware that many officers die of suicide.
Over the following two weeks, the officer - identified only as John Doe - said he believed Spatafore was trying to break into his personal email and Xfinity accounts. Doe received at least 13 password reset emails during this time, which led to his assumption that the defendant was launching a cyberattack against him.
What followed was a barrage of emails, calls, and text messages sent to Officer Doe from all manner of companies with which Spatafore allegedly registered the officer's details, making false inquiries about luxury car purchases and solar panel fittings. The original complaint [PDF], filed on October 19 2021 alleges that Spatafore contacted "thousands" of companies and that contact attempts persisted up until the complaint was filed.
John Doe also alleges that there were "indications" that attempts to break into his home Wi-Fi and router were made, suggesting the defendant was within close proximity to the family home.
Per the complaint, Spatafore is also alleged to have filed three false police reports. The first impersonated the plaintiff, using his home address, date of birth, email address, and all three phone numbers (home, mobile, work). It included details of a hit and run committed by the officer, riding a police motorcycle on a sidewalk while appearing to be intoxicated on drugs and laughing aloud. The events were found to be untrue following an internal investigation.
The second false report was made impersonating the officer's sister-in-law, purportedly filing the report against Doe on behalf of his wife, alleging domestic violence. The false reports led to another investigation during which the officer's wife, identified only as Jane Doe, was questioned. The complaint asserts that the "humiliating" story spread throughout their community and John Doe's workplace, the Fresno Police Department.
The details of the third false report were never revealed to John Doe by his supervisor, which the complaint suggests was a measure taken to protect the officer.
According to the complaint, all three reports were traced back to an IP address at CHCC, which the plaintiff claims suggests Spatafore had used his employer's computers to file the reports.
According to Doe's complaint, based on the information included in the reports combined with the nature of Spatafore's employer, local law enforcement suspected the defendant to have also accessed John and Jane Doe's medical records either by himself or with assistance from hospital staff. 
The plaintiff goes on to allege that CHCC investigated and confirmed the reports were made using its computers, as were the thousands of fake inquiries to various companies, but said it couldn't determine if medical records were accessed. The complaint went on to claim that CHCC also told Fresno Police that Spatafore had heightened privileges in his role that allowed him to access medical records.
A second amended complaint [PDF] filed on August 31 2022 suggested that Fresno Police confirmed Spatafore had accessed the medical records, but doesn't mention the CHCC confirming this.
The complaint alleges that Spatafore then began a sextortion campaign that directed threatening messages to John and Jane Doe and their daughter. The messages suggested their personal computers and webcams had been compromised and that sensitive videos would be published online within 96 hours unless a payment was made. 
The plaintiffs say the messages were set up using an app and they were still being transmitted at the time of the complaint being filed.
The filing claims Spatafore also posed as John Doe when speaking to the City of Fresno, requesting essential services such as water and trash collection be terminated on Thanksgiving Day - November 28, 2019. The family had to spend time explaining it was an impersonation and get the services reinstated. 
The defendant was arrested a week earlier, on November 21, while driving within a mile of the Doe family household. The complaint says a black bag in the passenger-side footwell of Spatafore's car contained an unregistered revolver handgun for which he had no license to carry. A subsequent search of his property also found drugs, the complaint alleges.
The plaintiffs claim CHCC informed them that Spatafore's employment was terminated on the day of his arrest.
Spatafore later waived his Miranda rights and confessed to "nearly everything" he was accused of doing to the defendants, or so the complaint alleges. He also wrote an apology to the Doe family, who are seeking $5.55 million in restitution for each of the three plaintiffs.
CHCC is also being sued by the plaintiffs, mainly due to allegations of negligence and what was couched as its failure to curb Spatafore's actions sooner. The complaint alleges that CHCC was or should have been aware of Spatafore's actions since he was so open about it in the workplace and staff's online activities were monitored. 
CHCC denies each and every allegation leveled against it, according to its legal response [PDF]. It has also made repeated requests for discovery responses [PDF] from the Doe family which have not always been met, even with deadlines extended.
The Register approached CHCC for comment but it declined, saying: "Because this case is pending, we are unable to comment."
The next important date in the calendar for the case is June 7 - a pretrial discovery conference - which should offer all parties the opportunity to disclose any evidence they believe should be provided.
Completed treatment
Spatafore previously faced criminal charges in addition to the civil lawsuit the Doe family are pursuing against him. However, the criminal case was placed on hold after his lawyer, Corina Burchfield, had him placed in a mental health diversion program.
Completion of such programs can lead to the dismissal of criminal charges and the sealing of arrest records if defendants qualify and complete the full course of treatment, which can last up to two years. 
According to court records which The Reg has seen, he "successfully completed ... [the] diversion program, after which the criminal counts were 'dismissed'."
Burchfield told local news outlet The Fresno Bee that Spatafore, a grandfather and regular churchgoer, wasn't "in the right mental state at the time."
"When all of this happened, when he was arrested, he apologized and has been remorseful and apologetic," Burchfield told the publication. "He lost his job of 17 years over this. It was very out of character for him. It ruined his life."
Speaking to the claims made by the police officer, Burchfield said: "He was incredibly upset because this crossed over into his family life and he is using every possible outlet to punish my client and get some sort of compensation," she said. "But [Spatafore] got the help he needed and he is no danger to anybody." (r)
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    Promising results for osteoarthritis treatments tested in space

    
More work needed to translate ISS success into something that can be used on Earth    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            30th May 2024 12:00 GMT
        
    


    
Boffins have used conditions aboard the International Space Station (ISS) to try out treatments for posttraumatic osteoarthritis.
Alan Grodzinsky, who led the research, was initially inspired by the levels of early-onset osteoarthritis he'd seen in female athletes.
"Totally normal knee," he explained in the April 2024 issue of Upward, a publication devoted to the International Space Station (ISS) National Laboratory, "and all of a sudden, you have a joint injury, and within five or ten or 15 years, you develop full-blown osteoarthritis."
According to research, posttraumatic osteoarthritis (PTOA) affects around 20 percent of those 650 million people worldwide who have osteoarthritis, but there are no US Food and Drug Administration (FDA) approved drugs to treat it.
Studying how PTOA starts is tricky, with doctors tending to treat the symptoms rather than the cause. Delivering medication to the cartilage is also difficult.
The experiment onboard the ISS, sponsored by the ISS National Laboratory, involved a microphysiological system - also called a tissue chip - capable of mimicking the earliest events of PTOA's initiation. Researchers could then try different treatments to hinder or block the condition's progression.
According to Upward, the results have been striking, both in terms of the accuracy of the tissue chip in providing a joint model and in demonstrating the effectiveness of treatments.
"This opens up new possibilities for testing drugs and interventions for osteoarthritis and other joint disorders," said Grodzinsky. "It could also aid in developing preventative treatments."
The experiment worked by applying pressure to donor cartilage before launch to simulate an injury and then placing the tissues into cultures. The microfluidics system then delivered nutrients and, in some cases, drugs to the tissues to see how they reacted once onboard the ISS.
The experiment was launched as a payload on the SpaceX CRS-17 mission in 2019, but problems with its microfluidics system meant the team had to try again in December 2020 with a payload launched on the CRS-21 mission.
Researchers found that the space-tested drugs appeared to lessen the impact of the injury, and the environment aboard the ISS seemed to enhance inflammatory responses in both the test tissues and the control group.
It is, however, difficult to translate what worked on the ISS into a treatment that might work on Earth. Despite the innovative tissue chip approach, the donor sample size - two - needs to be expanded.


	Seriously, you do not want to make that cable your earth


	Space nukes: The unbelievably bad idea that's exactly that ... unbelievable


	Can solar power be beamed down from space? Yes. Is it commercially viable? Not yet


	Miles of optical fiber crafted aboard ISS marks manufacturing first


Grodzinsky wondered if the findings were a "luck of the draw."
Upward asked: "Did the tissue from two donor knees used in the tissue chips sent to space happen to have this response, or would this happen to anyone's tissue?"
It's a good question since it is unlikely that sufferers will be launched to the ISS anytime soon.
Grodzinsky observed that, unlike experiments on Earth, "you can't just go back up to the space station a week or two later."
So, promising stuff, but, as is so often the case with such experiments, more research is needed. (r)
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Exclusive Kyndryl, the IT services firm spun out of IBM, has been accused by multiple employees within its CISO Defense security group of discrimination on the basis of age, race, and disability, in both internal complaints and formal charges filed with the US Equal Employment Opportunity Commission (EEOC).
The Register has reviewed documents supporting allegations that include discrimination and retaliation against staff.
These files describe a years-long saga of staff allegedly being axed, moved, or demoted for taking time off work for health reasons, for being from India or non-White, and for other alleged unfair reasons.
It's a saga of a team experiencing an influx of workers from another company, sparking tensions over pay and performance. All of which will have to be probed and resolved by the employment commission.
'Avoid suspicion'
In an email exchange earlier this month, a Kyndryl security analyst, who having returned from short-term disability in December, felt he was being treated differently, and asked a manager whether he was facing retaliation for taking that time off.
The manager responded he was aware of others who believed they were being unfairly targeted, and then described a call with his own superiors that same month about another employee who had applied for short-term disability (STD).
On that call, it's claimed, the manager was told by his bosses that all those taking STD were going to be forced out albeit after a delay of several months to avoid people connecting their break from work for health reasons with their exit from the business.
"I brought up performance issues that needed to be addressed with that individual" - the other employee who applied for STD - "and was told that all the individuals that were on STD were people they were seeking to remove - but had to wait at least six months to avoid suspicion," the manager wrote in an email to the security analyst.
That claim, that the IT giant was deliberately and carefully quietly pushing out staff, is repeated in an April 30 whistle-blowing memo the manager sent up the chain within Kyndryl.
On May 16, the security analyst separately sent an email to Kyndryl's top-level leadership, including CEO Martin Schroeter. The analyst expressed concern about corporate direction and called for integrity and accountability from management.
"In my role within Kyndryl's cybersecurity team, I have witnessed and experienced firsthand troubling instances of cronyism, bullying, and retaliation that are eroding Kyndryl's culture and integrity," the security analyst alleged.
"Despite my efforts to raise these concerns through appropriate channels, including discussions with managers and HR, little action has been taken to address these issues effectively. The lack of accountability and transparency within our Resolver system, where employee complaints seemingly disappear without resolution, is deeply concerning. It appears to be nothing more than a facade, allowing misconduct to persist unchecked.
"Furthermore, I have documented evidence of targeted mistreatment of individuals within our CSIRT [computer security incident response team] department, including discriminatory actions against minorities and individuals with disabilities. This behavior not only undermines our core values but also compromises the effectiveness of our cybersecurity operations."
Kyndryl declined to comment.
Wendy Musell, counsel to employment law firm Levy Vinick Burrell Hyams LLP, told The Register: "If the evidence is as you've described it, there's enormous concern about liability."
Federal and state laws forbid employment discrimination on the basis of age, disability, national origin, or race, and other protected characteristics, she explained. "If the evidence shows these employees were targeted based on those characteristics, that would violate the law."
An institutional problem?
The group of affected Kyndryl employees has not yet filed a lawsuit, though The Register understands that's a possibility.
People who file charges with the EEOC typically wait up to 180 days for the commission to conclude its investigation and issue a Notice of Right to Sue, at which point the plaintiffs have 90 days to file a complaint. Complainants can also request a Notice of Right to Sue letter from the EEOC if they wish to file a claim before the EEOC concludes its inquiry.
The Register is aware of five EEOC charges that have been filed, plus a pending sixth charge, and at least eight internal "employee concern" complaints have been submitted to Kyndryl's human resources department.
We're told that one employee received a response from HR indicating that the alleged discrimination could not be substantiated and that an investigation has been concluded with no action taken.
A group of Kyndryl employees contacted The Register to call attention to a situation they believe is both unfair and illegal. These individuals, all over the age of 40 and predominantly minorities, include several disabled military veterans and those with serious health challenges. They claim they have been treated in ways that violate corporate policies and federal laws.


	IBM sued again for alleged discrimination - this time against White males


	US Equal Employment agency says Workday AI hiring bias case should continue


	SAP accused of age discrimination, retaliation by US whistleblower


	Ex-IBM staff ask US Supremes for help in bringing age-discrimination battle to court


The trouble began, we're told, in 2021 when Kyndryl started hiring folks from a security firm called Leidos, starting with one leader in particular. The Register understands that the subsequent recruitment of Leidos employees became significant enough that while IBM was preparing to spin off Kyndryl that year, Leidos served IBM with a cease-and-desist demand to end the ongoing hiring. Neither Leidos nor IBM responded to requests to confirm this.
Of the people brought over from Leidos, some got along well with their new colleagues at Kyndryl, but not all of them. For example, one person, the April 30 memo claimed, "fostered an environment that consistently favors former employees [from Leidos] over all other CISO Defense team members."
According to the security analyst's email to execs, certain individuals "prioritized personal agendas over the well-being of our employees and the success of our organization. Their actions have led to the deterioration of trust and morale within our teams."
Internal tension
Part of the friction between the Leidos imports and existing Kyndryl staff, many of whom came from IBM, reflects differences in pay and work expectations. Those from Leidos were allegedly given significantly higher salaries than their peers. They were also supposedly told by recruiters Talent Acquisition Partners that they could take unlimited time off. However, we understand from our sources that HR disputes promising that accommodation.
Our sources tell us that those allegedly targeted by management were labeled low-performers after processing a low number of security tickets. But those from Leidos supposedly weren't held to the same standard: When they had significantly lower ticket resolution rates, they received support from management for focusing on quality rather than quantity.
Not only that but: Since the spin-off in late 2021, a senior staffer with a non-Western name was dismissed from his position, due to organizational changes and allegations that he was fostering a hostile work environment by promoting a culture that pitted Leidos workers against those from IBM.
The manager told us those claims were unfounded and unsupported in documentation, and that proper personnel procedures weren't followed. The senior staffer, we're told, was removed from his position without any investigation. Seven months later, he was able to secure another position in another area of the company.
In the April 30 memo, titled "Concerns of Retaliation and Cronyism in Cyber Defense," the manager wrote that, in light of the removal of that particular person with the non-Western name, he feared "minorities would become a target in CISO Defense over the next year."
Kill list
In mid-November 2023, the manager reported receiving a message from above asking if there was anyone he wanted to get rid of. The manager said he provided "some names of people that I felt were the lowest achievers on the team."
The people upstairs, the manager said, came back with a different list of names, however. One exec in particular "was making it seem that the redeployment was a positive thing, that we were going to go get these people training and that they're going to get a new job in Security and Resiliency. And it was going to be like a positive impact on these individuals' careers, which I was okay with. Well, that ended up being completely erroneous."
Redeployment being an internal term for being moved to another role or, in this case specifically, terminated or laid off.
The manager explained that thereafter supervisors stopped asking for input. "At the end of November, they gave me a list of names and they said these are individuals that are also being put on the redeployment and what they did was cut the entire India cost center," he said.
They got rid of four people in India, the manager claimed, and on the Americas team, they nixed three employees from India, one from Hong Kong, one from Nigeria, and one from Laos. Only employees who had been born outside the US were removed in this administrative action, it's claimed, and the manager contends that these individuals do not qualify as low performers - based on their work metrics.
The manager subsequently had multiple conversations with several of these individuals who felt that race was part of the decision. "I mean, when you're looking at the names, it's kind of hard not to think that race could be involved," he explained.
"I couldn't tell them that it wasn't involved because [the staff overseeing this ouster] had literally told me that performance was not the measurement that they use to decide who was going to get released and who wasn't. So they didn't use metrics. They didn't use anything other than their gut feeling."
The security analyst who returned from STD leave in December explained that when he came back, there were perhaps two dozen new employees and even more who were gone. Over the course of about a year, we're told that the team has gone from close to 60 to just over 30. Some of the newcomers were from Leidos, cementing the feeling that Leidos staff were being prioritized over others by some in management.
"I mean, that's cool," the security analyst said. "Like, I have no problem with it. If they know what they're doing, by all means, right? But the way I look at things is that you don't s**t on your people in order to get rid of them, just because you don't like them or, you know, just to make room for your friends from your other company. That's just a no no."
Everyone's getting a hard time
Among the few White Americans caught in this internal shakeup was a veteran forensic investigator who suffered a stroke post-spin-off and was hospitalized for three weeks the following month, according to his EEOC filing.
"Subsequently," the IT investigator claimed in his EEOC charge document, a higher-up "unilaterally assigned me to a lower-ranking position without any prior discussion regarding the transfer ... I was relegated to an entry-level position without receiving any training or guidance."


	Three quarters of software engineers face retaliation for whistleblowing


	Law designed to stop AI bias in hiring decisions is so ineffective it's slowing similar initiatives


	Veteran wingman wants $1.75M from Boeing over emotional turbulence


	Ex-IBM sales veteran sues for access to health benefits


In August last year, the forensic analyst's physician submitted a request for reasonable accommodations to allow the analyst to perform his job - headphones, a microphone, and large monitor, and written policy directives.
HR reportedly agreed that these disability accommodations were reasonable. We're told, however, that HR never followed through by providing the physician-recommended items. Lacking the tools necessary to do his work, the forensic analyst was forced to take STD leave from September 2023 through March 2024. Additionally, he suffered a 50-percent salary reduction due to their untimely fulfillment of his requests.
Per his EEOC complaint, the forensic analyst is asking for reasonable disability accommodations so he can work with his doctors and therapist to return to his original position. Like colleagues in Kyndryl CSIRT who have made discrimination allegations, he claims that his performance was above average and that no verbal or written issues with his work were ever discussed or documented.
Citing the six people who were let go in December, all of whom were minorities, the forensic analyst told The Register, "They let go all those people at the same time. And they even said it's not due to performance.
"Well, if it's not due to performance, name the issue. There's never been a complaint. There's never been an issue. There's never been anything else. Then all of a sudden, when you start looking at the back history of what's going on, they're saying - which we do have evidence of - they're saying specifically, we're trying to get rid of all the other minorities, they're trying to get rid of all the people with disabilities."
The EEOC in March said it received 81,055 new discrimination charges in 2023, an increase of 10.3 percent from FY 2022. (r)
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Managed Service Partners (MSPs) say cybersecurity dwarfs all other main concerns about staying competitive in today's market.
Adding to the already notoriously strained existence of an MSP is work that even folk in the infosec industry struggle to keep up with, and leaves those looking after client systems and IT struggling to juggle it all.


Adversaries don't break into organizations - they log in...


The findings were among security shop Sophos' latest survey of MSPs across the US, UK, Australia, and Germany - although the majority of responses came from the US.
The top three challenges reported by MSPs on the whole were all related to cybersecurity, illustrating the importance placed on it by customers:

	

Staying on top of security technologies




	
Employing additional security analysts to meet the pace of customer growth




	
Maintaining awareness of the latest threats




Keeping up-to-date with the latest technologies and solutions was also the most commonly reported answer when MSPs were asked about the single biggest challenge their business faces.
"Given the speed of innovation in this space, it is unsurprising that many MSPs are struggling to keep up," the report reads. 
"As threats evolve, so do the cyber controls that stop them. Existing technologies gain new capabilities while brand-new products are regularly released to the market. Keeping on top of all these developments is both difficult and time-consuming."
When asked about the biggest risks to their own businesses and their clients, many cited a shortage in security skills. Sophos' survey revealed that the single biggest perceived risk to both MSPs and their customers is a dearth of in-house security talent.
We won't misquote that myth that there are four million unfilled infosec jobs out there, or however many it's supposed to be now (the figure actually refers to how many qualified infoseccers there should be to meet the global demand for cyber services). However, the latest figures illustrate that the problem isn't improving, and hasn't for many years, as security becomes even more important for organizations while there just aren't the skills out there to satisfy the need.
For MSPs that offer managed detection and response (MDR) services and have an in-house security operations center (SOC), the average number of analysts staffing that SOC is 15, but there is a large variation between organizations that is largely dependent on the MSP's size. 
Guess who's up 2am local time? Yep, an attacker working in a different time zone
Smaller MSPs will naturally have far fewer analysts, and delivering a robust 24/7 service, which is fairly essential given attackers' habits of timing their operations during antisocial hours, becomes nigh-on impossible. 
In addition to the staffing issue, MSPs admit that having legitimate credentials stolen and bought by cybercriminals presents an equally severe danger to themselves and their clients.
"Adversaries don't break into organizations - they log in," Sophos said. "Using stolen access data and credentials, often purchased on the dark web from an initial access broker (IAB), they impersonate legitimate employees to penetrate their target."
The vendor's data indicates that nearly a third of all ransomware attacks (29 percent) last year began as a result of miscreants acquiring login credentials, allowing them to gain an initial foothold in the victim's environment. 


	US govt now bans TikTok from contractors' work gear


	This is what to expect when a managed service provider gets popped


	Five Eyes turn spotlight on MSPs: Potential weak links in IT supply-chain security


	How do China's cyber-spies snoop on governments, NGOs? Probably like this


Sophos' observation is the same across the board. Both IBM and CrowdStrike released reports earlier this year showing a huge increase in cybercrims using valid credentials to launch attacks. 
IBM said it noticed a 71 percent year-on-year increase, representing 30 percent of all incidents it was called in to investigate. That makes it as dangerous as phishing, which also comprised 30 percent of all initial access vectors, according to its figures.
Phishing is and has been for some time considered to be the most common way attackers launch attacks, preying on human error. However, this tried and tested method was down 44 percent last year, IBM said earlier this year, thanks to, in part, the rise of credential abuse.
Sophos says that choosing partners that offer a wide variety of fully featured tools and services, and choosing a managed detection and response (MDR) partner that can alleviate that talent shortage, could go a long way in helping MSPs - especially the smaller ones - keep up with customers' growing demands for infosec expertise. (r)
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Video The GenAI Summit 2024 opened at the Palace of Fine Arts in San Francisco, California, on Wednesday, and the people, who came to hear about artificial intelligence, had made a mess of things.
Around 0900, as things were getting underway, a large crowd of attendees waited outside the venue in disorganized lines, held up as staff scrambled to find badges. This reporter was admitted after mentioning his media affiliation, without any verification challenge or scrutiny of identification. Everyone just wanted to get on with the show. Inside, admission to the VIP-only AGI keynote in the theater was similarly lax.
Jim Fan, senior research scientist at Nvidia and lead of its AI Agents Initiative, opened the show by revisiting the history of artificial intelligence, starting with Claude Shannon's chess machine Endgame. Various milestones were mentioned along the road to the "agentic era."
To begin at the end of Fan's presentation, the agentic era is where AI tech is headed, toward the development of software agents that orchestrate how foundational models interact with other models and systems.
The "agentic" era, Fan contends, is the next technological step after the "generative," "neural," and "classical" eras of AI.
"I believe in a future where everything that moves will eventually be autonomous," said Fan, without reflecting upon the potential implications.
Fan is trying to realize that vision through his work at Nvidia's GEAR Lab, where GEAR stands for Generalist Embodied Agent Research.
[image: Slide from Jim Fan's GenAI Summit 2024 presentation]
Slide from Jim Fan's GenAI Summit 2024 presentation - Click to enlarge


A generalist agent, Fan explained, needs to be able to survive, navigate, and explore an open-ended world. It needs to have vast knowledge of that world. And it should be able to do pretty much any task.
"First, the environment needs to be open-ended enough because the agent's capability will ultimately be upper-bounded by the environment complexity," said Fan. "And the planet Earth we live on is a perfect example, because Earth is so complex that it allows an algorithm called natural evolution over billions of years to create all the humans in this room."
Massive amounts of data are also required, said Fan, "because it's not possible to explore from scratch. You need some common sense to bootstrap the learning."
Also, he said, you need a foundation model powerful enough to learn from all these sources. "And this train of thought lands us in Minecraft," said Fan.
Through Minecraft and related projects like MineDojo, which consists of a simulator, database, and agent, Voyager, a lifelong learning agent for Minecraft, Eureka, an agent for training robots, MetaMorph, and Isaac Sim, Fan believes technologists will be able to train foundational agents to the point that they can perform a vast array of useful tasks.
Minecraft can be used as a simulator to teach agents how to perform specific tasks. And with Isaac Sim, that training can be done incredibly quickly.
"Isaac Sim's greatest strength is to run physics simulation at a thousand times or more faster than real-time," said Fan.


	MIT professor hoses down predictions AI will put a rocket under the economy


	China shows off machine-gun-toting robot dog and its AI-powered puppy


	Colorado governor signs 'best in the world' right-to-repair law


	Ex-OpenAI board member accuses Sam Altman of 'outright lying'


In other words, the path to get from chatbots to robots that can do useful tasks in the real world gets much shorter with simulation tools that can cram years worth of training into days. In fact, for one demonstration, teaching a robot hand to spin a pen in its fingers, the software would outperform most human pen-spinners if the hardware were up to the task.
"There's actually no real five finger hardware hack in the world that can have so much force and agility to spin a pen," said Fan. "So we're still waiting for hardware providers to catch up with Eureka."
But for some applications, like teaching a robot dog to walk and maintain its balance atop a deformable yoga ball, foundation agents look promising.

  Youtube Video

"I believe training foundation agents will be very similar to ChatGPT," said Fan. "All language tasks can be expressed as text in and text out. And ChatGPT simply trains it by scaling it up across lots and lots of text. And very similar here, the foundation agent takes as a prompt an embodiment specification and a language instruction and then it outputs actions."
"The foundation agent is the next chapter for our GEAR Lab."
The robots are coming. (r)
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Samsung, SK, Kioxia and others make bank, booking double digit bounces in Q1 revenue    
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NAND flash industry revenue is surfing a growth wave thanks to demand for solid state drives (SSDs) in AI servers, meaning increased prices for buyers as OEMs rush to stockpile components.
The latest figures indicate that worldwide NAND flash revenue grew 28.1 percent to $14.71 billion in the first calendar quarter of this year, according to market watcher TrendForce.





	Company
	Revenue Q1 2024
	Revenue (QoQ %)
	Market share Q1 2024
	Market share Q4 2023




	Samsung
	$5.4 billion
	28.6%
	36.7%
	36.6%




	SK Group (SK hynix and Solidigm)
	$3.272 billion
	31.9%
	22.2%
	21.6%




	Kioxia
	$1.822 billion
	26.3%
	12.4%
	12.6%




	Micron
	$1.720 billion
	51.2%
	11.7%
	9.9%




	WDC
	$1.705 billion
	2.4%
	11.6%
	14.5%




	Others
	$790.6 million
	41.2%
	5.4%
	4.8%




	Total
	$14.7096 billion
	28.1%
	100%
	100%






Q1 2024 sales ranking of branded NAND flash makers
This was underpinned by demand for enterprise SSDs to fit out servers for AI processing, which began in February and subsequently led to large orders, it says.
In response, PC and smartphone vendors started increasing their inventory levels to manage rising prices, a move that has pushed up the cost of NAND flash as well as increasing shipment levels, TrendForce claims.
Things look set to change slightly for Q2 shipments. Consumer demand remains below expectations, TrendForce says, while those PC and smartphone makers have largely raised their NAND inventory levels, leading to more conservative purchasing policy.
On the other hand, ballooning enterprise SSD orders are continuing to push up the average price of NAND Flash by 15 percent, leading the analyst to forecast 10 percent sequential growth in Q2 NAND revenue.
Among the flash chipmakers, Samsung maintained leadership in the market and saw a 28.6 percent spike in revenue to $5.40 billion, compared with the previous quarter. Despite a cautious outlook for consumer orders in Q2, TrendForce forecasts that inflationary NAND flash contract prices will see Samsung's topline grow by another 20 percent.
Second placed SK Group, comprising SK hynix and Solidigm, saw an even larger increase in revenue of 31.9 percent to $3.27 billion, due to ramping orders from smartphone and server vendors. It is also forecast to see growth in shipments leading to another step up in revenue of about 20 percent in Q2.


	Samsung enterprise SSD prices skyrocket thanks to AI's appetite for storage


	PC 'price hike' coming as cost of memory soars - analysts


	Seagate joins the HDD price hike party, blames AI for spike in demand


	TSMC fully booked on advanced packaging until 2025


Kioxia, Toshiba's former memory biz, is in third place with NAND flash revenue of $1.82 billion. This represents a 26.3 percent quarterly increase, despite the company's shipments being affected by production cuts in the previous quarter. TrendForce expects it to also grow Q2 revenue by about 20 percent, supported by more flexible pricing that will boost its enterprise SSD shipments.
US chipmaker Micron just overtook Western Digital to claim the fourth spot in Q1. The company is said to have benefited from slightly lower prices than its competitors, resulting in a whopping 51.2 percent growth in revenue to $1.72 billion.
Western Digital's Q1 shipments were hit by a decline in retail market demand, according to TrendForce. Despite this, the rising NAND contract prices led to a 2.4 percent revenue increase to $1.71 billion.
TrendForce says that Western Digital aims to boost its enterprise SSD product line to drive future growth, but because of longer verification times for enterprise products, its short-term shipment growth prospects are limited, with Q2 revenue expected to remain flat.
And it isn't just enterprise SSDs that have experienced a hike in prices because of AI demand. High capacity rotating hard drives have also seen prices hikes because of the need to store vast amounts of data for AI training, as The Register reported last month.
Hard drive production was cut by as much as 20 percent during the previous two years due to falling orders during the pandemic, and manufacturers have now been caught unprepared for the sudden uptick in demand. (r)
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    Arm is so, so over this AI accelerator unit craze

    
As it offers 3nm shake-and-bake Cortex-X925, A725 processor designs for phones, PCs    
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Analysis Arm this week announced the availability of new top-end CPU and GPU designs ready made for system-on-chips for laptops, smartphones, and similar personal electronics. These cores are expected to power next-gen Android phones, at least, by late 2024.
The announcements touched a range of topics, some obvious from the marketing; some not. Here are the main takeaways in our view.
The new cores themselves
Arm announced the 64-bit Armv9.2 Cortex-A925 CPU core that succeeds last year's Cortex-X4. The X925 can be clocked up to 3.8GHz, can target 3nm process nodes, and according to Arm executes instructions at least roughly 15 percent faster than the X4 on a level-playing field.
We're told the CPU has various architectural improvements, such as double the L1 instruction and data cache bandwidth, a doubled instruction window size, better prefetching and branch prediction - key drivers of performance - and wider microarchitecture (eg, four rather than three load pipelines, double the integer multiplication execution, and increased SIMD/FP issue queues). All the stuff CPU designers get excited about. The key thing for users is that Arm believes devices powered by the X925 will in real-world use get a 36 percent increase in peak single-core performance over last year's hardware, dropping down to about a 30 percent average uplift in performance across a mix of workloads.
The X925 is intended to be the main beefy application core or cores in a big.Little CPU cluster of up to 14 cores total in future devices. How that cluster is configured is up to the system-on-chip designer that licenses this tech from Arm. The other CPU cores in the cluster can be the new mid-range Cortex-A725 and the smaller, efficient A520. The X925 can have up to a 3MB private L2 cache, while the A725 can go to 1MB L2. The cluster management system has been tuned to provide energy savings, too, we're told.
Then there's the new Immortalis-G925 GPU that chip designers can license and add to their processors; a 14-core G720 cluster is supposed to have roughly 30 percent or more performance over its 12-core G720 predecessor. It's said that the GPU and its drivers have been optimized to boost machine-learning tasks in games and graphical apps, particularly those built using Unity.
The G925, according to Arm, has some interesting hardware-level acceleration for reducing the amount of work the CPU-based rendering threads need to do; this includes in-GPU object sorting, avoiding the need to draw on screen stuff that's hidden anyway, and similarly better hidden surface removal. That should improve performance and reduce energy usage, which is good for battery-powered things. There are also optimizations to the hardware ray tracing, support for up to 24 GPU cores in a cluster, and improvements to the tiler and job dispatch to make use of that increase in GPU cores.


	Nvidia said to be prepping AI PC chip with Arm and Blackwell cores


	Arm servers are on Nutanix's long-range radar, not yet its to-do list


	Intel, AMD take a back seat as Qualcomm takes center stage in Microsoft's AI PC push


	Among AI infrastructure hopefuls, Qualcomm has become an unlikely ally


All in all, it's more Arm CPU and GPU cores from Arm with the usual promises of increased performance and efficiency, meaning the next batch of Android phones - among other things - will run faster and not eat the battery quite as much as they should. We'll await the independent reviews and benchmarking of real hardware.
Physical implementations
Normally, system-on-chip chip designers license cores and other bits and pieces from Arm to integrate into their processors; and then after carrying out rounds of testing, verification, and optimizing, these chip designers pass the final layout to a factory to manufacture and put into devices.
Last year Arm started offering pre-baked designs - physical implementations - of its cores that have already gone through optimization and validation with selected fabs; these designs were offered as Neoverse Compute Subsystems for datacenter-grade processors. This was offered as a way for server chip designers to get a jump-start in creating high-performance components.
Now Arm has taken that shake-and-bake approach to personal or client devices, and will offer complete physical implementations of the above new Cortex CPU and Immortalis GPU core designs under the banner of Compute Subsystems for Client. These designs were made with the help of TSMC and Samsung, specifically targeting those fabs' 3nm process nodes. Again, the idea being that chip designers license these physical implementations to include on their processor dies, and using TSMC or Samsung get a head start in creating competitive, high-end PC and mobile processors.
This is also necessary, in Arm's mind, because scaling below 7nm starts opening up engineering challenges that can't be simply solved by system-on-chip designers alone. The DRAM in the core caches, and the minute wires carrying signals from one part of the die to another, don't scale as easily down to 3nm as they did to 7nm, or so we're told. Unless you get the scaling just right, at the microarchitecture level, the resulting chip may not perform as well as expected.
That's led Arm to providing these optimized physical blueprints for its cores at 3nm, with the help of the fabs themselves, to help processor designers avoid what Arm staff have called a pain point in reaching 3nm. It's a step closer to taking Arm to all-out designing whole chips for its customers, though we get the feeling the biz still isn't ready for or willing to enter that kind of space.
We understand it's not necessary or required for Arm licensees to use the compute subsystem; they can license and integrate the cores as they've normally done but they'll have to do all the tuning and optimization themselves, and find a way to overcome the 3nm scaling issues without hampering core performance. Also it's not required that licensees have to use Arm's GPU if they pick the CPU cores; we're told there is no take-it-all-or-leave-it lock-in situation or similar here.
As we said, this is interesting but not totally revolutionary: Arm already offers this kind of pre-baked design IP for Neoverse. It's just extending that approach to client-level chips now.
Who needs separate AI accelerators?
Here's where things start to get a bit messy, and where Arm has to position itself carefully. Arm licenses its CPU and GPU designs to system-on-chip designers, which themselves can include in their processors their own custom hardware acceleration units for AI code. These units typically speed up the execution of matrix multiplication and other operations crucial to running neural networks, handily taking that work away from the CPU and GPU cores, and are often referred to as NPUs or neural processing units.
Arm's licensees, from Qualcomm to Google, love putting their own AI acceleration in their processors as this helps those designers differentiate their products from one another. And Arm doesn't want to step too much on people's toes and publicly state that it's not a fan of that custom acceleration. Arm staff stressed repeatedly to us that it is not anti-NPU.
But.
Arm told us that on Android at least, 70 percent of AI inference done by apps usually runs on a device's CPU cores, not the NPU if present nor on the GPU. Most application code just throws neural network and other ML operations at the CPU cores. There are a bunch of reasons why that happens, we presume one being that app makers don't want to make any assumptions about the hardware present in the device.
If it's possible to use a framework that auto-detects available acceleration and uses it, great, but generally: Inference is staying on the CPU. Of course, first-party apps, such as Google's own mobile software, are expected to make use of known built-in acceleration, such as Google's Tensor-branded NPUs in its Pixel range of phones.
And here's the main thing: Arm staff we spoke to want to see 80 to 90 percent of AI inference running on the CPU cores. That would, for one thing, avoid third-party apps from missing out on acceleration that first-party apps enjoy. That's because, crucially, this approach simplifies the environment for developers: It's OK to run AI work on the CPU cores because modern Arm CPU cores, such as the new Armv9.2 Cortexes above, include acceleration for AI operations at the CPU ISA level.
Specifically, we're talking about Armv9's Scalable Matrix Extension (SME2) as well as its Scalable Vector Extension (SVE2) instructions.
Arm really wants chip designers to migrate to using Armv9, which brings in more neural network acceleration on the CPU side. And that's kinda why Arm has this beef with Qualcomm, which is sticking to Armv8 (with NEON) and custom NPUs for its latest Nuvia-derived Snapdragon system-on-chips. You've got the likes of Apple on one side using Armv9 and SME2 in its latest M4 chips, and Qualcomm and others on the other side persisting with NPUs. Arm would be happier without this fragmentation going forward.
And so that brings us to KleidiAI, a handy open source library Arm has made available, is still developing, and is said to be upstreaming to projects like the LLM inference driver Llama.cpp, that provides a standard interface to all of the potential CPU-level acceleration available on the modern Arm architecture. It's best illustrated with this briefing slide:
[image: Slide summarizing Kleidi]
Arm-provided briefing slide summarizing KleidiAI - Click to enlarge


The idea, eventually, is that app developers won't have to use any new frameworks or APIs nor make any assumptions. They just keep using the engines they are already using; those engines will hopefully incorporate KleidiAI so that the right CPU-level acceleration is chosen automatically at runtime depending on the device being used, and AI operations are handled efficiently by the CPU cores without having to offload that work to a GPU or NPU.
Offloading that work to SME2 or SVE2 is preferable over NEON, we're led to believe.
Arm says it isn't against NPUs, and that it can see the benefit of offloading certain tasks to custom units. But our impression is that Arm is so done with the hype over AI accelerators and the notion that AI inference can only be properly performed by custom units.
For 90 percent of apps, Arm would rather you use its CPU cores and extensions like SME2 to run your neural networks. And that means more chip designers licensing more modern CPU cores from Arm, natch. (r)
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Lenovo has claimed that Dell's breakup with VMware by Broadcom goes deep - so deep that Virtzilla's ex-owner is currently unable to sell jointly engineered systems.
When Dell owned VMware, the two were seemingly inseparable. Michael Dell would often say VMware was the future of hybrid cloud and therefore of enterprise computing, and Dell the company backed that up by creating VxRail - a jointly engineered hyperconverged appliance that took the best of VMware and bundled it into ready-to-roll hardware to suit mid-market customers and bigger orgs that liked the idea of scale-out infrastructure.
Dell's competitors sometimes grumbled that they couldn't match VxRail because VMware and Dell were so close.
After Broadcom acquired VMware, Dell ended its distribution deal with the by-then-Broadcom business unit.
Now, Lenovo sources who worked on VMware's hyperconverged software stack have told The Register that Dell is out of the game - for two reasons.
One is that it's yet to sign a new agreement with Broadcom, meaning it can't currently resell VMware software bundled with VxRail appliances. Given that the whole point of VxRail is integration of Dell hardware and VMware's products, that's a problem.
The other pertains to recent changes in the orchestration code Broadcom requires to be installed in hyperconverged systems. Our Lenovo sources told us Dell's VxRail doesn't meet current requirements - but that its own hyperconverged systems do.
It's not uncommon for vendors to deliver a little scuttlebutt that paints their rivals in a bad light, which is why The Register always attempts to verify such claims. In this case, we asked Dell to comment on the two points alleged by Lenovo: licensing and software.
The PC vendor sent us the following statement in reply:


Broadcom is an important and valued partner of Dell Technologies, and we will continue to deliver value to our customers and partners who select Broadcom and VMware solutions.


That's not vastly different to the statement Dell offered when it decided not to renew its distribution deal with Broadcom. The first sentence is verbatim, and the second was "We will continue to evolve our relationship with Broadcom to deliver value to our business and our customers and partners."
But Dell wouldn't offer anything more.
We asked Broadcom if it has a deal with Dell, or has changed the requirements for hyperconverged appliances. We were told the acquisitive org has "nothing new to share at this stage."
So what's going on? Since acquiring VMware, Broadcom only sells four bundles of VMware products. Perhaps Broadcom's square-shaped bundles don't fit into the round VxRail hole? Or perhaps Broadcom's pricing - which it says can be less than VMware's but which users say is considerably higher - is a problem?
Meanwhile, at Nutanix ...
VxRail was arguably created to counter Nutanix, which pioneered the hyperconverged infrastructure market by combining compute, storage and networking in a single appliance and software stack. And as it happens, Nutanix on Wednesday announced its Q3 2024 results. Revenue grew 17 percent year-over-year to $524.6 million, but the biz returned to loss with an $11.6 million deficit.
It lifted its guidance for Annual Contract Value billings and cashflow, but did not increase overall revenue guidance.
Nutanix last week told The Register it thinks the times suit the business. Between Broadcom giving VMware customers many reasons to consider alternatives, the AI boom, and Nutanix's increasing investment in cloud-native offerings, execs told us they see higher interest in its offerings than ever before.
Yet after the results announcement, Nutanix's share price sank from over $73 to around $65.50 in after the bell trading.
Rajiv Ramaswami, Nutanix president and CEO, told The Register that the new deals his company is chasing are sometimes taking longer to land. He claimed the company won an eight-figure deal with a Fortune 50 financial services company, but it took two years to secure - and then turned out to be bigger than first forecast.
"Because of this dynamic our own internal projections for new business are at a slower pace," he lamented, admitting that Nutanix is "behind in terms of topline of new business."
Ramaswami also observed that Broadcom is showing a willingness "to be nimble and make changes. We see them being quite aggressive in the field when challenged." (r)
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India's Bombay Stock Exchange (BSE) has told market participants they need to adopt encryption - which, shockingly, isn't already implemented - for certain messages sent to its trading platforms when using its Enhanced Trading Interface (ETI).
ETI is the bourse's interface for traders, and sent out its directive last Monday.
"In this implementation, all the messages exchanged between member application and trading engine will require to be encrypted by the sender and decrypted by the receiver," specified the notice.
"All" is the key word here. Sources familiar with BSE processes tell The Register that most communications between BSE and brokers were already encrypted - as one would expect in 2024.
The new policy covers brokers requesting price quotes from the platform - an act that is a potentially valuable source of info, as the mere fact of asking for a price indicates a possible trade that could move the market. It is therefore surprising that they were not already encrypted.
The order to market participants comes after India's Securities and Exchange Board mandated encryption for comms with stock exchanges that fall under its purview.
BSE will use the AES 256 encryption algorithm for the price info. It began testing the protocol on March 28, making encrypted and non-encrypted channels available in parallel.
It then set a date to discontinue the non-encrypted channel on May 13, but that date came and went before being extended to June 8. Market participants who met the first deadline were encouraged not to wait before migrating applications to the encrypted channel.
"All existing applications working on non-encryption channel will not be able to connect to simulation post June 8, 2024. Thus, all member applications are requested to complete the development of encryption before the discontinuation date," the bourse has advised participants.


	By 2030, software developers will be using AI to cut their workload 'in half'


	Parliamentarians urge next UK govt to consider ban on smartphones for under-16s


	We polled thousands of IT pros - and sustainability just ain't a priority right now


	PayPal is planning an ad network built off your purchase history


	Will Windows drive a PC refresh? Everyone's talking about AI


"Encryption is important for trading because it keeps your data confidential between your company and the exchange," co-founder of commodity trading platform Topaz, Jo Finnigan, told The Reg. She included prices at which traders wish to buy or sell securities among information that a broker might not want others to see.
She added that unencrypted data can be manipulated en route, so an attacker could change the information sent in requests.
According to Finnigan, encryption is certainly the norm when it comes to both stock exchange and commodity trading.
The COO and co-founder allowed it is possible BSE has used other layers of security to mitigate risks when it comes to the communications that were not included in encryption.
According to a December 2023 ETI manual, some encryption already provided includes TLS encrypted payload connections for its low frequency (LF) sessions via a dedicated TLS port. An ETI LF session is typically used for providing functionalities like order management, market data access, and trade confirmation.
But when it comes to the unencrypted exchanges, Deutsche Borse - the developer of the Xetra ETI platform behind BSE's ETI platform - told The Register that component of the Indian exchange's app is its own responsibility.
Industry insiders told The Reg "any encryption or decryption will require some time in terms of processing" - which was likely the main deterrent for not implementing encryption on all BSE messages until now. (r)
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Malaysia intends to court RM500 billion ($107 billion) worth of semiconductor industry investment, according to prime minister Anwar Ibrahim.
Speaking at a conference [YouTube video - English-language portion of Anwar's speech begins at 15:47] in Kuala Lumpur on Tuesday, the government head expressed the desire for the country to build on its current strengths as a provider of outsourced assembly and testing (OSAT) services and move into high-end manufacturing semiconductor design, enhanced OSAT and advanced packaging, plus production of sophisticated semiconductor manufacturing equipment.
To understand the magnitude of the PM's ambition, his $107 billion target tops the combined funds offered under the European Union (EU43 billion/$47 billion) and US ($52 billion) CHIPS Acts.
Malaysia's plan is called the National Semiconductor Strategy (NSS) and calls for the establishment of ten local design and advanced chip manufacturing champions earning annual revenue of between $210 million and $1 billion, plus 100 "semiconductor-related companies" with revenue up to $210 million.


	Malaysia goes its own Huawei, won't ban Chinese vendor from 5G network


	Microsoft continues multibillion-dollar cloud and AI sprinkle in Malaysia


	From chips to cloud, tech titans continue to splash cash across APAC


	Huawei finally gives up on US schmoozing efforts


The prime minister envisioned those startups emerging as the result of a three-phase process. The first phase will leverage existing capacity to support modernizing OSAT, before moving toward advanced packaging, growing existing fabs, pursuing foreign investment to help expand local manufacturing capacity for old-school edge chips, and growing local design outfits.
"Phase two is all about moving to the frontier," Anwar said. To the prime minister, this means pursuing cutting-edge logic and memory chip design, fabrication, and testing.
The last phase sees domestic semiconductor design, manufacturing equipment and advanced packaging attracting buyers of advanced chips - such as Apple, Huawei, and Lenovo - to pursue sources of advanced manufacturing in Malaysia.
In Anwar's lengthy sales pitch - which touched on government incentives, multilingual workforce and free trade agreements - he offered Malaysia as a "bridge to connect countries open to tech collaboration."
Without directly mentioning conflict between China and the US, the prime minister suggested Malaysia is "offering itself as neutral ground that ensures all tech collaborations from the East and the West, North and the South."
"We also recognize that reaching the frontiers of chip technology is neither easy nor cheap," he added.
Malaysia has therefore committed $5.3 billion to advance some aspects of the NSS. But the PM's speech offered no detail on where $107 billion of investment will come from, when it will arrive, or where it will be spent. (r)
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Two workers at a Samsung Electronics chip plant in South Korea have been treated for exposure to radiation.
A notice posted on Wednesday by South Korea's Nuclear Safety and Security Commission revealed that it is investigating an incident that occurred May 27 at Samsung's Giheung campus.
The notice states that two workers' fingers were exposed to radiation, leading to their hospitalization. Abnormal symptoms have been detected in the pair, but the Commission revealed their blood tests have delivered normal results and no chromosomal abnormalities have been detected.
The Nuclear Commission points out that Samsung holds a license to employ X-ray fluorescence, a non-destructive technique used to analyze semiconductor wafers.
Local media report the workers reported swollen fingers and red spots on their hands, and that Samsung immediately offered appropriate assistance and reported the situation to the Commission.
Just what went wrong has not been revealed. The regulator also plans further investigation of Samsung's Giheung campus.


	Samsung disputes report Nvidia isn't happy with its HBM quality


	Thanks for the memory, South Korea tells nation's chip makers - now build processors


	Even TSMC can't cook chips fast enough to sate AI's hunger


	Samsung sole winner as US smartphone market hits sixth quarterly decline in a row


The campus is a sprawling affair, located around 40km south of South Korea's capital, Seoul. In 2022, Samsung announced it would host a new semiconductor research and development facility, alongside the existing manufacturing center.
Samsung operates at least three foundries in its home country, and fifteen R&D centers.
Even if this incident disrupts the Giheung facility it may not, therefore, have wide supply chain implications. Indeed, at the time of writing Samsung appears not to have made any public statements about disruptions to its operations as a result of this incident.
It does, however, highlight the complex and risky processes involved in production of advanced semiconductors. According to the US Occupational Safety and Health Administration, the industry presents at least 26 classes of known hazards.
OSHA's guidance suggests X-ray exposure is a risk during mask alignment and photo exposure - a part of the semiconductor manufacturing process during which patterns are etched onto a silicon substrate. (r)
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US authorities have arrested the alleged administrator of what FBI director Christopher Wray has described as "likely the world's largest botnet ever," comprising 19 million compromised Windows machines used by its operators to reap millions of dollars over the last decade.
"Working with our international partners, the FBI conducted a joint, sequenced cyber operation to dismantle the 911 S5 Botnet," Wray declared in a Justice Department statement. "We arrested its administrator, Yunhe Wang, seized infrastructure and assets, and levied sanctions against Wang and his co-conspirators."
Wray alleged the 911 S5 Botnet infected computers in nearly 200 countries and "facilitated a whole host of computer-enabled crimes, including financial frauds, identity theft, and child exploitation."
Wang is alleged not to have acted alone: a US Treasury announcement names Jingping Liu and Yanni Zheng as participants. Treasury also claimed that Wang netted around $99 million from his operations and spent some of that loot on a 2022 Ferrari F8 Spider S-A, a BMW i8, a BMW X7 M50d, and a Rolls-Royce.
Treasury's Office of Foreign Assets Control (OFAC) claimed the 911 S5 botnet was used by cyber criminals to file fraudulent Coronavirus aid relief claims, "resulting in the loss of billions of dollars to the US government." IP addresses compromised by 911 S5 were also linked to bomb threats issued in the US. Other residential IP addresses were abused "to commit widespread cyber-enabled fraud using compromised victim computers," OFAC alleged.
Yunhe Wang - who also holds an investor's passport giving citizenship to the Caribbean nation of St Kitts and Nevis - is accused of being 911 S5's primary administrator, while Jingping Liu is described as being a co-conspirator who laundered 911 S5 proceeds for Wang. Yanni Zheng was sanctioned for acting with power of attorney for Wang in making business transactions. Spicy Code Company Limited, Tulip Biz Pattaya Group Company Limited, and Lily Suites Company Limited - all owned by Wang - were also sanctioned by OFAC.
Wang faces 65 years in prison if convicted on charges of conspiracy to commit computer fraud, substantive computer fraud, conspiracy to commit wire fraud, and conspiracy to commit money laundering. The DoJ revealed it has recovered around $60 million in purloined assets and has taken control of 23 domains and over 70 servers.


	Vast botnet hijacks smart TVs for prime-time cybercrime


	Feds dismantle Russian GRU botnet built on 1,000-plus home, small biz routers


	FBI confirms it issued remote kill command to blow out Volt Typhoon's botnet


	Russian national pleads guilty to building now-dismantled IPStorm proxy botnet


911 S5's modus operandi has been known to the infosec community for several years, according to researchers from the University of Sherbrooke in Canada, who published an analysis of the botnet in 2022.
According to the Sherbrooke team, the botnet operates by offering a paid VPN service for customers - one that opened a backdoor into their machine for illicit use. The named services were Mask VPN, Dew VPN, Paladin VPN, ProxyGate, Shield VPN, and Shine VPN.
Anyone who bought access to 911 S5 gained access to any number of compromised machines using Mask, Dew or other compromised VPN services. The Sherbrooke team noted there's no vetting for 911 customers - so anyone could use it to commit cyber crimes using someone else's IP address.
Sherbrooke noted that the full extent of the 911 service was unknown, but the Treasury and DoJ's estimate paints a picture of a far larger botnet than the academics identified two years ago. (r)
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Ticketmaster is believed to have had its IT breached by cybercriminals who claim to have stolen 1.3TB of data on 560 million of the corporation's customers - and are now selling all that info for $500,000.
On Wednesday, Australia's Department of Home Affairs told The Register that government, at least, is "aware of a cyber incident impacting Ticketmaster," and that the "National Office of Cyber Security is engaging with Ticketmaster to understand the incident."
The records allegedly swiped from Ticketmaster include customers' names, email addresses, phone numbers, and physical addresses, as well as order info and credit card details -- specifically, the last four digits of the cards plus names and expiration dates.
California-based Ticketmaster did not respond to The Register's inquiries about the claimed security breach, including when the data would have been stolen -- and what, if anything, happened in the claimed heist and its aftermath.
A group of one or more miscreants using the handle ShinyHunters put the purportedly stolen Ticketmaster files up for sale on an underworld forum, and said the data included "customer fraud details" and "much more." To be clear: The Register has not verified the alleged customer database dump.
According to infosec watchers at VX-Underground, ShinyHunters quite possibly did not steal the data and are instead peddling it on behalf of the actual thieves. The records appear to go back to 2011, if not the 2000s, we're told.
"Whether the dataset is real and, if it is, where and when it was obtained are both unclear," noted Emsisoft threat analyst Brett Callow, who shared a screenshot of ShinyHunters' for-sale notice on Tuesday. This was before the Australian government confirmed there was at least a "cyber incident" affecting Ticketmaster.
The purported Ticketmaster data went on sale on Tuesday on the now-revived BreachForums, which declares the ShinyHunters crew as its administrator.
ShinyHunters was one of two previous BreachForums administrators, before police shut down an earlier incarnation of the notorious marketplace for stolen data and reportedly cuffed the other suspected admin two weeks ago. ShinyHunters told DataBreaches it did contact Ticketmaster before offering the customer data for sale, and claimed the biz never opened the message nor responded to it.


	BreachForums returns just weeks after FBI-led takedown


	Uncle Sam's had enough of Live Nation and Ticketmaster, sues to end monopoly


	Live Nation CFO on Taylor Swift ticket chaos: Don't blame me, bots made me crazy


	2.8M US folks learn their personal info was swiped months ago in Sav-Rx IT heist


This is the same crew of miscreants who bragged about stealing private info belonging to 70 million AT&T customers in August 2021 before trying to sell it for $1 million.
If it's legit, the Ticketmaster data dump comes at an especially bad time for the corporation, which is owned by Live Nation Entertainment. 
Last week, the US Department of Justice along with 30 state and district attorneys general, sued the entertainment giant for its allegedly anti-competitive business practices, and "monopolistic control over the live events industry."
Plus, fans are still unhappy with the ticket giant over last November's bot fiasco, which broke the Ticketmaster website and forced it to cancel its general sale of Taylor Swift concert tickets. The Swifties were not pleased.
Ani Chaudhuri, co-founder and CEO of data security firm Dasera, told The Register the long-term impact to Ticketmaster's reputation and customer trust could be "profound," following the latest breach accusations. 
"To regain credibility, Ticketmaster should be transparent about the breach, its impact, and the steps to prevent future incidents," Chaudhuri said, suggesting a full-blown review and overhaul of its security infrastructure. (r)
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Updated The Internet Archive has been under a distributed-denial-of-service (DDoS) attack since Sunday, and is trying to keep services going.
While the San Francisco institution has assured users that its collections and web archives are safe -- that's the good news -- it warns service remains spotty for the online library and its Wayback Machine.
Since the flood of phony network traffic began, attackers have launched "tens of thousands of fake information requests per second," according to Chris Freeland, director of library services at Archive.
[image: The Internet Archive in San Francisco]
Inside Internet Archive: 10PB+ of storage in a church

DON'T MISS
Whoever is doing the DDoSing remains unknown, Freeland added, and investigations are continuing.
And while the traffic tsunami has been "sustained, impactful, targeted, adaptive, and importantly, mean," it's not the biggest threat to the site, according to Brewster Kahle, founder and digital librarian of the Archive.
Specifically, he's talking about David-versus-Goliath-style lawsuits seeking to shut down the nonprofit internet library.
Kahle founded the nonprofit service - which provides free access to tons of digitized materials, from software and music to scans of print books -- in 1996. It also hosts the Wayback Machine, which archives huge numbers of web pages, and is especially useful when pages mysteriously vanish or change significantly without any indication that editing has gone on. 
The Internet Archive is right now fighting legal battles against major US book publishing companies and record labels, which have charged the site with copyright infringement and are seeking hundreds of millions of dollars in damages.
"If our patrons around the globe think this latest situation is upsetting, then they should be very worried about what the publishing and recording industries have in mind," Kahle said, according to Freeland's blog. 


	Internet Archive sued by record labels as battle with book publishers intensifies


	How the Internet Archive faces potential destruction at the hands of Big Four publishers


	Archive.org's Wayback Machine is legit legal evidence, US appeals court judges rule


	Pew: Quarter of web pages vanished in past decade


Last August, UMG Recordings, Capitol Records, Concord Bicycle Assets, CMGI Recorded Music Assets, Sony Music, and Arista Music filed a lawsuit against the nonprofit. 
This followed an earlier 2020 lawsuit filed by dead-tree publishers including the Hachette Book Group, HarperCollins Publishers, John Wiley & Sons and Penguin Random House. In March 2023, a federal judge rejected the Internet Archive's claim that it has a fair use right to lend digital copies of each printed book that it has purchased.
This decision opens the digital archive up to potentially paying huge damages to the publishers and almost certainly shuttering the hard-up non-profit.
Last month, the Internet Archive took what is described as a "decisive final step" in the publishers' lawsuit  and submitted its final appellate reply brief. 
Kahle described the lawsuits as an attempt "to destroy this library entirely and hobble all libraries everywhere."
"But just as we're resisting the DDoS attack, we appreciate all the support in pushing back on this unjust litigation against our library and others," he added. (r)
Updated to add
An anonymous gang calling itself SN_Blackmeta, which seems to be against US and Israeli interests and writes in English, Russian, and Arabic, has claimed responsibility for the DDoS attacks for reasons unknown. We'll take it with a grain of salt, and have put it to the Internet Archive for comment.
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    AI chip sales predicted to jump by a third this year - then cool off

    
Gartner gives us a ray of hope amid ongoing hype and pressure to buy more hardware    
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Gartner is predicting a 33 percent rise in revenue generated by AI chip sales in 2024 versus 2023.
The analyst house today said AI processor sales will reach just above $71 billion, compared to the $53.6 billion sold last year. Additionally, Gartner predicts this revenue will increase further by 29 percent to nearly $92 billion in 2025.
So that's a slowing growth, then, eh? Up 33 percent this year, then up 29 percent next year.
By AI chips, Gartner seems to mean any processor or accelerator that's specifically capable of speeding up machine-learning tasks in hardware, be that a datacenter accelerator, or an AI PC processor, or something in a car, and so on.
Speaking of which, this growth for AI chips is driven in part by datacenters. $21 billion of that estimated $71 billion in AI semiconductor revenue is derived from datacenter products alone, according to Gartner's stats. Chief among these server-grade parts are Nvidia's Hopper and the forthcoming Blackwell GPUs, and competing GPUs and other processors from suppliers including AMD, Intel, and others will undoubtedly contribute to the total as well.
"Today, generative AI (GenAI) is fueling demand for high-performance AI chips in data centers. In 2024, the value of AI accelerators used in servers, which offload data processing from microprocessors, will total $21 billion, and increase to $33 billion by 2028," Gartner VP analyst Alan Priestly said.


	Not even Chromebooks can escape AI PC craze: Google to inject Plus laptops with LLM juice


	Nvidia said to be prepping AI PC chip with Arm and Blackwell cores


	Will Windows drive a PC refresh? Everyone's talking about AI


	Microsoft Build 2024 looks like it's more about AI fluff than developer stuff


Additionally, Gartner says $33.4 billion, or nearly half of 2024's AI chip revenue, will come from AI PCs, cars, and other general computer devices. Interestingly, consumer electronics with AI will only generate $1.8 billion, according to Gartner. It posits the AI PC will only represent 22 percent of all personal computer shipments this year. Automotive applications are in fact far more lucrative, with a predicted $7.1 billion of revenue.
However, the notorious AI PC is set to play a significant role in rising revenue beyond 2024, as Gartner projects that every single enterprise PC sold in 2026 will be an AI PC. This implies a very fast rate of adoption among business users despite there being some hesitation today over whether more expensive AI PCs would actually be worth it.
AI PCs are hoped to spark growth in the desktop market, driven by the latest chips from Intel, AMD, and now Qualcomm with its Snapdragon X Elite. Even before the launch of new Arm chips for Windows, the advent of the AI PC has apparently already resulted in a positive Q1 for the industry. Though, this all hinges on users believing that AI PCs are worth buying. (r)
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    Two big computer vision papers boost prospect of safer self-driving vehicles

    
New chip and camera technology bring closer potential of hands-free road time    
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Like nuclear fusion and jet-packs, the self-driving car is a long-promised technology that has stalled for years - yet armed with research, boffins think they have created potential improvements.
Citizens of Phoenix, San Francisco, and Los Angeles are able to take one of Waymo's self-driving taxis, first introduced to the public in December 2020. But they have not been without their glitches. Just last month in San Francisco, for example, one of the taxi service's autonomous vehicles drove down the wrong side of the street to pass a unicycle. In December last year, a Waymo vehicle hit a backwards-facing pickup truck, resulting in a report with the US National Highway Traffic Safety Administration (NHTSA) and a software update.
But this week, not one but two groups of researchers bidding to improve the performance of self-driving cars and other autonomous vehicles have published papers in the international science journal Nature.
A design for a new chip geared towards autonomous vehicles has arrived from China. Tsinghua University's Luping Shi and colleagues have taken inspiration from the human visual system by both combining low-accuracy, fast event-based detection with more accurate, but slower visualization of an image.
The researchers were able to show the chip -- dubbed Tianmouc -- could process pixel arrays quickly and robustly in an automotive driving perception system.
In a paper published today, the authors said: "We demonstrate the integration of a Tianmouc chip into an autonomous driving system, showcasing its abilities to enable accurate, fast and robust perception, even in challenging corner cases on open roads. The primitive-based complementary sensing paradigm helps in overcoming fundamental limitations in developing vision systems for diverse open-world applications."
In a separate paper, Davide Scaramuzza, University of Zurich robotics and perception professor, and his colleagues adopt a similar hybrid approach but apply it to camera technologies.

  Youtube Video

Cameras for self-driving vehicles navigate a trade-off between bandwidth and latency. While high-res color cameras have good resolution, they require high bandwidth to detect rapid changes. Conversely, reducing the bandwidth increases latency, affecting the timely processing of data for potentially life-saving decision making.
To get out of this bind, the Swiss-based researchers developed a hybrid camera combining event processing with high-bandwidth image processing. Events cameras only record intensity changes, and report them as sparse measurements, meaning the system does not suffer from the bandwidth/latency trade-off.
The event camera is used to detect changes in the blind time between image frames using events. Event data converted into a graph, which changes over time and connects nearby points, is computed locally. The resulting hybrid object detector reduces the detection time in dangerous high-speed situations, according to an explanatory video.


	Among AI infrastructure hopefuls, Qualcomm has become an unlikely ally


	GhostStripe attack haunts self-driving cars by making them ignore road signs


	Boston Dynamics' humanoid Atlas is dead, long live the ... new commercial Atlas


	US military pulls the trigger, uses AI to target air strikes


In their paper, the authors say: "Our method exploits the high temporal resolution and sparsity of events and the rich but low temporal resolution information in standard images to generate efficient, high-rate object detections, reducing perceptual and computational latency."
They argue their use of a 20 frames per second RGB camera plus an event camera can achieve the same latency as a 5,000-fps camera with the bandwidth of a 45-fps camera without compromising accuracy.
"Our approach paves the way for efficient and robust perception in edge-case scenarios by uncovering the potential of event cameras," the authors write.
With a hybrid approach to both cameras and data processing in the offing, more widespread adoption of self-driving vehicles may be just around the corner. (r)
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    Activist investor pressures Texas Instruments to stop spending cash on fabs

    
Thinking about tripling capacity by 2030? Start thinking about our returns...    
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Notorious tech investment firm Elliott Management has penned a letter to Texas Instruments urging the company to change course on its aggressive plan to boost manufacturing capacity.
The $65 billion hedge fund, which has amassed a $2.5 billion stake in Texas Instruments, says in its letter [PDF] that the chipmaker is investing way too much into its 2022 plan to almost triple production capacity by 2030. Elliott Management's core reasoning is that TI is projected to overshoot demand by a significant margin in the coming years: 54 percent in 2026 and 50 percent in 2030, when the plan will be complete.
The expansion has already cost Texas Instruments billions. Its capital expenditure for most of the past 14 years has been a billion dollars or less, representing a single digit percentage of revenue. In 2021 and 2022, capex rose to 13 and 14 percent of revenue respectively, but that's nothing compared to the 29 percent seen in 2023. In 2024, capex is expected to rise further to 32 percent of revenue.
"Elevated capex is not inherently negative and, in some cases, it presents a great opportunity when customer demand is high and return-on-investment is compelling," the letter reads. "But here, TI is building to capacity levels that are 50 percent above consensus revenue expectations in 2026 and 2030 (and without providing guidance on how this capacity will ultimately contribute to free cash flow per share)."
Elliott isn't alone in its concerns, which are shared by analysts at both Wells Fargo and TD Cowen. They say Texas Instruments would need to achieve a compound annual growth rate (CAGR) of 19 to 20 percent to not have any excess capacity. The letter points out that achieving such a high growth rate now is unlikely as consumer demand has fallen off since 2022, which was the last year of the chip crunch started by the COVID-19 pandemic.
"When TI first announced its capital investment plan in 2022, consensus expectations for 2026 revenue were $26 billion," the hedge fund says. "Today, expectations have declined by 24 percent to $20 billion. Yet despite lower expected demand from customers, TI's targeted revenue capacity has remained unchanged at $30 billion."
Get out your hankies, because Elliott says the consequences for shareholders have been notable. Free cash flow per share, something that Texas Instruments has historically prided itself on, has decreased by more than 75 percent since 2022. By contrast, free cash flow per share grew at an annual rate of 17 percent from 2006 to 2019, Elliot complains.
Consequently, Texas Instruments has underperformed its competitors in the past few years, the missive continues. Texas Instruments' stock price has risen about 89 percent compared to five years ago, while both Microchip and Analog Devices have both gained about 140 percent in value. This isn't entirely due to the fab expansion plan, Elliott claims, but is still an important factor.
Build the fabs, but don't equip them until necessary
While Elliott criticizes the current fab expansion plan, the letter doesn't say Texas Instruments should scrap it entirely, since that would probably result in lots of wasted dollars. Instead, the hedge fund recommends a middle path that would see the analog and embedded processing chipmaker continue its plan to build the fabs, but not immediately equip them with all the tools necessary to bring production fully online.
Termed the "dynamic capacity-management approach," this strategy isn't actually new, not even to Texas Instruments, as Elliott points out. The semiconductor corp's Richardson, Texas fab started construction in 2004 but didn't become operational until 2009, since its capacity wasn't necessary. The facility was only equipped with chipmaking tools in 2009, which were apparently bought for "pennies on the dollar."
The letter also shares a slide from a 2012 investor presentation where Texas Instruments illustrated that it deliberately underequipped its fabs in order to not go far above actual demand. In that year, its excess capacity was around 30 percent, but could have been closer to 50 percent or so if the chip firm had fully kitted out its facilities.


	Activist Investor Elliott calls for a management reboot at Crown Castle


	Digital transformation expert on mass layoffs: I would have expected more from tech


	Western Digital execs vote to split biz in two: HDD and flash


	Activist investor KKR buys 20 percent of Asian datacenter outfit


The hedge fund guesses that if Texas Instruments were to pursue this idea, it could bring its excess capacity in 2026 down to 39 percent if current revenue projections are correct, and boost free cash flow per share more in line with the historical trend.
Elliott's recommendation is far less radical than what it has pushed through with other tech companies as of late. Last year, it penned a letter to cell tower firm Crown Castle that called for a brand new slate of executives. It also successfully lobbied for Western Digital to cut itself in two different companies, which is set to happen later this year.
A spokesperson at Texas Instruments sent The Reg a statement: "We received the letter yesterday and are reviewing it. As always, our focus is on continuing to make decisions that are in the best interest of TI and all of our shareholders." (r)
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    Ex-OpenAI board member accuses Sam Altman of 'outright lying'

    
Claims she and other members 'learned about ChatGPT on Twitter'    
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OpenAI's board was only aware that ChatGPT had been launched after reading about it on Twitter, according to a former board member.
Helen Toner, an AI researcher with an interest in the regulation of the technology, made the allegation on the TED AI Show podcast. Toner had been a board member at the time, and departed shortly after Sam Altman was fired and rehired by OpenAI late last year.
Toner was fiercely critical of Altman in the interview, and described the situation at OpenAI as "a completely unworkable place to be in as a board, especially a board that is supposed to be providing independent oversight over the company, not just helping the CEO to raise more money."
According to Toner, "We just couldn't believe the things that Sam was telling us."
The board was blindsided by ChatGPT's surprise launch, she alleged. "We learned about ChatGPT on Twitter," said Toner. Another example was Altman's ownership of the OpenAI Startup Fund.
Toner said, "On multiple occasions, he gave us inaccurate information about the small number of formal safety processes that the company did have in place, meaning it was basically impossible for the board to know how well those safety processes were working or what might need to change."
According to Toner, the mistrust reached the point where the board decided that Altman had to go, and the mayhem of last November ensued. Altman was abruptly fired and then welcomed back the following month.
"The OpenAI saga," said Toner, "shows that trying to do good and regulating yourself isn't enough."
Part of the friction experienced by Toner might have been due to a paper she co-wrote that appeared to criticize OpenAI's approach to safety compared to rival Anthropic. For her part, Toner described the paper as "way overplayed in the press." However, it is not difficult to imagine Altman being less than impressed by it.


	OpenAI sets up safety group in wake of high-profile exits


	OpenAI tells employees it won't claw back their vested equity


	Read AI about it... OpenAI does deal with News Corp


	Scarlett Johansson voices anger at OpenAI's unauthorized soundalike


"The problem was that after the paper came out, Sam started lying to other board members in order to push me off the board," Toner claimed.
Anthropic has been collecting former OpenAI staffers and scooping $4 billion from Amazon. Most recently, Jan Leike, formerly a lead safety researcher at OpenAI, announced that he would be joining Anthropic.
The Register asked OpenAI for comment on Toner's allegations and was directed to the closing minutes of the podcast, in which Bret Taylor, chair of the OpenAI board, said the super lab was "disappointed that Ms Toner continues to revisit these issues."
Taylor pointed out that the prior board's decision was not based on concerns around safety nor OpenAI's finances. He also claimed that more than 95 percent of OpenAI's employees asked for Altman's reinstatement and the resignation of the prior board.
"Our focus remains on moving forward and pursuing OpenAI's mission to ensure AGI benefits all of humanity." (r)
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    Why RISC-V must get its messaging right on open standard vs open source

    
It's the difference between export limits on specific chips - and a problematic blanket ban    
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Feature The possibility of America placing sanctions on RISC-V has increased the pressure on RV's governing body and its partners to get their messaging right about what this technology really is.
One of the primary tools of the US and China in their trade war is placing sanctions against each other. The United States and its allies have prevented China from importing certain advanced processors, tools for making chips, and intellectual property for chipmaking and AI. In retaliation, China has banned certain Western-made semiconductors from the country, and has been supporting efforts to make everything it needs in the Middle Kingdom itself.


The open source characterization [of RISC-V] was natural but frankly a mistake


RISC-V International - which oversees the open, royalty-free CPU instruction set architecture RISC-V - has been caught in the middle of this international squabbling. RV is used all across the world, including in America and China. Various US politicians from both the Republican and Democratic parties have voiced their concerns that the open nature of RISC-V allows Chinese companies to take American technology and bypass sanctions.
The RISC-V community would rather not have its instruction set architecture (ISA) hit with export or import sanctions, as that would affect adoption and encourage fragmentation. It hopes to avoid a crackdown by getting lawmakers, policy wonks, and officials to understand what the community sees as the subtle difference between open source and an open specification.
Simply put, they hope to press the point that it's one thing to hit a product with trade restrictions - say, a particular computer processor, or a paid-for software application, or even an open source project - but quite another to hit an open standard or specification with restrictions. It's the difference between banning, for example, exports of certain Ethernet network controllers, and straight up banning the export of Ethernet as a whole.
In the eyes of the RISC-V world, the latter - if applied to RISC-V - would be unfair overkill. It would be a blanket ban on all RISC-V-compatible processors rather than just those specifically chosen by a government on, say, national security grounds. As such, the community is hoping to educate everyone on the distinction between open source and open royalty-free specifications. RISC-V is a free and open specification, but that doesn't mean all RISC-V-compatible processors are open and freely available for China to take.
Haunted by an open source ghost
Software - be it applications, operating systems, you name it - is ultimately made up of instructions that tell the hardware what to do. A program might look up a value in memory, and if it's zero, take some action - each of these steps is typically an instruction for the processor to carry out. As an ISA, RISC-V describes the format and operation of these instructions on RISC-V processors. That way it should be possible to build programs for RISC-V that run on any and all compatible RISC-V chips.
All RISC-V does is specify what software should expect of a RISC-V processor - it is up to processor designers to decide how exactly they implement that specification. RISC-V is open and royalty free to use, but the chips themselves can be either open source designs or closed and proprietary. The RISC-V world fears it will be broadly hit with sanctions if it can't get officials to see that distinction.
That's not to say all those in public life are too dumb to understand. Anyone vaguely familiar with RISC-V may be confused that the official position of RISC-V International today is that its ISA is an open specification and explicitly not open source. But plenty of people since the birth of RISC-V in 2010 have called it open source - including RISC-V chip designers and other champions of the spec.
The ISA is not described as open source by Krste Asanovic and David Patterson, who helped steer the architecture's genesis, in their 2014 paper, "The case for RISC-V." That paper [PDF], which outlines the reasons why RISC-V would be good for the chip industry, almost exclusively refers to the ISA as simply "open" - rarely using either "source" "standard."
Early on in RISC-V's life, calling it open source wasn't really a problem, former RISC-V International CTO Mark Himelstein told The Register. The project, which originated in the Parallel Computing Laboratory at the University of California, Berkeley, was often compared to the open source operating system kernel, Linux. A great many initial RISC-V CPU designs were open source. At the time the RISC-V world was okay with that association with Linux, allowing it to ride the coattails of the kernel. And this idea that being open hardware meant no secrets, no proprietary lock-in, and no big bills for licensing and royalties.
Though seemingly innocuous, draping RISC-V in the open source banner resulted in unforeseen consequences.
"The open source characterization [of RISC-V] was natural but frankly a mistake," Himelstein lamented in hindsight. Once RISC-V began to mature and appeared in commercial applications, calling it open source no longer made sense. Engineering houses such as SiFive took the open RISC-V ISA and created non-open-source implementations of it in CPU cores for various chips.


We have made a concerted effort to update our terminology for greater clarity and consistency in our work as a standards body


"Our community thrives on the open collaboration, numerous contributions, and invested resources of our community," RISC-V International CEO Calista Redmond told The Register. "In this regard there are many similarities between how we cultivate our resulting technical deliverables and how the open source software community works. 
"Due to this, the terms 'open source' and 'standards' were often used interchangeably. We realized this was causing confusion as there are nuances between standards and open source software. Hence, we have made a concerted effort to update our terminology for greater clarity and consistency in our work as a standards body."
That effort to position RISC-V more clearly as an open specification rather than open source hardware came about some time in late 2022 and early 2023. The phrase "open standard" was put front and center, and Himelstein explained as much in May 2023 outlining the differences between open source and open standard - stating that RISC-V was definitely the latter. Its implementations can be either open source or commercial and closed, but the ISA itself is a collection of ratified documentation.
It didn't take long for RISC-V International to pivot from clearing up confusion to battling a potential US ban on the architecture's export.
Not a national security risk nor sanctionable, says RISC-V firms
The initial push for sanctions on RISC-V came in the latter half of 2023, when Republican and Democrat members of Congress voiced their concerns in a letter [PDF] to commerce secretary Gina Raimondo about the ISA being a gateway for China and other rival countries to get their hands on US technology.
"RISC-V is an open source technology instruction set used for the development of custom processors," the memo read. "RISC-V allows the People's Republic of China (PRC) to use open source architecture to develop advanced chips without needing a license from the US government. For example, leading PRC AI firm Biren is on the Department of Commerce's Entity List and is reportedly working with RISC-V technology."
RISC-V advocates protest this characterization of the ISA as "open source" - it isn't a distinct technology to ban, in their eyes. The Register spoke to RISC-V International and outfits that design their own RV-compatible processors, and they pretty much all argued that sanctions wouldn't merely be disruptive and terrible publicity, they'd be more or less impossible to enforce.
"Sanctioning RISC-V gets unimaginable pretty fast," explained SiFive senior vice president Jack Kang. Since RISC-V is an open standard that is already well documented in public, it would be impossible to ban it effectively and prevent China from using the architecture. It would basically be like a ban on Wi-Fi or PCIe - an analogy many in the community have used, including RISC-V International boss Calista Redmond.
What's more, the RISC in RISC-V stands for Reduced Instruction Set Computer; by its very nature, RISC-V is a small ISA. It has a base specification of no more than about 50 instructions, with optional extensions that bring in more instruction types. This is far less than what's set out by rival x86 and Arm specifications. RV isn't a sprawling architecture or a crucial blueprint for Beijing to exploit freely, so there isn't a whole lot to ban - or so the argument goes. All the magic and technology is below the ISA, in the individual CPU core implementations - some of which are open source, and some not.
"The amount of information published about RISC-V is less than that which is published about Arm and x86," Kang observed.
Another facet to this is that RISC-V International is based in Switzerland, while a lot of RV CPU design work is done in the US or within reach of Uncle Sam. It would be interesting, to say the at least, to see how export controls on the ISA might work in that context.


	Google pulls RISC-V support from generic Android kernel


	RISC-V AI chip upstart Rivos plans to undercut Nvidia, helped by a quarter-billion in VC lucre


	SiFive is back with another 64-bit RISC-V dev board - hopefully


	China creates $47B chiptech investment fund


And though many RISC-V CPU cores were open source in the beginning, it's not in the interests of RISC-V outfits to make their designs open source, since that would allow competitors - including those in China - to use them for free. So although the ISA remains open, implementations are increasingly closed.
"SiFive's products are not open source," Kang noted. Virtually all open source RISC-V CPUs were designed by researchers and academics, but there's very little incentive for a business like SiFive to open source a core that's commercially competitive.
Andes Technology, another RISC-V chip designer, concurred. "RISC-V is more of an idea that everyone riffs off of," an Andes representative told The Register.
Undoubtedly, the existence of RISC-V does give Chinese chip designers a good starting point on processor development as well as a software ecosystem. Linux, various toolchains, and other code has been ported to the ISA. But those designers are on their own if they want to pursue AI and high-performance computing.
"Distinguishing between 'open standard' and 'open source' architecture is not a preference in vernacular," SiFive argued. "There are fundamental differences between these terms that dictate how ISAs are designed, used and protected."
That's not even mentioning the fact that China struggles to produce advanced chips (usually defined as using a smaller than 10nm process node) at scale, and will probably struggle to do so for years to come.
It's difficult to get politicians to listen, but it's not risky at the moment
Communicating these points to politicians to get them to back down from potential sanctions has been difficult.
Part of the problem is that the topic is fairly technical. At a glance, the difference between open source and open standard may seem pretty minor, and the years of saying RISC-V is completely open and free without nuance didn't help.
But there may be more to it than just basic confusion. In January, the New York Times reported that Arm was lobbying politicians for restrictions on RISC-V.
Arm sees RISC-V as a significant rival, and the feeling is mutual. RISC-V International likes to point out the licensing fees associated with using Arm technologies, and the restrictions Arm places on the tweaking of its tech. Those in the RISC-V camp see Arm as expensive and inflexible, while the Arm world sees RISC-V as fragmented, too flexible, and lagging in terms of design and performance.
None of the individuals The Register spoke to in the RISC-V industry could say with certainty that Arm was whispering in the ears of policymakers - but they all suspected that was the case.
The idea of the US sanctioning RISC-V in some way is ludicrous, but if it happened it would probably hurt the States more than some would think. It would disrupt businesses that provide competition to the likes of Arm and Intel, which leaves system-on-chip designers and users worse off, while China continues to use the ISA. Private enterprises such as SiFive would be disadvantaged - but so would NASA, which is a SiFive customer.
"If people aren't understanding the distinction, poor policy decisions can be made with huge unintended consequences, practical or not," Kang argued.
One of the greatest safeguards that could stave off sanctions is RISC-V increasing its popularity and usage. "The only thing we can do is make RISC-V bigger every year," an Andes spokesperson suggested. "The bigger it is, the harder it is to sanction."
Without sanctions to keep it down, RISC-V is expected to expand in the coming years. Analysis firm Omdia predicted AI and automotive sectors will drive adoption of RISC-V chips, and estimates nearly 600 million AI-accelerating RV-compatible CPU cores will be produced annually by 2030. In total, it reckons 17 billion RISC-V chips of all sorts will ship in 2030.
RISC-V is not exactly fighting for its life, yet. Neither RISC-V International nor orgs using the ISA are too concerned about proposed sanctions coming through - at least not under the Biden administration. And although commerce secretary Raimondo is now looking into the sanctions suggested in the bipartisan letter from last year, Kang doesn't think it's an indication that any action will be taken.
"The recent letter from the Department of Commerce takes the right approach, and SiFive is in support of this re-examination," he opined, referring to this letter from the Dept of Commerce to lawmakers promising a review of possible action.
The messaging issue surrounding RISC-V will probably persist for a while longer - especially as it gains in popularity, in both the US and China. The situation isn't critical, but sticking to a consistent message in the long term will be necessary to keep it that way. (r)
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    MIT professor hoses down predictions AI will put a rocket under the economy

    
It's easier to foresee growing inequality than surging growth    
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Artificial intelligence may not do much to boost productivity - and could end up widening the income gap between owners of capital and workers.
In a US National Bureau of Economic Research paper titled "The Simple Macroeconomics of AI," Daron Acemoglu, professor of economics at Massachusetts Institute of Technology, argues that predictions AI will improve productivity and boost wages in a "blue-collar bonanza" are overly optimistic.
"AI will have implications for the macroeconomy, productivity, wages and inequality, but all of them are very hard to predict," Acemoglu argues. "This has not stopped a series of forecasts over the last year, often centering on the productivity gains that AI will trigger."
One rosy forecast predicts the advent of AI will see 100 percent GDP growth over the next decade, and a more modest forecast from Goldman Sachs of "seven percent (or almost $7 trillion) increase in global GDP and lift productivity growth by 1.5 percentage points over a ten-year period." Similar optimism was evident in last year's McKinsey Global Institute report, which suggested AI and other automation tech could increase annual average GDP growth by 0.5 to 3.4 percentage points in advanced economies over the next decade.
Acemoglu is skeptical, noting that prior introductions of automation through robotics benefited business owners and managers while workers experienced more negative outcomes.
Based on research last year that estimated about 20 percent of US workers could have half of their jobs done by an LLM, Acemoglu estimates that AI can save 27 percent in labor costs, or 14.4 percent in overall costs.
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But those figures don't necessarily do much for productivity.
"This calculation implies that total factor productivity (TFP) effects within the next ten years should be no more than 0.66 percent in total - or approximately a 0.064 percent increase in TFP growth annually," Acemoglu reasons.
The professor therefore anticipates AI will boost GDP growth by only 0.93 percent to 1.16 percent over the next decade.
But even that figure may be too optimistic, he argues, because productivity estimates come from automating "easy tasks" - future tasks may be more complicated and less amenable to automation. He therefore contends there will be a more modest increase in TFP and GDP in the next ten years - on the order of 0.53 percent and 0.90 percent, respectively.
And some of that GDP growth may not improve overall economic welfare if the investment in AI brings with it extra costs, like higher energy consumption requirements.
Acemoglu goes on to argue that AI is unlikely to significantly improve wages and that even if the technology improves the productivity of low-end and middle-performing workers, it may not reduce inequality.
"I estimate that AI will not reduce inequality and is likely to have a negative effect on the real earnings of low-education women (especially white, native-born low-education women)," he asserts in his paper. His findings also suggest that "AI will further expand the gap between capital and labor income as a whole." (r)
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    Google's in-house docs about search ranking leak online, sparking SEO frenzy

    
GitHub trove details API features that 'contradict' Big G's public statements about how its engine works    
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Updated A trove of documents that appear to describe how Google ranks search results has appeared online, likely as the result of accidental publication by an in-house bot.
The leaked documentation describes an old version of Google's Content Warehouse API and provides a glimpse of Google Search's inner workings.
The material appears to have been inadvertently committed to a publicly accessible Google-owned repository on GitHub around March 13 by the web giant's own automated tooling. That automation tacked an Apache 2.0 open source license on the commit, as is standard for Google's public documentation. A follow-up commit on May 7 attempted to undo the leak.
The material was nonetheless spotted by Erfan Azimi, CEO of search engine optimization (SEO) biz EA Digital Eagle and were then disclosed on Sunday by fellow SEO operatives Rand Fishkin, CEO of SparkToro and Michael King, CEO of iPullRank.
These documents do not contain code or the like, and instead describe how to use Google's Content Warehouse API that's likely intended for internal use only; the leaked documentation includes numerous references to internal systems and projects. While there is a similarly named Google Cloud API that's already public, what ended up on GitHub goes well beyond that, it seems.
The files are noteworthy for what they reveal about the things Google considers important when ranking web pages for relevancy, a matter of enduring interest to anyone involved in the SEO business and/or anyone operating a website and hoping Google will help it to win traffic.
Among the 2,500-plus pages of documentation, assembled for easy perusal here, there are details on more than 14,000 attributes accessible or associated with the API, though scant information about whether all these signals are used and their importance. It is therefore hard to discern the weight Google applies to the attributes in its search result ranking algorithm.
But SEO consultants believe the documents contain noteworthy details because they differ from public statements made by Google representatives.
"Many of [Azimi's] claims [in an email describing the leak] directly contradict public statements made by Googlers over the years, in particular the company's repeated denial that click-centric user signals are employed, denial that subdomains are considered separately in rankings, denials of a sandbox for newer websites, denials that a domain's age is collected or considered, and more," explained SparkToro's Fishkin in a report.
iPullRank's King, in his post on the documents, pointed to a statement made by Google search advocate John Mueller, who said in a video that "we don't have anything like a website authority score" - a measure of whether Google considers a site authoritative and therefore worthy of higher rankings for search results.
But King notes that the docs reveal that as part of the Compressed Quality Signals Google stores for documents, a "siteAuthority" score can be calculated.
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Several other revelations are cited in the two posts.
One is the importance of clicks - and different types of clicks (good, bad, long, etc.) - are in determining how a webpage rankings. Google during the US v. Google antitrust trial acknowledged [PDF] that it considers click metrics as a ranking factor in web search.
Another is that Google uses websites viewed in Chrome as a quality signal, seen in the API as the parameter ChromeInTotal. "One of the modules related to page quality scores features a site-level measure of views from Chrome," according to King.
Additionally, the documents indicate that Google considers other factors like content freshness, authorship, whether a page is related to a site's central focus, alignment between page title and content, and "the average weighted font size of a term in the doc body."
Google did not respond to a request for comment. (r)
Updated to add
Post-publication Google has told The Register that everyone needs to calm down, and be aware that the accidentally revealed files may be missing vital context.
"We would caution against making inaccurate assumptions about Search based on out-of-context, outdated, or incomplete information," a spokesperson told us. "We've shared extensive information about how Search works and the types of factors that our systems weigh, while also working to protect the integrity of our results from manipulation."
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