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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        OpenAI might be a partner, but it's also a competitor, says Microsoft
        Brandon Vigliarolo

        Either Sam and Satya are on the rocks, or this is just more maneuvering to avoid regulatory scrutiny The honeymoon phase of Microsoft and OpenAI's relationship appears to be at an end, with Redmond naming the recipient of billions of its dollars a competitor in its latest annual report.... 

      

      
        FBI, CISA remind US voters that DDoS attacks can't touch election systems
        Connor Jones

        PSA comes amid multiple IT services crises in recent days US law enforcement and cybersecurity agencies are reminding the public that the country's voting systems will remain unaffected by distributed denial of service (DDoS) attacks as the next presidential election fast approaches....

      

      
        Uber and China's BYD agree deal to roll out 100,000 EV fleet
        Richard Speed

        No timeline yet, but drivers beware: Plans include collaboration on autonomous-capable vehicles Uber and BYD have struck a deal to bring 100,000 BYD electric vehicles onto the Uber platform, starting with Europe and Latin America....

      

      
        Qualcomm bullish on AI, teases flagship platform coming in October
        Dan Robinson

        Chip outfit boosted by Chinese market, but goals for smartphones, PCs are ambitious Qualcomm is confident its bet on AI in phones and Arm PCs will pay off, buoyed by more than 50 percent growth in revenue from Chinese handset makers and a promise of $700 Copilot+ PCs coming next year....

      

      
        Mozilla follows Google in losing trust in Entrust's TLS certificates
        Connor Jones

        Compliance failures and unsatisfactory responses mount from the long-time certificate authority Mozilla is following in Google Chrome's footsteps in officially distrusting Entrust as a root certificate authority (CA) following what it says was a protracted period of compliance failures.... 

      

      
        NASA pops repair kit in the mail so astronauts can fix leaky ISS telescope
        Richard Speed

        Upcoming spacewalk should help NICER see more nicely NASA is preparing to launch a repair kit to the International Space Station (ISS) for a telescope that was never designed to be tinkered with by astronauts....

      

      
        Microsoft services partly down Down Under for Kiwi users
        Richard Speed

        Maybe time to play the cloud hokey pokey? You put your workload in. You take your workload out... Updated  Microsoft Azure went down for customers in New Zealand earlier today, taking with it parts of Microsoft 365 and bite-sized chunks of the working day for employees still dealing with the effects of previous outages....

      

      
        Beetle mania: How bugs are inspiring the next gen of robot aviators
        Lindsay Clark

        Deploying and folding wings without power might be useful in a tight spot The rhinoceros beetle turns out to be an unlikely source of engineering inspiration for tiny flying robots that can fold their wings when resting or after a collision....

      

      
        Linux updates with an undo function? Some distros have that
        Liam Proven

        Snapshots, failover, recovery, and uninstallation on a plate The big names mostly can't yet, but some lesser-known Linux distributions offer the ability to undo updates and recover from damage, even automatically....

      

      
        UK court rules in Intel's favor in R2 Semi power patent case
        Tobias Mann

        Legal woes are still ongoing in Italy, France, and Germany The High Court of England and Wales has sided with Intel in a multinational patent dispute brought by R2 Semiconductor alleging the x86 giant infringed on its voltage regulation tech.... 

      

      
        Arm's lackluster Q2 outlook overshadows strong Q1 revenue growth
        Tobias Mann

        Execs blame gap in licensing revenues for lost momentum, while hawking AI Brit chip design champ Arm posted its fourth consecutive quarter of growth on Wednesday with Q1 revenues up 39 percent year-over-year to $939 million and profits of $233 million....

      

      
        Germany names China as source of attack on government geospatial agency
        Simon Sharwood

        Meanwhile, US apparently considers further AI hardware sanctions Germany's government has named China-controlled actors as the perpetrators of a 2021 cyber attack on the Federal Office of Cartography and Geodesy (BKG) - the official mapping agency....

      

      
        Xen hypervisor quadruples its possible core count for version 4.19
        Simon Sharwood

        Pesky test infrastructure woes seem to be solved, too The Xen Project has delivered a new cut of its open source hypervisor....

      

      
        Infosys denies it owes $4B in taxes to India
        Laura Dobberstein

        Taxman disagrees with the outfit that built the tax portal IT services giant Infosys is facing a demand for almost $4 billion in tax demand from Indian state of Karnataka, relating to expenses incurred by its overseas branches....

      

      
        Meta to boost training infra for Llama 4 tenfold, maybe deliver it next year
        Simon Sharwood

        Sweet sweet GenAI money not yet flowing, Zuck reckons other ML efforts are paying off Meta has told investors generative AI won't bring it revenue this year, but that the massive investments it's planning will pay off over time - and be configured so they're not tied to training workloads.... 

      

      
        Superclusters too big, but single servers too small? Oracle offers AI Goldilocks zone
        Matthew Connatser

        Adds L40 bare metal option to the O-Cloud, plus A100 and H100 VMs. And teases a GH200 beast Oracle has created a pair of for-rent AI infrastructure options aimed at medium-scale AI training and inference workloads - and teased the arrival of Nvidia's GH200 superchip in its cloud...

      

      
        Ransomware infection cuts off blood supply to 250+ hospitals
        Jessica Lyons

        Scumbags go for the jugular A ransomware attack against blood-donation nonprofit OneBlood, which services more than 250 American hospitals, has "significantly reduced" the org's ability to take, test, and distribute blood....

      

      
        Tesla that killed motorcyclist was in Full Self-Driving mode
        Thomas Claburn

        28-year-old mowed down in US state where cars ordinarily aren't allowed to operate autonomously Washington State Patrol investigators have found that the Tesla involved in the death of a motorcyclist on Friday, April 19, 2024 was operating in Full Self-Driving (FSD) mode....

      

      
        More than 83K certs from nearly 7K DigiCert customers must be swapped out now
        Jessica Lyons

        Small stay of execution in 'exceptional circumstances' promised as lawsuits start to fly As the DigiCert drama continues, we now have a better idea of the size and scope of the problem - with the organization's infosec boss admitting the SSL/TLS certificate revocation sweep will affect tens of thousands of its customers, some of which have warned that the short notice may have real-world safety implications and disrupt critical services....

      

      
        Russia takes aim at Sitting Ducks domains, bags 30,000+
        Thomas Claburn

        Eight-year-old domain hijacking technique still claiming victims Dozens of Russia-affiliated criminals are right now trying to wrest control of web domains by exploiting weak DNS services.... 

      

      
        Intel prepares to cut 'thousands' of workers
        Matthew Connatser

        Employees hate this one simple trick to fix failing business empires Intel is said to be considering laying off thousands of its employees to alleviate the x86 giant's unsteady financial situation....

      

      
        Remember Nokia? Amazon's lawyers do, in patent infringement suit
        Matthew Connatser

        Finnish firm started the networking and cloud fight, Amazon could finish it Amazon has filed a complaint against Nokia accusing the Finnish tech firm of violating a dozen of its patents....

      

      
        Upcoming US export rules on chipmaking tools won't apply to friendly countries
        Matthew Connatser

        37 nations on good terms with Uncle Sam spared incoming restrictions, report claims The US is said to be tightening its export rules on chipmaking equipment, but will provide exceptions for allied and friendly nations....

      

      
        Boeing's Q2 nosedive buoyed by appointment of new CEO
        Brandon Vigliarolo

        It lost billions and missed expectations, but fresh blood at the top has pleased shareholders Boeing missed the mark on pretty much every analyst expectation in Q2 as it continues to struggle to recover from a series of devastating engineering failures....

      

      
        EU AI Act still in infancy, but those with 'intelligent' HR apps better watch out
        Lindsay Clark

        Users and developers warned to prepare for what's coming with human resources a focus in 'high-risk' category As the world's first legislation specifically targeting AI comes into law on Thursday, developers of the technology, those integrating it into their software products, and those deploying it are trying to figure out what it means and how they need to respond....

      

      
        Microsoft Dynamics 365 called out for 'worker surveillance'
        Thomas Claburn

        Redmond disputes some claims made in Cracked Labs probe Insight  Microsoft Dynamics 365 provides "field service management" that allows customers to monitor mobile service workers through smartphone apps - allegedly to the detriment of their autonomy and dignity....

      

      
        DigiCert gives unlucky folks 24 hours to replace doomed certificates after code blunder
        Jessica Lyons

        For the want of an underscore DigiCert has given unlucky customers 24 hours to replace their SSL/TLS security certificates it previously issued them - due to a five-year-old blunder in its backend software....
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        Original URL: https://www.theregister.com/2024/08/01/openai_microsoft_competitor/
    

    OpenAI might be a partner, but it's also a competitor, says Microsoft

    
Either Sam and Satya are on the rocks, or this is just more maneuvering to avoid regulatory scrutiny    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in AI + ML,
        
            1st August 2024 16:01 GMT
        
    


    
The honeymoon phase of Microsoft and OpenAI's relationship appears to be at an end, with Redmond naming the recipient of billions of its dollars a competitor in its latest annual report.
The Windows maker's annual filing for its recently concluded fiscal 2024 showed up on the SEC's website in the wake of Q4 earnings numbers released yesterday. Buried in the recesses of all the financial details and promises of a brighter AI-powered future were a few critical lines that hint at a changing relationship between Satya and Sam.
"Our AI offerings compete with AI products from hyperscalers such as Amazon and Google, as well as products from other emerging competitors, including Anthropic, OpenAI, Meta, and other open source offerings, many of which are also current or potential partners," Microsoft said in the report. "Our Search and news advertising business competes with Google, OpenAI, and a wide array of websites, social platforms like Meta, and portals that provide content and online offerings to end users."
Microsoft has invested an estimated $13 billion in OpenAI since the pair began collaborating in 2019. 
"We have a long-term partnership with OpenAI," Microsoft said, adding that OpenAI models are deployed across its consumer and enterprise products, and reminding everyone that "Azure powers all of OpenAI's workloads."
"We have also increased our investments in the development and deployment of specialized supercomputing systems to accelerate OpenAI's research," Microsoft mentioned in its report. 
A rift, or regulatory maneuvering?
Microsoft's strategy since buying into OpenAI has been one of aggressive addition of artificial intelligence to its products, leading to regulatory scrutiny of the pair in the US and abroad.
That scrutiny may have been behind Microsoft giving up its non-voting observer seat on OpenAI's board last month as the UK's Competition and Markets Authority and US Federal Trade Commission continue to review the matter over antitrust concerns.


	Microsoft remains massively profitable, investors await AI payoff


	Canceled meeting between US and UAE throws fresh scrutiny on Microsoft-G42 deal


	OpenAI, Google ink deals to augment AI efforts with news - it was Time for better sources


	Microsoft CEO of AI: Your online content is 'freeware' fodder for training models


Microsoft took a seat on the OpenAI board following CEO Sam Altman's ouster and reinstatement late last year. Microsoft hasn't acknowledged that regulatory scrutiny was behind it dropping the seat, instead saying that it departed because it had become "confident in the company's direction" after eight months of "significant progress."
Given Microsoft's OpenAI board departure may have been more about appeasing regulators, it's possible OpenAI's recently announced SearchGPT AI search engine may be less about actual competition and more about pleasing governments too.
What could be seen as a direct response to Bing's new generative search features, SearchGPT could simply be another way for Sam and company to share how it's not just another vestigial growth on Microsoft's side.
The same goes for departing the board and declaring OpenAI a competitor in its annual report - they may be competing in a few areas, but mutually sunk costs are likely keeping the pair together too. OpenAI has wormed its way deep into the heart of Microsoft's operations, while Microsoft has a simultaneous stranglehold on OpenAI's compute resources.
Microsoft and OpenAI have been asked to comment. (r)
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        Original URL: https://www.theregister.com/2024/08/01/fbi_cisa_election_ddos/
    

    FBI, CISA remind US voters that DDoS attacks can't touch election systems

    
PSA comes amid multiple IT services crises in recent days    


    
        By 
Connor Jones        
    

    
        Posted in Cyber-crime,
        
            1st August 2024 15:07 GMT
        
    


    
US law enforcement and cybersecurity agencies are reminding the public that the country's voting systems will remain unaffected by distributed denial of service (DDoS) attacks as the next presidential election fast approaches.
The PSA from both the FBI and CISA soon followed an eight-hour outage at Microsoft Azure this week, which it admitted yesterday began as a DDoS attack whose impact was actually exacerbated by an "error" in the Windows maker's "implementation of our defenses." The outage disrupted the likes of GitHub Codespaces, DocuSign, Microsoft 365, and Minecraft, among others.
It also comes amid a period of heightened public distrust of IT services, driven in no small part by the major outage catalyzed by that dodgy CrowdStrike update.
The joint PSA said that the security of voting systems or adjacent infrastructure would not be affected should a DDoS attack target them, and the most significant impact that could potentially manifest would be related to the access of information.
Things like voter look-up tools and "unofficial election night reporting" were included as examples of services that could be made unavailable.
But you're only getting your political news from trusted sources anyway, right?
The feds didn't go as far as to say they expected DDoS attacks to strike the November election, but they did comment on how popular a tactic they are among politically and ideologically motivated hacktivists and cybercriminals.
They also said those who launch DDoS attacks may falsely claim the disruption they cause is tantamount to a compromise of election systems - all in a bid to undermine public confidence in the democratic process.
"In the event that foreign actors or cybercriminals conduct DDoS attacks against election infrastructure or other infrastructure supporting election administration, the underlying data and internal systems would remain uncompromised, and anyone eligible to vote would still be able to cast a ballot," the PSA reads.
"In the past, cyber actors have falsely claimed DDoS attacks have compromised the integrity of voting systems to mislead the public that their attack would prevent a voter from casting a ballot or change votes already cast.
"The FBI and CISA have no reporting to suggest a DDoS attack has ever prevented an eligible voter from casting a ballot, compromised the integrity of any ballots cast, or disrupted the ability to tabulate votes or transmit election results in a timely manner."
The recommended steps are short and simple: Only trust information from official sources such as election officials, contact those officials if election-critical websites are downed, and remember that voting systems can't be compromised by a DDoS attack.
Chipping away at confidence
Foreign adversaries have been trying to undermine confidence in the US election process for many years in cyberspace, with the main culprits being China, Iran, and Russia - unsurprisingly.


	'Error' in Microsoft's DDoS defenses amplified 8-hour Azure outage


	Global cops power down world's 'most prolific' DDoS dealership


	Can't get Minecraft, MongoDB Cloud, others to work today? Blame that Azure outage


	Big Tech's eventual response to my LLM-crasher bug report was dire


There are, of course, several instances of individuals in the US trying to interfere with their own country's voters, urging them to vote in one way or another.
US senator Mark Warner (D-VA) suggested earlier this year that the US is less prepared for election interference than it was back in 2020, citing Russia, a ban on CISA from helping social media platforms curb misinformation, and the power of AI and deepfake-enabled misinformation campaigns.
A recent report by Mandiant agreed that influence operations were highly likely to play a role in the upcoming election, including those generated with AI tech and amplified across social media.
Pro-China influence groups, for example, have been seen spreading deepfake videos of prominent US celebrities criticizing election candidates to mask the fact it's propaganda spread by a malign force.
All of the efforts over the past decade or so have hammered voter confidence in elections. According to nonprofit World Justice Project, just 58 percent of US citizens believed they could vote freely and without harassment or pressure - a significant drop from 91 percent in 2016. Equally, the Pew Research Center found the events surrounding the 2020 election had a negative impact on voter confidence too. (r)
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    Uber and China's BYD agree deal to roll out 100,000 EV fleet

    
No timeline yet, but drivers beware: Plans include collaboration on autonomous-capable vehicles    


    
        By 
Richard Speed        
    

    
        Posted in Personal Tech,
        
            1st August 2024 14:02 GMT
        
    


    
Uber and BYD have struck a deal to bring 100,000 BYD electric vehicles onto the Uber platform, starting with Europe and Latin America.
According to the announcement, the deal is expected to give drivers on the Uber platform access to cheaper EVs and bring down their total cost of ownership.
However, slightly worryingly for those same drivers are plans for the two companies to collaborate on autonomous-capable vehicles deployed on the Uber platform in the future.
The announcement also noted that Uber drivers were going electric at five times the rate of private car owners, but driver surveys had shown the price of EVs and the availability of financing as blockers. Charging is also a problem, particularly considering the state of infrastructure in countries such as the UK.
"To support drivers going electric, the companies' joint efforts may also include discounts on charging, vehicle maintenance, or insurance, as well as financing and lease offers, based on what works best for drivers in a given market."
The deal might also face scrutiny from the authorities. US tariffs on Chinese EVs stand at 100 percent, although BYD faces a lower hurdle in the EU, where tariffs are set to be 17.4 percent.
The Register contacted the European Commission for its thoughts on the deal and will update this piece should a response be forthcoming.
BYD was recently given the go-ahead by Chinese authorities to start trialing level three autonomous vehicles on public roads and has announced plans to build a $1 billion car factory in Turkey. According to reports, the plant will have an annual capacity of 150,000 vehicles.
Building EVs in Turkey, which is part of the EU's Customs Union, should allow BYD to dodge those tariffs.


	Mozilla follows Google in losing trust in Entrust's TLS certificates


	Ridesharing makes new and unique mess in Japan's taxi industry


	Tesla delays 'Robotaxi' event as Musk 'makes' design 'tweaks'


	'One Less Car' Uber bets a grand you'll ditch your wheels


The deal is a blow to BYD arch-rival Tesla, which recently delayed the unveiling of its robotaxi after boss Elon Musk decided to make some tweaks to the design. In a rare moment of introspection, Musk said of unsupervised Full Self-Driving: "My predictions on this have been overly optimistic in the past."
Tesla reported mostly flat revenues in its most recent filing, prompting some investors to worry that the company's core car business was coming under pressure. Musk, however, pointed to discounting from competitors, including BYD, as a factor making life difficult for the EV maker.
Stella Li, executive vice president of BYD and CEO of BYD Americas, said: "This collaboration marks a new era in the electrification of urban mobility, and we look forward to seeing our cutting-edge EVs become a common sight on the streets of cities worldwide." (r)
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    Qualcomm bullish on AI, teases flagship platform coming in October

    
Chip outfit boosted by Chinese market, but goals for smartphones, PCs are ambitious    


    
        By 
Dan Robinson        
    

    
        Posted in Personal Tech,
        
            1st August 2024 13:16 GMT
        
    


    
Qualcomm is confident its bet on AI in phones and Arm PCs will pay off, buoyed by more than 50 percent growth in revenue from Chinese handset makers and a promise of $700 Copilot+ PCs coming next year.
The San Diego chips and telecoms outfit reported revenues up 11 percent to $9.4 billion for its fiscal Q3 2024 that ended June 23, while net income for the quarter was up 18 percent to $2.1 billion compared with the same period a year ago.
However, stock market watchers report that Qualcomm's shares started to sink in extended trading in the US after an initial rally amid concerns that the smartphone market may not be recovering as fast as some investors would like.
This was despite the company's revenue and earnings per share coming in above the midpoint of its guidance, and revenues from Qualcomm's QCT chipset business growing by 12 percent year-on-year to $8.1 billion. Licensing revenue was also up 3 percent.
President and CEO Cristiano Amon said on a conference call that the company's performance reflected growth in the automotive and IoT sectors, and of course demand for the company's Snapdragon mobile platforms, which he expects to continue with its focus on bringing AI capabilities into handsets.
"We're pleased with the growth and trajectory of AI use cases on smartphones," Amon stated. "This continued expansion of AI features is a precursor to next-generation smartphones, which we believe will become AI-centric with pervasive on-device AI working across applications in the cloud. Qualcomm is very well positioned to help drive this transformation across the industry in the coming years."
This is presumably referring to its mobile chipsets such as the Snapdragon 8 Gen 3 and Snapdragon 7+ Gen 3 that feature an integrated neural processing unit (NPU) to accelerate AI processing. Qualcomm also showed off a 7 billion parameter large language model running on an Android phone at MWC earlier this year and launched an online AI Hub at the same event.
Amon said that AI has expanded the size of the premium tier for smartphones.
"So even in a market which is kind of flattish to low single digits in growth, the premium tier is actually growing faster, and we've seen that. We're seeing a larger premium tier enabled by AI," he said, claiming that the market has moved from models greater than $400 representing 21 percent of handset sales now to representing 31 percent.
Amon said the next-generation Snapdragon 8 flagship mobile platform will be unveiled at the company's Snapdragon Summit in October. This will be the first to be powered by Qualcomm's custom Oryon CPU, combined with "new and unparalleled NPU AI capabilities."


	Qualcomm goes budget with Snapdragon 4s Gen 2 5G chipset


	Qualcomm sues Chinese handset-maker in India to defend African market


	Samsung Korea warns many apps won't run on its Qualcomm-powered Copilot+ PCs


	Qualcomm agrees to pay $75M in all-cash deal to settle licensing suit


But Qualcomm is already doing well enough in some phone markets, with chief financial officer Akash Palkhiwala revealing that the company saw a more than 50 percent year-on-year growth in revenues from Chinese phone makers during Q3.
This is one market that is likely to be well served by the Snapdragon 4s Gen 2 mobile platform that Qualcomm announced this week, aimed at bringing Gigabit 5G connectivity to sub-$100 handsets and already adopted by Chinese brand Xiaomi.
When asked about bringing AI capabilities to the mass tier of the smartphone market, Amon responded: "We intend to do that."
The company is also looking to infuse AI capabilities into the in-vehicle chipsets and software it sells, saying it is working to extend its on-device AI solutions to the Snapdragon Digital Chassis to enable automotive-centric GenAI use cases and applications.
Qualcomm also has high hopes for its Snapdragon X Arm-based laptop platform, claiming that there are now 20 Copilot+ PCs available from vendors such as HP, Lenovo, Acer, and Asus.
"As we look forward to 2025, we are already working with OEMs on the next wave of Copilot+ PCs," Amon said.
"In addition to new design wins, our X Series product road map will expand to address PCs with retail prices as low as $700 without compromising NPU performance," he claimed.
He added that "we believe the benefits of Snapdragon X Series platforms make it clear that the PC ecosystem has begun the transition to an ARM-compatible architecture," and predicted that at least 50 percent of PCs will be AI capable by 2027.
For its fiscal Q4 2024, Qualcomm is forecasting revenues of $9.5 billion to $10.3 billion.
The company said it expects handset revenues to grow only by a low single-digit percentage during the quarter, reflecting an increase in purchases from a modem-only handset customer offset by seasonally lower Android revenue ahead of its new Snapdragon premium chipset launch coming in the first quarter of fiscal 2025. (r)
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    Mozilla follows Google in losing trust in Entrust's TLS certificates

    
Compliance failures and unsatisfactory responses mount from the long-time certificate authority    


    
        By 
Connor Jones        
    

    
        Posted in CSO,
        
            1st August 2024 12:28 GMT
        
    


    
Mozilla is following in Google Chrome's footsteps in officially distrusting Entrust as a root certificate authority (CA) following what it says was a protracted period of compliance failures.
A little over a month ago, Google was the first to make the bold step of dropping Entrust as a CA, saying it noted a "pattern of concerning behaviors" from the company.
Entrust has apologized to Google, Mozilla, and the wider web community, outlining its plans to regain the trust of browsers, but these appear to be unsatisfactory to both Google and Mozilla.
In an email shared by Mozilla's Ben Wilson on Wednesday, the root store manager said the decision wasn't taken lightly, but equally Entrust's response to Mozilla's concerns didn't inspire confidence that the situation would materially change for the better.
"Mozilla previously requested that Entrust provide a detailed report on these recent incidents and their root causes, an evaluation of Entrust's recent actions in light of their previous commitments given in the aftermath of similarly serious incidents in 2020, and a proposal for how Entrust will re-establish Mozilla's and the community's trust," said Wilson.
"Although Entrust's updated report made an effort to engage with these issues, the commitments given in the report were not meaningfully different from the previous commitments which were given in 2020 and broken in the recent incidents.
"Ultimately, the proposed plan was not sufficient to restore trust in Entrust's operation. Re-establishing trust requires a candid and clear accounting of failures and their root causes, a detailed and credible plan for how they can be addressed, and concrete commitments based on objective and externally measurable criteria."
Wilson also cited a separate document that amalgamated the "substantial number of compliance incidents" at Entrust as cause for concern.
Between just March and May this year, Mozilla made note of 22 separate incidents, many of which related to various delays and missed deadlines.
However, Bruce Morton, director of certificate services and Entrust, responded to Wilson's post directly, echoing its previous commitment to regaining the trust of major browsers.
"Ben, we are disappointed by this decision but want to reaffirm Entrust's commitment to continued execution of our improvement plan and re-establishing confidence with Mozilla and the Web PKI community," he said.
"We also appreciate your support and endorsement of our plan to continue to operate as a delegated RA through our partnership with SSL.com. We'll continue to provide updates here on both fronts."
What Morton is referring to here is Entrust's solution to maintaining relevance in the CA space, which involves partnering with SSL.com, whose certs are still trusted by Chrome et al, and essentially becoming a reseller, allowing its customers to stay with the company should they wish to.
When we contacted Entrust for a response, a spokesperson reiterated Morton's response, saying it was disappointed by the decision, but "our plans have not changed. We remain committed to serving the digital certificate needs of our customers, and also to our role as a Certificate Authority."
It added: "We are pleased that Mozilla endorsed our plan to continue offering our customers digital certificates by acting as a Registration Authority for TLS certificates issued by our partners at SSL.com. At the same time, we are actively and vigorously implementing an improvement plan to return to full browser acceptance."
SSL.com certs bought through Entrust will still read "Entrust" in customers' browsers and customer support will be managed through the company too. SSL.com will just be the provider, making Entrust a registration authority (RA) rather than a CA.


	More than 83K certs from nearly 7K DigiCert customers must be swapped out now


	DigiCert gives unlucky folks 24 hours to replace doomed certificates after code blunder


	Google cuts ties with Entrust in Chrome over trust issues


	Bad eIDAS: Europe ready to intercept, spy on your encrypted HTTPS connections


However, customers have already pointed out in various online discussions that the premium Entrust is charging on these SSL.com certs is something to behold. For example, an Organization Validation Wildcard cert - a certificate that secures multiple sub domain names linked to the same base domain (by using a wildcard character * in the domain name field) - costs $299 bought directly from SSL.com if buying only for one year, whereas buying the same cert through Entrust costs $799.
Regarding this move, Wilson said: "We support this arrangement, recognizing that SSL.com, as the operator of the root CA within Mozilla's root CA program, will be responsible for domain validation, certificate issuance, and revocation, and ultimately, for any incidents that may occur."
Mozilla will officially stop trusting certificates issued by Entrust after November 30, 2024. Any issued before then will continue to be trusted, but anything after won't be, unless they're purchased from SSL.com via Entrust.
"We hope Entrust will work to address the root causes of these incidents and so eventually re-establish confidence in its internal policies and processes, its tooling and technology, and its commitment to the Web PKI community," Wilson added.
Google's cutoff is a month sooner than Mozilla's - any certificate issued after October 31 won't be trusted by Chrome 127.
"Certification authorities serve a privileged and trusted role on the internet that underpin encrypted connections between browsers and websites," Google said last month. "With this tremendous responsibility comes an expectation of adhering to reasonable and consensus-driven security and compliance expectations, including those defined by the CA/Browser TLS Baseline Requirements.
"Over the past six years, we have observed a pattern of compliance failures, unmet improvement commitments, and the absence of tangible, measurable progress in response to publicly disclosed incident reports. When these factors are considered in aggregate and considered against the inherent risk each publicly trusted CA poses to the internet ecosystem, it is our opinion that Chrome's continued trust in Entrust is no longer justified." (r)
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    NASA pops repair kit in the mail so astronauts can fix leaky ISS telescope

    
Upcoming spacewalk should help NICER see more nicely    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            1st August 2024 11:26 GMT
        
    


    
NASA is preparing to launch a repair kit to the International Space Station (ISS) for a telescope that was never designed to be tinkered with by astronauts.
The telescope in question is the Neutron Star Interior Composition Explorer (NICER), which developed a light leak in May 2023.
The telescope is attached near the station's starboard array and was launched on a SpaceX Dragon resupply mission in 2017. NICER was supposed to last for 18 months, but its mission has since been extended. The telescope recently celebrated its seventh anniversary.
As the name suggests, the telescope is all about the study of neutron stars. Its primary science instrument, the X-ray Timing Instrument (XTI), has an array of 56 X-ray photon detectors, which record the energies of photons and note when they hit.
One of NICER's goals is to answer a long-standing astrophysics question - how big is a neutron star?
It was all going swimmingly until May 22, 2023, between 1300 and 1400 UTC. The XTI developed a visible light leak, interfering with NICER's measurements. There are no problems during the orbital night, but the NICER team has had to alter its daytime observing strategy to mitigate the effect.
The team determined that the light was entering through some damage to NICER's thermal shields, which cover each of the X-ray detectors and are designed to filter out infrared, ultraviolet, and visible light while allowing X-rays to pass through.
According to NASA: "The largest damage to the shields is around the size of a typical US postage stamp. The other areas are closer in size to pinheads."


	Boeing Starliner crew get their ISS sleepover extended


	NASA sends 4K video from a flying plane to the ISS using lasers


	NASA will send astronauts to patch up leaky ISS telescope


	NASA confirms Florida house hit by a piece of ISS battery pack


The fix? Patches resembling oversized Trivial Pursuit pie pieces, which will slide into the sunshade. NASA plans to have astronauts fit five patches to deal with the worst of the damage, although 12 will be launched on next week's Northrop Grumman commercial resupply mission.
The turnaround time for the patches is impressive. The NICER team was given the nod in January from the ISS program management team to proceed with a repair effort and was pondering whether a repair using the ISS robotics system would be viable, or if astronauts would need to venture outside the outpost to repair an instrument that was never designed to be repaired. The latter approach won out.
The ISS team has plenty of experience when it comes to repairing payloads that were never intended to be touched by astronauts. A series of spacewalks, ending in 2020, were undertaken to repair the Alpha Magnetic Spectrometer-02 (AMS-02).
"It's incredible that in just one year, we were able to diagnose the problem and then design, build, test, and deliver a solution," said Steve Kenyon, NICER's mechanical lead at NASA's Goddard Space Flight Center in Greenbelt, Maryland.
"We're so excited to see the patches installed during a future spacewalk, return to a more regular operating schedule, and keep doing groundbreaking science." (r)
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    Microsoft services partly down Down Under for Kiwi users

    
Maybe time to play the cloud hokey pokey? You put your workload in. You take your workload out...    
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Updated Microsoft Azure went down for customers in New Zealand earlier today, taking with it parts of Microsoft 365 and bite-sized chunks of the working day for employees still dealing with the effects of previous outages.
The Windows giant admitted that there were issues with Microsoft 365 services, including Exchange Online, for users in New Zealand and had to reroute traffic to alternate infrastructure before it saw "improvements in service ability."
Approximately four hours later, the company said everything was up and running normally again, but not before it had caused mild panic attacks in administrators picking up the pieces from Azure's earlier crash from the clouds, and the CrowdStrike incident less than two weeks before.
It sounds a lot like issues with the infrastructure related to user authentication. Users reported being unable to sign into Azure accounts. Services such as Teams were also down for affected users.
The outage was localized and affected only a subset of users. Thanks to VPNs, some affected users were able to get back online during the outage.


	'Error' in Microsoft's DDoS defenses amplified 8-hour Azure outage


	DigiCert gives unlucky folks 24 hours to replace doomed certificates after code blunder


	Can't get Minecraft, MongoDB Cloud, others to work today? Blame that Azure outage


	Rising costs biggest issue for datacenter operators as demand grows


According to reports, a number of public sector and commercial organizations were affected. The New Zealand Police Media Team also reported an email outage, which was resolved as Microsoft dealt with its infrastructure issues.
The incident is the latest in a set of mishaps that will cause many to question the charge to the cloud of recent years. One poster in a Reddit forum echoed the thoughts of many administrators: "I am reconsidering the wisdom of transferring all my data to the cloud." Another took a more pragmatic approach: "I honestly think I could spend the rest of my career doing migrations, on prem->cloud->different cloud->on prem->cloud->...->retire!"
We contacted Microsoft to find out what happened this time, but the company has yet to provide an explanation. (r)
Updated to add at 1500 UTC, August 1:
A Microsoft spokesperson told us that "This has been resolved" and directed us to the social media emission referenced above. So we're none the wiser with regard to what happened and how it was fixed.
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    Beetle mania: How bugs are inspiring the next gen of robot aviators

    
Deploying and folding wings without power might be useful in a tight spot    
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The rhinoceros beetle turns out to be an unlikely source of engineering inspiration for tiny flying robots that can fold their wings when resting or after a collision.
The insects deploy and retract their hindwings in a passive process that requires no muscular activity, providing a puzzle for researchers. While their hardened forewings - called elytra - are driven actively by their own muscles, little was known about how the bug deploys and retracts its delicate membranous hindwings. Researchers have proposed that muscles drive their movement, but little experimental evidence has been found to support the idea.
Beetles offer one of the most complex wing mechanisms among flying insects. For example, rhinoceros beetles open their wings by releasing the elytra simultaneously with a partial release of the hindwings at their bases. As the creature begins to flap, its hindwing bases rise and unfold like origami.
By analyzing high-speed film of flapping rhinoceros beetle and building a similar flying robot, Hoang-Vu Phan, a postdoctoral researcher at Switzerland's Ecole Polytechnique Federale de Lausanne (EPFL), set out to shed light on how the rhinoceros beetle powers the process.
In a paper published in Nature today, the authors said they had demonstrated that rhinoceros beetles can effortlessly deploy their hindwings without muscular activity. "We show that opening the elytra triggers a spring-like partial release of the hindwings from the body, allowing the clearance needed for the subsequent flapping motion that brings the hindwings into the flight position," they said.
The study also shows that after a flight concludes, the beetle can use its front wings to push the hindwings back into the resting position, which provides more evidence of their passive movement.


	If we have self-healing bio robots in 2053, it started here with mouse muscle cyborgs


	Boffins hunt and kill cockroaches with machine vision laser


	Waxworm's spit shows promise in puncturing plastic pollution


	Japanese boffins build solar-powered, remote-controlled cyborg cockroach


"We validated the hypothesis using a flapping microrobot that passively deployed its wings for stable, controlled flight and retracted them neatly upon landing, demonstrating a simple, yet effective, approach to the design of insect-like flying micromachines," the study said.
By using the same principles of passive deployment-retraction in a flapping-wing robot, the team showed they could deploy its wings for take-off, perform stable hovering, and rapidly retract the wings against the body upon landing or in case of in-flight collisions without the need for additional actuators.
"Our findings not only contribute to the understanding of locomotion strategies in insects but also have implications for flapping-wing robots, particularly those at small scales with limited take-off weights, enabling them to deploy and retract their wings similarly to their biological counterparts," the paper said.
The researchers are not the only team to take inspiration from the insect world for robot design. Other notable examples include a solar-powered, remote-controlled cyborg cockroach, indestructible robot cockroaches, and giant robot grasshoppers. (r)
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    Linux updates with an undo function? Some distros have that

    
Snapshots, failover, recovery, and uninstallation on a plate    
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The big names mostly can't yet, but some lesser-known Linux distributions offer the ability to undo updates and recover from damage, even automatically.
With a new version of Linux Mint available, a lot of people - especially less-technical types - are about to upgrade their PCs. As with almost all major upgrades, inevitably some some stuff won't work with the new version. Going back is difficult, although Mint does have a solution, and so do some smaller distros.
Linux Mint includes the Timeshift utility, originally developed by Teejeetech, but that doesn't make it invulnerable. No operating system is, as amply demonstrated recently by CrowdStrike. If installed on a file system that supports copy-on-write (COW) snapshots, Timeshift can use that, but if you chose some other disk format, it can also back up your system files using rsync to another drive.
For now, most Linux file systems can't handle snapshotting, including the default ext4 or its predecessors, or XFS, or the now-vanishing ReiserFS. Several existing file systems that work on Linux do include snapshot support, including bcachefs, ZFS, and Btrfs. However, there are solid reasons why most distros don't include the functionality.
For instance, while OpenZFS does support snapshots, and several distributions include ZFS, including TrueNAS Scale, Ubuntu, Proxmox, Void Linux, and NixOS, the ZFS code can't be compiled into the Linux kernel due to an incompatible software license. Thus, from appropriate levels of caution, OpenZFS isn't part of either SUSE's or Red Hat's enterprise offerings. Their compliance with multiple legal requirements and certifications is a big part of their corporate appeal. (For the curious, both companies maintain lists of their certifications. Red Hat has a 16-section list and SUSE a respectable dozen sections. Some companies will pay good money for this stuff.)
Red Hat removed Btrfs from RHEL six years ago, and is working on its own, all-GPL combined volume management system and file system called Stratis. Since Btrfs was invented there, Oracle had a simpler route available for its RHEL-compatible distro: Oracle Linux offers a kernel with Btrfs.
Bcachefs, meanwhile, is relatively new and immature. It only appeared at the beginning of this year in kernel 6.7, meaning that it's only been in three releases of the kernel so far. It's a little bit too new for anyone else to support it just yet.
So, for now, Btrfs is the most mature file system in the Linux kernel that can do snapshots. This is why SUSE's Snapper uses Btrfs by default, although it also supports LVM, and can be configured to use that instead.
Whatever distro family you favor, there's a flavor that includes Snapper and the ability to roll back from a failed update to an older, working state of the OS. In the RPM Package Manager family, obviously, that means both the SUSE Enterprise and openSUSE distros. After all, Snapper is a SUSE tool, it's installed by default. In the Arch family, Snapper is in Garuda Linux; for Debian Stable, there's Spiral Linux, and for the bleeding-edge unstable Debian Sid, in siduction.


	Linux Mint 22 'Wilma' still the Bedrock choice for moving off Windows


	Arch-based CachyOS promises speed but trips over its laces


	Nvidia's next Linux driver to be... just as open


	Linux kernel 6.10 arrives with punched-up hardware support


However, Snapper does have a weakness. It's usually deployed on Btrfs, which can be fragile. The way that Snapper works is by making a COW snapshot of the OS before installing updates, and integrating those snapshots into the bootloader, so that if something goes wrong, you can choose a pre-installation snapshot and boot into that instead. The ALP enterprise distro that the company is actively working on can even automate this recovery process. The weakness that this vulture previously encountered with this is that it's very easy to fill up the root partition with snapshots, because Btrfs doesn't give accurate estimates of free space - and attempting to write to a full Btrfs volume almost always corrupts it. Worse still, there are no safe, working Btrfs repair tools.
For this reason if nothing else, The Reg FOSS desk really hopes to see an implementation of snapshots and rollback that also works on OpenZFS and bcachefs some day soon. Ubuntu could use ZFS for this, but Canonical hasn't done much work on its ZSys code in some years. We suspect it's focusing on Ubuntu Core and more recently Core Desktop instead. Ubuntu Core is entirely built using the Snap packaging format, and as that makes it easy to revert to older versions of packages, it doesn't need a fancy file system for this.
This may be why ChromeOS - and the free ChromeOS Flex for PCs and Intel Macs - chose a simpler system that's more amenable to automation. ChromeOS has two bootable root partitions. Both are normally read-only when the OS is running, and when it installs updates, each one updates the other, inactive copy. Next boot, the newer one is used - and if there's a problem, it can "fall back" to the other one, which hasn't been modified since it was last used.
To achieve this, ChromeOS has a complex partitioning system with a dozen or so volumes, most small and used by the system for its own inscrutable purposes. However, this double-root-volume setup is gradually also making its way to more conventional, flexible distros. CoreOS was based on ChromeOS, but after acquiring the company, Red Hat killed off the distro. It lives on in the form of a fork called Flatcar Linux.
On the desktop, we know of two distributions that are trying the dual-root-volume model. One is the Chinese Linux Deepin, whose partitioning we looked at in 2022. Its vendor claims over three million sales of its commercial version. In the West, the experimental Vanilla OS recently put out its second release, which also has dual root partitions managed by LVM.
Between Mint with the optional Timeshift, and openSUSE, Garuda, siduction, Spiral Linux, Linux Deepin, and Vanilla OS, multiple efforts are exploring distros where undoing an inadvisable software update is as easy as hitting the undo button in a desktop application. Similar efforts are afoot in the server space too. There are big gains to be made by any outfit that can make Linux as robust as Android. (r)
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Legal woes are still ongoing in Italy, France, and Germany    
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The High Court of England and Wales has sided with Intel in a multinational patent dispute brought by R2 Semiconductor alleging the x86 giant infringed on its voltage regulation tech.
California-based chip designer R2 brought the case in late 2023, seeking an injunction barring the sale of certain Intel chips which it claimed [PDF] violated corporate patents. R2 has brought similar cases in numerous other jurisdictions including Germany, France, and Italy.
The patent in question related to on-chip voltage regulators integrated into Intel's chips, designed to protect the silicon from degradation or failure in the case of over voltage.
R2 alleged that Intel had violated its patents by integrating this technology into the majority of its processors. Intel, meanwhile, argued that R2's patents are invalid.
In a judgment released on Wednesday, the court agreed that R2's patents were indeed invalid as they lacked the necessary "inventive step over Sun."
In this case Sun refers to Jian Sun, one of the authors of a paper titled "3D Power Delivery for Microprocessors and High-Performance ASICs" published in 2007 by a team at Rensselaer Polytechnic Institute, New York.
However, it's worth noting that the judge also determined that Intel's products would have violated the patents - had they been valid.
Intel declined to comment. The Register also reached out to R2, but had not heard back at the time of publication.


	Craig Wright admits he isn't the inventor of Bitcoin after High Court judgment in UK


	Qualcomm sues Chinese handset-maker in India to defend African market


	Lenovo hit with higher patent payout, both sides claim a win


	Apple crippled watchOS to corner heart-tracking market, doctors say


While the UK court ruled in Intel's favor, the same can't be said of the German courts. Back in February, the Dusseldorf Regional Court found that Intel had infringed on R2's patent, and granted an injunction barring the sale of chips containing the offending tech. That case, unsurprisingly, is under appeal.
Meanwhile, over the past few months R2 has pushed ahead with litigation in other markets. In March, R2 extended its legal fight to Intel's Italian subsidiaries and in April lodged a similar lawsuit in France.
R2 isn't just targeting Intel. It's also going after Intel partners - including OEMs such as HPE, Dell, and Fujitsu as well as cloud provider Amazon Web Services - for using Intel's parts. (r)
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Brit chip design champ Arm posted its fourth consecutive quarter of growth on Wednesday with Q1 revenues up 39 percent year-over-year to $939 million and profits of $233 million.
But alas, the good times appear to have come to an end, with the chip shop forecasting substantially lower revenues for the second quarter.
In the second quarter, Arm expects to net $780 to 830 million - a decline of $109 to 159 million dollars compared to the prior quarter, depending on where the chips fall.
Speaking with analysts on Wednesday's earnings call, CFO Jason Child blamed the lacklustre outlook on the "timing of revenue recognition from licensing."
Child expects Q2 to be the lowest point for Arm during the 2025 fiscal year. But while revenues are forecast to fall, he predicted bookings to increase considerably in Q2.
The Q2 dip isn't expected to impact Arm's prior fiscal year revenue forecast, which remains unchanged at between $3.8 and $4.1 billion. Arm anticipates the largest share of this growth will come in the fourth quarter and be driven in no small part by growing demand for AI chips. However, this didn't stop Arm's share price from plummeting more than 12 percent in after-hours trading.
Speaking with analysts on Wednesday's call, CEO Rene Haas was keen to highlight AI as a growth driver during the first quarter of the 2025 fiscal year.
"We are seeing AI everywhere, which is driving demand for Arm's performant and power efficient compute platform," he explained.
While most large AI models are trained and inferenced on large clusters of GPUs and dedicated accelerators, these parts still require CPUs to manage them. "Every chip designed today requires a CPU and these are being designed with Arm in mind," Haas observed.
"The ultimate benefit of using Arm for an AI datacenter is customization," he added, highlighting Nvidia's Grace-Hopper GH200 Superchips as a prime example.
Announced in 2022, the GH200 marries a 72 Arm Neoverse V2 core CPU with an H100 GPU over a 900GB/sec NVLink-C2C interconnect. The chip's successor - dubbed Grace-Blackwell, which we looked at in depth last March - will use the same Grace CPU but pair it with twin Blackwell GPUs.
"We expect to see a similar trend with other accelerators that use Arm," he noted.


	Samsung confirms Exynos 2500 chip as profit skyrockets on back of AI memory boom


	Intel prepares to cut 'thousands' of workers


	AMD sold $1B of Instinct GPUs last quarter, driving triple-digit datacenter growth


	No love lost between Apple and Nvidia as iGiant chooses Google chips for AI training


On the call, Haas also touted Google's Axion CPUs announced this northern spring and AWS' Graviton 4 as evidence of Arm's growing influence in the cloud sector. Another example is Microsoft's Cobalt CPU, announced last fall, based on an Arm Compute Subsystem (CSS) design.
On the client side, Haas briefly touched on the raft of Copilot-compatible Windows-on-Arm AI PCs, but stopped short of actually naming Qualcomm. Considering that Arm is embroiled in an ongoing legal battle over the cores used in those systems, that's not surprising.
Along with AI, execs noted that the smartphone segment showed signs of recovery - royalties from sales were up 50 percent from the year ago quarter.
Of the $939 million in sales Arm realized in Q1, $476 million came from royalties (up 17 percent year on year), while licensing revenues topped $472 million - an increase of 72 percent from this time last year.
Haas told investors fresh license deals will eventually bear fruit between three and four years down the line. "I think it's a very, very good predictor of royalty growth." (r)
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Germany's government has named China-controlled actors as the perpetrators of a 2021 cyber attack on the Federal Office of Cartography and Geodesy (BKG) - the official mapping agency.
The nation's Ministry of the Interior and Home Affairs on Wednesday published an assertion that China infiltrated the Office's systems to conduct espionage, after first compromising devices belonging to private individuals and businesses to conduct the raid.
Federal minister of the interior Nancy Faeser did not mince words, issuing a declaration to the effect that "This serious cyber attack on a federal authority shows how great the danger is from Chinese cyber attacks."
The minister attributed the incident to "state-controlled Chinese actors," condemned it in the strongest possible terms, declared it a threat to sovereignty, and called on China to "refrain from and stop such cyber attacks."
China's ambassador was called in for a stern chat, so that Germany could express its displeasure - which may have been a futile gesture. The Home Affairs ministry's post includes a warning that Germany's security authorities expect China will intensify its cyber offensive in pursuit of info that informs the Middle Kingdom's industrial development.
"Cyber operations are likely to continue to be implemented in a highly professional manner and with enormous expenditure of resources," the document predicts.
The ministry's announcement doesn't detail any damage resulting from the incident. It does disclose that a part of the BKG's network was compromised - but that malware was not found elsewhere in the agency's systems.
Networks were rebuilt, and German authorities were satisfied the attacker was not able to maintain a presence.


	Upcoming US export rules on chipmaking tools won't apply to friendly countries


	Chinese telco gear may become verboten on German networks


	AWS to pump billions into sovereign cloud for Germany


	China and the EU agree to consultations over EV anti-subsidy investigation


News of Germany's attribution came on the same day as reports suggesting the US is pondering further sanctions on tech exports to China - this time covering high-bandwidth memory (HBM) and the kit to make it.
HBM is needed in GPUs and servers capable of running AI workloads at decent speed, and the United States is concerned that China will use such hardware to advance its military capabilities.
The ban under consideration would require major HBM-makers like Samsung and SK hynix to refrain from doing business with China. The Biden administration has made strengthening ties to South Korea - home to both silicon slingers - a priority, in part to help with its plan to keep advanced tech out of China. South Korea has pushed back a little, as tech exports make a vast contribution to its economy.
Another major HBM-maker, Micron, is US-based - and has been banned by China over apparent security concerns. (r)
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The Xen Project has delivered a new cut of its open source hypervisor.
Version 4.19 debuted on Thursday, billed as "a significant milestone in enhancing performance, security, and versatility."
The performance claim rests on changes such as an increase in the maximum number of CPUs Xen can be built for - from 4095 to 16383.
Security has been improved by crushing 13 bugs identified in past advisories, and adoption of more MISRA-C rules - guidelines on secure software development from the Motor Industry Software Reliability Association. If it seems odd that an open source hypervisor like Xen cares about auto industry software standards, know that embedded systems are among the project's prime targets - and consider what happens if buggy software means a driver can't apply the brakes when they're needed.
Versatility is addressed with further support for PVH - a tech Xen added in 2018. It enables a lightweight guest that isn't as bound to a software interface with the hypervisor as a paravirtualized environment, but doesn't need to mimic bare metal like a hardware virtual machine.


	Xen Project in a pickle as colo provider housing test platform closes


	Xen Project in a pickle as colo provider housing test platform closes


	XenServer is back, with a rebranded Citrix Hypervisor and a tasty three-host freebie


	How Citrix dropped the ball on Xen ... according to Citrix


Xen Project community manager Kelly Choi rated the release "a significant achievement for the Xen community, bringing crucial enhancements across all supported architectures." She singled out the x2APIC driver for x86 and dynamic node programming for Arm as exemplifying "our focus on meeting the evolving needs of our users, and underscores our dedication to advancing virtualization technology with a robust, reliable and open source hypervisor."
The Project had another win last week after one of its biggest backers, French FOSS outfit Vates, announced it had contributed an HPE Moonshot chassis packing 40 servers to serve as test infrastructure for the project's code.
Two weeks before that, the Project warned that its colo provider had advised it of an unexpected and imminent closure - creating uncertainty about how developers could test Xen's wares and how to fund a replacement.
Vates's hardware donation appears to have sorted that out in the nick of time.
The French concern also signalled its intention to stage more physical events for the Xen community, and suggested enhanced collaboration between the Project and the academic community could be the basis for some gabfests. Indeed, Vates has already organized one such confab: a January 2025 event that will see Vates, the University of Grenoble Alps (UGA) and the Grenoble Computer Science Lab (LIG) talk Xen.
"They are providing a prestigious venue along with the involvement of PhDs, researchers, and students," wrote Vates CEO and founder Olivier Lambert. "This partnership achieves multiple goals: hosting the event in a distinguished location and attracting fresh talent to the Xen Project." (r)
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IT services giant Infosys is facing a demand for almost $4 billion in tax demand from Indian state of Karnataka, relating to expenses incurred by its overseas branches.
On Wednesday, the Bengalaru-based business filed [PDF] a notice with the Bombay Stock Exchange disclosing the matter.
India media report that the matter concerns a client based outside India, which Infosys served with workers both within its home nation and elsewhere. Expenses incurred by Infosys's offshore entities were included in invoices sent from India, so local authorities feel that Indian sales taxes are therefore due.
Infosys argues those expenses should not attract Indian sales tax and has cited a government circular to back its position.
The filing argues it is "fully in compliance with the central and state regulations on this matter."


	Infosys CEO to pay a whole $30K in penance for non-disclosure that enabled insider trading


	Infosys president leaves to join rival Tech Mahindra as CEO


	India ditches its 'Google Tax' after US waved a big stick


	Infosys celebrates first birthday of glitchy Indian tax portal by fixing another bug


The circular in question is not a new policy, but rather reads as a "clarification" on the valuation of imported services.
India's Goods and Services Tax (GST) was implemented in 2017. This case represents one of the largest related cases since its debut, according to local media.
If found in the wrong, Infosys is reportedly in line for a fine worth around one year's profit and a quarter worth of revenue.
Commentators on social media have pointed out the irony that the same outfit that manages India's income tax portal is under investigation for tax evasion.
That tax portal was not Infosys's finest hour. Launched in 2021 and intended to streamline tax filing and compliance processes, it quickly faced criticism for frequent glitches, user interface problems, and slow processing times.
The portal's debut was so badly botched that India's government reverted to manual tax filings within a week. (r)
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Sweet sweet GenAI money not yet flowing, Zuck reckons other ML efforts are paying off    
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Meta has told investors generative AI won't bring it revenue this year, but that the massive investments it's planning will pay off over time - and be configured so they're not tied to training workloads.
Speaking on the former Facebook's Q2 earnings call, founder Mark Zuckerberg explained Meta is "planning for the compute clusters and data we'll need for the next several years" and assumes that building its next model - Llama 4 - will likely need an "amount of compute ... almost 10x more than what we used to train Llama 3." The latter model is believed to have required 16,000 GPUs. Zuck enthused that Meta aims for Llama 4 "to be the most advanced [model] in the industry next year."
Also on the call, Meta noted its capex for the full year will fall between $37 and $40 billion - the lower estimate up $2 billion from previous forecasts. Investors were told to expect "significant" capex increases next year.
Financial analysts on the call wanted to know if all that spend will turn into cash.
CFO Susan Li conceded that Meta won't see any revenue from generative AI this year, and is "continuing to build our AI infrastructure with fungibility in mind, so that we can flex capacity where we think it will be put to best use."
Li explained that the kit Meta uses for generative AI model training can also be used for inferencing.
"We can also use it for ranking and recommendations by making certain modifications like adding general compute and storage," she said. She also revealed "we are employing a strategy of staging our datacenter sites, at various phases of development, which allows us to flex up to meet more demand and less lead time if needed while limiting how much spend we are committing to in the outer years."
Meta's content ranking and recommendation tools already use what Meta calls "Core AI," which Zuckerberg told investors is improving user engagement by pushing more stuff users want into their Facebook and Instagram feeds.
A recently-added unified video recommendation tool for Facebook has "already increased engagement on Facebook Reels more than our initial move from CPUs to GPUs did."
Which is welcome news for investors. Reels is Facebook's response to TikTok, which ate its lunch in the short video market. Another win Zuck mentioned was strong engagement among young adults - an audience felt to have moved on from Facebook.


	Meta to cough up $1.4B to end fight over 'unlawful' facial recognition of friends


	Meta's AI safety system defeated by the space bar


	OpenAI unveils AI search engine SearchGPT - not that you're allowed to use it yet


	Meta claims 'world's largest' open AI model with Llama 3.1 405B debut


Zuck also suggested AI will improve Meta's ad business.
"It used to be that advertisers came to us with a specific audience they wanted to reach, like a certain age group, geography, or interests," he said, before humblebragging "we got to the point where our ad systems could better predict who would be interested than the advertisers could themselves."
But those advertisers still write their own copy. Zuck told investors that in coming years AI will take over that chore, and then "personalize it as people see it."
"Over the long term, advertisers will basically just be able to tell us a business objective and a budget, and we're going to go do the rest for them."
Building that experience will take years, Zuckerberg predicted. So will delivering his vision of a "holographic augmented reality" - tech Zuck said he had thought would arrive before what he termed "smart AI." He's now decided AI will come first - in part because demand for gadgets like the Ray-Ban Meta Glasses outpaces supply.
"At the end of the day, we are in the fortunate position where the strong results that we're seeing in our core products and business give us the opportunity to make deep investments for the future," Zuck assured investors.
Ten and a half billion dollars in R&D expenses for the quarter is an eloquent statement on those intentions. So was a warning that operating losses at Reality Labs - the metaverse hardware and software limb of Meta - were forecast to "increase meaningfully year-over-year due to our ongoing product development efforts and investments to further scale our ecosystem." The unit lost $4.5 billion for the quarter on $350 million revenue.
Meta can clearly cope with the losses: quarterly revenue of $39 billion and net income of $13.5 billion were year-over-year jumps of $7 billion and $5.7 billion, respectively.
Zuck also pointed to over 3.2 billion people using a Meta app every day. Threads, its X-like social media app with less Musk, is approaching 200 million active monthly users - over half the number estimated to be using the former Twitter.
Investors like what they heard: after-the-bell trading saw Meta's share price spike from around $475 to over $510. (r)
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Adds L40 bare metal option to the O-Cloud, plus A100 and H100 VMs. And teases a GH200 beast    
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Oracle has created a pair of for-rent AI infrastructure options aimed at medium-scale AI training and inference workloads - and teased the arrival of Nvidia's GH200 superchip in its cloud
On Wednesday, Big Red's product marketing director Akshai Parthasarathy and principal product manager Sagar Zanwar detailed the two new "shapes" - Oracle-speak for cloud instance types - for mid-range AI workloads.
One bears the snappy moniker of BM.GPU.L40S.4. The BM stands for bare metal, and in this shape the boxes come equipped with four Nvidia L40S GPUs - each with 48GB of GDDR6 memory, 7.38TB of local NVMe capacity, 4th Generation Intel Xeon CPUs with 112 cores, and a terabyte of system memory.
The BM.GPU.L40S.4 shape is "orderable now."
If you prefer virtual machines, Oracle has defined two more shapes, but isn't ready to rent them just yet - instead billing them as coming "soon."
The VM.GPU.A100.1 and VM.GPU.H100.1 shapes support either an Nvidia A100 or H100 accelerator. The H100 shape will include up to 80GB of HBM3 memory, 2x 3.84TB of NVMe drive capacity, 13 cores from 4th Gen Intel Xeon processors, and 246GB of system memory.
The A100 offering will pack either 40GB or 80GB of HBM2e memory.
Parthasarathy and Zanwar pitched the offerings as suitable for users who feel Oracle's AI superclusters are too big, but single-node offerings packing one to four GPUs are too small.
FLOP for FLOP, the L40S looks to outperform Nvidia's older, Ampere-based A100, which is also offered in a higher-end Oracle cluster. The L40S boasts 183 TFLOPs in TF32 to the A100's 156 TFLOPs, but the L40S has a major disadvantage in its relatively paltry 864GB/sec memory bandwidth compared to the A100's 1,555GB/sec for the 40GB variant and 2,039GB/sec for the 80GB version.
Memory bandwidth is crucial for AI inferencing, especially when it comes to token-per-second performance - which is presumably why Oracle considers the A100 more powerful than the L40S.
Given the memory buffer size of 48GB, L40S superclusters will probably be best suited for large language models with up to 14 billion parameters, so as to allow up to 2GB per billion parameters and 20GB reserved for the context window and batch parts of the equation.
Technically, the combined memory size of multiple L40S GPUs would permit larger models, but since the L40S lacks NVLink and instead uses slower PCIe 4.0, the performance is likely to be less than optimal. Quantizing could, however, increase the number of parameters for L40S clusters without running into memory constraints.


	Oracle's database family gets trendy AI makeover


	Oracle adds GenAI to Fusion with a whopping 50 use cases


	Oracle continues GenAI push into enterprise data


	Microsoft extends Azure into Oracle cloud to satisfy OpenAI


It's not clear if Oracle is using individual PCIe versions of the A100 and H100 or their SXM variants, which allow multiple GPUs on the same board. We suspect it's using the SXM model, which is intended for sharing among VMs.
Whatever powers these VMs, they are a substantial improvement from the A10-powered VM Oracle has offered previously and now casts as workstation-grade oferings. With 80GB of memory, these new VMs ought to be able to run LLMs with 30 billion parameters without any quantization, and the high memory bandwidth should allow for relatively high token-per-second rates.
Oracle also teased a BM.GPU.GH200 compute shape, currently in customer testing.
It features the Nvidia Grace Hopper Superchip and NVLink C2C - a high-bandwidth cache-coherent 900GB/sec connection between Nvidia's Grace CPU and Hopper GPU that provides over 600GB of accessible memory, enabling up to 10X higher performance for AI and HPC workloads. Customers interested in the Grace architecture and upcoming Grace Blackwell Superchip can ask Big Red for access. (r)
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A ransomware attack against blood-donation nonprofit OneBlood, which services more than 250 American hospitals, has "significantly reduced" the org's ability to take, test, and distribute blood.
In a notice today, OneBlood revealed the intrusion disrupted a "software system," and had forced the organization to use manual processes and procedures to remain operational. The outfit provides blood for healthcare facilities across Florida, Georgia, North Carolina, and South Carolina.


We have asked the hospitals we serve to activate their critical blood shortage protocols


"Manual processes take significantly longer to perform and impact inventory availability," OneBlood spokesperson Susan Forbes explained in a statement.
"In an effort to further manage the blood supply we have asked the more than 250 hospitals we serve to activate their critical blood shortage protocols and to remain in that status for the time being."
Other blood centers across the US are sending blood and platelets to OneBlood, with the AABB Disaster Task Force coordinating the national response. And while all blood types are in demand, the nonprofit says there's an urgent need for O Positive, O Negative, and platelet donations.
The org is working with cybersecurity specialists and government agencies to respond to the intrusion. While the spokesperson didn't indicate a timeframe to recover the infected computer system, Forbes said incident responders are "working diligently to restore full functionality to our systems as expeditiously as possible."
Forbes didn't immediately respond to The Register's questions - including how the intruders gained access to the blood bank's network, who was responsible for the ransomware infection, and whether they demanded a payment from the nonprofit. It's also unclear if any sensitive information was stolen.
When giving blood at one of the organization's centers, donors are asked about their medical history, blood type, test results, and other personal details. 
In a Q&A section on the website, under "Has my personal data been compromised?" the nonprofit says only that it "does not have additional information at this time and will provide relevant updates as the investigation continues."


	Cancer patient forced to make terrible decision after Qilin attack on London hospitals


	Qilin: We knew our Synnovis attack would cause a healthcare crisis at London hospitals


	Intruders at HealthEquity rifled through storage, stole 4.3M people's data


	'LockBit of phishing' EvilProxy used in more than a million attacks every month


So far, it doesn't appear that any of the usual suspects have claimed responsibility for the intrusion. The ransomware infection does, however, sound similar to the Qilin attack against NHS England pathology services provider Synnovis in June. 
That incident canceled blood transfusions and surgeries at London hospitals and incurred the wrath of both UK and US police. 
Also in June, the US Department of Health and Human Services issued a warning [PDF] about Qilin, and pinned at least 15 healthcare sector infections since October 2022 on that particular gang. About half of these were targeting American organizations in Indiana, Florida, Ohio, Georgia, Minnesota, Nevada, and Arizona. (r)
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    Tesla that killed motorcyclist was in Full Self-Driving mode

    
28-year-old mowed down in US state where cars ordinarily aren't allowed to operate autonomously    
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Washington State Patrol investigators have found that the Tesla involved in the death of a motorcyclist on Friday, April 19, 2024 was operating in Full Self-Driving (FSD) mode.
According to state patrol communications director Chris Loftis, the case is still being actively investigated.
"But our criminal investigative division has confirmed that the Tesla was in Tesla's Full Self-Driving (Supervised) mode at the time of the collision," Loftis told The Register Wednesday.
"Eventually, it will be up to the Snohomish County Prosecutor to determine if any charges are filed in the case."
Jeff Nissen, 28, of Stanwood, Washington, was killed on April 19 when he was struck by a 2022 Tesla Model S. The crash occurred on eastbound State Route 522, east of Maltby.
According to court documents cited in a Fox 13 Seattle report, the 56-year-old driver of the Tesla told first responders he was looking at his phone while the car was driving itself.
The "vehicle lurched forward as it accelerated and collided with the motorcycle in front of him," the court filings reportedly stated.
Loftis said the driver was arrested on suspicion of vehicular homicide, based on his own admission that his attention was elsewhere and he was not in full control of his vehicle. The driver has posted bond and now awaits a charging decision.
Washington State does not permit self-driving vehicles to operate, with the exception of companies that have entered into certified testing arrangements with the Department of Licensing. Currently, Loftis said, Nvidia, Waymo, and Zoox are certified to test self-driving cars in the US West Coast state.
"Laws on the issue of autonomous vehicle capacity might vary by state to state or locale, but it is imperative that the traveling public remember the driver/operator is ALWAYS responsible for the safe and legal operation of their vehicle in any locale in the State of Washington," said Loftis.
"A car may have the capacity to be driven autonomously but that does not give the driver the legal right to do so. "
Tesla did not respond to a request for comment.
As of June 2023, Tesla's Autopilot (a subset of FSD capabilities) had reportedly been involved in 17 fatalities and 736 crashes.


	Self-driving cars safer in sunlight, twilight another story


	Two big computer vision papers boost prospect of safer self-driving vehicles


	Rear-end crashes prompt probe into Amazon's Zoox self-driving cars


	How deliciously binary: AI has yet to pay off - or is transforming business


	Meta's AI safety system defeated by the space bar


Tesla's Model S Owner's Manual states, "Like other Autopilot features, Full Self-Driving (Supervised) requires a fully attentive driver and will display a series of escalating warnings requiring driver response. You must keep your hands on the steering yoke (or steering wheel) while Full Self-Driving (Supervised) is engaged. In addition, the cabin camera monitors driver attentiveness (see Cabin Camera)."
The manual further claims, "Use of Full Self-Driving (Supervised) will be suspended if improper usage is detected."
Despite wishful-thinking terminology like "Full-Self Driving" and "Autopilot," any such system presently active in commercially available vehicles on US roads is intended to assist a human driver.


There are no self-driving vehicles on our roadways today available for consumer purchase


" In reality, there are no self-driving vehicles on our roadways today available for consumer purchase," the US National Transportation Safety Board explains on its website.
In September 2022, Tesla was sued [PDF] by customers who claimed the automaker misled them by using terms that suggested that its vehicles could operate autonomously or would soon be able to do so, when the technology just isn't there yet. That case remains ongoing following Tesla's failed attempt in May to have the claim dismissed.
Tesla supremo Elon Musk has positioned the car maker as a robotics and AI company, perhaps to encourage investor enthusiasm about the supposed revenue potential of its delayed robotaxi and its planned line of Optimus humanoid robots. In the manufacturer's recent Q2 2024 earning call, Musk touted the self-driving capabilities of Tesla cars.
"By far, the biggest differentiator for Tesla is autonomy," he claimed. "I still find that most people actually don't know how good the system is. And I would encourage anyone to understand the system better to simply try it out and let the car drive you around."
But don't actually let the car drive you around. As Tesla states on its website, "Autopilot is a hands-on driver assistance system that is intended to be used only with a fully attentive driver. It does not turn a Tesla into a self-driving vehicle nor does it make a vehicle autonomous." (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2024/07/31/tesla_fsd_motorcyclist_killed/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2024/07/31/digicert_certificates_extension/
    

    More than 83K certs from nearly 7K DigiCert customers must be swapped out now
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As the DigiCert drama continues, we now have a better idea of the size and scope of the problem - with the organization's infosec boss admitting the SSL/TLS certificate revocation sweep will affect tens of thousands of its customers, some of which have warned that the short notice may have real-world safety implications and disrupt critical services.
A brief refresher on what happened: On July 29, the certificate authority said at least some customers had just 24 hours to replace their previously issued security certificates due to a five-year-old programming flaw in its systems. It's fairly technical, and you can read all about it here in our earlier article.
It basically involves broken domain ownership validation, random numbers, and underscores, all leading to a selection of issued certs being deemed untrustworthy and thus in need of immediate revocation and replacement.
This affected "approximately 0.4 percent of the applicable domain validations" DigiCert had already processed for its customers, according to the CA. But it didn't put a number on this 0.4 percent.
A certain Mozilla Bugzilla post, however, puts the number in the tens of thousands. "We have identified 83,267 certs impacting 6,807 subscribers," noted DigiCert's CISO Jeremy Rowley. "We are planning to begin revoking within the 24-hour time window."
Some of these customers, however, say the quick turnaround time won't work. Others, according to Rowley, have filed lawsuits to block the certificate revocation.


The reality is that many large organizations cannot reissue and deploy new certificates everywhere in time


"Unfortunately, many other customers operating critical infrastructure, vital telecommunications networks, cloud services, and healthcare industries are not in a position to be revoked without critical service interruptions," he said.
"While we have deployed automation with several willing customers, the reality is that many large organizations cannot reissue and deploy new certificates everywhere in time."
DigiCert will be publishing a full incident report, Rowley added, admitting that this whole snafu has illustrated the real-life difficulties that come with adhering to the 24-hour revocation requirements set by the CA/Browser Forum.
"We are aware of and are participating in the active industry discussion happening about the applicability of revocation timelines given the widespread impact and the relative severity of incidents," Rowley wrote.
"We also note that browsers have mentioned that delayed revocation might still be acceptable under 'exceptional circumstances.' However, given no clear definition of what would constitute an exceptional circumstance, we are seeking root store feedback as soon as possible, as we are standing ready to begin revocations within the timeline."


	DigiCert gives unlucky folks 24 hours to replace doomed certificates after code blunder


	Angry admins share the CrowdStrike outage experience


	Chrome adopts app-bound encryption to stymie cookie-stealing malware


	'Error' in Microsoft's DDoS defenses amplified 8-hour Azure outage


An email sent to affected customers this week and shared with The Register reiterated that some DigiCert users with "exceptional circumstances" would be given extra time -- but not a whole lot of it.
"Based on discussions with these affected customers, conversations we have had with members of the web PKI community, we are now in a position to delay some revocations, given exceptional circumstances," the email explained.
Customers needing more time were encouraged to email the company by July 31, no later than 1930 UTC, with a detailed explanation of the circumstances necessitating a delay in the certificate renewal and revocation process. 
But even if a delay is approved, "All certificates affected by this incident, regardless of circumstances, will be revoked no later than Saturday, August 3, 2024, at 1930 UTC," the notice said. "We will not be able to delay revocation beyond that date and time."
One affected customer told The Reg they had 96 serial numbers of certificates to replace, and that required the IT team to update certs on almost 200 systems and applications.
"They told us via email on Monday, July 29 that we had until July 30 to swap out all the certificates before they were revoked," the reader told us. "It took 15 people 20 hours to touch everything. Good thing we noticed the email right away or it would have crushed us."
Our tipster wanted to remain anonymous to avoid putting their organization at risk. But they also wanted "to emphasize that for some organizations including ours, revoking certificates with such short notice can pose a risk to life and safety systems."
The reader continued:


Not every one of these certificate updates can be done Not every certificate update can be automated, and not every organization can manually replace their certificates within 24 hours (we only got 20 hours of notice to do almost 200 certificate updates). Often, certificate updates require collaboration with third parties, and not all organizations have support agreements that guarantee the necessary engagement within such a short timeframe. While I appreciate the importance of strict adherence to security protocols regarding certificates, a 24-hour notice before revocation is likely to cause more harm than good. Each incident of this scale should be evaluated on a case-by-case basis, rather than adhering to the one-size-fits-all 24-hour mandate set by the CA/Browser Forum.


This is unlikely to be the last we hear of the 24-hour rule -- and the resulting thousands of organizations now scrambling to adhere to it and ensure secure internet communications. Meanwhile, hats off to the IT teams working overtime to manually swap out the flawed certificates with new ones.
Hopefully you get more than a $10 Uber Eats gift card for your long nights ahead. (r)

  Tell your story. Contact us in confidence, directly here or via here.
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Dozens of Russia-affiliated criminals are right now trying to wrest control of web domains by exploiting weak DNS services.
The crooks have already hijacked an estimated 30,000 domains since 2019, by using a technique dubbed Sitting Ducks by cybersecurity outfits Infoblox and Eclypsium.
The flaw at the heart of the matter has been known since at least 2016, when security researcher Matt Bryant detailed the takeover of 120,000 domains using a DNS vulnerability at major cloud providers such as AWS, Google, and Digital Ocean. It resurfaced in 2019 at internet service provider GoDaddy, leading to bomb threats and sextortion attempts.
The fact that Sitting Ducks remains a viable avenue for seizing domains is a testament to the difficulty of addressing vulnerabilities that arise from shoddy business processes, rather than coding bugs. The technique is difficult to detect or distinguish from credential theft, and is very damaging for those shot down by it.
"Eight years after it was first published, the attack vector is largely unknown and unresolved," said Infoblox in a write-up lamenting the ease of domain hijacking.
"Sitting Ducks is easier to perform, more likely to succeed, and harder to detect than other well-publicized domain hijacking attack vectors, such as dangling CNAMEs. At the same time, Sitting Ducks is being broadly used to exploit users around the globe. Our analysis showed that the use of Sitting Ducks has grown unabated over several years and unrecognized in the security industry."
Conducting a successful Sitting Ducks attack requires four conditions, according to an Eclypsium advisory:



	A registered domain, or subdomain of a registered domain, uses the authoritative DNS services of a different provider than the domain registrar; this is called name server delegation.


	A domain is registered with one authoritative DNS provider, and either the domain or a subdomain is configured to use a different DNS provider for authoritative name service.


	The name server delegation is lame, meaning that the authoritative name server does not have information about the domain and therefore can not resolve queries or subdomains.


	The DNS provider is exploitable, meaning that the attacker can claim ownership of the domain at the delegated authoritative DNS provider while not having access to the valid owner's account at the domain registrar.




This gap in administrative controls - allowing criminals to add or alter domain records without validating the identity of the requester - turns out to be rather common. According to a paper [PDF] published in 2020, about 14 percent of 49 million domains evaluated were affected by lame delegations of some kinds.
The security crew at Infoblox and Eclypsium say they discovered the latest round of attacks in June and have been coordinating with police and national CERTs to deal with the damage since then.


	Just one bad packet can bring down a vulnerable DNS server thanks to DNSSEC


	Attacks abuse Microsoft DHCP to spoof DNS records and steal secrets


	DigiCert gives unlucky folks 24 hours to replace doomed certificates after code blunder


	Infoseccers claim Squarespace migration linked to DNS hijackings at Web3 firms


The Sitting Ducks vulnerability affects not only the owners of domains that get taken over but those interacting with those sites online. Hijacked domains, Infoblox warns, have been used for phishing, scams, spam, porn distribution, and command-and-control servers for attacks like Cobalt Strike.
Infoblox and Eclypsium argue that DNS misconfigurations can be mitigated with some effort from domain owners, domain registrars, and DNS providers. And they also urge government organizations, regulators, and standards bodies to explore long-term solutions that minimize the DNS attack surface.
"Without cooperation and active effort, Sitting Ducks attacks will continue to rise," Infoblox argues. "This attack already plays a part in cybercrime targeting dozens of countries around the world, costing consumers an untold amount of money and loss of privacy." (r)
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Intel is said to be considering laying off thousands of its employees to alleviate the x86 giant's unsteady financial situation.
The plan to swing the ax was outed by Bloomberg this week, which says it spoke to people aware of the upcoming layoffs. It's unclear how many thousands of employees will be let go, but anywhere from a thousand to nine thousand employees would constitute up to eight percent of Intel's total workforce of 110,000, which excludes spun-off business units. An official announcement is expected to land this week or later.
Savings from the rumored layoffs will apparently serve to fuel future R&D, which in theory would help Intel improve its odds against rivals such as TSMC, Arm, AMD, Nvidia, Qualcomm, and others that have chipped away at Chipzilla's market share in PCs, datacenters, and other sectors.
Indeed, not a whole lot has gone right for Intel lately. Its 13th and 14th Gen Raptor Lake CPUs have suffered from widespread failures, the ongoing US-China trade war has reduced Intel's revenue, the new Foundry business unit isn't doing so hot, and Intel's long anticipated Aurora supercomputer still can't beat AMD-powered Frontier despite having a big on-paper advantage.


	Intel nabs Micron exec to oversee foundry business ambitions


	Intel's China investments may have spurred fresh US restrictions


	Phoenix UEFI flaw puts long list of Intel chips in hot seat


These issues are likely to be reflected in Intel's Q2 earnings, due out on Thursday; the semiconductor giant has now forecast revenues of $13 billion for the three months versus $13.6 billion financial analysts earlier anticipated.
Not everything is gloom and doom for Intel though, as its upcoming Lunar Lake and Arrow Lake chips for PC are anticipated to rejuvenate the biz's competitiveness against AMD and Qualcomm; new Xeon 6 CPUs with tons of cores are also launching in the coming months.
The Register reached out to Intel, and the mega-corp declined to confirm or deny the layoffs. (r)
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Amazon has filed a complaint against Nokia accusing the Finnish tech firm of violating a dozen of its patents.
Specifically, Amazon has accused [PDF] Nokia of lifting patents around virtual machine and networking technology used on Amazon Web Services. The filing claims Nokia used the lifted tech in its cloud and network services division, which launched in 2020 and includes Nuage and CloudBand offshoots.
"Nokia's 'new company strategy' involved leveraging Amazon's innovative solutions, including Amazon's patented technology, to address issues faced by cloud service providers," the filing reads.
Amazon also seized the opportunity to throw some shade at Nokia's business record. "Amazon's two decades of groundbreaking technological development in cloud computing stand in stark contrast to Nokia's recent efforts," the complaint says. "Nokia's failure to anticipate the importance of smartphone technology led it to the verge of bankruptcy in 2013." Nokia's handset division was bought by Microsoft that year for $7.2 billion, but the Finnish networking business, and its patent pool, is very much in play.


	US-China chip wars 'mainly ideological' says ex-ASML boss


	Nvidia said to be prepping Blackwell GPUs for Chinese market


	ASML could brick Taiwan's chipmaking machines in case of uninvited guests


	Uncle Sam relies on manual processes to oversee restrictions on Huawei, other Chinese tech players


The 186-page lawsuit painstakingly claims each alleged instance of patent infringement, by quoting Nokia marketing materials and technical diagrams of its cloud services. Amazon isn't seeking a specific amount of cash, but instead simply asks for "adequate" compensation, attorneys' fees, and an injunction on Nokia that would stop its alleged patent violations.
It's likely this complaint is connected to a lawsuit that Nokia filed against Amazon last year. The case , which is still ongoing, is over video streaming tech that Amazon and HP have allegedly been using without permission.
It's not clear whether Amazon will actually pursue the patent infringement claims to the bitter end, or is just using its complaint as a means to bring Nokia to the negotiating table. Patent spats do often result in out-of-court settlements that see one party pay up or sign some sort of licensing agreement, situations that Nokia has experience with.
The Register asked for comment from both Nokia and Amazon. While the latter hasn't yet replied, Nokia says "We respect other companies' intellectual property and expect others to do the same. We have just become aware of Amazon's claims of patent infringement in an action they have filed in the Delaware District Court. We will review these matters and defend ourselves vigorously in court." (r)
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    Upcoming US export rules on chipmaking tools won't apply to friendly countries

    
37 nations on good terms with Uncle Sam spared incoming restrictions, report claims    


    
        By 
Matthew Connatser        
    

    
        Posted in Systems,
        
            31st July 2024 18:02 GMT
        
    


    
The US is said to be tightening its export rules on chipmaking equipment, but will provide exceptions for allied and friendly nations.
An expansion of the Foreign Direct Product Rule (FDPR) will go into effect in August, according to Reuters, citing two anonymous sources. The updated rules will reportedly target chipmaking tools, which presumably include devices like lithography machines.
The FDPR legal framework is intended to give the US government the authority to prevent domestic technology from getting into the hands of certain countries and companies. Tech giant Huawei has been regulated under the FDPR since 2022, and the report claims the update would impose rules on around 120 other Chinese firms, including six fabs.
Additionally, the update is intended to lower the threshold for how much US technology needs to be in a product for it to fall under the FDPR. Apparently, the threshold will be lowered so much that a product with just a single chip made with American tech will be subject to export rules.
However, this more stringent version of the FDPR won't apply to so-called A:5 countries, as defined by the Bureau of Industry and Security. As of March 15, the list [PDF] of A:5 countries includes 37 key US allies and friends, such as Canada, Germany, Japan, and the Netherlands. These countries are exempt from the new export restrictions, unlike countries solely in categories B through E, which include Taiwan and Israel, among others.


	US-China chip wars 'mainly ideological' says ex-ASML boss


	Nvidia said to be prepping Blackwell GPUs for Chinese market


	ASML could brick Taiwan's chipmaking machines in case of uninvited guests


	Uncle Sam relies on manual processes to oversee restrictions on Huawei, other Chinese tech players


The exemption for A:5 countries is critical for businesses like Dutch lithography company ASML, which is the only manufacturer of cutting-edge extreme ultraviolet (EUV) lithography machines, and which pulled in almost half of its Q1 revenue from China. ASML is already subject to existing US restrictions: It isn't allowed to sell its EUV lithography machines to China, nor its older deep ultraviolet (DUV) machines since January.
The US has been able to exert pressure on ASML, and in April got the company to stop servicing chipmaking tools located in China. But an exclusion from the incoming set of rules will be a relief to the lithography specialist.
An update to the FDPR was rumored two weeks ago, but with the assumption that it would affect ASML and other companies like Japan-based Tokyo Electron, causing a stock price dive. However, today's report has resulted in the market boosting ASML's stock price by 7 percent and Tokyo Electron's by 13 percent as of the time of writing, undoing the decline from two weeks prior.
It's unclear how much of an impact the updated FDPR will have on impeding China's chip ambitions, given that nearly a fifth of the world's countries are exempted. It may, however, encourage China and its domestic tech companies to do more business with US-friendly countries, at least when it comes to the things that aren't illegal to export to the Middle Kingdom. (r)
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    Boeing's Q2 nosedive buoyed by appointment of new CEO

    
It lost billions and missed expectations, but fresh blood at the top has pleased shareholders    
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Boeing missed the mark on pretty much every analyst expectation in Q2 as it continues to struggle to recover from a series of devastating engineering failures.
Reporting its Q2 numbers this morning, Boeing revealed the company experienced a net loss of $1.4 billion - nearly 10 times the amount it lost in the second quarter of 2023. Revenues for the quarter slid by 15 percent compared to the same period last year ($16.9 billion compared to $19.8 billion), while operating losses skyrocketed elevenfold.
Boeing blamed the dismal quarter on lower commercial aircraft delivery and additional losses on "fixed-price defense development programs" including the troubled replacement for the presidential Air Force One jet and its stuck-in-space Starliner capsule.
"Despite a challenging quarter, we are making substantial progress strengthening our quality management system and positioning our company for the future," outgoing Boeing CEO and president Dave Caloun said of the tumultuous three months. "While we have more work ahead, the steps we're taking will help stabilize our operations and ensure Boeing is the company the world needs it to be."
Along with troubles related to its government programs, Boeing is struggling to reputationally recover from a door plug that flew out during a flight in January, causing the grounding of 737 Max aircraft around the world for inspections that led to the discovery of further issues.
The company also pleaded guilty earlier this month to criminal liability over a pair of 737 Max crashes in 2021 as multiple whistleblowers have come forward claiming the door plug blowout was indicative of years of Boeing prioritizing profits over quality or passenger safety.
New CEO sends shares up despite dismal earnings
Boeing had a ready-made distraction from its horrible quarter on deck with news also breaking this morning that the company had found Calhoun's replacement in former Collins Aerospace CEO Robert "Kelly" Ortberg, who will be taking up Calhoun's role and seat on the board on August 8.


	Boeing to reacquire spun-off supplier Spirit AeroSpace to shore up safety


	What was Boeing through their heads? Emails show staff wouldn't put their families on a 737 Max over safety fears


	Hm! Boeing union just ran whistleblower rights training


	Boeing and subsidiary file trade secrets lawsuit against Virgin Galactic


"Kelly is an experienced leader who is deeply respected in the aerospace industry, with a well-earned reputation for building strong teams and running complex engineering and manufacturing companies," said Boeing board chair Steven Mollenkopf. "We look forward to working with him as he leads Boeing through this consequential period in its long history."
While Boeing failed to meet any analyst expectations for the quarter (aside from having slightly less negative cash flow than estimated), shares popped after the numbers were released, likely because Ortberg's appointment signals a priority shift for Boeing away from being led by businessmen and back toward prioritizing the leadership of engineers.
Unlike Calhoun, whose professional biography is that of a business leader, Ortberg holds a degree in mechanical engineering and began his career as an engineer at Texas Instruments before moving to Rockwell as a program manager in 1987.
Rockwell, its successor Collins Aerospace, and its parent firm RTX, are prominent Boeing suppliers.
Whether Ortberg will succeed at changing Boeing's course remains to be seen, but shareholders are clearly pleased at the prospect.
"Boeing has a tremendous and rich history as a leader and pioneer in our industry, and I'm committed to working together with the more than 170,000 dedicated employees of the company to continue that tradition, with safety and quality at the forefront," Ortberg said of his new job. "There is much work to be done, and I'm looking forward to getting started." (r)
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    EU AI Act still in infancy, but those with 'intelligent' HR apps better watch out

    
Users and developers warned to prepare for what's coming with human resources a focus in 'high-risk' category    
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As the world's first legislation specifically targeting AI comes into law on Thursday, developers of the technology, those integrating it into their software products, and those deploying it are trying to figure out what it means and how they need to respond.
The stakes are high. McKinsey says 70 percent of companies will deploy some sort of AI tech by 2030, producing a global economic impact of around $13 trillion in the same period, increasing global GDP by about 1.2 percent annually.


The EU has good intentions, but customers of ours are getting two messages: You've got to have AI to be competitive, but if you do the wrong thing in AI, you could be fined, which effectively would mean the entirely senior management team would be fired, and the business may even go under...


Some say that by introducing the AI Act as it stands, the European Union, the world's richest economic and political bloc, risks missing out on that bounty, while others say that the new rules do not go far enough in protecting citizens from the nefarious impact of AI.
Nonetheless, the one thing commentators do agree on is, at this stage, we don't know much about how the legislation will be implemented, even if we know what it says and that it might result in fines of up to 7 percent of global revenue.
For example, the EU's European AI Office, which will play a key role in implementing the AI Act, is yet to be staffed. The AI Board Guidance is yet to be published, and we are a long way from any legal precedent in case law, especially because the introduction of law will be staggered according to type of AI and the kind of application. The advisory forum, which the Act promises, is yet to be established. Meanwhile, each member state within the EU is set to have its own AI authority to monitor implementation.
Nils Rauer, Pinsent Masons partner and joint lead of its global AI team, said: "This is all a work in progress to set up those authorities and make them familiar with the enforcement authorities that will be in place. It's very, very much a newborn."
The European Commission, the executive branch of the EU, first proposed the AI Act in 2021, but the introduction of ChatGPT seemed to sharpen the focus and urgency around its introduction (see our timeline box below).
The first group of activities set to comply with the law are those banned by it. From the beginning of February next year, prohibited activities will include biometric categorization systems that claim to sort people into groups based on politics, religion, sexual orientation, and race. The untargeted scraping of facial images from the internet or CCTV, emotion recognition in the workplace and educational institutions, and social scoring based on behavior or personal characteristics are also included on the banned list.
General-purpose AI, which was shoehorned into the law at the last minute to ensure it covers generative AI models such as ChatGPT and others from OpenAI, will come under the law this time next year, meaning developers will need to evaluate models, assess and mitigate systemic risks, conduct adversarial testing, report serious incidents to the European Commission, ensure cybersecurity, and report on their energy efficiency.

Timeline


October 2020: European Council, an EU body of representatives commissioners from each member state, first discusses the need to respond to the development of AI


April 2021: European Commission releases a proposal for a regulation aiming to harmonize rules on artificial intelligence (AI Act)


December 2022: The Council adopts its position on the AI Act, agreeing the regulation should aim to ensure that AI systems placed on the EU market and used in the Union are safe and respect existing law on fundamental rights and EU values


June 2023: The European Parliament passes the AI Act, the first legislation of its kind in the world, which bans applications imposing an unacceptable level of risk to people's safety and privacy


January 2023: Agreed text of the EU's AI Act is published, with commentators urging organizations using the tech to closely monitor the legislation's progress as some businesses may have up to a year to conform


March 2024: European Parliament enacts AI Act designed specifically to address the risk of artificial intelligence, including biometric categorization and manipulation of human behavior, as well as stricter rules for the introduction of generative AI


May 2024: The Council gives final approval to the bloc's landmark AI Act setting a "risk-based approach" to AI regulation, meaning that the greater the risk an AI product could harm society, the more regulations it'll have to follow to do business in the EU


August 2024: AI Act becomes law across all 27 EU member states, and the enforcement of the majority of its provisions will commence on August 2, 2026


The next category that will need to comply is AI systems deemed high risk. From August 2026, systems with the potential to cause significant potential harm to health, safety, fundamental rights, environment, democracy, and the rule of law will need to comply. Examples might include uses of AI in critical infrastructure, education and vocational training, employment, and essential private and public services. Developers of business software, and those deploying it, might be most concerned about appearance of employment within this category, which means HR software is likely to be caught.
Over the last year, tech industry vendors have launched a flurry of products promising to embed AI in their HR applications. Oracle, Workday, SAP, and ServiceNow are among the pack. SAP, for example, promises "intelligent HR self-service capabilities," while ServiceNow has introduced technology in which LLMs can produce summaries of HR case reports.
Rauer said the big tech companies had already begun to prepare for the Act a long time ago, but smaller and less tech-savvy market players are just beginning. "They are now in a rush, it will be quite a challenge for them to become compliant within the next 24 months."
Rauer said it was not so much a technical burden to comply with the law than an administrative burden.
"You need to document what you did in terms of [AI model] training. You need to document to some extent how the processing works and ... for instance in an HR surrounding, on what basis the decision is taken by the AI to recommend candidate A instead of candidate B. That transparency obligation is new."
This created a new dilemma for technology providers who had previously tried to keep their methods a closely held secret. "You need a balance between what you document and make transparent for the authority and what is still trade secret. This is the main task that many of the IT providers do right now," Rauer said.
Meanwhile, users were faced with making strategic technology investments without fully understanding the work they will need to do to comply with the law.
One of the reasons for the continued uncertainty is that although the law is in place, guidance and case law is required to more fully understand how it might be applied, as was the case with the EU's General Data Protection Regulation (GDPR), Rauer said.
Jesper Schleimann, SAP's AI officer for EMEA, said the German software giant had followed the entire legislative process of the AI Act and put together a cross-functional team to analyze the new rules and identify where it might need to respond. "We have proactively established a comprehensive classification process which will safeguard the fulfilment of these requirements," he said.
Schleimann said for the SAP solutions deemed high risk, the company would work towards ensuring the necessary compliance is in place. "While the AI Act has been a more recent legislation, SAP has been executing in line with its AI ethics principles since 2018 and our external AI Ethics councils ensure ethical guidance and compliance.
"It is important to note that the interpretation of the AI Act has just begun. Secondary legislation from Brussels and the ongoing standardization process will shape its impact. SAP is in regular contact with the AI office in Brussels and also national authorities to ensure an exchange on compliance matters. We also work through key associations such as Digitaleurope, Bitkom, and BDI, which automatically means an exchange with a wider community."
Workday's Jens-Henrik Jeppesen, senior director of corporate affairs for EMEA and APJ, said the company was an advocate for responsible AI around the world and supported the intent of the AI Act.
"By enacting smart, risk-based, and proportionate regulation, we can establish trust and mitigate the risk of potential harm, while fostering innovation and bolstering business performance," he said. The company had established a Responsible AI (RAI) program led by the chief legal officer and including the chief compliance officer, chief technology officer, and chief diversity officer.
"Our Responsible AI framework is based on the EU AI Act requirements and the AI Risk Management Framework from the US National Institute of Standards and Technology (NIST). With our compliance programs, we are confident that should any of our products fall within the 'high-risk' category, we will meet the requirements of the regulation," Jeppesen said in a statement.


	US senators propose guardrails for government AI purchases and operations


	Payoff from AI projects is 'dismal', biz leaders complain


	Prepare your audits: EU Commission approves first-of-its-kind AI Act


	MPs ask: Why is it so freakin' hard to get AI giants to pay copyright holders?


"Workday will continue to closely follow the development of secondary legislation, guidance and technical standards to ensure that our technology is developed and deployed in alignment with the requirements of the EU AI Act."
ServiceNow, meanwhile, declined the opportunity to comment.
Tanguy Van Overstraeten, partner for IT, data, digital, and cyber at global law firm Linklaters, pointed out that developers and businesses deploying software had different obligations under the law.
"In the HR context, for recruitment purposes, or for the promotion of people, for example, when you use AI technology, this will trigger a 'high risk' definition and there it is very important to understand which role you have. If you are a provider, you have the maximum obligations; if you are a deployer, there remain a number of obligations that can be quite burdensome, and so you have to be careful," he said.
However, companies that buy and modify AI technology could also be caught in the "provider" category and might, therefore, have more burdensome obligations than a deployer.
Overstraeten also warned that companies using general-purpose products in HR tasks might be caught in the high-risk category unintentionally. "This could be the case when employees are using tools such as ChatGPT for recruitment purposes, for example, without management's knowledge. How do you monitor that? How do you make sure that the people in the organization know that there is a limit and that you should be careful not to use these tools in the wrong manner? So, training is very important too," he said.
While providers and deployers will not have to comply until August 2026, they should not think they have plenty of time, he said.
"There's a lot to be done. There's a long list of obligations in the Act that are quite burdensome, they have to be on the register, which does not exist yet, but it will by the time the law is applied. I would say start now, and don't do it under pressure at the last minute."
The text of the AI Act was published in the Official Journal of the European Union on July 12. While the letter of the law is now decided, much of how it will be implemented remains unclear. But don't let that be an excuse for inaction.
Too far or not far enough: Will the AI Act strangle tech innovation in Europe, or fail to fully protect it citizens?
Since its inception, the EU's AI Act has provoked concern among the tech industry and its advocates who fear that it will stifle innovation in the sector in one of the world's richest economies.
Last year, Meta's chief AI scientist, Yann LeCun, said regulating foundation models was effectively regulating research and development. "There is absolutely no reason for it, except for highly speculative and improbable scenarios. Regulating products is fine. But [regulating] R&D is ridiculous."
Speaking to The Register, John Bates, CEO of document management company SER Group, said he did not think there was wide awareness among customers of how the AI Act might apply to the way they implement software.
"It's very ironic that you've got governments investing in research to try and make the EU strong in AI - and the use AI - and on the other side, the same organization is basically scuppering the potentially the use of AI without meaning to.
"The EU has good intentions, but customers of ours are getting two messages: You've got to have AI to be competitive, but if you do the wrong thing in AI, you could be fined, which effectively would mean the entirely senior management team would be fired, and the business may even go under. This is one of the worst things I've ever seen. [AI] is probably as important, if not more so, than the industrial revolution, than the internet."
He said that while the AI Act was "coming from a good place," it was put together "by people who don't really understand computer science and how anybody can predict the way something will be used."
Meanwhile, organizations concerned with defending civil liberties in Europe are arguing that the legislation does not go far enough in protecting citizens from the risks AI might introduce.
"Innovation is great when it's done in compliance with human rights, when it puts people first, [but] we actively don't want innovation at all costs. That's part of European values and European industry," said Ella Jakubowska, head of Policy, European Digital Rights (EDRi), an association of civil and human rights organizations from across Europe.
One of the main problems is that the Act is not a human rights law, but a risk-based law, she said. The result is a law that presumes there are pre-defined use cases in which AI can be a risk.
"Our perspective is that as these systems are used more and more in our daily lives, they can become risky, no matter really what that context is, and especially when we're talking about touch points with the state, whether that's policing, whether that's welfare and benefits, education, these can all be potentially risky areas."
Although the AI Act did not present the "gold standard" for international legislation campaign groups had hoped for, there were some meaningful aspects of it that could be built on, and avenues to contest the parts where the Act did not go far enough, Jakubowska said.
She argued that GDPR had shown a strong privacy tech industry, for example, can grow around legislation.
"Prior to the AI Act, we've seen pilots of AI technology in Europe that have been incredibly dystopian and manifestly not compatible with EU laws. It's right that we should say there is a type of innovation that's reckless, that we don't want, and then there's a type of innovation that we do want and that we can and should foster," Jakubowska said. (r)
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Redmond disputes some claims made in Cracked Labs probe    
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Insight Microsoft Dynamics 365 provides "field service management" that allows customers to monitor mobile service workers through smartphone apps - allegedly to the detriment of their autonomy and dignity.
According to a probe by Cracked Labs - an Austrian nonprofit research group - the software is part of a broader set of applications that disempowers workers through algorithmic management.
The case study [PDF] summarizes how employers in Europe actually use software and smartphone apps to oversee field technicians, home workers, and cleaning staff.
It's part of a larger ongoing project helmed by the group called "Surveillance and Digital Control at Work," which includes contributions from AlgorithmWatch; Jeremias Adams-Prassl, professor of law at the University of Oxford; and trade unions UNI Europa and GPA.
Mobile maintenance workers used to have a substantial amount of autonomy when they were equipped with basic mobile phones, the study notes, but smartphones have allowed employers to track what mobile workers do, when they do it, where they are, and gather many other data points.
The effect of this monitoring, the report argues, means diminished worker discretion, autonomy, and sense of purpose due to task-based micromanagement. The shift has also accelerated and intensified work stress, with little respect to workers' capabilities, differences in lifestyle, and job practices.
It's not just Microsoft
The case study looks specifically at Microsoft Dynamics 365, but observes that there are many field service management applications - from vendors like Oracle, SAP, Salesforce, IFS (Sweden), Nomadia (France), OverIT (Italy), Praxedo (France), ServiceMax (US), and ServiceNow (US) - which are very similar.
Field service management is one part of Dynamics 365, a cloud-based enterprise system for customer relationship management and enterprise resource planning, the report explains.
The software can be used for managing various types of work and provides tools for communication, time and location tracking, billing, and management of information about customers, equipment, and materials. It allows employers to manage and automate the scheduling and dispatch of workers, work orders, and service tasks.


This can clearly be used to pressure workers to accelerate work


Wolfie Christl, a public interest researcher with Cracked Labs and author of the report, told The Register that one of the issues with the sort of algorithmic management enabled by Dynamics 365 is that it enables intense performance monitoring.
"This can clearly be used to pressure workers to accelerate work and so on," Christl explained, noting that there are different approaches to workplace monitoring in different regions. "For example, in Austria and Germany, you need an agreement with the employer. The employer needs an agreement with workers and with the work council to implement this kind of individual-level performance rating."
In the US, he noted, the situation is different because there's less consensus that this sort of monitoring should not be allowed without discussion.
Even more problematic, Christl argued, is the way such systems are being used to micromanage work - telling workers where they should go, which client they should visit, when they should arrive, the tasks they should perform, and the target time for each task.
"This clearly, from my perspective, affects autonomy," declared Christl. "It affects work discretion. And there can be many things that can go wrong because, if the system does not really accurately digitally represent all the steps and the tasks that should be done, then workers have the problem how they handle it with the system."


	Beneath Microsoft's Surface event, AI spreads everywhere


	Algorithmic wage discrimination: Not just for gig workers


	How deliciously binary: AI has yet to pay off - or is transforming business


	Meta's AI safety system defeated by the space bar


According to Christl, Dynamics 365 lets employers predict how long it takes to complete specific work based on a worker's past activities and feedback from AI models.
"The analysis may, for example, suggest that a particular client, region, weekday, task, or worker will likely increase the time required to carry out the work," he suggested. "The example report shows how the system accuses a particular worker named 'Bob Kozak' of being slower than expected."
The study notes that Microsoft advises customers against using this data for personnel actions:


Microsoft emphasizes in the documentation that its 'predictive work duration' system is 'not intended for use in making, and should not be used to make, decisions that affect the employment of an employee or group of employees, including compensation, rewards, seniority, or other rights or entitlements.'


It also observes that Microsoft has integrated its generative AI technology, known as Copilot, into its field management system - for doing things like summarizing information related to a particular work order.
"Dispatchers are told to 'review' the summary before 'using' it in order to 'ensure AI-generated content is accurate, complete, and appropriate,'" the report explains. "Copilot also offers to automatically create draft work orders based on the contents of emails with customer requests."
Show a little respect
Saiph Savage, assistant computer science professor at Northeastern University and director of the Northeastern Civic AI research lab in the US, told The Register she sees a problem with the way these sorts of tools enforce specific work patterns without respect to worker abilities and cultural norms.
"They talk a lot about how the employer can see how much time workers are taking for specific tasks, how much time they're expected to take. And if you think about it, all of that is assuming that people have specific types of work patterns," she explained.


It also limits workers' creativity. It makes workers feel that they are not trusted


"It's not considering, for example, that certain cultures simply have different types of time management. For example, some cultures are more monochronic, where they're doing one task at a time. Others are polychronic, where they're doing multiple tasks at a time.
"I think the problem with this is that it assumes that everyone has to behave similarly," Savage opined. "I'm also worried about people with disabilities or older adults who are completing the work. It might simply take them slightly longer to complete the task. And it still might be okay."
Savage also sees other issues with employee monitoring. "It also limits workers' creativity," she added. "It makes workers feel that they are not trusted, and it can create an us versus them dynamic."
Redmond pushes back
Microsoft disputes that its software uses AI to make performance-based recommendations, contends that its software helps field service personnel do their jobs more effectively, and notes that it's up to employers to follow applicable laws related to monitoring and privacy.
"Field service workers travel to multiple locations servicing different products every day," a Microsoft spokesperson told The Register.
"Dynamics 365 Field Service and its Copilot capabilities are designed to help field service workers schedule, plan and provide onsite maintenance and repairs in the right location, on time with the right information and workplace guides on their device to complete their jobs.


Dynamics 365 Field Service does not use AI to recommend individual workers for specific jobs based on previous performance


"Dynamics 365 Field Service does not use AI to recommend individual workers for specific jobs based on previous performance. Dynamics 365 Field Service was developed in accordance with our Responsible AI principles and data privacy statement. Customers are solely responsible for using Dynamics 365 Field Service in compliance with all applicable laws, including laws relating to accessing individual employee analytics and monitoring."
Asked about the report's claims that automated management tools restrict worker autonomy and personal dignity, Lili Cheng, corporate VP of business applications and platforms at Microsoft, told The Register: "That's one of our key goals, to uphold the dignity and experience of workers."
Cheng challenged the probe's contention that its software supports performance-based job recommendations.


We're not ranking people. And that's really important to us


"There were certain things that we don't actually support at all in the product," she argued. "So we don't do things like recommend individual workers for specific jobs based on their performance. We're not ranking people. And that's really important to us just for responsible AI and those kinds of policies."
Cheng said field service work is often complicated and both employers and workers appreciate having the kind of information available through Dynamics 365 - particularly younger workers who have grown up using smartphones.
"So one of the things that we want to make sure is that we have, you know, good tools for the workforce so that they can do their jobs and that companies can actually retain and make that job experience better for workers," she explained.
Asked about concerns that algorithmic work management systems potentially discriminate against older workers and fail to account for different work patterns, Cheng replied, "Obviously, we look at all the responsible AI principles and we follow that with pretty much all the workplace tools we have." (r)
Addendum
Microsoft's folks have been in touch to stress once again that, in their view, the IT giant "has been clear on its stance against employee surveillance," adding: "Dynamics 365 Field Service is not an employee surveillance tool; it is a solution that helps field service workers plan and coordinate their work."
Be as that may, the Cracked Labs study is a look at how the field service could be misused regardless of the Windows giant's intentions.
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2024/07/31/microsoft_dynamics_365_surveillance/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2024/07/31/digicert_certificates_revoked/
    

    DigiCert gives unlucky folks 24 hours to replace doomed certificates after code blunder

    
For the want of an underscore    


    
        By 
Jessica Lyons        
    

    
        Posted in CSO,
        
            31st July 2024 01:31 GMT
        
    


    
DigiCert has given unlucky customers 24 hours to replace their SSL/TLS security certificates it previously issued them - due to a five-year-old blunder in its backend software.
After that period, the digital certs - which are used for providing encrypted HTTPS connections for websites among other things - will be revoked and rendered useless. It appears to us this revocation is being done out of an abundance of caution, and to follow the letter and spirit of the rules on certificate issuance - which is important in the worlds of trust and cryptography - rather than because there's an immediate grave risk to people's privacy and identities.
Essentially, when DigiCert issues a certificate for a domain name, it verifies it's giving that cert to the rightful owner of that domain. The process by which it performed that validation was buggy, and certificates issued by that broken code need to be canceled because they are technically untrustworthy.
This will affect "approximately 0.4 percent of the applicable domain validations we have in effect," the certificate authority said in a July 29 advisory. The Register has asked exactly how many domains this represents, and we'll let you know if DigiCert can come up with a number.

Update on July 31


We now know this affects 83,267 certs issued to 6,807 customers. Read more here.


Though this won't be too much fun for those of you who have to replace their certs, the cause of the recall is pretty interesting.
There are various ways in which a domain name owner can demonstrate that ownership to an authority such as DigiCert, though the one relevant to this kerfuffle involves DNS CNAMEs, random digits, and underscores.
Let's say you want to buy an SSL/TLS certificate for a domain you control, example.com, so that you can provide a secure https://example.com/ website to your users. You go to DigiCert and request a cert for example.com. DigiCert generates a random number for you - let's say it's 123456 - so that you can create a DNS CNAME record so that _123456.example.com resolves to DigiCert's dcv.digicert.com. Note the underscore.
When you've set up that DNS entry, and let DigiCert know, it does a DNS lookup of _123456.example.com, sees that it's correctly pointing to dcv.digicert.com, and generates the security certificate for example.com for you. The fact that you can edit the domain name records for example.com indicates you are the owner and controller of that domain, so you get the cert.
Here's the thing: You have to put in an underscore at the start because there was a worry that DigiCert might generate a random number that just so happens, by fluke of nature, to actually exist as a sub-domain for the given domain. Let's say you don't own example.com but you want to try to get a certificate for it from DigiCert so you can do nefarious things that we won't go into here. Let's say DigiCert generates the challenge number 456789, and 456789.example.com actually exists. You end up getting the certificate, if the underscore wasn't required or checked for.
The chance of such a collision is extremely, extremely low because the random number being generated has at least 150 bits of entropy, but surely no one leaves things like that to chance in information security. By putting an _ at the start, the full domain name (eg, _123456.example.com or _456789.example.com) is invalid as it must, by the rules of the internet, start with an alphanumeric character. Thus with this underscore requirement, you not only have the low, low chance of a numeric collision but also the fact that it's extremely unlikely a domain owner would actually have a long random string of digits with a leading underscore as that would be strange and invalid during normal operation.
Unfortunately, DigiCert did not tell its customers in its documentation that they had to put an underscore at the start - and from August 2019 to now, DigiCert's code, after some reorganizing of its software, accidentally no longer added the _ to generated challenge values nor even checked for it. The code previously would at least add the underscore.
Thus customers who validated domains for certificates using the DNS CNAME method described above, and did not use an underscore as the system didn't enforce it, technically broke the rules laid out by the CA/Browser Forum regarding domain validation, and thus the certs can't be trusted. That's why they need to be revoked and reissued, and reinstalled or redeployed.
"Recently, we learned that we did not include the underscore prefix with the random value used in some CNAME-based validation cases," as DigiCert put it. "Under strict CABF rules, certificates with an issue in their domain validation must be revoked within 24 hours, without exception."


	Microsoft hits snooze again on security certificate renewal


	Digicert will shovel some 50,000 EV HTTPS certificates into the furnace this Saturday after audit bungle


	Meta accused of snarfing people's Snapchat data via traffic decryption


	Microsoft forgets about SwiftKey's support site


If you're wondering how the underscore checks disappeared...
DigiCert said "legacy code in CertCentral (our public TLS certificate issuance portal) automatically added an underscore prefix to random values if a customer selected CNAME-based verification." During that aforementioned modernization effort, this legacy code was not properly carried over to the new system:


Our new architecture redirected all validation through separate services instead of the legacy monolithic code structure. The code adding an underscore prefix was removed from CertCentral and added to some paths in the updated system.


The underscore prefix addition was not separated into a distinct service. One path through the updated system did not automatically add the underscore nor check to see if the random value had a pre-appended underscore.


This oversight wasn't caught during testing either:


Unfortunately, no reviews were done to compare the legacy random value implementations with the random value implementations in the new system for every scenario. Had we conducted those evaluations, we would have learned earlier that the system was not automatically adding the underscore prefix to the random value where needed.


Fast forward to June 11, when DigiCert completed a project to simplify the random value generation process and eliminate the manual addition of the underscore prefix. "As before, we did not compare this UX change against the underscore flow in the legacy system," the cert authority admitted.
And from the sounds of things, the org wouldn't have noticed the bug if it weren't for a customer call it received "several weeks ago" reporting the problem in the validation system:


Although the reporter did not provide serial numbers for any certificates, DigiCert conducted a preliminary investigation. This initial investigation did not uncover any issues with random value generation or validation. After the reporter requested additional reviews (still without providing any certificate serial numbers), DigiCert sought guidance from external CABF participants, who suggested DigiCert conduct an additional review. Upon further review, DigiCert discovered an issue regarding the underscore prefix for random values. DigiCert then initiated this incident management process.


A couple things about this explanation. First, maybe it's just your humble vulture, but it sounds like DigiCert is low-key dinging -- not thanking -- the reporter for bringing this bug to its attention, and that gives us pause.
Second, as a loyal Reg reader pointed out to us: "Their root cause analysis makes CrowdStrike's test regime look thorough."
This is in reference to the global outage earlier this month caused by a flawed automatic update that CrowdStrike pushed to millions of Windows machines, also without firmly testing the update.
But back to business: DigiCert offers a series of steps needed to reissue certification.
First, customers need to login to their CertCentral account to see if their certificates are affected. Assuming they are, then go to the Certificates > Orders page and locate the impacted certificates.
Next, generate a new Certificate Signing Request (CSR), and on the certificate's Order # details page, in the certificate actions dropdown menu, select Reissue certificate.
If there's any additional required validation steps, complete those securely, and then install the reissued SSL/TLS certificate.
Affected customers, all of whom have been notified, can also contact their DigiCert account managers or call the support hotline: +1 801-770-1718. (r)
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