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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Blackstone invests PS10B to build Europe's 'biggest AI datacenter' in UK
        Tobias Mann

        Construction slated to begin next year at site of failed BritishVolt plant US investment giant Blackstone is plowing PS10 billion ($13.4 billion) into a massive AI datacenter project located in northeast England, British Prime Minister Keir Starmer announced on Wednesday....

      

      
        Intel thinks it's got a final microcode fix for recalcitrant Raptor Lake processors
        Gavin Bonshor

        Root cause identified, but it's taken the better part of a year After what has felt like an eternity, Intel reckons it has finally identified why its 13th and 14th Gen Core series desktop processors have been so unstable....

      

      
        SK hynix begins mass production of 36 GB 12-layer HBM3E
        Laura Dobberstein

        Should be Jensen Huang's hands in less than 60 days Korea's SK hynix revealed on Thursday that it had become the first chip manufacturer to mass produce the much-anticipated 36 GB 12-layer HBM3E chip....

      

      
        Victims lose $70k to one single wallet-draining app on Google's Play Store
        Connor Jones

        Attackers got 10k people to download 'trusted' web3 brand cheat before Mountain View intervened The latest in a long line of cryptocurrency wallet-draining attacks has stolen $70,000 from people who downloaded a dodgy app in a single campaign researchers describe as a world-first.... 

      

      
        OpenAI in throes of executive exodus as three walk at once
        Richard Speed

        Looks like it's going to be the Sam Altman show from now on Three key OpenAI staff members - CTO Mira Murati, Chief Research Officer Bob McGrew, and Research VP Barret Zoph - are leaving the ChatGPT maker....

      

      
        SAP support auto-renewal gotcha: Do nothing now, pay for another year
        Lindsay Clark

        Single digit price hikes suspected for UK and Europe and double digit mooted for everywhere else Updated  Like car insurance, software support contracts can renew annually by simply doing nothing, a phenomenon with which SAP users should be all too familiar... but sometimes they are not....

      

      
        NASA's Astrobees need a new buzz - any ideas for the space-dwelling bots?
        Richard Speed

        Hey Reg readers, what would you do with Honey, Queen, and Bumble? NASA is looking for ideas on what to do with the Astrobee drones flying around the International Space Station (ISS)....

      

      
        Public Wi-Fi operator investigating cyberattack at UK's busiest train stations
        Connor Jones

        See it, say it... not sorted just yet as network access remains offline Updated  A cybersecurity incident is being probed at Network Rail, the UK non-departmental public body responsible for repairing and developing train infrastructure, after unsavory messaging was displayed to those connecting to major stations' free Wi-Fi portals....

      

      
        CrowdStrike's Blue Screen blunder: Could eBPF have saved the day?
        Richard Speed

        Grafana Labs CTO looks at the options Interview  The CrowdStrike chaos was caused by software running riot in the Windows kernel after an update tripped up the code. eBPF is a useful tool for kernel tracing and observability, but could it have mitigated the CrowdStrike incident?... 

      

      
        UK government's bank data sharing plan slammed as 'financial snoopers' charter'
        Lindsay Clark

        Access to account info needed to tackle benefit fraud, latest bill claims Privacy campaigners are criticizing UK proposals to force banks to share data from the accounts of government benefit claimants, saying the ploy amounts to "a financial snoopers' charter targeted to automate suspicion."...

      

      
        Memory-maker Micron predicts new wave of server consolidation
        Simon Sharwood

        AI boosted revenue last year, demand for more RAM in devices to help in 2025 Micron has told investors it expects a new round of server consolidation to add to its already strong growth....

      

      
        Apple quietly removed 60 more VPNs from Russian app store, researchers claim
        Iain Thomson

        iThing-maker is Putin Kremlin repression ahead of privacy, rights orgs argue Apple has pulled 60 VPNs from its App Store in Russia, according to research from anti-censorship org GreatFire....

      

      
        Infosys scores deal to write code for EV-maker Polestar
        Simon Sharwood

        HQ in Sweden, made in China, programmed in Bengaluru, but with a traditional offshoring marque Indian tech services giant Infosys has scored a deal to write code for Swedish electric vehicle outfit Polestar....

      

      
        India extends IT hardware import license scheme that enraged Big Tech
        Laura Dobberstein

        And hints at revised rules to come later this year India's Ministry of Commerce and Industry has extended the scheme that enraged hardware makers by requiring them to secure import permits - and indicated it will be revised further.... 

      

      
        Uncle Sam accuses Aussie AI startup boss of financial fakery that duped investors
        Iain Thomson

        Crikey! $40M of investments in 'digital employees' allegedly went down faster than a frosty Fosters The former CEO of an AI startup that promised to replace humans with "digital employees" has been accused by the US Department of Justice and Securities and Exchange Commission of raising $40 million from investors, including venture capitalists, after showing them deliberately falsified financial records....

      

      
        WordPress.org denies service to WP Engine, potentially putting sites at risk
        Thomas Claburn

        That escalated quickly WordPress on Wednesday escalated its conflict with WP Engine, a hosting provider, by blocking the latter's servers from accessing WordPress.org resources - and therefore from potentially vital software updates....

      

      
        OpenAI to reveal secret training data in copyright case - for lawyers' eyes only
        Thomas Claburn

        Counsel for aggrieved authors will view info in a secure room, without internet access, and no devices present OpenAI has agreed to reveal the data used to train its generative AI models to attorneys pursuing copyright claims against the developer on behalf of several authors....

      

      
        If your AI does the crime, you'll do the time, warns DoJ
        Tobias Mann

        Add compliance requirements to your AI to-do list If juggling the extreme cost and hazy ROI of AI weren't enough of a headache, the United States Department of Justice (DoJ) now expects enterprise compliance officers to start weighing the tech's potential for harm - or risk stiff fines if it breaks the law....

      

      
        China's Salt Typhoon cyber spies are deep inside US ISPs
        Jessica Lyons

        Expecting a longer storm season this year? Updated  Another Beijing-linked cyberspy crew, this one dubbed Salt Typhoon, has reportedly been spotted on networks belonging to US internet service providers in stealthy data-stealing missions and potential preparation for future cyberattacks.... 

      

      
        Unions 2, Apple 0: Cupertino caves after fresh strike threat
        Brandon Vigliarolo

        You're doin' fine, Oklahoma! Apple's anti-union posturing is looking like quite the paper tiger: The iPhone goliath has reached an agreement with unionized retail workers in Oklahoma, marking the second time it has caved to organized labor after facing the prospect of a strike. ...

      

      
        91% of polled Amazon staff unhappy with return-to-office, 3-in-4 want to jump ship
        Iain Thomson

        'Decisions like the one from Jassy are a big reason why I don't want kids' Amazon CEO Andy Jassy last week sent a memo to staff informing them everyone is now expected in the office five days a week from the start of next year, and a poll of staff suggests this hasn't gone down well....

      

      
        Altman reportedly asks Biden to back a slew of multi-gigawatt-scale AI datacenters
        Tobias Mann

        With 2.5 million Blackwell GPUs, would gobble enough energy to power millions of homes OpenAI CEO Sam Altman is reportedly trying to convince the Biden administration that an enormous network of AI datacenters, each consuming up to five gigawatts of power, is imperative to ensuring US national security and maintaining its technological lead over China....

      

      
        US Army drafts AI to combat recruitment shortfall
        Brandon Vigliarolo

        No more cold calls: Recruit 360 pinpoints top prospects from millions Plagued by recruiting shortfalls, the US Army is turning to AI to help it sift through the chaff for fresh recruits....

      

      
        A look under the hood of the 3D-printed, Raspberry Pi powered 'suicide pod'
        Brandon Vigliarolo

        Design files will be available soon, but no word yet on the software A highly controversial 3D printed suicide pod has been used for the first time, leading to multiple arrests in Switzerland. The device is so DIY-friendly that you could technically build it at home, assuming you've got the right tools and, well, the necessary motivation. ... 

      

      
        RansomHub genius tries to put the squeeze on Delaware Libraries
        Connor Jones

        Extorting underfunded public services for $1M isn't a good look Despite being top of the ransomware tree at the moment, RansomHub - specifically, one of its affiliates - clearly isn't that bright as they are reportedly trying to extort Delaware Libraries for around $1 million....

      

      
        Google's Rust belts bugs out of Android, helps kill off unsafe code substantially
        Thomas Claburn

        Memory safety flaws used to represent 76% of 'droid security holes. Now they account for 24% Google says its effort to prioritize memory-safe software development over the past six years has substantially reduced the number of memory safety vulnerabilities in its Android operating system....

      

      
        US may exempt latest chip fabs from eco red-tape, but power is still a trip
        Gavin Bonshor

        AC/DC: America's grid might need to brace itself Comment  The multibillion-dollar gamble of Intel and other semiconductor industry players on US-based chipmaking may be about to give America's power infrastructure a bit of a headache.... 

      

      
        Campaigners claim 'Privacy Preserving Attribution' in Firefox does the opposite
        Richard Speed

        Tracking alternative is less invasive than other methods, but is opt out by default Updated  Privacy activist group noyb has filed a complaint against Mozilla over a "Privacy Preserving Attribution" feature that was quietly enabled in Firefox following a July update....

      

      
        Apple ropes off at least 4 GB of iPhone storage to house AI
        Thomas Claburn

        Better or worse than a surprise U2 album? Apple's on-device AI model, dubbed Apple Intelligence, will require 4 GB of device storage space, and more at a later date. That's about the size of an HD movie, for now....

      

      
        Google files first ever complaint with European Commission against Microsoft
        Paul Kunert

        Mountain View versus Redmond: Fight over cloud software licensing policies gets formal Google Cloud Platform has filed a complaint with the European Commission alleging Microsoft software licensing policies are anti-competitive, including claims customers are being charged four times more to run Windows Server in non-Azure clouds....

      

      
        Hyperscalers are carving up the ocean floor into private internet highways
        Laura Dobberstein

        Think tank warns of sovereignty risks from subsea cable consolidation The dominance of US-based hyperscalers like Google, Meta, Microsoft, and Amazon in subsea cables has reshaped the industry and put critical infrastructure at risk, an Australian think tank claims.... 

      

      
        AI PCs will dominate shipments by 2026, but not because of demand
        Richard Speed

        Buying computers without the tech to get harder as chipmakers compete for cash, say analysts AI PCs are forecast to account for 43 percent of PCs by 2025, says tech market sales number cruncher and consultancy Gartner, and by 2026, an AI device may be the virtually the only laptop a big business can choose....

      

      
        VMware reportedly probed by Japanese anti-monopoly cops
        Simon Sharwood

        Broadcom's software bundles under scrutiny after perhaps irking Fujitsu Updated  Japan's Fair Trade Commission, the nation's anti-monopoly agency, has reportedly commenced an investigation into VMware's software licensing practices....

      

      
        Samsung and pals Hyundai, Kia team for software-defined cars, IoT integration
        Simon Sharwood

        Turn on home aircon and maybe peer inside the fridge or oven - all from behind the wheel Samsung and fellow South Korean giants Kia and Hyundai have struck up an IoT alliance that will see cars drive home appliances, and smartphones control some operations inside cars....

      

      
        China claims Taiwan, not civilians, behind web vandalism
        Laura Dobberstein

        Taipei laughs it off - and so does Beijing, which says political slurs hit sites nobody reads anyway Taiwan has dismissed Chinese allegations that its military sponsored a recent wave of anti-Beijing cyber attacks....
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        Original URL: https://www.theregister.com/2024/09/26/backstone_ai_datacenter/
    

    Blackstone invests PS10B to build Europe's 'biggest AI datacenter' in UK

    
Construction slated to begin next year at site of failed BritishVolt plant    


    
        By 
Tobias Mann        
    

    
        Posted in Systems,
        
            26th September 2024 17:00 GMT
        
    


    
US investment giant Blackstone is plowing PS10 billion ($13.4 billion) into a massive AI datacenter project located in northeast England, British Prime Minister Keir Starmer announced on Wednesday.
The facility, touted as the "biggest AI datacenter" in Europe, is slated for construction near Blyth, Northumberland, at the site of the now defunct BritishVolt battery plant. The project is expected to bring more than 4,000 jobs to the region, 1,200 of which will be related to the construction of the site.
"New investment such as the one we've announced with Blackstone today is a huge vote of confidence in the UK and it proves that Britain is back as a major player on the global stage and we're open for business," Starmer said in a canned statement.
Alongside the PS10 billion to fund the datacenter, Blackstone has also committed to investing PS110 million to upskill workers to run the facility and upgrade transportation infrastructure in the region.
However, we expect the bulk of Blackstone's investment will go to AI accelerators, though it remains to be seen whose chips will power the facility. While Nvidia's upcoming Blackwell accelerators might seem the natural choice due to the maturity of the GPU giant's software and hardware ecosystem, Intel and AMD have grown far more competitive in recent generations.
AMD's Instinct MI300-series accelerators have gained considerable momentum in recent quarters, with the House of Zen forecasting the GPUs will drive $4.5 billion in revenues in 2024. Meanwhile, Intel this week officially launched its Gaudi3 accelerators, which boast performance competitive with Nvidia's venerable H100s, while undercutting them on price.
Whatever accelerators end up powering the facility, Blackstone will be able to afford a lot of them.
While it might seem strange for a private equity firm to be building datacenters, the business of renting AI infrastructure has become an incredibly lucrative enterprise. As our sibling site The Next Platform previously explored, an investment of about $1.5 billion to build, deploy, and network an AI datacenter today would net you roughly $5.27 billion in revenues within four years. With an investment totaling $13.4 billion, Blackstone should make a killing on the site, if, of course, AI boom doesn't fizzle before it comes online.
Blackstone is also no stranger to these developments. This spring, the investment firm joined BlackRock and others to inject $7.5 billion in debt financing into CoreWeave's rent-a-GPU racket.


	Memory-maker Micron predicts new wave of server consolidation


	Altman reportedly asks Biden to back a slew of multi-gigawatt-scale AI datacenters


	Microsoft cash to help reignite Three Mile Island atomic plant


	Datacenters bleed watts and cash - all because they're afraid to flip a switch


Whether Blackstone decided to cut out the middleman and launch a GPU cloud of its own or if it'll tap another firm like CoreWeave to actually run the Blyth site remains to be seen.
Having said that, we can't help but notice that earlier this year CoreWeave announced a PS1 billion project to establish a European headquarters in London and construct a pair of AI datacenters in the UK.
We've reached out to Blackstone for comment on the datacenter development; we'll let you know if we hear anything back. (r)
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        Original URL: https://www.theregister.com/2024/09/26/intel_0x12b_raptor_lake/
    

    Intel thinks it's got a final microcode fix for recalcitrant Raptor Lake processors

    
Root cause identified, but it's taken the better part of a year    


    
        By 
Gavin Bonshor        
    

    
        Posted in Systems,
        
            26th September 2024 16:00 GMT
        
    


    
After what has felt like an eternity, Intel reckons it has finally identified why its 13th and 14th Gen Core series desktop processors have been so unstable.
The issue, known as Vmin shift, has been narrowed this down to a clock tree circuit within the IA core, which, when put under intense heat and voltage, not only causes instability, but long-term damage to the chips.
Reports of system crashes and instability for users with 13th and 14th Gen processors have been highlighted across various online forums and communities. Intel finally admitted that there was a problem back in April, issuing a statement that seemingly blamed motherboard manufacturers for pushing voltages and clock speeds too far, though the company has been actively investigating since February.
Since then, Intel has issued a total of four public statements addressing stability, each time getting closer to the Vmin shift issue within the CPU's microcode. The chipmaker then issued two microcode updates, 0x125 and 0x129, both of which have been consolidated into the single 0x12B update.
Now Intel has stated that the microcode bug "might" be affecting all 13th and 14th Gen desktop chips with a thermal design power (TDP) of 65 W and higher.
The instability issues have been segmented into four primary operating scenarios that can lead to Vmin shift problems in the affected processors:



	Motherboard power delivery settings exceeding Intel power guidance. a. Mitigation: Intel(r) Default Settings recommendations for Intel CoreTM 13th and 14th Gen desktop processors.


	eTVB Microcode algorithm which was allowing Intel Core 13th and 14th Gen i9 desktop processors to operate at higher performance states even at high temperatures. a. Mitigation: microcode 0x125 (June 2024) addresses eTVB algorithm issue.


	Microcode SVID algorithm requesting high voltages at a frequency and duration which can cause Vmin shift. a. Mitigation: microcode 0x129 (August 2024) addresses high voltages requested by the processor.


	Microcode and BIOS code requesting elevated core voltages which can cause Vmin shift especially during periods of idle and/or light activity. a. Mitigation: Intel(r) is releasing microcode 0x12B, which encompasses 0x125 and 0x129 microcode updates, and addresses elevated voltage requests by the processor during idle and/or light activity periods.




There are 28 chips spanning Intel's 13th and 14th Gen Core families (Raptor Lake and Raptor Lake-R), of which 22 are vulnerable to Vmin shift.


	Intel's microcode fix to save Raptor Lake chips may only work with default power settings


	Raptor Lake microcode limits Intel chips to a mere 1.55 volts to prevent CPU destruction


	Raptor Lake microcode patch arrives for Intel motherboards this month, ASUS and MSI say


	Rickety Raptor Lake CPUs won't lose Turbo-boosted speeds after microcode medicine, Intel claims


Vmin is the minimum voltage the processor needs to operate at 100 percent stability. While often overlooked, especially when Intel and AMD are pushing silicon to its absolute limits to outdo one another, Vmin is a critical element in ensuring stability and making sure the chip can deliver the performance without succumbing to pesky glitches and crashes.
When microcode isn't up to scratch, or there's an inherent design issue within the silicon itself, a negative shift in Vmin can lead to instability. Another factor that can wreak havoc on Vmin is heat - and we all know Intel chips run hot.
In cases where there's too much voltage pushed through thanks to aggressive Vdroop profiles and motherboard vendors shooting way too high on their defined performance profiles to cover all user CPUs, this can cause irreversible damage to the chips. If that sounds like you, request an RMA.
This was always going to be an issue somewhere down the line in this war between Intel and AMD over who has the fastest chips. Whether a processor can hit 6.2 GHz (we're looking at you, Core i9-14900KS) for a couple of seconds so the vendor has a marketable tagline is meaningless if the CPU cooks in the process.
The debacle shines a light on Intel's approach to prioritizing performance over stability, and it's always the user that suffers in this regard. The time it's taken for Intel to fully acknowledge the problem, let alone identify the root cause, has been damaging. The flaw is as significant as it gets; it's costing users money and left many scratching their heads.
With Raptor Lake, it's time for Intel to admit that chasing GHz over stability is counterproductive. It's bad enough when a product doesn't work out of the box, but initially blaming someone else then months later realizing that it's Intel's problem will leave a bitter taste for customers. (r)
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    SK hynix begins mass production of 36 GB 12-layer HBM3E

    
Should be Jensen Huang's hands in less than 60 days    


    
        By 
Laura Dobberstein        
    

    
        Posted in Storage,
        
            26th September 2024 15:03 GMT
        
    


    
Korea's SK hynix revealed on Thursday that it had become the first chip manufacturer to mass produce the much-anticipated 36 GB 12-layer HBM3E chip.
The chips are slated to be in the hands of customers by the end of this year.
High-bandwidth memory (HBM) chips utilize a stacked design, where layers of DRAM are interconnected through through-silicon vias (TSVs), allowing for greater memory density in a more compact form factor. The chips are eagerly sought thanks to the recent surge in high-demand areas like AI, GPUs, and supercomputers.
SK hynix's previous max capacity was 24 GB HBM3E, achieved by stacking eight 3 GB DRAM chips vertically, as our sister publication Blocks & Files reported at the time. mass production began just six months ago in March, to the benefit of key customer Nvidia.
Demand for the product was so great that by May, market analyst firm Trendforce had warned that hunger for HBM capacity could cause a shortage of DRAM supply as companies ditched the latter to make the AI enablers on their limited number of production lines.
The layers of the new HBM3E are 40 percent thicker than the last generation. By stacking four extra layers of 3 GB chips, the company claims it has increased capacity by 50 percent while keeping the same thickness.
[image: SK hynix 12-layer HBM3E]
SK hynix 12-layer HBM3E - click to enlarge


To combat the frailty inherent in the chip's thin layers, SK hynix embarked on treating them with Advanced MR-MUF (Mass Reflow Molded Underfill) - a process where liquid protective materials are injected between stacked chips to protect the circuits and enhance heat dissipation then hardened.


	SK hynix shimmies towards AI silicon by driving merger of South Korean Nvidia challengers


	Delays? We're still shipping 'small quantities' of Nvidia's GB200 in Q4, Foxconn insists


	Hunger for more HBM capacity could cause shortage DRAM-a


	Here's another thing AI can do: Return Samsung's memory biz to profit


The new chip product, according to SK hynix, has "increased the speed of memory operations to 9.6 Gbps, the highest memory speed available today."
"If 'Llama 3 70B', a Large Language Model (LLM), is driven by a single GPU equipped with four HBM3E products, it can read 70 billion total parameters 35 times within a second," bragged the company.
SK hynix shares rose 9 percent following today's announcement, surpassing the share growth of rivals Samsung Electronics and Micron, according to media reports.
The company's new memory may help South Korea to become one of the world's top three AI nations, a goal set the same day in an announcement by President Yoon Suk Yeol.
The government said it would achieve the goal through public-private collaboration. Yoon also pledged to build a National AI Computing Center and reform regulations to support SK hynix's efforts.
The country has put a "Presidential AI Committee" in charge of coordinating the R&D push - a committee that consists of 30 experts, 10 ministerial level government officials, and two presidential aides. (r)
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    Victims lose $70k to one single wallet-draining app on Google's Play Store

    
Attackers got 10k people to download 'trusted' web3 brand cheat before Mountain View intervened    


    
        By 
Connor Jones        
    

    
        Posted in Cyber-crime,
        
            26th September 2024 14:08 GMT
        
    


    
The latest in a long line of cryptocurrency wallet-draining attacks has stolen $70,000 from people who downloaded a dodgy app in a single campaign researchers describe as a world-first.
A fraudulent app targeted web3 users on Google's Play Store, piggybacking on the name and reputation of the legitimate WalletConnect protocol, which is used for connecting decentralized applications and wallets. It also doesn't have an official app on the Play Store.


Of the total 150 or so victims of the app, CPR noted that only 20 bothered to leave a negative review on the Play Store...


Investigators at Check Point Research (CPR) said the app, which is called WalletConnect and used the open source project's official logo in the app tile image, is the first drainer of its kind to target mobile users exclusively.
We can help you
The attackers behind the app clearly knew their market well. They understood that common issues encountered by those who use the real WalletConnect protocol include version compatibility and the lack of universal support for the protocol by commonly used wallets. 
The fraudulent app marketed itself as an easy solution to these problems, CPR said, and without an official app on the Play Store, combined with the flurry of fake reviews speaking to its effectiveness, it was poised to fool a fair few users. More than 10,000 of them, in fact.
That's not to say each of those downloads led to them being victimized. Far from it, in reality. CPR verified transactions linked to more than 150 addresses, suggesting that was the number of individuals who had their wallets raided.
Once the app was downloaded, victims were prompted to link their wallets filled with cryptocurrencies, under the assumption that it was trustworthy and would allow smoother, secure access to supported web3 applications.
[image: Infographic representation of the attack chain - courtesy of Check Point Research]
Infographic representation of the attack chain - courtesy of Check Point Research - Click to enlarge


They were then instructed to authorize various transactions after selecting their wallet. Selecting the wallet triggered the app to direct the victim to a malicious website that would capture details about the wallet itself, the blockchain, and known addresses. 
Exploiting the mechanics of smart contracts allowed the attackers to authorize transfers of tokens from the victim's wallet into their own prioritizing the transfer of more valuable cryptocurrency tokens over the less valuable kinds.
Of the total 150 or so victims of the app, CPR noted that only 20 bothered to leave a negative review on the Play Store - apathy that allowed the miscreants behind it the chance to post ample fake positive reviews, drowning out the victims' voices.
Launched in March, the app's true purpose wasn't detected by the powers that be until five months later, at which point it was promptly removed from the Play Store.
Alexander Chailytko, cybersecurity, research, and innovation manager at CPR, said: "This incident is a wake-up call for the entire digital asset community as the emergence of the first mobile crypto drainer app on Google Play marks a significant escalation in the tactics used by cybercriminals and the rapidly evolving landscape of cyber threats in decentralized finance. 
"This research highlights the critical need for advanced, AI-driven security solutions that can detect and prevent such sophisticated threats. It's essential that both users and developers stay informed and take proactive measures to secure their digital assets."
Despite Google claiming to have a rigorous vetting process before apps become available to Android users, we still regularly hear about naughty ones making their way onto devices.
The ability to side-load apps onto Android phones plays a big role in this though.


	Crypto wallet providers urged to rethink security as criminals drain them of millions


	This legit Android app turned into mic-snooping malware - and Google missed it


	Necro malware continues to haunt side-loaders of dodgy Android mods


	US may exempt latest chip fabs from eco red-tape, but power is still a trip


Just this week, in fact, Kaspersky exposed a campaign that saw 11 million Android users, by its estimations, download applications secretly loaded with Necro malware which stole money from users via phony subscription charges.#
Responding to the findings, a Google spokesperson said: "All of the malicious versions of the apps identified by this report were removed from Google Play prior to report publication. 
"Android users are automatically protected against known versions of this malware by Google Play Protect, which is on by default on Android devices with Google Play Services. Google Play Protect can warn users or block apps known to exhibit malicious behavior, even when those apps come from sources outside of Play." (r)
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    OpenAI in throes of executive exodus as three walk at once

    
Looks like it's going to be the Sam Altman show from now on    


    
        By 
Richard Speed        
    

    
        Posted in AI + ML,
        
            26th September 2024 13:15 GMT
        
    


    
Three key OpenAI staff members - CTO Mira Murati, Chief Research Officer Bob McGrew, and Research VP Barret Zoph - are leaving the ChatGPT maker.
Murati described the decision as "difficult," but wrote that "this moment feels right." She said she is leaving "because I want to create the time and space to do my own exploration."
Murati was joined by McGrew, who said: "It is time for me to take a break." Regarding his departure, Zoph stated: "This is a personal decision based on how I want to evolve the next phase of my career."
Murati briefly served as OpenAI CEO during the firing and rehiring of Sam Altman last year.
Altman posted a glowing tribute to the departing staffers and called Murati "instrumental to OpenAI's progress and growth the last 6.5 years." The OpenAI boss also insisted that the other departures were entirely coincidental and "decisions made independently of each other."
Jason Wong, Gartner analyst, told The Register: "It's clear with the departures of the co-founders, and high-profile engineering leaders, that OpenAI is being remade with Sam's vision. His manifesto and the shift to a for-profit entity also reinforces his vision for the business.
"This could have significant impact on OpenAI's partnership with Microsoft, which clearly stated they view OpenAI as a competitor. Microsoft has already started to downplay the importance of OpenAI models in their overall AI strategy. For enterprises, uncertainty is not good for business and key tech investments like generative AI. Other frontier models - especially more open ones - have caught up to OpenAI, which will further influence decisions to derisk by moving away from OpenAI or spread their risk using other models."
AI expert Dr Gary Marcus described the events at OpenAI as a "slow-motion train wreck."
OpenAI co-founder Ilya Sutskever quit earlier this year. Another co-founder, Greg Brockman, announced he would be taking a sabbatical until the end of the year, and now Murati is leaving.


	OpenAI to reveal secret training data in copyright case - for lawyers' eyes only


	Altman reportedly asks Biden to back a slew of multi-gigawatt-scale AI datacenters


	OpenAI's latest o1 model family tries to emulate 'reasoning' - tho might overthink things a bit


	OpenAI co-founder's Safe Superintelligence startup inhales $1B in funding


It's almost as if a person had asked ChatGPT to write a soap opera set in an absurdly overvalued AI company.
Murati's departure comes alongside a Reuters report citing sources saying OpenAI is working on a plan that will take control away from its non-profit board and instead restructure the business as a for-profit corporation.
Such a move could lead to Altman receiving equity in the for-profit company, making the timing of Murati's departure even more interesting. Other reports earlier in September put OpenAI's value at $150 billion as part of an impending funding round. Quite a jump from the $90 billion figure thrown around a year ago.
Marcus wrote: "GPT-5 hasn't dropped, Sora hasn't shipped, the company had an operating loss of $5 billion last year, there is no obvious moat, Meta is giving away similar software for free, many lawsuits pending.
"Yet people are valuing this company at $150 billion dollars.
"Absolutely insane. Investors shouldn't be pouring more money at higher valuations, they should be asking what is going on."
When we asked OpenAI for comment, it had nothing to add about the departures specifically, with a spokesperson saying: "We remain focused on building AI that benefits everyone and as we've previously shared we're working with our board to ensure that we're best positioned to succeed in our mission. The nonprofit is core to our mission and will continue to exist."
It didn't mention whether the non-profit would actually have control, however. (r)
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    SAP support auto-renewal gotcha: Do nothing now, pay for another year

    
Single digit price hikes suspected for UK and Europe and double digit mooted for everywhere else    


    
        By 
Lindsay Clark        
    

    
        Posted in Databases,
        
            26th September 2024 12:27 GMT
        
    


    
Updated Like car insurance, software support contracts can renew annually by simply doing nothing, a phenomenon with which SAP users should be all too familiar... but sometimes they are not.
Unless SAP-supported users tell the vendor otherwise by September 30, their current contract will renew in January and continue until the beginning of 2026.
"If you want to change your maintenance provider for 2025 you need to notify SAP by the end of September," said Jon Gill, veep at Spinnaker Support, which provides third party support for SAP software. "If you try to notify them on the first of October, you can't leave until January 2026." Meanwhile, SAP is in the process of deciding pricing for the coming year.
"At some point in the next couple of weeks or months, SAP will confirm what the price increase is going to be," Gill told us. "I think it'll probably be around 3 percent, although I've heard as high as 5 percent. Outside of the UK and outside of Europe, double digits."
SAP has reaffirmed its stance on ending mainstream maintenance for legacy ERP platform ECC. While the end-of-2027 cutoff has been well publicized, this only applies to certain enhancement packs (EHP6-8); the end date for EHP5 and earlier is 2025, a timing that can catch users out, as we reported last year.
Customers who want to continue using ECC beyond 2027 can get extended maintenance from SAP at a 2 percent premium, but the level of support remains uncertain.
"There's not a lot of clear detail about it," Gill said. "They're not explicitly saying customer-specific maintenance, which is some security patches, fixes for known problems, but with no SLAs around that. My personal view is it will be an enhanced level of support on that. They'll maybe have the same kind of thing, but with SLAs, [although] I've not seen anything that gives absolute clarity at this point."


	Prosecutors confirm probe into SAP CTO amid allegations of sexual harassment


	Sainsbury's bags a ticket to RISE with SAP, hoping not to trip like Asda


	RISE with SAP sinking year on year


	Enterprise SAP users split between on-prem and cloud as migration challenges loom


A spokesperson for Rimini Street, another provider of third-party SAP support, pointed out that SAP has become more aggressive in pushing customers to S/4HANA Cloud and RISE with SAP, the German software giant's lift-shift-and-transform approach of getting customers from on-prem legacy systems to its latest cloud-based ERP system.
"Their leadership has stated that they intend to convert EU11 billion in maintenance revenue to SaaS worth 2-3x in revenue. Their investors like that. Their customers, not so much," the spokesperson said.
Earlier this month, The Reg reported that RISE adoption has slowed as a proportion of SAP's total revenue, while 63 percent of ECC customers have not yet licensed S/4HANA - a figure that is only falling slowly, according to Gartner data.
In 2022, SAP stoked user criticism after it hiked support rates by a maximum of 3.3 percent, while it has said the latest innovations will only be available on S/4HANA in the cloud.
"Even after doubling down on maintenance end dates, raising annual fees for on-premises customers and not offering their premium innovations to those running S/4HANA on-premises, many are still resistant to signing on the RISE dotted line," the Rimini Street spokesperson said. (r)
Updated to add at 1420 UTC:
SAP confirmed with us that new prices apply from January. We have asked it to clarify whether a September auto-renewal would preclude customers from getting hit by the price hike until September 2025.
A spokesperson told us the increase was capped at 5 percent: "With effect on January 1, 2025, SAP will adjust the annual fee for the SAP support agreements based on the local CPI rate but not more than a percentage increase of 5 percent."
It added that the "adjustment is applied percentual to the yearly maintenance payment and [is] not based on the original licensing cost. It also does not represent a list price increase for our support offerings" but was rather linked to country's own Consumer Price Indexes. It added: "Nobody globally will pay more than 5 percent even if their local CPI rate is higher."
Updated to add at 1542:
SAP returned to clarify after this update that "A customer has until 30th September to decide if they want to cancel the contract. If the customer decides to cancel, the contract would end December 31st 2024. If not, the contract will be renewed from 1st of January 2025 to 31st December 2025 and is subject to the CPI increase from January 1st 2025 onwards. Customers must give three months' notice to terminate the contract."
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    NASA's Astrobees need a new buzz - any ideas for the space-dwelling bots?

    
Hey Reg readers, what would you do with Honey, Queen, and Bumble?    
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NASA is looking for ideas on what to do with the Astrobee drones flying around the International Space Station (ISS).
The Astrobee robots are free-flying cubes, roughly 32 centimeters (12.5 inches) wide, that prowl around the microgravity environment of the ISS using their cameras to perform inventory or document experiments conducted by the crew.
The trio of robots - Honey, Queen, and Bumble - were launched on separate cargo freighters between 2018 and 2019. They are electrically powered, charge from a docking station, and also feature a perching arm to hang from a handrail rather than expend power on hovering in one place.
[image: A green Astrobee in the foreground and blue Astrobee in the background on the International Space Station (pic ]
Astrobees (pic: NASA) - click to enlarge


The Astrobees are a helpful trio, able to work autonomously or via remote control. Over the years, the robots have been pressed into service to test mechanical adhesive technology, and demonstrate how a spacecraft might be maintained without humans taking care of things.
They have also proven to be reliable. According to NASA, a return for repairs was only required twice to date, one of which was for an SD card change. The other needed a replacement board. Since the Astrobees have at least two spares of each component, it is reasonable to expect that they would be capable of operating through to the end of the ISS program.


	Hey kids, wanna clock the ISS? ESA's Astro Pi challenge runs your code in space


	Boeing's Calamity Capsule returns to Earth without a crew


	ESA prints 3D metal shape in space for first time


	NASA pops repair kit in the mail so astronauts can fix leaky ISS telescope


NASA is therefore looking for suggestions for what to do with the trio. The US space agency will continue to own the robots, however, it could offer services and support for enquiring folks. "Interested Parties would be required to accept responsibility for the cost of planning, use, and sustaining of the on-orbit Astrobee assets, as well as any supporting ground test and training facilities," NASA said.
There are plenty of scenarios in which having a flotilla of robots to take care of things in the absence of humans would be attractive. NASA's Lunar Gateway station is expected to be uncrewed for long periods, requiring caretakers to keep the hardware in good shape.
Or could the three robots be used for other purposes? The Astrobees use electrically powered fans to move around, so they need to be in an atmospheric environment as well as microgravity. But otherwise, NASA is open to ideas. Let us know your suggestions.
Applications close on Friday 27 September and must be from US entities, but The Register is an international operation, so we're sure the US space agency would welcome the helpful ideas of our readers. (r)
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    Public Wi-Fi operator investigating cyberattack at UK's busiest train stations

    
See it, say it... not sorted just yet as network access remains offline    
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Updated A cybersecurity incident is being probed at Network Rail, the UK non-departmental public body responsible for repairing and developing train infrastructure, after unsavory messaging was displayed to those connecting to major stations' free Wi-Fi portals.
The message displayed to users via a compromised Wi-Fi landing page, seen by The Register, is Islamophobic in nature and references the 2017 Manchester Arena bombings.
All 20 stations managed by Network Rail across the UK are thought to be affected, with Wi-Fi services still unavailable this morning while investigations into the root cause continue.
The stations affected include 10 in London - all the major rail hubs in the city - and other key commuter stations such as Manchester Piccadilly, Birmingham New Street, Leeds, Reading, Glasgow Central, Bristol Temple Meads, and more.
Network Rail and the British Transport Police (BTP) are on the case, with the latter telling us: "We received reports at around 1703 yesterday [25 September] of a cyberattack displaying Islamophobic messaging on some Network Rail Wi-Fi services. We are working alongside Network Rail to investigate the incident at pace."
Network Rail's Wi-Fi is operated by Warwickshire-based communications company Telent, which said it's working alongside the two transport bodies to resolve the issues.
"We are aware of the cyber security incident affecting the public Wi-Fi at Network Rail's managed stations and are investigating with Network Rail and other stakeholders," said a Telent spokesperson. 
"We have been informed there is an ongoing investigation by the British Transport Police into this incident, so it would not be appropriate to comment further at this stage." 
Telent also manages telecoms solutions across other rail networks such as HS1, Crossrail, Transport for Greater Manchester, Transport Scotland, and Mersey Travel, but a spokesperson said no other customers are thought to be affected.
Infosec experts weighed in on the news, saying the event is the latest to highlight how critical national infrastructure (CNI) in the UK is a common target for cybercriminals looking to send a message.
Muhammad Yahya Patel, lead security engineer at Check Point Software, said: "Public Wi-Fi, often unencrypted and easily accessible, provides an ideal entry point for attackers. Unlike the security of home Wi-Fi, which is password-protected and encrypted, public Wi-Fi leaves users' data exposed to anyone on the network. In this attack, passengers logging in were shown disturbing messages about terror attacks in Europe, underlining the ease with which attackers can manipulate public networks.
"The attack also raises critical questions about how well these networks are maintained," he added. "Outdated hardware and software create exploitable vulnerabilities, which is a growing concern for systems as vital as public transport. With Network Rail suspending Wi-Fi services and British Transport Police investigating the breach, this event highlights the pressing need to fortify public networks - especially as cybercriminals increasingly set their sights on critical national infrastructure."


	Chinese server-maker Inspur claims it's on track for better liquid cooling with 'railway sleeper' design


	Domo arigato, Mr Roboto: Japan's bullet trains to ditch drivers


	French internet cables cut in act of sabotage that caused outages across country


	San Francisco's light rail to upgrade from floppy disks


The root cause of the attack is still yet to be confirmed officially, but that hasn't stopped industry commentators from sharing the intel they've gleaned.
Kevin Beaumont, for example, claimed the issues is far from being contained and Telent has various endpoints exposed to the web.
"[Telent] have everything from Outlook Web App facing the internet to a Cisco AnyConnect box without MFA to Juniper management interfaces to documentation servers etc," he alleged. "Pour one out for the IR team." (r)
Updated to add at 1106 UTC:
Telent has updated its statement to note that Global Reach manages the landing pages, which were seemingly defaced after being compromised via an admin account.
It added that no personal data was affected, stating: "Through investigations with Global Reach, the provider of the Wi-Fi landing page, it has been identified that an unauthorised change was made to the Network Rail landing page from a legitimate Global Reach administrator account and the matter is now subject to criminal investigations by the British Transport Police."
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    CrowdStrike's Blue Screen blunder: Could eBPF have saved the day?

    
Grafana Labs CTO looks at the options    
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Interview The CrowdStrike chaos was caused by software running riot in the Windows kernel after an update tripped up the code. eBPF is a useful tool for kernel tracing and observability, but could it have mitigated the CrowdStrike incident?
"It's interesting," Tom Wilkie, CTO of observability specialist Grafana Labs tells The Register, "because there was a vulnerability in the eBPF runtime that caused a similar outage that was also triggered by CrowdStrike in a certain Red Hat kernel."
[image: System failure ]
CrowdStrike's Falcon Sensor also linked to Linux kernel panics and crashes

READ MORE
Wilkie is referring to an incident in June, where Red Hat warned its customers of an issue related to CrowdStrike's Falcon Sensor. The problem paled into insignificance compared to what happened to a few short weeks later, when a CrowdStrike update left 8.5 million Windows computers across the world stuck in a blue screen boot loop.
eBPF allows software to run in a virtual machine (VM) in the Linux kernel, permitting developers to add capabilities at runtime. The theory goes that an eBPF program can't crash the kernel because it runs in a sandbox and is safety-checked by a verifier. Because of the low level at which some programs run, it's a popular way of implementing observability and security.
Work to implement the technology for Windows is ongoing.
"So eBPF might be the solution," Wilkie continued, "but it has also been a historical cause of these problems. I mean, fundamentally, injecting code into running kernels is a risky activity. That was the problem CrowdStrike had. And you can still have bugs in eBPF; the safety guarantees offered by the eBPF runtime and the eBPF verifier are not perfect.
"The concept of eBPF is good, but the implementation - like all implementations - has bugs. Now, could you catch something like the CrowdStrike incident with eBPF? Yes. Probably. But honestly, you could also catch it just by doing better testing, and that would be my advice. Having better software engineering hygiene. And that's the lesson CrowdStrike has already learned."
Crowstrike CEO George Kurtz said at the Goldman Sachs' Communacopia and Technology Conference earlier this month that a freak incident caused the July calamity.
"So, in this particular case, we had a configuration change, which is like there's no code, its just a config that the sensor consumes. And we went through a validation process and we validated all those. They actually worked. The problem is we had 21 of them and the sensor understood 20. And that's the simple explanation of what happened.
"So, what have we changed in terms of the process? Well, we now run the configuration changes through not only the validation but all the various code QA processes we have and then deploy that in a phased rollout manner, as well as giving customers the choice on how they want to deploy that content."
Speaking to us ahead of this week's New York ObservabilityCON, during which Grafana Labs will announce enhancements to its Explore apps and Adaptive features, Wilkie also has thoughts on another contemporary theme: cloud repatriation and funding open source development.
Having users run in the cloud is central to Grafana's mission. Wilkie says the company continues to see the use of its cloud growing - both in terms of user count and revenue - but is repatriation happening? "I would agree with the sentiment," he concedes.
"It feels like there's been a shift in the market in the last year or two, like post-zero percent interest rates, where people are more critically looking at cloud economics and realizing that a lot of SaaS and Infrastructure-as-a-Service is just not viable from a cost perspective."


	CrowdStrike apologizes to Congress for 'perfect storm' that caused global IT outage


	1 in 10 orgs dumping their security vendors after CrowdStrike outage


	Post-CrowdStrike catastrophe, Microsoft figures moving antivirus out of Windows kernel mode is a good idea


	CrowdStrike hopes legal threats will fade as time passes since it broke the world


In a recent submission to the UK's Competition and Markets Authority, cloud giant AWS warned that it was facing stiff competition from the very on-premises infrastructure it dismissed as obsolete not so many years ago.
According to Wilkie, Grafana Labs' solution is to make its cloud more attractive. It has an on-premises version, but features such as adaptive metrics and logs are only available in the cloud. Wilkie says customers find it more cost-effective to use Grafana Labs' cloud for many applications than try to roll their own - well, he would, we guess.
Which brings us to how Grafana Labs remains a viable business and how it decides which services to make open source and which to keep proprietary.


... people are more critically looking at cloud economics and realizing that a lot of SaaS and Infrastructure-as-a-Service is just not viable from a cost perspective


Wilkie explains: "We call it the 'sniff test.' If a feature is going to be generally usable by a very large group of people, we will make it open source; if it only appeals to a small group of enterprises or large organizations, then we'll consider keeping it as a commercial differentiation."
He provides an example: "Grafana has 200-plus data sources, where you can connect Grafana to pretty much anywhere, and 170-ish are open source. Thirty of them are commercial integrations that we sell as part of Grafana Enterprise.
"A good example of a commercial integration would be with Datadog. One of our most popular enterprise data sources is our Datadog one. If you're paying Datadog to store your metrics and you want to visualize them in Grafana, you can pay us some money as well! It seems like a fair exchange of value."
Wilkie also cites Grafana's open source projects. A customer can build solutions with them, but, echoing comments made to El Reg by Kelsey Hightower, Grafana would be more than happy to sell them a managed service, requiring a credit card to get rolling in minutes. (r)
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    UK government's bank data sharing plan slammed as 'financial snoopers' charter'

    
Access to account info needed to tackle benefit fraud, latest bill claims    
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Privacy campaigners are criticizing UK proposals to force banks to share data from the accounts of government benefit claimants, saying the ploy amounts to "a financial snoopers' charter targeted to automate suspicion."
The new Labour government has decided to resurrect the idea from the previous administration via legislation which made it to the House of Lords Committee Stage before being axed ahead of the general election.
The social security system currently costs the taxpayer almost PS10 billion a year, and since the pandemic, a total of PS35 billion, according to the government.
The intent is to introduce a Fraud, Error and Debt Bill, which sets out to save PS1.6 billion over the next five years and will extend and modernize the Department for Work and Pensions' (DWP) powers to "stop fraud in its tracks."
The bill is also expected to recover money lost to fraud and protect vulnerable claimants from racking up debt, DWP said.
Included are provisions that would ensure banks and other financial institutions share data which the government says could identify benefit fraud. However, the bill also has measures for overseeing how these powers are employed.
"We will also bring forward a Code of Practice which will be consulted on during the passage of the bill to provide further assurance on the safe use of the powers," the DWP said.


	Keir Starmer says facial recognition tech is the answer to far-right riots


	UK schools slap a hold on facial scanning of children amid fierce criticism


	Give us your biometric data to get your lunch in 5 seconds, UK schools tell children


	NHS Digital booking website had unexpected side effect: It leaked people's jab status


There would also be safeguarding measures to protect vulnerable benefits claimants. "Staff will be trained to the highest standards on the appropriate use of any new powers, and we will introduce new oversight and reporting mechanisms to monitor these new powers. DWP will not have access to people's bank accounts and will not share their personal information with third parties," the department added in a statement.
However, privacy campaign group Big Brother Watch slammed the new powers. Director Silkie Carlo said: "Starmer's benefits bank spying proposals sound alarmingly similar to the powers Labour fought just a few months ago in opposition. Everyone wants fraud to be dealt with, and the government already has strong powers to investigate the bank statements of suspects.
"But to force banks to constantly spy on benefits recipients without suspicion means that not only millions of disabled people, pensioners, and carers will be actively spied on but the whole population's bank accounts are likely to be monitored for no good reason."
Carlo said a "financial snoopers' charter" designed to automate suspicion of the UK's poorest people was intrusive, unjustified, and risks the kind of injustice seen during the Post Office Horizon scandal.
"This is yet another insult to pensioners, an attack on Britain's poorest people, and an assault on the presumption of innocence," she said. (r)
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AI boosted revenue last year, demand for more RAM in devices to help in 2025    
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Micron has told investors it expects a new round of server consolidation to add to its already strong growth.
The memory giant on Wednesday announced its Q4 FY 2024 results, which saw revenue of $7.75 billion - up 93 percent year over year - and net income of $887 million. Full year revenue of $25.1 billion was $9.5 billion up from the prior year, and net income improved from last year's $5.9 billion loss to $778 million of black ink.
It's 2024, so it will not surprise that president and CEO Sanjay Mehrotra attributed some of its sales spike to demand for memory-hungry AI servers. He also had the pleasant duty of reminding investors that Micron has already sold all the high-bandwidth memory (HBM) it plans to make this year and next, and assured that the biz has taken steps to ensure its manufacturing operations can meet demand.
Mehrotra predicted datacenter demand will remain strong in 2025 - helped by low-single-digit percentage range growth for traditional servers.
"We expect traditional server demand to benefit from a refresh cycle, as a single latest-generation traditional server can replace multiple older-generation servers to provide valuable space, power and performance improvements to improve datacenter efficiency," Mehrotra explained.
That's a reference to the forthcoming release of next-gen datacenter CPUs from Intel and AMD, which will bring hundreds of cores to servers in 2025. Both chipmakers have predicted their manycore offerings will spark a new wave of server consolidation, and Mehrotra appears to agree.
Micron wins in any event. "We see increasing DRAM and NAND content both in traditional as well as AI servers," Mehrotra noted in prepared remarks.
The CEO was also upbeat about the AI PC, saying manufacturers have started buying memory already, because they fear having to compete with datacenter buyers. AI PCs also need more memory and storage.
"Leading PC OEMs have recently announced AI-enabled PCs with a minimum of 16GB of DRAM for the value segment and between 32GB to 64GB for the mid and premium segments, versus an average content across all PCs of around 12GB last year," Mehrotra revealed. The CEO also pointed to AI-enabled smartphones currently shipping with 12GB to 16GB of DRAM, compared to an average of 8GB in flagship phones last year.


	Micron mega-fab mildly endangered by definitely endangered American bats


	Micron told to pay $445M in memory patent infringement case


	Intel nabs Micron exec to oversee foundry business ambitions


	Lenovo and Micron first to implement LPCAMM2 in laptop


Mehrotra told investors Micron's new manufacturing process - 1-gamma, which works at 10nm - is on track to produce product in 2025, and its 1-beta DRAM and G8 and G9 NAND nodes are ramping in high volume and "will become an increasing portion of our mix through fiscal 2025." That G8 node produces 232-layer NAND.
Execs didn't mention Micron's troubles in China, where it was banned for vague reasons. The surge in revenue perhaps rendered that matter irrelevant. China was mentioned in the context of work to expand a factory in Xi'an, which is apparently going well. So is construction of an assembly and test facility in India. Mehrotra also reported "progress on the construction for our new fab in Idaho" and on obtaining permits to build another facility in New York state.
Guidance for Q1 2025 was for $8.7 billion, plus or minus $200 million - which would represent a $4 billion increase on Q1 2024 revenue. No wonder Micron's share price popped from around $95 to almost $110 in after-hours trading. (r)
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iThing-maker is Putin Kremlin repression ahead of privacy, rights orgs argue    


    
        By 
Iain Thomson        
    

    
        Posted in Software,
        
            26th September 2024 06:36 GMT
        
    


    
Apple has pulled 60 VPNs from its App Store in Russia, according to research from anti-censorship org GreatFire.
The iThing-maker's action comes amid a Kremlin crackdown on VPNs that has already seen a ban on privacy-related extensions to the open source Firefox browser. The software's developer, Mozilla, defied that ban and allowed the extensions back into its web store. In July, Apple removed at least one VPN from its Russian App Store.
Cupertino removed at least 60 more between early July and September 18, according to research by GreatFire posted to its site that tracks Apple censorship. The org's research asserts that 98 VPNs are now unavailable in Russia - but doesn't specify if the removals were made in the iOS or macOS app stores.
"Apple's silent removal of close to 60 VPN apps from the Russia App Store is not just alarming - it's a direct threat to digital freedom and privacy," asserted Benjamin Ismail, director of the App Censorship Project at GreatFire.
"By unilaterally restricting access to these essential tools without transparency or due process, Apple is complicit in enabling government censorship. We demand that Apple uphold its commitment to human rights and provide a clear explanation for these actions."
"The fact that nearly 100 VPN apps are now unavailable in Russia's App Store highlights a disturbing trend of corporate complicity in state-sponsored censorship. VPNs are lifelines for journalists, activists, and everyday citizens striving to access information and communicate securely," argued Evan Greer, director of digital rights advocacy group Fight for the Future.
"Apple's actions not only undermine the privacy and security of millions but also set a dangerous precedent for how tech companies may collaborate with authoritarian regimes. It's imperative that Apple reverses this course and stands up for the rights of its users," he told The Register.


	Devs claim Apple is banning VPNs in Russia 'more effectively' than Putin


	Russia takes $13.5M bite out of Apple over in-app purchases


	Kremlin claims Apple helped NSA spy on diplomats via iPhone backdoor


	Putin to staffers: Throw out your iPhones, or 'give it to the kids'


Russian regulators have long been keen to limit the use privacy software and that stance has hardened since the illegal invasion of Ukraine.
In March a law came into effect that makes it an offense to advertise VPN software in Putin's fiefdom.
Russia's government does not want its citizens accessing perspectives other than its own about the illegal war in Ukraine, and such views are available on services like Facebook, Instagram, and Twitter/X - all of are unavailable from inside Russia except by using a VPN.
Russia's also not that keen on Apple anyway. Last year the Kremlin banned employees from owning an iPhone - not a problem for Putin, as he famously doesn't use a mobile. Over the last couple of years Apple has also had to pay tens of millions of dollars in fines over its anticompetitive behavior.
Apple had no comment at time of publication. (r)
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Indian tech services giant Infosys has scored a deal to write code for Swedish electric vehicle outfit Polestar.
Infosys on Wednesday announced it will work on in-car infotainment, advanced driver assistance, telematics, software and electrical/ electronics engineering, user experience (UX), and unspecified "cloud-powered digital services."
The deal also appears to have an element of good old-fashioned outsourcing, as it encompasses "Polestar's product management, customer engagement, corporate solutions, and accelerates direct-to-consumer digital services through cloud-native development, testing, and data engineering."
Polestar execs claimed the deal will "generate IT efficiencies and empower innovation," while also lending "support our growing vehicle portfolio and new model launches."
Infosys will build a "global technology hub" for Polestar in the Indian city of Bengaluru to make this all happen. The services titan hasn't detailed the number of people involved, nor the value of the deal.


	Infosys CEO promises jobs to 2,000 graduate recruits it has kept on hold for two years


	Cognizant alleges Infosys swiped its trade secrets


	Infosys denies it owes $4B in taxes to India


	Electric fastback fun: Now you can surf the web from the driving seat of your Polestar 2


There's clear value for Infosys here, for two reasons.
One is that offshoring has been shown to be of value to an EV-maker - further validation of the business model beyond its roots in "your mess for less" and business process outsourcing. Another is that EVs are clearly the coming thing, and Infosys has a chance to prove itself as an expert in the field.
The Polestar/Infosys collab was announced on the same day as Samsung teamed with Korean auto-makers Hyundai and Kia to integrate its Galaxy handsets with in-car infotainment systems and home appliances. That arrangement will give Polestar and Infosys plenty to think about as they plan future models. (r)
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    India extends IT hardware import license scheme that enraged Big Tech

    
And hints at revised rules to come later this year    


    
        By 
Laura Dobberstein        
    

    
        Posted in Systems,
        
            26th September 2024 04:28 GMT
        
    


    
India's Ministry of Commerce and Industry has extended the scheme that enraged hardware makers by requiring them to secure import permits - and indicated it will be revised further.
The government introduced the licensing requirement in August 2023 - with no warning, consultation, nor explanation of what would be achieved by demanding import licenses for laptops, tablets, PCs, servers, notebooks, ultrasmall form factor computers and all-in-one PCs.
Global tech players pushed back and the start date of the scheme was delayed. After further pressure, the regime was later softened with the removal of the license requirement for desktop PCs.
Despite the protests, the licensing scheme proved not to be arduous: within a week of implementation, 110 firms - including Acer, Xiaomi, Asus, Apple, Dell, HP, Samsung, and Lenovo - were approved.
Those first licenses were due to expire in September 30, but news of an extension to December 31 emerged in a Tuesday circular [PDF].
Those who currently hold a license will automatically receive an extension that expires on December 31, and anyone applying for a license now will be authorized until that date.
"Importers would be required to apply for fresh authorisations for the period from 01.01.2025 subject to detailed guidance to be provided shortly," states the circular.
The nature of that guidance is unknown, as is whether the rules are going to change.


	Vigorous US lobbying reportedly reversed India PC import license scheme


	US spends CHIPS Act cash to explore Indian chipmaking collabs


	AI PCs will dominate shipments by 2026, but not because of demand


	Chinese server-maker Inspur claims it's on track for better liquid cooling with 'railway sleeper' design


The purpose of the licensing regime remains obscure, although India's ambition to become an electronics manufacturing power is an obvious reason for checks on imports. (r)
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    Uncle Sam accuses Aussie AI startup boss of financial fakery that duped investors

    
Crikey! $40M of investments in 'digital employees' allegedly went down faster than a frosty Fosters    


    
        By 
Iain Thomson        
    

    
        Posted in Legal,
        
            26th September 2024 02:58 GMT
        
    


    
The former CEO of an AI startup that promised to replace humans with "digital employees" has been accused by the US Department of Justice and Securities and Exchange Commission of raising $40 million from investors, including venture capitalists, after showing them deliberately falsified financial records.
Australian Baba Nadimpalli, 41, is the co-founder and former CEO of Skael - a business process automation outfit established in 2016 that promised to use AI to replace staff for simple tasks. He allegedly faked info about the business's revenue to impress investors - then used their cash to pay his personal debts.
According to a January indictment [PDF] unsealed on Tuesday by the DoJ, Skael claimed that its software could create bots that could save a customer 2.5 hours a day per employee and $100,000 per year by taking over mundane workloads, keeping both staff and customers happier.
The indictment states that Skael charged an implementation fee to create a digital human, and subscription fees for ongoing use.
But Skael allegedly told would-be investors it had subscribers - but they weren't paying.
According to American authorities, in January 2020 Nadimpalli misstated the startup's annual recurring revenue (ARR) and falsified bank statements.
Those representations allegedly brought in $3 million of funding, followed by another $7.85 million over the next year. Then in 2022, Skael started a Series A funding round that garnered around $30 million from credulous investors, leading to a valuation of $230 million.
Nadimpalli is accused of deceiving investors as well as his own financial director, who was hired in June 2021. It's claimed he passed falsified banking documents to the new hire and prepared a slide deck that contained false claims that numerous companies were paying customers of Skael.
To support the Series A funding round, prosecutors allege that Nadimpalli created "an electronic data room" of corporate data, claiming millions in annual recurring revenue (ARR) that didn't exist. By the end of 2021, the site is said to have falsely claimed Skael's ARR was around $7 million - including overstating the spending of one client by a factor of ten and making others up entirely - and stating that customer churn was zero.


	US watchdog gives itself power to demand documents in AI probes


	Infosec biz boss accused of BS'ing the world about his career, anti-crime product, customers


	SEC charges ex-medtech CEO with fraud for selling plastic fake implants


	AI chatbot gets green light to hallucinate your investment portfolio


Some incoming investor cash flowed into Nadimpalli's pockets, it's alleged. The indictment claims he used corporate funds to make mortgage and property tax payments on his San Francisco home, pay off his and his wife's personal credit cards, and cover the cost of car payments and home renovations. In total, he is accused of lifting over $500,000 from the business.
By 2022, it appears that the game was up, according to an SEC indictment [PDF]. In July of that year, we're told Nadimpalli admitted to investors that ARR wasn't $7 million and the board launched an investigation. Before that probe ended, Nadimpalli and the directors agreed to wind down the business and he returned home to Australia. Skael's domain is currently up for sale, and it looks unlikely that investors will ever see their money again.
Nadimpalli is charged with three counts of securities fraud and seven counts of wire fraud. If convicted, he's facing at least 40 years in prison and fines of over $5 million - though the maximum sentence is unlikely for this kind of white-collar crime. (r)
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    WordPress.org denies service to WP Engine, potentially putting sites at risk

    
That escalated quickly    


    
        By 
Thomas Claburn        
    

    
        Posted in Software,
        
            26th September 2024 01:45 GMT
        
    


    
WordPress on Wednesday escalated its conflict with WP Engine, a hosting provider, by blocking the latter's servers from accessing WordPress.org resources - and therefore from potentially vital software updates.
WordPress is an open source CMS which is extensible using plugins. Its home is WordPress.org, which also hosts resources such as themes and plugins for the CMS. A vast ecosystem of plugins exists from numerous suppliers, but WordPress.org is the main source.
Many WordPress users rely on several plugins. Preventing WP Engine users from accessing plugin updates is therefore serious, as it could mean users can't update plugins that have security issues, or other fixes.
WordPress co-founder and CEO Matt Mullenweg recently called WP Engine a "cancer" and accused it of profiting from WordPress without contributing to development of the CMS. Mullenweg has sought to have WP Engine pay trademark license fees - a move he feels would represent a financial contribution commensurate with the benefits it derives from the project.
WP Engine doesn't want or intend to pay.
Mullenweg argued that if WP Engine won't pay, it should not be able to benefit from resources at WordPress.org.
"WP Engine wants to control your WordPress experience. They need to run their own user login system, update servers, plugin directory, theme directory, pattern directory, block directory, translations, photo directory, job board, meetups, conferences, bug tracker, forums, Slack, Ping-o-matic, and showcase," Mullenweg wrote in a WordPress.org post announcing the ban. "Their servers can no longer access our servers for free."
The denial of service, which follows mutual cease and desist letters, has been noted in the WP Engine incident log. "WordPress.org has blocked WP Engine customers from updating and installing plugins and themes via WP Admin," the venture-backed web hosting vendor wrote on its status page.


	Altman reportedly asks Biden to back a slew of multi-gigawatt-scale AI datacenters


	Google's Rust belts bugs out of Android, helps kill off unsafe code substantially


	WP Engine hits back after Automattic CEO calls it 'cancer'


	Campaigners claim 'Privacy Preserving Attribution' in Firefox does the opposite


In the post announcing the ban, Mullenweg directed WP Engine customers to contact WP Engine support if they're having trouble with their WordPress websites.
WP Engine did not immediately respond to a request for comment.
Among WordPress users posting to Reddit, not everyone is on board with Mullenweg's war against WP Engine. There's discussion of a WordPress fork, and pushback against the WP Engine block. (r)
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    OpenAI to reveal secret training data in copyright case - for lawyers' eyes only

    
Counsel for aggrieved authors will view info in a secure room, without internet access, and no devices present    
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OpenAI has agreed to reveal the data used to train its generative AI models to attorneys pursuing copyright claims against the developer on behalf of several authors.
The authors - among them Paul Tremblay, Sarah Silverman, Michael Chabon, David Henry Hwang, and Ta-Nehisi Coates - sued OpenAI and its affiliates last year, arguing its AI models have been trained on their books and reproduce their words in violation of US copyright law and California's unfair competition rules. The writers' actions have been consolidated into a single claim [PDF].
OpenAI faces similar allegations from other plaintiffs, and earlier this year, Anthropic was also sued by aggrieved authors.
On Tuesday, US magistrate judge Robert Illman issued an order [PDF] specifying the protocols and conditions under which the authors' attorneys will be granted access to OpenAI's training data.
The terms of access are strict, and consider the training data set the equivalent of sensitive source code, a proprietary business process, or secret formula. Even so, the models used for ChatGPT (GPT-3.5, GPT-4, etc.) presumably relied heavily on publicly accessible data that's widely known, as was the case with GPT-2 for which a list of domains whose content was scraped is on GitHub (The Register is on the list).
"Training data shall be made available by OpenAI in a secure room on a secured computer without internet access or network access to other unauthorized computers or devices," the judge's order states.
No recording devices will be permitted in the secure room and OpenAI's legal team will have the right to inspect any notes made therein.
OpenAI did not immediately respond to a request to explain why such secrecy is required. One likely reason is fear of legal liability - if the extent of permissionless use of online data were widely known, that could prompt even more lawsuits.
Forthcoming AI regulations may force developers to be more forthcoming about what goes into their models. Europe's Artificial Intelligence Act, which takes effect in August 2025, declares, "In order to increase transparency on the data that is used in the pre-training and training of general-purpose AI models, including text and data protected by copyright law, it is adequate that providers of such models draw up and make publicly available a sufficiently detailed summary of the content used for training the general-purpose AI model."
The rules include some protections for trade secrets and confidential business information, but make clear that the information provided should be detailed enough to satisfy those with legitimate interests - "including copyright holders" - and to help them enforce their rights.
California legislators have approved an AI data transparency bill (AB 2013), which awaits governor Gavin Newsom's signature. And a federal bill, the Generative AI Copyright Disclosure Act, calls for AI models to notify the US Copyright Office of all copyrighted content used for training.


	Altman reportedly asks Biden to back a slew of multi-gigawatt-scale AI datacenters


	US Army drafts AI to combat recruitment shortfall


	Apple ropes off at least 4 GB of iPhone storage to house AI


	AI PCs will dominate shipments by 2026, but not because of demand


The push for training data transparency may concern OpenAI, which already faces many copyright claims. The Microsoft-affiliated developer continues to insist that its use of copyrighted content qualifies as fair use and is therefore legally defensible. Its attorneys said as much in their answer [PDF] last month to the authors' amended complaint.
"Plaintiffs allege that their books were among the human knowledge shown to OpenAI's models to teach them intelligence and language," OpenAI's attorneys argue. "If so, that would be paradigmatic transformative fair use."
That said, OpenAI's legal team contends that generative AI is about creating new content rather than reproducing training data. The processing of copyrighted works during the model training process allegedly doesn't infringe because it's just extracting word frequencies, syntactic partners, and other statistical data.
"The purpose of those models is not to output material that already exists; there are much less computationally intensive ways to do that," OpenAI's attorneys claim. "Instead, their purpose is to create new material that never existed before, based on an understanding of language, reasoning, and the world."
That's a bit of misdirection. Generative AI models, though capable of unexpected output, are designed to predict a series of tokens or characters from training data that's relevant to a given prompt and adjacent system rules. Predictions insufficiently grounded in training data are called hallucinations - "creative" though they may be, they are not a desired result.
No open and shut case
Whether AI models reproduce training data verbatim is relevant to copyright law. Their capacity to craft content that's similar but not identical to source data - "money laundering for copyrighted data," as developer Simon Willison has described it - is a bit more complicated, legally and morally.
Even so, there's considerable skepticism among legal scholars that copyright law is the appropriate regime to address what AI models do and their impact on society. To date, US courts have echoed that skepticism.
As noted by Politico, US District Court judge Vincent Chhabria last November granted Meta's motion to dismiss [PDF] all but one of the claims brought on behalf of author Richard Kadrey against the social media giant over its LLaMa model. Chhabria called the claim that LLaMa itself is an infringing derivative work "nonsensical." He dismissed the copyright claims, the DMCA claim and all of the state law claims.
That doesn't bode well for the authors' lawsuit against OpenAI, or other cases that have made similar allegations. No wonder there are over 600 proposed laws across the US that aim to address the issue. (r)

  PS: OpenAI's chief research officer Bob McGrew just bailed from the org right after CTO Mira Murati said she was leaving, too. Curiouser and curiouser. CEO Sam Altman confirmed the changes here.
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    If your AI does the crime, you'll do the time, warns DoJ

    
Add compliance requirements to your AI to-do list    


    
        By 
Tobias Mann        
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            25th September 2024 23:53 GMT
        
    


    
If juggling the extreme cost and hazy ROI of AI weren't enough of a headache, the United States Department of Justice (DoJ) now expects enterprise compliance officers to start weighing the tech's potential for harm - or risk stiff fines if it breaks the law.
Nicole Argentieri, the principal deputy assistant attorney general for the DoJ's criminal division, discussed the changes made to the Evaluation of Corporate Compliance Program (ECCP) guidelines [PDF] in an address to the Society of Corporate Compliance and Ethics earlier this week.
The guidelines detail how DoJ prosecutors should approach criminal investigations and evaluate service providers' effectiveness at preventing criminal behavior. As such, the ECCP effectively functions as a guide for compliance officers looking to avoid the DoJ's ire.
After a pilot program, these rules have officially been extended to include the use of AI. The tech is are increasingly being deployed by businesses and could therefore conceivably be used to make decisions or facilitate actions that are less than legal.
The ECCP guidelines include a list of questions the DoJ thinks compliance officers should ask themselves about the use of AI systems because those are exactly the questions prosecutors will be asking in the event of an investigation. Examples include:

	"How does the company assess the potential impact of new technologies, such as artificial intelligence, on its ability to comply with criminal laws?"


	"How is the company curbing any potential negative or unintended consequences resulting from the use of technologies, both in its commercial business and in its compliance program?"


	"How is the company mitigating the potential for deliberate or reckless misuse of technologies, including by company insiders?"


You can find the full list of AI-related compliance questions on page four of the ECCP document here.
According to Argentieri, per a transcript, "prosecutors will consider whether the company is vulnerable to criminal schemes enabled by new technology such as false approvals and documentation generated by AI. If so, we will consider whether compliance controls and tools are in place to identify and mitigate those risks."
Additionally, the DoJ will take into consideration whether the company is actively monitoring and testing AI applications to ensure they're functioning as intended.
In other words, it doesn't matter whether it's the AI that broke the law - the company will be held accountable. Executives should therefore take steps to identify and address these risks before the DoJ comes knocking.


	As IBM pushes for more automation, its AI simply not up to the job of replacing staff


	California governor goes on AI law signing spree, but demurs on the big one


	Microsoft Bing Copilot accuses reporter of crimes he covered


	Here we go again with more AI crime prediction for policing


"Because we prosecute corporate crime, we ask not just what happened, but why it happened and what the company has done to prevent misconduct from recurring," Argentieri explained, adding: "We expect corporations to continuously review and update their compliance programs to account for emerging risk factors."
In addition to guidelines governing AI compliance, the ECCP updates also include guidance related to whistleblowers under a program designed to incentivize workers to report illegal activities. (r)
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    China's Salt Typhoon cyber spies are deep inside US ISPs

    
Expecting a longer storm season this year?    
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Updated Another Beijing-linked cyberspy crew, this one dubbed Salt Typhoon, has reportedly been spotted on networks belonging to US internet service providers in stealthy data-stealing missions and potential preparation for future cyberattacks.
The Wall Street Journal on Wednesday reported the breaches, citing "people familiar with the matter." The newspaper didn't name the compromised ISPs, but said "a handful" had been broken into by this new Chinese group that investigators are calling Salt Typhoon.
While the US Cybersecurity and Infrastructure Security Agency did not immediately respond to The Register's inquiries about Salt Typhoon and the alleged ISP break-ins, the news follows a series of similar network intrusions that the Feds and private researchers have tied to Chinese government snoops.
A week ago, FBI Director Christopher Wray revealed his agency and international law enforcement disrupted a 260,000-device botnet controlled by a different Beijing-linked goon squad: Flax Typhoon.
This group had been building the Mirai-based botnet since 2021, and most recently targeting US critical infrastructure, government, and academics, according to Wray. 
Typhoon season hits
In a related security advisory, government agencies accused the Flax Typhoon crew of amassing a SQL database containing details of 1.2 million records on compromised and hijacked devices that they had either previously used or were currently using for the botnet.
As recently as August, another Typhoon gang -- Volt Typhoon -- was accused of hiding in American networks after exploiting a high-severity bug in Versa's SD-WAN software.
Back in February, the US government confirmed that this same Chinese crew comprised "multiple" US critical infrastructure orgs' IT networks in America in preparation for "disruptive or destructive cyberattacks" against those targets.
Also last week, Binary Defense revealed details of how it uncovered Chinese state-sponsored spies inside a global engineering firm's network where they had been snooping around for four months.
The infosec shop's Director of Security Research John Dwyer spoke exclusively to The Register about the intrusion, which he said has been attributed to an unnamed People's Republic of China team, whose motivation appeared to be espionage and blueprint theft. 
"I can't really comment on the connection between the incidents, but I can say that given the uptick in Chinese-linked attacks against critical infrastructure supply chains, ISPs, and core internet devices there is a clear strategy at play where attackers are aiming to identity and exploit logical choke points in our society to take control of the flow of information and supplies," he told The Register today when asked about a possible Salt Typhoon connection.


	Chinese spies spent months inside aerospace engineering firm's network via legacy IT


	FBI boss says China 'burned down' 260,000-device botnet when confronted by Feds


	US says China's Volt Typhoon is readying destructive cyberattacks


	US proposes ban on Chinese, Russian connected car tech over security fears


Terry Dunlap, a former US National Security Agency offensive analyst, told The Register that while he doesn't have direct knowledge of the most recent cyber intrusion, "it makes sense for US adversaries to target ISPs due to the large volume and variety of comms moving in and out of ISPs."
"Supply chain infiltration by our adversaries has been a problem I've seen since 2010, specifically with Chinese security cameras and other embedded IoT devices," added Dunlap, chief security strategist at IoT security company NetRise.
And, he noted, it should have been spotted earlier. "Why did it take so long for people to discover this? I've known this type of behavior has been happening for years. Why is the US just now waking up to this long established trend in adversarial TTPs?" Those being tactics, techniques, and procedures.
The Salt Typhoon report "is another example of our adversaries embedding themselves deep within the US infrastructure," Dunlap said. "I believe this is another component of China's 100-Year Strategy."(r)
Updated to add at 0210 UTC, September 26
CISA Executive Assistant Director for Cybersecurity Jeff Greene told us the agency is aware of the report of the compromised ISPs, and said that China is known to be infiltrating all manner of critical targets.
"CISA and our partners continue to emphasize the risk posed by PRC state-sponsored cyber actors, who have compromised the IT environments across multiple critical infrastructure sectors and organizations," he said in a statement.
"We encourage all organizations to review our latest advisories and guidance, to include our joint Cybersecurity Advisory on identifying and mitigating living off the land techniques, and take action, as appropriate."
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    Unions 2, Apple 0: Cupertino caves after fresh strike threat

    
You're doin' fine, Oklahoma!    
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Apple's anti-union posturing is looking like quite the paper tiger: The iPhone goliath has reached an agreement with unionized retail workers in Oklahoma, marking the second time it has caved to organized labor after facing the prospect of a strike. 
The Communications Workers of America (CWA) announced yesterday the 78-member union at the Penn Square Apple Store in Oklahoma City ratified a three-year contract with Apple that includes some generous terms from Cook and Co. Wages at the store will rise up to 11.5 percent in the next three years, and workers now have guaranteed PTO to vote; healthcare; and a relocation and severance option in the event of store closure. 
Employees have also hammered an agreement out of Apple to establish committees on safety, health, and working relations between Apple corporate and themselves, and a formal grievance and arbitration process. The union said it hopes both will establish a "safer and more democratic workplace" at the store. 
The agreement in OKC follows Apple reaching terms with its other retail worker union in Towson, Maryland, in late July. That union, organized by the International Association of Machinists and Aerospace Workers' Coalition of Organized Retail Employees (IAM CORE), extracted similar concessions on pay, severance, and discipline transparency. 
Apple's concessions in Towson were hard won. After failing to reach an agreement following a year of bargaining, employees authorized a strike in May. The authorization brought Apple back to the table relatively quickly, and employees never needed to walk off. 
Employees in Oklahoma City have had to take a similar tack: They voted to authorize a strike in August after talks failed - and they cited Towson as a motivator. 
"We are inspired by the example set last month by our colleagues at the Towson, Maryland, store," union member Darren Griffis said in August. "We know Apple is capable of providing us with the pay and benefits we deserve, and we call on the company to stop stalling and bargain with us in good faith." 
It took a bit more work - like organizing an 80-person "informational picket" of the store on September 3 ahead of planned negotiations - but that seemed to do the trick in bringing about negotiations. 
"Subsequent bargaining sessions in early September were productive and workers secured a tentative agreement on September 6," the CWA said. 
I'm beginning to sense a pattern ...
When Apple agreed to terms with IAM CORE in July, the union told us that Apple's posture changed nearly as soon as the strike was authorized, suggesting that the iPad maker is much happier to agree to a deal with the union than facing the prospect of retail losses and the PR hit from a shuttered store. 


	Apple stomped all over NYC store workers' union rights, judge rules


	Glasgow staff form UK's first Apple union after historic vote


	Watchdog: There just may be something in these claims Apple broke labor laws


	Apple pays $500K to make sales bods' complaint about wage theft go away


The fact the same thing has now happened twice can't be a coincidence, and it really puts Apple on the back foot: All labor organizers need to do to sell a retail union to uncertain employees is to point out that, once you get past the decoys and suppression tactics, there's not much to that anti-union iBluster. 
Votes to organize unions have failed at a number of Apple stores over the years, but this could be a turning point. 
"We can now say we have a 100 percent track record at Apple where collective bargaining agreements mean better pay and benefits for workers," CWA deputy director of organizing Tim Dubnau told The Register in a phone conversation. "This means workers can win at Apple." 


We have a 100% track record at Apple where collective bargaining agreements mean better pay and benefits


Dubnau told us that Apple isn't giving up trying to dissuade workers from forming unions: "They've put a lot of resources into training their managers on how to scare workers from wanting to organize," he told us. When Towson won its contract, the labor leader cited as an example, Apple went around the country bashing the deal to other stores to dissuade others from following suit. 
As it did with IAM CORE. However, Apple changed its tune the second the OKC employees authorized the strike and picketed, Dubnau said. "Apple works when its people work, and when we authorized a strike things started moving." 
Dubnau said the CWA intends to turn this victory - and IAM CORE's win in Towson - into a rallying cry to motivate other stores to organize. 
"We didn't have proof of concept a year ago," Dubnau said. "Now Apple employees can say, hey, we're stronger together, and my coworkers in Oklahoma City and Towson are leading the way."
Apple hasn't responded to questions. (r)
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    91% of polled Amazon staff unhappy with return-to-office, 3-in-4 want to jump ship

    
'Decisions like the one from Jassy are a big reason why I don't want kids'    
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Amazon CEO Andy Jassy last week sent a memo to staff informing them everyone is now expected in the office five days a week from the start of next year, and a poll of staff suggests this hasn't gone down well.
Over 2,500 Amazon employees were polled by Blind, an online forum of verified tech workers, about the return-to-office (RTO) requirement, and the results were striking - only nine percent of surveyed staff said they were happy with back-to-your-desks order. This was reflected in the fact that 73 percent are now considering moving jobs because of the edict.
"RTO blanket policy is crazy, particularly for those of us who were hired remote and far from an office. I have kids and family here so unwilling to relocate," one Amazon staffer commented. "Even if I didn't, there's too great a risk I'd be laid off in six months anyway so why risk a move?"

Most Londoners would quit before they give up working from home

READ MORE
According to the poll, carried out days after the official announcement, 32 percent of those questioned said they knew someone who had quit over the return to the office mandate, and 80 percent said that they knew people who were considering doing so.
Blind's shtick is that when you fully sign up for an account, you need to do so using your work email address so that if you say on the site you work for Amazon, it's checked that you actually have a corporate amazon.com address. People can change employer after creating an account, of course, so Blind's polling is not scientific but still a half-decent indicator. Fortune reported the other day that staff were voicing their dissent in an anonymous internal survey.
"I feel dejected about this five day RTO, but at the same time I am thankful that I have flexibility in my life. I don't have kids to worry about so I have good savings to depend upon and I can easily uproot my life to something completely different that fits my needs," a staffer at the cloud giant and online souk said on Blind.
"Decisions like the one from Jassy are a big reason why I don't want kids. I don't need others to impose rules that ruin my quality of life."


	Google's ex-CEO U-turns after saying staff 'going home early' killed winning


	Return to Office mandates boost company profits? Nope


	Return to office mandates had senior employees jumping ship


	Support, don't micromanage, say researchers who find WFH intensified 'anxiety' in some


It's not just staff leaving because of the new policy but recruitment is also being hit, it seems. A Microsoft employee chimed in on the message boards with a report that Amazon is having trouble hiring staff since the policy was announced, and employees at SpaceX and others agreed that RTO meant Amazon was off their list of folks to work for.
"I just had an Amazon recruiter blow up my phone and inbox five times in the last 24 hours to get me to provide my availability for an onsite interview," the Redmond staffer claimed. "I just asked the recruiter why they are rushing to hire and he said the hiring managers are pissed that so many candidates dropped out of the pipeline in just the last 24 hours."
However, more than a few on the message boards were skeptical, with many pointing out that office work had been the norm and people shouldn't complain. Others pointed out that losing staff not wedded to the business, or stealthily laying them off, could well be an aim of the policy, as it can be at other firms - notably, it's claimed, at Dell.
Amazon isn't alone in requiring more office working, although other tech companies haven't been as strict about it. Then again, if the rest of the tech industry follows suit in enforcing in-office life, people who love working from home won't have many choices. (r)
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    Altman reportedly asks Biden to back a slew of multi-gigawatt-scale AI datacenters

    
With 2.5 million Blackwell GPUs, would gobble enough energy to power millions of homes    
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OpenAI CEO Sam Altman is reportedly trying to convince the Biden administration that an enormous network of AI datacenters, each consuming up to five gigawatts of power, is imperative to ensuring US national security and maintaining its technological lead over China.
The proposal, detailed in a document reviewed by Bloomberg this week, outlines the merits of building several such datacenters across the United States. The report comes just weeks after Altman and other tech leaders met at the White House to discuss the proliferation of AI technologies and infrastructure.
Citing executives at Constellation Energy Corp., Bloomberg also reported that Altman may be planning as many as 5-7 such datacenters, but will start with one.
However, building even one of these facilities will be a daunting task. Five gigawatts is an enormous amount of power, with each of these datacenters requiring roughly equivalent to the output of five pressurized water nuclear reactors.
The power stations required to maintain these facilities would be among the largest in the US, second only to the Grand Coulee hydro plant located in Washington state, which has a rated capacity of 6.8 gigawatts.
The next largest plants, Georgia's Alvin W. Vogtle and Arizona's Palo Verde power stations are nuclear with each containing four reactors capable of generating about 4.6 and 3.9 gigawatts, respectively.
What's more, excess capacity is already a limiting factor for many datacenter developments. A CBRE report from late last month found that a shortage of power and the equipment necessary to harness it is leading to delays.
With power in such high demand, cloud providers are already taking extreme measures to ensure they don't fall behind in the AI race. Last week, Microsoft became the latest cloud provider to embrace nuclear power, after it announced a 20 year power purchase agreement with Constellation Energy to bring the 837-megawatt Three Mile Island Unit 1 nuclear power plant back online.
Earlier this year, Amazon cozied up to Talen Energy, which owns and operates the Susquehanna nuclear plant, acquiring its Cumulus datacenter facilities for $650 million. Under the deal Amazon will eventually gain access to up to 960 megawatts of power.
Oracle's founder Larry Ellison is even talking about eventually deploying small modular reactors to fuel the database giant's AI expansion.
Even if the US can overcome the power challenges, there's still the issue of sourcing enough accelerators to fill those datacenters. Assuming a power use effectiveness (PUE) of 1.1, we estimate a five-gigawatt facility could support in excess of 35,000 of Nvidia's Grace-Blackwell NVL72 rack-scale systems -- or roughly 2.5 million Blackwell GPUs. Again, this is just speculation to highlight what an undertaking this would be.
On that note, recently the Uptime Institute estimated that Nvidia shipped roughly 600,000 H100s in 2023 and predicted the GPU giant would ship somewhere between 1.5 and 2 million chips this year.


	Microsoft cash to help reignite Three Mile Island atomic plant


	Datacenters bleed watts and cash - all because they're afraid to flip a switch


	Broadcom CEO predicts hyperscalers poised to build million-accelerator clusters


	Oracle wants to power 1GW datacenter with trio of tiny nuclear reactors


Further down the chain, there's no guarantee TSMC would be able to keep up, especially considering how constrained the CoWoS packaging capacity required to build these chips already is, is another matter entirely.
Of course, zany, over-the-top ideas are Altman's signature move. Earlier this year, it was reported that he had floated a $7 trillion project to establish a network of chip factories to fuel his AI ambitions. However, speaking at Intel's Foundry event in February, the OpenAI CEO reminded folks that not everything you read on the internet is true.
So, for all we know, the datacenter plan Altman is reportedly trying to sell the Biden Administration on may simply be an exercise in getting the US government to think about the long-term investments necessary to support AI development going forward.
The Register reached out to OpenAI for comment; we'll let you know if we hear anything back.(r)
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No more cold calls: Recruit 360 pinpoints top prospects from millions    
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Plagued by recruiting shortfalls, the US Army is turning to AI to help it sift through the chaff for fresh recruits.
Speaking at a webinar hosted by the Association of the United States Army, Major General Johnny Davis, Commanding General of US Army Recruiting Command, shared a tool, dubbed "Recruit 360," that the Army has been testing for the past couple of months in five unnamed cities. 
"It's changing the way we do business and the way our recruiters connect," Davis said.
According to reports of the discussion (a recording is not available at the time of reporting), Recruit 360 has the ability to comb through more than 30 million applicant files using 1,700 different variables to generate prospect lists limited to people AI has identified as having potential interest in joining the service. 
Davis said the goal is to get recruiters away from having to cold-call random 18-year-olds (which is how this vulture ended up in the Army), and toward spending time with better prospects - just like your average AI-enabled CRM platform. 
The US military has a well-established recruiting problem, with enlistment numbers having dropped precipitously in recent years. Last year, the Army, Navy and Air Force had a collective of 41,000 recruits short - and nearly half of that shortfall was the Army's. 
To make matters worse, the DoD estimated [PDF] in 2020 that fewer than a quarter of Americans of recruitment age were eligible for service. Weight, drug abuse, mental and physical issues, aptitude, and conduct were all cited as reasons why 77 percent of people aged 17 to 24 were disqualified, and a whopping 44 percent were ineligible for multiple reasons. 


	US Army: We want to absorb private-sector AI 'as fast as y'all are building them'


	US military pulls the trigger, uses AI to target air strikes


	US Air Force's new cyber, IT skill recruitment plan: Bring back warrant officer ranks


	US Army doubles down on laser tag with $95M for prototyping


US Army Secretary Christine Wormuth said last year that she hoped AI could assist in addressing the Army's recruiting challenges.
"As we look to new ways to improve our recruiting enterprise, there may be ways artificial intelligence can help us, identify quality leads for prospects in ways that human beings are not as skilled to do," Wormuth told the media in June 2023. 
But the specifics of the Army Recruiting Command's new toy are scarce - there's no mention of the program online outside of Davis' discussion yesterday. Questions to the US Army Recruiting Command about the program have gone unanswered. 
Of particular interest is where the US Army is getting its data on potential recruits from - whether it's data combed from social media and the public internet, or if it only pertains to people who've shown interest in enlisting in the first place, isn't clear.(r)
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    A look under the hood of the 3D-printed, Raspberry Pi powered 'suicide pod'

    
Design files will be available soon, but no word yet on the software    
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A highly controversial 3D printed suicide pod has been used for the first time, leading to multiple arrests in Switzerland. The device is so DIY-friendly that you could technically build it at home, assuming you've got the right tools and, well, the necessary motivation. 
The capsule-shaped pod is designed by Australian pro-euthanasia activist and Exit International founder Philip Nitschke. Known as "Sarco," it was used by a 64-year-old woman from the United States on Monday, according to several media reports. This marks the first time the device has been used on a human patient.
The Sarco is activated by the person inside, who presses a button that fills the chamber with nitrogen gas, dropping the oxygen level to zero and causing them to quickly lose consciousness before suffocating. Carbon dioxide levels are kept to a minimum, with the goal of ensuring a peaceful death. 
The space-age design of the capsule is meant to suggest a sense of travel, and "to dispel any 'yuk' factor" around the idea of a suicide machine, Exit International said. It was also designed to require no special skills to operate, be free from difficult-to-obtain drugs (it's filled with liquid nitrogen) and not need the direct involvement of a medical professional since there's no need to insert an IV line or other medical devices. 
In other words, it's dead simple if you have the means to make one. 
DIY your end-of-life decision with a 3D printer and a Raspberry Pi
When we said it was a simple device, we meant it: The Sarco 3 (the third iteration of the capsule and the version used in Monday's assisted death) is designed to be 3D printed - provided you have a big enough setup. 
Being the size of a casket, the Sarco is big, so don't expect to print it on your Flashforge. It also needs a lot of filament, being human-sized and all, with Exit International saying that it cost around EU17,000 ($19k) to print one, based on the rates a 3D print shop would charge. 
"It's 3D printed in segments, then assembled," Nitschke told The Register in an interview. "But still something that needs significant printers."
[image: sarco-testing]
The Sarco 3 being tested in Rotterdam - Click to enlarge


If you manage to get someone to 3D print the Sarco for you, the next step is loading the Sarco software onto a Raspberry Pi. The control system asks a series of questions to the occupant to determine whether they mentally fit enough to operate the device before enabling the activation button using voice interpretation software. 
"This is the activation procedure for the Sarco and is already part of Sarco 3.0," Exit International noted. Sarco said that it wants to eventually use an AI to make further mental health assessments of patients, but it's still in development.
"It is clear that the questions asked in no way passes as an assessment of mental capacity, but the program can be refined and extended," the organization said [PDF] in a Sarco project update last year.


	Deadbeat dad faked his own death by hacking government databases


	RIP Sir Terry Pratchett: Discworld author finally gets to meet DEATH


	Cambodian backwater in euthanasia website rumpus


	Toshiba euthanasia laptop goes on display


As for how to obtain the 3D printing design files and software for the Sarco, Exit International said they are "not and never will be for sale," but will be available with a subscription to the group's Peaceful Pill eHandbook. The eHandbook site, which serves as a community for those interested in planning their own end of life and includes information on different methods as well as how to plan for travel to Switzerland to seek physician-assisted death, is only available to individuals over the age of 50, and requires identity verification as well as a fee of EU95 ($105) for 24 months of access.  
The design files for the Sarco aren't yet available on the website, Nitschke told us, only saying that publication would follow the recent first successful use. Availability for the Raspberry Pi software wasn't mentioned. 
Nitschke has also been working on an implant that would be able to euthanize Alzheimer patients unable to make their own care decisions, and told us the first one has been built. It will only be loaded with saline to test the timing technology used in the implant, we're told.
The implant is considered part of the Sarco project's goals, as listed in the progress report from last year.
Pod legality still uncertain
Swissmedic, Switzerland's drug and medical products regulatory body, determined last month that the Sarco wasn't classified as a therapeutic product or medical device because "a device that is used solely for suicide contradicts the medical purpose under therapeutic products legislation and cannot be classified as a medical device."
"Further regulatory clarifications on the qualification and legitimation of the device from a legal, health policy and ethical perspective would appear to be advisable, along with a broad-based public discussion," Swissmedic concluded. 
With that in mind, it makes sense that several people were arrested at the scene in a rural region near Switzerland's border with Germany. The Sarco pod was also seized, and the body of the deceased was recovered for autopsy. 
"Several persons" arrested are now being investigated for incitement and aiding and abetting suicide, local police said yesterday.
Police noted that the public prosecutor was "also investigating the violation of other criminal offenses" related to the incident, but didn't specify what those may be.
Nitschke declined to comment on the arrests, but told us a decision regarding charges would be made by Swiss officials soon. (r)
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    RansomHub genius tries to put the squeeze on Delaware Libraries

    
Extorting underfunded public services for $1M isn't a good look    
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Despite being top of the ransomware tree at the moment, RansomHub - specifically, one of its affiliates - clearly isn't that bright as they are reportedly trying to extort Delaware Libraries for around $1 million.
Public libraries are a core facility of any town or city and the pillars of society, supporting the community through various means, yet they're notoriously underfunded, raising the question of why they'd be targeted.
[image: ransomware]
RansomHub hits 210 victims in just 6 months

READ MORE
Regardless, targeted they were - all across the state of Delaware. Delaware Libraries oversees 35 sites across the state, many of which are battling IT issues caused by a ransomware attack that has forced computer labs to shut.
The Georgetown Public Library replied to a social media post on Tuesday asking visitors to call before arriving, adding that the site had no printing, internet, or computer services available.
Several others across the state have warned that their phone services may also be "intermittently disrupted," while others such as the Rehoboth Beach Public Library said its phones are completely down, as are its scanning and faxing services.
A statement posted to its website attributes the ongoing issues to "an extended system/internet outage." However, the organization confirmed to The Register that ransomware is the cause.
"There has been a ransomware attack on one of the virtual servers," a spokesperson at Rehoboth Beach Public Library told us. "Internet connections have been affected at the public libraries in the state. There is an ongoing, active investigation of the outage and temporary solutions are in place to provide traditional library services."
Delaware Libraries' website also states that some sites across the state are shut as a result, and it hasn't determined how long it will take to restore its services.
RansomHub claims to have stolen a bunch of documents from Delaware Libraries, leaking what appears to be a small number of financial documents from previous years.
A screenshot of a single folder shows it contains more than 80,000 files totaling 56 GB, created on September 20, the day before the organization confirmed the IT issues.
The RansomHub blog post that allegedly leaked Delaware Libraries' data mentioned the Delaware Library for the Blind and Physically Handicapped specifically - the old name of what's now known as Delaware Library Access Services. It's unclear if this was the intended target of the attack, whether the criminals just mentioned it for effect, or for another reason.


	Planned Parenthood confirms cyber-attack as RansomHub threatens to leak data


	RansomHub hits 210 victims in just 6 months


	RansomHub-linked EDR-killing malware spotted in the wild


	British Library's candid ransomware comms driven by 'emotional intelligence'


The prolific ransomware group, which hit more than 200 organizations in six months, made no claims regarding the theft of any other kinds of sensitive or personal data, suggesting it may not have the deep level of access it usually enjoys.
That suggestion is supported by the words of Annie Norman, state librarian of Delaware and director at the Delaware Division of Libraries.
Speaking to local media, she said: "The good news is - thank God there's some good news - it's not affecting the catalog, which is where there's patron information."
The libraries' catalog can still be queried from its website and its digital services such as magazine subscriptions, audiobooks, and children's book portals remain online.
Norman added that the decision was made to rebuild systems instead of paying the ransom, which is in line with the longstanding guidance from federal agencies such as CISA, but as many will know it isn't necessarily followed in every case.
Delaware Libraries is working with Microsoft and the Delaware Department of Technology and Information on its recovery efforts, which are still very much in the early stages.
It can often take weeks or even months to determine the root cause of a cybersecurity incident and to fully understand what data was compromised. (r)
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    Google's Rust belts bugs out of Android, helps kill off unsafe code substantially

    
Memory safety flaws used to represent 76% of 'droid security holes. Now they account for 24%    
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Google says its effort to prioritize memory-safe software development over the past six years has substantially reduced the number of memory safety vulnerabilities in its Android operating system.
In a report scheduled for publication on Wednesday, Google reveals the percentage of Android vulnerabilities attributable to memory safety issues has fallen from 76 percent in 2019 to an expected 24 percent by the end of 2024, which is significantly less than the industry norm of 70 percent.
That's a meaningful reduction in the risk profile of Android code, which Android security team member Jeff Vander Stoep and Google senior software engineer Alex Rebert attribute to the adoption of Safe Coding, a set of software development practices that attempts to avoid the introduction of vulnerabilities through memory safe programming languages, including Rust; static analysis; and API design.


The Android team has observed that the rollback rate of Rust changes is less than half that of C++


"The shift from previous generations to Safe Coding can be seen in the quantifiability of the assertions that are made when developing code," said Vander Stoep and Rebert.
"Instead of focusing on the interventions applied (mitigations, fuzzing), or attempting to use past performance to predict future security, Safe Coding allows us to make strong assertions about the code's properties and what can or cannot happen based on those properties."
Developing software in memory safe programming languages, such as C#, Go, Java, Python, and Swift, and Rust is a big part of Safe Coding. Memory safety flaws such as buffer overflows represent the majority of serious security vulnerabilities in large codebases and that realization has led to a broad push across the public and private sector to create fewer memory safety bugs.
Largely, this goal has been pursued by recommending against the use of C and C++, which require manual memory management and lead to memory vulnerabilities unless developers are extraordinarily diligent. (This has not been lost on the C/C++ community, where memory safety has also become a priority.)
For Google, the international memory safety crusade has meant more development in Rust for Android among other projects, which provides memory safety guarantees without compromising performance, at least most of the time. And doing so has improved productivity.
"Safe Coding improves code correctness and developer productivity by shifting bug finding further left, before the code is even checked in," said Vander Stoep and Rebert.
"We see this shift showing up in important metrics such as rollback rates (emergency code revert due to an unanticipated bug). The Android team has observed that the rollback rate of Rust changes is less than half that of C++."


	Memory safety is the new black, fashionable and fit for any occasion


	CISA looked at C/C++ projects and found a lot of C/C++ code. Wanna redo any of it in Rust?


	Makers of insecure software are enablers of the real villains


	Rust can help make software secure - but it's no cure-all


The good news for organizations with a lot of unsafe legacy code is that rewriting old code in new languages probably isn't necessary. As Vander Stoep and Rebert point out, vulnerabilities have half-life - they decay over time as code evolves. "For example, based on the average vulnerability lifetimes, 5-year-old code has a 3.4x (using lifetimes from the study) to 7.4x (using lifetimes observed in Android and Chromium) lower vulnerability density than new code," they said.
That's not to say old bugs miraculously become unexploitable. Rather, the overall density of vulnerabilities diminishes - a statistical win but not a guarantee of safety.
Even so, by focusing on making old code interoperable with memory safe code and by writing new code in memory safe languages, the natural decay rate of existing vulnerabilities tends to make large code bases safer over time without onerous code revision. If you stop making new memory safety bugs, the old bugs become less of an issue, at least in aggregate.
"Adopting Safe Coding in new code offers a paradigm shift, allowing us to leverage the inherent decay of vulnerabilities to our advantage, even in large existing systems," said Vander Stoep and Rebert.
"The concept is simple: Once we turn off the tap of new vulnerabilities, they decrease exponentially, making all of our code safer, increasing the effectiveness of security design, and alleviating the scalability challenges associated with existing memory safety strategies such that they can be applied more effectively in a targeted manner." (r)
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    US may exempt latest chip fabs from eco red-tape, but power is still a trip

    
AC/DC: America's grid might need to brace itself    
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Comment The multibillion-dollar gamble of Intel and other semiconductor industry players on US-based chipmaking may be about to give America's power infrastructure a bit of a headache.
Intel and rivals including TSMC are fast-tracking plans for advanced fabs on US soil, all thanks to the 2022 CHIPS and Science Act providing public subsidies to foster domestic semiconductor production and R&D.
A law bill [PDF], providing some exemptions for chip makers so they can sidestep environmental reviews and lawsuits that delay factory construction, is reportedly headed to President Joe Biden's desk for approval.
It's great for those American manufacturers, as it may help hasten construction, but potentially sidestepping those rules won't matter if the chip giants can't solve an often-overlooked problem, besides the need for an incredible amount of water: Power.
There are two issues are play here. Getting enough supply from the grid, and then cleaning that power to direct current (DC).
Stable supply
State-of-the-art factories like the ones Intel and its rivals are trying to build in the United States require incredibly stable DC capable of driving ridiculously precise fabrication machinery.
Like electricity grids over the world, America's is optimized for AC transmission. Thus there needs to be equipment installed at and/or near the fabs to not only convert the supply AC to DC but to also then output ultra-clean DC, and in a way that scales to the size and requirements of a power-hungry top-tier semiconductor factory; or equipment that can work with a grid supplier to bring in high-voltage DC, then buffer and condition it as needed; or a combination for redundancy.
Either way, it requires space, planning, installation, maintenance, and don't forget energy, no matter what environmental exemptions have been or will be granted. That non-trivial power situation needs addressing.
It's not just Intel and TSMC facing this; the entire semiconductor manufacturing ecosystem requires stable and precise DC power into their equipment. All those fancy machines - nanometer-level lithography systems, ion implanters, etching tools - require a steady stream of purified high-voltage DC juice. One relatively little fluctuation and you're looking at a huge multi-million-dollar disruption to production.
If the chip giants want their shiny new fabs to work, they are therefore going to have to fork out big time on DC infrastructure and put it all somewhere. We're talking substations and converters, and upgrading existing systems, which isn't cheap. Intel et al may have environmental exemptions, but there's no getting round that need for perfect industrial-level DC supply.
Reliable supply
It's one thing to have to build out or upgrade equipment to provide a super-stable supply for your cutting-edge litho lines. The next big question is can US power infrastructure handle the demand from the fabs in the first place?
An insider close to Intel's operations who spoke to The Register hinted the x86 giant's already courting power utilities for assistance in terms of getting enough juice in as well as stabilizing it.


If Intel's going to hit production timelines, it has to build the power grid alongside the fabs


"This isn't something you solve overnight," they said. "If Intel's going to hit production timelines, it has to build the power grid alongside the fabs."
Being unable to secure and stabilize power supplies will likely hold up construction of facilities and jeopardize all of those juicy federal incentives. There's a lot riding on getting enough suitable electricity into these sites.
The rising energy demands of AI processing have already started pushing electrical systems to their limits. Chip plants aren't going to be a light burden, either.
A silver lining in all this is renewable energy. Solar not only produces power, but also DC natively, making that source somewhat easier to integrate into chip fabs than grid AC - once regulated and smoothed with batteries or other supplies. The Skyhawk Solar project could generate up to 100MW to feed Google's datacenters, for example.
And, of course, Intel's happy to remind us that it's all about sustainability these days, promising green energy solutions in its operations, as showcased during its Sustainability Summit earlier this year.
In theory, coupling renewables to processor factories could kill two birds with one stone: Help to save the planet, and meet Intel's power needs. Unfortunately reality's a bit harsher. Renewable infrastructure upgrades and backing systems are going to need a lot of work. So really, there are no quick fixes.
The environmental elephant in the room
As if the potential power problem wasn't enough, Intel's fab expansion, specifically, is already stirring up controversy with environmental groups. Semiconductor manufacturing not only needs a lot of water, it is notoriously energy-guzzling, and that means emissions. Lots of them. Greenpeace has been particularly vocal about manufacturers' environmental impacts, pointing out that fab operations can be anything but eco-friendly.
One might argue potential new federal legislation that fast-tracks semiconductor construction by dodging all of those vital environmental reviews could be bad news. You get your fab, but you might just leave a trail of carbon footprints that equate to the size of Texas.


	UK's 'electricity superhighway' gets green light just in time for AI to gobble it all up


	Light-weight solar-powered flying robots are coming


	China's top EV battery maker announced a breakthrough, but top boffin isn't convinced


	Massive solar project in Tennessee is all about Google


The US's bet on domestic semiconductor production is part of a grand strategy to cut dependence on Asian chip suppliers (yes, Taiwan, we're looking at you.) It's a vital move for national security and economic stability, or so the thinking goes. While the CHIPS Act funding is pivotal for American manufacturing, the critical power issues cannot be ignored.
Without a robust power infrastructure in place, the ambitious plans of Intel and co could face unexpected delays and spiraling costs. The real question is whether America's power grid can keep pace with that vision. For now, it's a bet which not only relies on semiconductor manufacturing, but also on the capability of the US grid to sustain the power growth needed to make it happen. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2024/09/25/chip_fabs_us_power/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2024/09/25/mozilla_noyb_privacy_complaint/
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Tracking alternative is less invasive than other methods, but is opt out by default    
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Updated Privacy activist group noyb has filed a complaint against Mozilla over a "Privacy Preserving Attribution" feature that was quietly enabled in Firefox following a July update.
"Contrary to its reassuring name, this technology allows Firefox to track user behavior on websites," noyb stated this morning. Worse: "Mozilla decided to turn it on by default once people installed a recent software update."
Firefox, which Statcounter places a solid fourth in global desktop browser market share, has a tagline that reads: "No shady privacy policies or back doors for advertisers. Just a lightning fast browser that doesn't sell you out."
According to Mozilla, the feature is designed to allow websites to understand how ads are performing without collecting personal data. With Privacy Preserving Attribution, the tracking is effectively done within Firefox itself and handed over anonymously to an aggregation service, which can give advertisers the information they need without compromising a user's privacy.
Noyb (none of your business) acknowledged that while the approach "may be less invasive than unlimited tracking," it still interfered with user rights under the EU's GDPR. To make matters worse, the feature is on by default.
Arguments over the feature have raged for a while, partly because it is opt out rather than opt in. A Mozilla engineer explained that "opt in is only meaningful if users can make an informed decision," but added: "In my opinion an easily discoverable opt out option + blog posts and such were the right decision."
Privacy campaigners would prefer such options to be opt in. Mozilla CTO Bobby Holley defended the feature on Reddit some months back and explained why it was an opt out feature: "It's on by default precisely because there is no spying. No one outside the device can reconstruct any information about an individual."
Mozilla also posted a lengthy blog explaining the technology at the end of August.
Felix Mikolasch, a data protection lawyer at noyb, wrote: "It's a shame that an organization like Mozilla believes that users are too dumb to say yes or no. Users should be able to make a choice and the feature should have been turned off by default.


	Meta back at it, harvesting Britons' public Facebook, Insta feeds for AI training


	Microsoft Bing Copilot accuses reporter of crimes he covered


	Microsoft ad subsidiary Xandr accused of violating GDPR


	Antitrust cops cry foul over Meta's pay-or-consent ultimatum to Europeans


"Mozilla has just bought into the narrative that the advertising industry has a right to track users by turning Firefox into an ad measurement tool. While Mozilla may have had good intentions, it is very unlikely that 'privacy preserving attribution' will replace cookies and other tracking tools. It is just a new, additional means of tracking users."
Noyb has asked the Austrian data protection authority to look into the issue. "Mozilla should properly inform the complainant and other users about its data processing activities - and effectively switch to an opt in system," the group wrote. "In addition, the company should delete all unlawfully processed data."
Christopher Hilton, Mozilla's Global Director of Corporate and Policy Communication, told The Register today via email that the feature could easily be disabled in Firefox's settings and was part of the corporation's "effort to improve invasive advertising practices by providing technical alternatives."
According to Hilton, the cryptography used makes it impossible for any party, including Mozilla, to identify an individual or their browsing activity.
"As we build out this technology beyond the prototype, which is limited to Mozilla websites, we welcome the opportunity to speak with stakeholders, our community, and regulators about how we are improving privacy in the advertising ecosystem." (r)
Updated to add at 2000 UTC
A spokesperson for Moz has been in touch to say its Privacy Preserving Attribution (PPA) hasn't yet been switched on, meaning no netizen's info has been used. The Firefox maker also sounded rather conciliatory:


There's no question we should have done more to engage outside voices in our efforts to improve advertising online, and we're going to fix that going forward. While the initial code for PPA was included in Firefox 128, it has not been activated and no end-user data has been recorded or sent.


The current iteration of PPA is designed to be a limited test only on the Mozilla Developer Network website. We continue to believe PPA is an important step toward improving privacy on the internet and look forward to working with noyb and others to clear up confusion about our approach.
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    Apple ropes off at least 4 GB of iPhone storage to house AI

    
Better or worse than a surprise U2 album?    
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Apple's on-device AI model, dubbed Apple Intelligence, will require 4 GB of device storage space, and more at a later date. That's about the size of an HD movie, for now.
The iBiz declared its storage requirements in its "Introduction to Apple Intelligence on iPhone" note published in advance of the public release of iOS 18.1 next month. That's when Apple Intelligence is officially ushered in on iOS (18.1) and macOS (Sequoia 15.1).
There's also a hardware requirement: iPhone 16, iPhone 16 Plus, iPhone 16 Pro, iPhone 16 Pro Max, iPhone 15 Pro, or iPhone 15 Pro Max. Those with iPad and Mac models with M1 and later Apple Silicon will also have access to Apple's AI service.
Both the iPhone 15 Pro and the iPhone 16 line come with a minimum of 128 GB of storage. Don't forget that the OS will eat up some of that space, too, which can typically be 10 or more gigabytes.
Those testing beta versions of Apple's software have reported fluctuating model sizes, some more 5 GB and others around half that.
Apple expects the storage space required will rise over time. "Storage requirements for on-device Apple Intelligence models will increase as more features roll out," the company cautions in a footnote.
But Apple Intelligence will not be generally available with the release of iOS 18.1. Rather it will be offered as a beta service and users will have to join a waitlist for several hours prior to activation. Once the service has been activated, then the various neural network models required will be downloaded. Apple has not said whether downloaded models can be removed once installed, though presumably users will have the option to deactivate the service.
The Apple Foundation Model (AFM) is a ~3-billion-parameter generative model that's designed to run efficiently on mobile devices, complemented by a large server-based language model within Apple's Private Cloud Compute infrastructure. There's also a diffusion model for adding graphics in Messages and a coding model in Xcode.


	FBI raids HQ of US govt IT giant Carahsoft


	Feel free to ignore GenAI for now - a new kind of software developer is being born


	Who's watching you the closest online? Google, duh


	Elon's latest X-periment: Blocked users can still stalk your public tweets


Apple is quantizing its on-device AFM at 4-bits or less to keep its size down - some layers are less important and so get only about 2-bits of quantization. "On average, AFM-on-device can be compressed to only about 3.5 bits per weight (bpw) without significant quality loss," Apple's eggheads explain in a paper detailing their work. "We choose to use 3.7 bpw in production as it already meets the memory requirements."
Generally speaking, a 3B parameter model takes up about 6 GB of storage at 16-bit quantization, about 3 GB at 8-bits, and about 1.5 GB at 4-bits.
To make its AFM more flexible, Apple uses "adapters," which the corp describes as "small collections of model weights that are overlaid onto the common base foundation model." Its AI system loads and unloads these on the fly to provide specific capabilities, such as summarization, proofreading, Mail replies, and so on. Adapters require about 10s of megabytes each, according to Apple's researchers.
Initially, the capability of Apple Intelligence will be limited to:

	Writing Tools


	Clean Up in Photos


	Create a Memory movie in Photos


	Natural language search in Photos


	Notification summaries


	Reduce Interruptions Focus


	Intelligent Breakthrough & Silencing in Focus


	Priority messages in Mail


	Smart Reply in Mail and Messages


	Summaries in Mail and Messages


	Siri enhancements, including product knowledge, more resilient request handling, new look and feel, more natural voice, the ability to type to Siri, and more


Reactions to beta versions of the software include terms like "disappointment" and "meh," but perhaps broader availability and expanded capabilities will lead to a few appealing use cases. (r)
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Mountain View versus Redmond: Fight over cloud software licensing policies gets formal    
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Google Cloud Platform has filed a complaint with the European Commission alleging Microsoft software licensing policies are anti-competitive, including claims customers are being charged four times more to run Windows Server in non-Azure clouds.
Some of the arguments have been heard by Reg readers for more than 15 months, with the issues first raised by Amit Zavery, Vice President and head of GCP, in 2023, when he exclusively spoke to us about a "software tax" he said businesses were being charged to run their on-premises licenses for the operating system in Google datacenters.
Today - in the first ever antitrust complaint Google has filed with the EC against Microsoft - he claimed the rival's "restrictive software licensing infringes on EU law and harms customers." The complaint was filed last night and we have seen a summary, but the full formal document will not be made public for some weeks.
"We believe this regulatory action is only way to end Microsoft vendor lock-in and for customers to have a choice and create a level playing field for competitors," he added. "Microsoft strategy is simple. It leverages a software monopoly to lock customers into Azure."
[image: Amit Zavery, Google Cloud]
Google veep calls out Microsoft's cloud software licensing 'tax'

READ MORE
Windows Server "remains the dominant operating system," with 70 percent "plus" market share, and the fear is that with 68 percent of companies running fewer than half of their workloads on the cloud - according to McKinsey - Microsoft will replicate its mastery in the cloud world.
Zavery pointed to research which found European businesses and public sector organizations pay up to EU1 billion a year to run various forms of Microsoft software in cloud environments outside of its own Azure public cloud.
This figure is based on findings from Frederic Jenny, emeritus professor of Economics at ESSEC Paris Business, commissioned by AWS backed trade group CISPE - which itself filed a complaint against Microsoft in November 2022 and resolved the dispute with a confidential settlement earlier this year.
In that report, Jenny said a Microsoft change to Bring Your Own Licensing for rivals "may have resulted in first-year license repurchase costs equivalent to EU560 million ($597 million) for the European market. An additional overcharge of EU1 billion ($1.07 billion), relating to licensing surcharges imposed on non-Azure deployments of SQL Server, may further be attributed to the policy change."
Microsoft introduced the software licensing changes in 2019, as we have written previously. Before that point, Google said customers could run pre-purchased workloads on any hardware or cloud.
"But as soon as Microsoft got into the cloud space and became serious about it, they started tying what you did with Windows Server to Azure, and they created a linkage between two unrelated products and made sure that customers are forced down the path of choosing Azure as the only place they can easily deploy the Windows Server," Zavery said.
"That's really the bundling issue... it creates a lot of harm for customers: One, organizations have less choice. They have higher cost. When they want to migrate on-premise licenses to Azure, there's one choice, but if they want to use somebody else's, they have to pay a markup to Microsoft around 400 percent and this is advertised by Microsoft on their website, telling customers, if you choose somebody else, you will have to pay extra, [and] you will also have less security and reliability by restricting access to a lot of updates on third party cloud providers.
"This, of course, creates a single attack surface and single point of failure, as you have seen with some of the issues recently with CrowdStrike and Microsoft, where you are now concentrating all the environment into one system," said Zavery.
A customer who bought a Windows Server license in 2020 "running it on premise or in their own datacenter" and later decided to use the cloud to deploy it had two options, the Google Veep said.
"One, repurchase the software at a much higher price with a 400 percent plus markup, and get a limited product to run on Google or AWS or a lot of other cloud providers. Or go to Azure, because that's where the easiest path for customers would be, unfortunately, and get the updates and not have to pay any kind of markup. So we believe that time to act is now."
"The EU cloud market is at an inflection point. I mean, a lot of businesses and organizations do depend on the digital environments and the economy is going to grow based on the digital evolution as well as lot of workloads today remain on premise.


	Amazon, Tesla, Meta considered harmful to democracy


	Intel: Trouble draws private investors like vultures to a wounded giant


	Google dodges EU1.5B EU ads antitrust fine after appeal win


	Top EU court crushes Google appeal against $2.65B Shopping antitrust ruling


"So there's a huge amount of workloads still running on premise, which will move to the cloud, and lot of that is all Windows OS, and that's when customers decide they need to be able to have a choice of where they want to move to and they should be able to pick any cloud provider which makes sense for them, technically and commercially."
Zavery added: "We're asking the European Commission to act now."
The EC confirmed to The Reg: "We have received the complaint, which we will assess under our standard procedures."
We asked AWS if it plans to launch its own complaint with the EC, as it too has highlighted various concerns with Microsoft licensing. It refused to comment.
A Microsoft spokesperson told us: "Microsoft settled amicably similar concerns raised by European cloud providers, even after Google hoped they would keep litigating. Having failed to persuade European companies, we expect Google similarly will fail to persuade the European Commission." (r)
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    Hyperscalers are carving up the ocean floor into private internet highways

    
Think tank warns of sovereignty risks from subsea cable consolidation    
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The dominance of US-based hyperscalers like Google, Meta, Microsoft, and Amazon in subsea cables has reshaped the industry and put critical infrastructure at risk, an Australian think tank claims.
Over the past decade, the amount of international subsea capacity used by the four hyperscalers increased from 10 percent to 71 percent, causing the Australian Strategic Policy Institute (ASPI) to conclude that their influence "hasn't yet been fully recognized or seriously considered."
As the primary drivers of the service that cables provide - a commodity that has surged in demand thanks largely to cloud computing services and AI - it's only smart that the hyperscalers would transition from major customers of cable capacity to owners themselves.
According to one tracking website, Google is a part or sole owner of around 33 subsea cables, Meta about 15, Microsoft five, and Amazon four.
It's a shift that sees the players expand control over the entire internet services value chain - from content creation to data storage, processing, and network transport.
Furthermore, their entry to the market has displaced the previously dominant telecom carriers, bringing along significant financial backing against which it is near impossible to compete. There's only a limited supply of both existing subsea cables and resources to build new ones.
This gives the four Big Tech players the ability to shape the capacity within the cables - usually toward high capacity - as well as significant input into where they land.
"Whereas the subcable industry once connected population centers (cities where the interconnection points with terrestrial networks were usually located), hyperscalers are building out routes between datacenters (which are located where there's sufficient space and power for their hyperscale datacenter facilities)," asserted ASPI.
It's not an entirely bad scenario as the new routes "introduce greater resilience" and more standardization, according to the think tank. But the level of control they represent does raise other issues and questions - like those related to data security and the risk of disruptions.
"A compromise of their digital assets or networks - whether through malicious attacks or accidental failures - could lead to widespread disruptions, undermining the resilience of global communications," explained the report authors.
It could also disrupt the concept of an open internet. After all, the hyperscalers have the power to prioritize their own services, thereby limiting consumer choice and competition.
Geopolitical factors further complicate this landscape. Beyond potential sabotage, governments will often fund the cables of other nations as a way to gain influence in the region.


	Governments resent their dependence on Big Tech


	Australia, Solomon Islands to ink Huawei-free cable contract today


	EU wants to make undersea internet cables more resilient


	Think tank: China's tech giants refine and define Beijing's propaganda push


In 2016, the Solomon Islands government awarded a contract to China's Huawei Marine to build a submarine cable linking the islands to Australia. However, Australia intervened, citing security concerns, and spent A$100 million ($74 million) to build it.
It's not unusual to see the US, Australia, China, or even Japan funding cables in the Pacific - each acting on both allied and individual interests, which are undoubtedly further complicated by the interests of the major hyperscalers.
"It is important to remember that the hyperscalers are not immune to geopolitics," warned ASPI writers.
ASPI suggested the hazards of hyperscale cable dominance could be negated through close government engagement with industry, regulatory adjustments, and strategic oversight that identifies any risk of supply chain dependency or anti-competitive behavior.
More specifically, the Australian government should evaluate the impact of hyperscaler investment on strategic data interests, and align commercial activities with national security priorities.
The conversation echoes concerns from other governments on the power wielded by Big Tech.
"Critical infrastructure has been outsourced to private industries," thundered Danish tech ambassador Anne Marie Engtoft Meldgaard at a conference in Singapore in October last year.
Singaporean minister Teo Chee Hean commented that large tech companies "enjoy a remarkable degree of freedom from regulation and accountability for their activities and the content they carry." (r)
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    AI PCs will dominate shipments by 2026, but not because of demand

    
Buying computers without the tech to get harder as chipmakers compete for cash, say analysts    
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AI PCs are forecast to account for 43 percent of PCs by 2025, says tech market sales number cruncher and consultancy Gartner, and by 2026, an AI device may be the virtually the only laptop a big business can choose.
Shipments of AI PCs are estimated to be 43 million units in 2024, an increase of 99.8 percent from 2023 and 114 million units in 2025, a 165.5 percent increase over the previous year.
While PC vendors looking for good news might welcome this figure, it does not represent the emergence of a killer AI app. Instead, it is an indicator that buying a PC without AI silicon will become increasingly difficult.
[image: AI PC]
Buying a PC for local AI? These are the specs that actually matter

READ MORE
For Gartner, an AI PC is one with an embedded neural processing unit (NPU). Although there might not be much on the desktop that demands the hardware, it is, according to analyst, going to become more ubiquitous to the point where a buyer might hedge their bets and buy a bit of future-proofing. That killer app may not be here now, but could be around the corner.
Ranjit Atwal, senior director analyst at Gartner, compared the transition to AI PC hardware to the move to Wi-Fi for hardware vendors during a discussion with The Register. "Essentially," he said, "it becomes a lack of choice. That's what drives the share.
"The bigger question is: can vendors monetize those AI PCs?"
At the recent Goldman Sachs Communacopia + Technology conference, HP CEO Enrique Lores told analysts that he expects AI PCs to represent approximately 50 percent of shipments in 2027 and drive an average selling price increase across the sector of between 5 and 10 percent.
Jitesh Ubrani, research manager, Worldwide Mobile Device Trackers at IDC, said this week: "Businesses certainly recognize the importance of AI though many struggle to see the immediate use case and instead are opting for AI PCs as a means to futureproofing."


	Win 11 refreshes delayed, say PC makers - and here's why


	AMD sharpens silicon swords to take on chip and AI rivals


	Qualcomm guns for Intel, AMD with cheaper 8-core X chips


	Gelsinger opens up about Intel troubles amid talk of possible split


According to analysts at IDC: "The long term trend undoubtedly points towards an onslaught of AI PCs as the inclusion of an NPU propagates down to lower-tier PCs and supply eventually finds itself in a position where producing processors without an NPU becomes cost prohibitive."
The eventual dominance of the AI PC appears inevitable, even if the hardware currently surpasses the software applications, yet it is coming at a terrible time for some vendors. Atwal noted that for Intel, "it's almost the worst time for it to happen."
"Microsoft and Qualcomm are pushing an alternative platform ... it's probably the first time that Arm is competitive," he told us.
"It's just a much more competitive environment than I've ever seen previously. There are many more opportunities for the different CPU vendors than we've seen historically." (r)
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    VMware reportedly probed by Japanese anti-monopoly cops

    
Broadcom's software bundles under scrutiny after perhaps irking Fujitsu    
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Updated Japan's Fair Trade Commission, the nation's anti-monopoly agency, has reportedly commenced an investigation into VMware's software licensing practices.
Several Japanese media outlets today reported that on Wednesday authorities visited the Tokyo office of VMware's owner, Broadcom, to seek evidence of whether the giant corp has compelled customers to purchase unnecessary software bundled with other products.
The reports mention cloud service providers being affected by Broadcom's license changes, and Nippon Steel Solutions and Fujitsu as customers caught up in the matter.
The investigation has prima facie substance as Broadcom now only sells bundles of VMware software and has made big changes to its cloud service provider program that saw some members excluded.
Broadcom's bundles include software and support subscriptions, and it insists the price is lower than the combined list prices VMware charged for the individual products that make up the bundle. Customers and analysts, however, argue the bundles mean customers pay more than was the case under pre-acquisition VMware's pricing scheme. The Japanese reports claim prices have risen tenfold, or more. Broadcom argues its bundles quickly pay for themselves.


	Tokyo wags finger at Google for blocking Yahoo Japan! from using ad tech


	Broadcom has brought VMware down to earth and that's welcome


	Japan forces Apple and Google to allow third-party app stores and payments


	VMware waves goodbye to AWS middleman as Broadcom takes the reins


Trade group Cloud Infrastructure Services Providers in Europe (CISPE) has lobbied for a European Union investigation into Broadcom's practices - so far without evidence of success.
Japan's reported actions appear to be the first regulatory consideration of the changes Broadcom brought to Virtzilla.
The chips-and-code giant is also being challenged in court by comms giant AT&T.
Broadcom recently told investors that VMware customers are signing up for its bundles at a rate that has seen revenue from the virtualization giant grow faster than expected.
The Register has sought comment from Broadcom and the Trade Commission, and will update this story if we receive substantial information. (r)
Updated at 21:30 UTC September 25
A Broadcom spokesperson told The Register ""Broadcom will work constructively and fully with the JFTC to resolve any issues and concerns; we do not have further comments at this early stage."
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    Samsung and pals Hyundai, Kia team for software-defined cars, IoT integration

    
Turn on home aircon and maybe peer inside the fridge or oven - all from behind the wheel    
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Samsung and fellow South Korean giants Kia and Hyundai have struck up an IoT alliance that will see cars drive home appliances, and smartphones control some operations inside cars.
Signed in Seoul today, a "strategic technology partnership agreement" between the three will integrate Samsung's SmartThings IoT platform with future infotainment systems that automakers Hyundai and Kia develop for their cars.
Samsung says the deal will mean Galaxy smartphones will be able to control in-car aircon or access info about matters like a car's remaining range.
The many-faceted giant has also teased the possibility of using its phones to advance "software-defined vehicles" - cars with software that's reconfigurable by users - and "integration with smart apartment solutions."
"Vehicles can also be added to the connected SmartThings ecosystem, allowing users to return to a home with optimized conditions by controlling their Samsung air conditioners, air purifiers or other connected devices while driving home," Samsung stated.
This is where things get interesting. Samsung makes lots of connected appliances - including fridges and ovens with internal cameras that allow remote viewing of whatever's inside, clothes washers, air conditioners, and more.
Samsung allows access to those appliances with the SmartThings app it bakes into most of its Galaxy handsets - which, as analyst firm Counterpoint recently found, lead the world with around 20 percent market share.
Hyundai and Kia are the world's third-most prolific carmakers, with the combined entities' output forecast to produce around 7.5 million vehicles this year alone. Once the automakers create their SmartThings-compliant infotainment units, Samsung is therefore going to have a presence in lots of cars and a home automation ecosystem that its main rival in the smartphone caper - Apple - can't match.


	TSMC, Samsung reportedly eye UAE's silicon fields for fab expansion


	Samsung faces strikes in India, amid reports of global layoffs


	The S in IoT stands for security. You'll never secure all the Things


	Samsung boosts bug bounty to a cool million for cracks of the Knox Vault subsystem


Apple does have its own HomeKit IoT app to control smart appliances, and that can link with third-party manufacturers' kit. Samsung looks to have a cleaner stack on the way - essentially pinching Apple's old trick of making everything itself.
But Samsung may also have to navigate some bumps with Google. The Korean giant is all-in on Android, which Google uses for its own in-car environment and home automation efforts. Teaming with Kia and Hyundai puts the big G in the back seat.
Consumers have also been promised the tie-up will mean SmartThings can handle "in-vehicle health monitoring via cameras and Galaxy devices" and even "pet care solutions that optimize vehicle environments for pets."
That's for the future. First feature off the starting lime line will be a "global location solution function for vehicles and smart keys" that taps Bluetooth radios in Galaxy devices to locate cars in case they're pinched, or drivers forget where they parked.
What a time to be alive. (r)
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    China claims Taiwan, not civilians, behind web vandalism

    
Taipei laughs it off - and so does Beijing, which says political slurs hit sites nobody reads anyway    
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Taiwan has dismissed Chinese allegations that its military sponsored a recent wave of anti-Beijing cyber attacks.
China's Ministry of State Security made the allegations on Monday using its official WeChat channel. The Ministry alleged that a group called Anonymous64 was "trying to obtain control authority over portal websites, outdoor electronic screens, network television, etc." in mainland China, Hong Kong and Macao, to display content critical of China's system of government.
The Ministry wrote that its investigations confirmed that the Anonymous64 organization was not an ordinary hacker, but part of Taiwan's Information, Communications, and Electronic Force Command (ICEFCOM) - or cyber warfare wing. Beijing has named and posted photos of three Taiwanese individuals it claimed were under investigation for involvement in the cyber attacks.
According to Taiwan's Ministry of National Defense the mainland's accusations are "not true."
Anonymous64 often posts content critical of the Chinese Communist Party and People's Liberation Army, plus screenshots of websites it claims to have defaced. China's national security Ministry asserted that many of those screenshots were fake, and that the websites Anonymous64 claims to have hit have little or no traffic.


	ASML could brick Taiwan's chipmaking machines in case of uninvited guests


	TSMC, Samsung reportedly eye UAE's silicon fields for fab expansion


	China's APT41 crew adds a stealthy malware loader and fresh backdoor to its toolbox


	Taiwan's new president wants to upgrade from 'silicon island' to 'AI island'


"The state security organs remind developers of internet audio and video systems and web portals, as well as operation and maintenance units, and internet users, to implement network security precautionary measures, promptly update and upgrade systems, plug technical loopholes, increase password strength, strengthen inspections and inspections, and strictly prevent all kinds of network attack activities," wrote the Ministry.
China views Taiwan as a breakaway province, while Taiwan sees itself as a sovereign nation. Most countries around the world treat Taiwan as if it is sovereign - but without the niceties that amount to formal recognition, so as not to anger Beijing.
"The reunification of the motherland is the general trend of history. The vain attempt of the Taiwan authorities to provoke and seek 'independence' and confront the mainland is doomed to a dead end," warned the Ministry.
On Monday, Anonymous64 linked to a state-sponsored media post about the accusation, alongside a GIF of a man laughing. (r)
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