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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Google expands visual, audio search, lets AI handle layout
        Thomas Claburn

        AI Overviews get links to referenced websites - and ads Almost two decades ago, the head of Google's then nascent enterprise division referred to the firm's search service as "an uber-command line interface to the world."...

      

      
        DOJ, Microsoft seize 107 domains used in Russia's Star Blizzard phishing attacks
        Jessica Lyons

        Winter is coming The US Department of Justice and Microsoft have seized 107 websites used by Russian cyberspies in a phishing campaign to steal sensitive information from US government agencies, think tanks, and other victims.... 

      

      
        Valve powers up Arch Linux - because who needs Windows when you have a Steam Deck?
        Liam Proven

        Distro behind the handheld console announces corporate sponsorship Valve is officially sponsoring the Linux distro that powers the gaming giant's Steam Deck console....

      

      
        Fujitsu teams up with Supermicro on Arm-based server CPU
        Laura Dobberstein

        Liquid cooling on the mind Fujitsu and server maker Supermicro are jointly working on a platform featuring Fujitsu's upcoming Arm-based high-performance MONAKA processor, as well as liquid cooling systems....

      

      
        Average North American CISO salary now $565K, mainly thanks to one weird trick
        Iain Thomson

        Best way to boost your package is to leave, or pretend to A survey of nearly 700 CISOs in the US and Canada has found that salaries have risen over the last year to an average of $565,000 and a median of $403,000, with the top 10 percent of execs pulling in over $1 million....

      

      
        Submer dives into $55.5M funding to cool down hot-blooded AI datacenters
        Dan Robinson

        Tech's consumption of water and energy driving interest in liquid cooling Cooling specialist Submer has scored $55.5 million in a fresh funding round to fuel expansion, touting its tech as part of a more sustainable way to operate datacenters - something sorely needed in the era of AI....

      

      
        Two British-Nigerian men sentenced over multimillion-dollar business email scam
        Connor Jones

        Fraudsters targeted local government, colleges, and construction firms in Texas and North Carolina Two British-Nigerian men were sentenced for serious business email compromise schemes in the US this week, netting them millions of dollars from local government entities, construction companies, and colleges.... 

      

      
        NASA switches off Voyager 2 plasma instrument to stretch out juice
        Richard Speed

        Veteran probe set to score a half-century while still doing science Engineers have turned off Voyager 2's plasma science instrument in an effort to eke out the veteran probe's dwindling power supply....

      

      
        The force is strong in Iceberg: Are the table format wars entering the final chapter?
        Lindsay Clark

        Former Apple engineer and Apache PMC member Russell Spitzer describes efforts to unite around a single format Interview  In June, Databricks shelled out $1 billion for Tabular, a startup backer of the open source Apache Iceberg table format, signalling just how important the rather niche topic had become. It was a move which shocked the Iceberg community....

      

      
        Ransomware crew infects 100+ orgs monthly with new MedusaLocker variant
        Jessica Lyons

        Crooks 'like a sysadmin, with a malicious slant' Exclusive  An extortionist armed with a new variant of MedusaLocker ransomware has infected more than 100 organizations a month since at least 2022, according to Cisco Talos, which recently discovered a "substantial" Windows credential data dump that sheds light on the criminal and their victims....

      

      
        Brits hate how big tech handles their data, but can't be bothered to do much about it
        Connor Jones

        Managing the endless stream of cookie banners leaves little energy for anything else Fewer than one in five Brits report being happy with the way their personal data is handled by big tech companies, yet the furthest many will go is to reject optional cookies on the web....

      

      
        Mega supermarket spots stock discrepancy of tens of millions amid ERP system migration
        Lindsay Clark

        British retailer Asda admits tech divorce from former owner Walmart has been delayed again Exclusive  Asda, the UK's third largest retailer, discovered a multi-million pound discrepancy between its distribution system and SAP ERP tech installed earlier this year, according to an internal Major Incident report seen by The Register.... 

      

      
        MongoDB rebuts claims it's not ready for business critical workloads
        Lindsay Clark

        Shifting battle-hardened systems to document model - are your skills and tools ready? MongoDB has used the release of version 8.0 to defend its viability as the underpinning of business-critical transactional systems....

      

      
        Fujitsu, Supermicro, team for Arm-based servers
        Laura Dobberstein

        MONAKA processor due in 2027 to be worked into liquid-cooled rackscale hardware Fujitsu on Wednesday announced a collaboration that Supermicro to build liquid-cooled servers based on the Japanese giant's forthcoming Arm-based MONAKA processor....

      

      
        Microsoft lifts the price of System Center by ten percent
        Simon Sharwood

        For version 2025, out on November 1st and adding various modern goodies Microsoft has revealed that the 2025 edition of its System Center management tool will debut on November 1st, at prices ten percent higher that it charged for its predecessor....

      

      
        'Undigestible rate of change' sees vendor supergroup create 'The Open Compute of AI'
        Simon Sharwood

        It's called 'Cosmos' and Nvidia, Cisco, X, SuperMicro and VAST Data all think it will help - them and you A group of top enterprise vendors feel that AI is changing so fast it's "undigestible" to many, so they've created an org they hope will function like the Open Compute Project so you don't make a meal of it....

      

      
        OpenStack Dalmatian debuts with a new dashboard, better security and GPU-wrangling
        Simon Sharwood

        If you think VMware has gone to the dogs, maybe check it out? OpenStack Dalmatian, the 30th edition of the open source cloud stack, has bounded out of the kennel.... 

      

      
        Get ready: US port strike likely to snarl tech supply chains
        Brandon Vigliarolo

        Time to see if industry learned anything from the last shortage crisis Dockworkers at American ports from Maine to Texas have gone on strike, and experts are warning it won't be long before the tech sector feels a supply chain pinch that could easily stretch into the beginning of next year. ...

      

      
        Another OpenAI founder moves to arch-rival Anthropic
        Brandon Vigliarolo

        Just two of the gang of eleven remain as safety concerns swirl Anthropic has hired yet another of OpenAI's founders, this time bringing on Durk Kingma in an unspecified role....

      

      
        Latest in WordPress war: Automattic says it wanted 8% cut of WP Engine revenue
        Thomas Claburn

        Trademark royalties is one way to force support of open source, we guess Updated  WordPress developer Automattic on Wednesday published details of its efforts to pressure rival WP Engine to sign a trademark license agreement costing millions of dollars....

      

      
        700K+ DrayTek routers are sitting ducks on the internet, open to remote hijacking
        Jessica Lyons

        With 14 serious security flaws found, what a gift for spies and crooks Fourteen newly found bugs in DrayTek Vigor routers -- including one critical remote-code-execution flaw that received a perfect 10 out of 10 CVSS severity rating -- could be abused by crooks looking to seize control of the equipment to then steal sensitive data, deploy ransomware, and launch denial-of-service attacks....

      

      
        Two simple give-me-control security bugs found in Optigo network switches used in critical manufacturing
        Iain Thomson

        Poor use of PHP include() strikes again Two trivial but critical security holes have been found in Optigo's Spectra Aggregation Switch, and so far no patch is available.... 

      

      
        Bank of America app glitch zeroes out people's balances
        Iain Thomson

        Unidentified tech issues now resolved Updated  Some US customers using the Bank of America app to keep an eye on their accounts got a shock Wednesday morning when their checking and savings accounts were unexpectedly empty or out of date....

      

      
        Tesla trounces shareholders who alleged Autopilot was all share-pumping lies
        Brandon Vigliarolo

        It's easy being Elon Tesla has managed to persuade a California judge to throw out a lawsuit that claimed the automaker misled shareholders about its Full Self-driving (FSD) system's true capabilities....

      

      
        Cisco is abandoning the LoRaWAN space, and there's no lifeboat for IoT customers
        Dan Robinson

        Support stretches to end of 2029, no more maintenance beyond 2026 Networking giant Cisco is getting out of the LoRaWAN market for IoT device connectivity, announcing end-of-availability and end-of-life dates for its gateways and associated products, with no planned migration pathway for customers....

      

      
        AI agent promotes itself to sysadmin, trashes boot sequence
        Thomas Claburn

        Fun experiment, but yeah, don't pipe an LLM raw into /bin/bash Buck Shlegeris, CEO at Redwood Research, a nonprofit that explores the risks posed by AI, recently learned an amusing but hard lesson in automation when he asked his LLM-powered agent to open a secure connection from his laptop to his desktop machine....

      

      
        US govt hiding top hurricane forecast model sparks outrage after deadly Helene
        Thomas Claburn

        Taxpayer-funded data locked behind insurance firm's paywall The National Oceanic and Atmospheric Administration (NOAA) cannot reveal weather forecasts from a particularly accurate hurricane prediction model to the public that pays for the American government agency - because of a deal with a private insurance risk firm....

      

      
        Uncle Sam lends $1.5B to reignite Michigan nuclear plant in 2025
        Brandon Vigliarolo

        Up and atom! The Biden administration has announced plans to reignite a shuttered Michigan nuclear power plant with a $1.5 billion loan that, combined with other nuclear announcements yesterday, suggests the US federal government is right now all in on nuclear energy....
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    Google expands visual, audio search, lets AI handle layout

    
AI Overviews get links to referenced websites - and ads    


    
        By 
Thomas Claburn        
    

    
        Posted in AI + ML,
        
            3rd October 2024 16:45 GMT
        
    


    
Almost two decades ago, the head of Google's then nascent enterprise division referred to the firm's search service as "an uber-command line interface to the world."
These days, Google is interested in other modes of input too. On Thursday, Google announced changes to its search service that emphasize visual input via Google Lens, either as a complement to text keywords or as an alternative, and audio input. And it's using machine learning to reorganize how some search results get presented.
The transition to multi-modal search input has been ongoing for some time. Google Lens, introduced in 2017 as an app for the Pixel 2 and Pixel XL phones, was decoupled from the Google Camera app in late 2022. The image recognition software, which traces its roots back to Google Goggles in 2010, was integrated into the reverse image search function of Google Images in 2022.
Last year, Lens found a home in Google Bard, an AI chatbot model that has since been renamed Gemini. Presently, the image recognition software can be accessed from the camera icon within the Google App's search box.
Earlier this year, Google linked Lens with the generative AI used in its AI Overviews - AI-based, possibly errant search results hoisted to the top of search results pages - so that users can point their mobile phone cameras at things and have Google Search analyze the resulting image as a search query.
According to the Chocolate Factory, Lens queries are one of the fastest growing query types on Search, particularly among young users (18-24) - a demographic sought after by advertisers. Google claims that people use Lens for nearly 20 billion visual searches a month and 20 percent of them are shopping-related.
Encouraged by such enthusiasm, the search-ads-and-apps biz is expanding its visual query capabilities with support for video analysis. "We previewed our video understanding capabilities at I/O, and now you can use Lens to search by taking a video, and asking questions about the moving objects that you see," explained Liz Reid, VP and head of Google Search, in a blog post provided to The Register.
This aptitude is being made available globally via the Google App, for Android and iOS users who participate in the Search Labs "AI Overviews and more" experiment - presently English only.
The Google App will also accept voice input for Lens - the idea being that you can aim your camera, hold the shutter button, and ask a question related to the image.
As might be expected, Lens has also been enhanced to return more shopping-related info, like item price at various retailers, reviews, and where the item can be purchased.
Lens searches are not stored by default, though the user can elect to keep a Visual Search History. Videos recorded with Lens are not saved, even with Visual Search History active. Also, Lens does not use facial recognition, making it not very useful for identifying people.
[image: An image of a Google mobile search results page, organized by AI]
An image of a Google mobile search results page, organized by AI - click to enlarge


Google's infatuation with AI has led to the application of machine learning to search result page layout, on mobile devices in the US, initially for meal and recipe queries. Instead of segmenting results by file type - websites, videos, and so on - AI will handle how results are arranged on the page.


	Latest in WordPress war: Automattic says it wanted 8% cut of WP Engine revenue


	AI agent promotes itself to sysadmin, trashes boot sequence


	Microsoft hits go on Windows 11 24H2: Fresh features, bugs, and a whole lotta AI


	Fresh court filing accuses Oracle of creating 'maze' of options 'hidden' in 'contract'


"In our testing, people have found AI-organized search results pages more helpful," insists Reid. "And with AI-organized search results pages, we're bringing people more diverse content formats and sites, creating even more opportunities for content to be discovered."
Meanwhile, Google is being more deliberate in the organization of AI Overviews, snapshot summaries of search results placed at the top of search result pages. Beyond not having much impact on website traffic referral, AI Overviews can't be turned off but "can and will make mistakes," as Google puts it.
At least now, AI Overviews will have better attribution.
"We've been testing a new design for AI Overviews that adds prominent links to supporting web pages directly within the text of an AI Overview," said Reid. "In our tests, we've seen that this improved experience has driven an increase in traffic to supporting websites compared to the previous design, and people are finding it easier to visit sites that interest them."
Also, AI Overview is getting ads; after all, someone's got to pay for all that AI.
Google is making this search experience available globally, or at least everywhere that AI Overviews are offered. (r)
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    DOJ, Microsoft seize 107 domains used in Russia's Star Blizzard phishing attacks

    
Winter is coming    


    
        By 
Jessica Lyons        
    

    
        Posted in Cybersecurity Month,
        
            3rd October 2024 16:00 GMT
        
    


    
The US Department of Justice and Microsoft have seized 107 websites used by Russian cyberspies in a phishing campaign to steal sensitive information from US government agencies, think tanks, and other victims.
Court orders targeted domains belonging to Russia's Callisto Group (aka Star Blizzard and Coldriver), a hacking unit of the Russian Federal Security Service (FSB) that has been attacking defense, intelligence, political orgs, and academia since at least 2017.
"The Russian government ran this scheme to steal Americans' sensitive information, using seemingly legitimate email accounts to trick victims into revealing account credentials," US Deputy Attorney General Lisa Monaco said in a statement today announcing the FSB infrastructure disruption.
According to the DOJ's warrant [PDF], the 41 seized domains "were used or intended to be used by members of the Callisto Group in an ongoing and sophisticated spear phishing campaign with the goal of gaining unauthorized access to the computers and email accounts of victims, to then steal valuable information and sensitive United States government intelligence."
Targeted victims "thus far" included US-based companies, former intelligence community employees, former and current Department of Defense and Department of State employees, United States military defense contractors, and staff at the Department of Energy.
As recently as August, the University of Toronto's Citizen Lab warned of a massive, two-year espionage campaign during which Callisto hackers had been stealing user credentials and 2FA tokens from victims in the US and Europe.
Meanwhile, the Microsoft's court order authorized the take down of another 66 domains.
Between January 2023 and August 2024, Redmond spotted the Russians phishing 30 civil society entities and organizations, including journalists, think tanks, and NGOs, we're told.
"While we expect Star Blizzard to always be establishing new infrastructure, today's action impacts their operations at a critical point in time when foreign interference in US democratic processes is of utmost concern," Microsoft said in announcing the civil action. "It will also enable us to quickly disrupt any new infrastructure we identify through an existing court proceeding."


	Russian cyber snoops linked to massive credential-stealing campaign


	Five Eyes nations warn Moscow's mates at the Star Blizzard gang have new phishing targets


	Google TAG: Kremlin cyber spies move into malware with a custom backdoor


	Reckon Russian spies are lurking in your inbox? Check for these IOCs, Microsoft says


The Feds' website takedown also follows criminal charges levied against two alleged Callisto-affiliated individuals, FSB officer Ruslan Aleksandrovich Peretyatko and co-conspirator Andrey Stanislavovich Korinets, for their supposed roles in a scheme to break into computer networks in the US, the UK, other NATO countries, and Ukraine on behalf of the Russian government.
In December 2023, seven government agencies from Australia, Canada, New Zealand, the US, and the UK sounded the alarm about Callisto's phishing techniques, while UK Foreign Office minister Leo Docherty accused the FSB crew of hacking private conversations of high-profile UK politicians, then "selectively leak[ing] and amplify[ing] information" for political meddling. (r)
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    Valve powers up Arch Linux - because who needs Windows when you have a Steam Deck?

    
Distro behind the handheld console announces corporate sponsorship    


    
        By 
Liam Proven        
    

    
        Posted in OSes,
        
            3rd October 2024 15:30 GMT
        
    


    
Valve is officially sponsoring the Linux distro that powers the gaming giant's Steam Deck console.
According to an email on the Arch-dev-public mailing list, Valve Corporation is formally supporting the Arch Linux project:


We are excited to announce that Arch Linux is entering into a direct collaboration with Valve. Valve is generously providing backing for two critical projects that will have a huge impact on our distribution: a build service infrastructure and a secure signing enclave.


A post from Arch developer Morten Linderud on Mastodon insists that the choice of projects belongs to Arch devs, not Valve:


Please realize the supported projects have been picked by Arch developers, not by Valve.


We have discussed the need for a signing enclave and proper build service for years. They are supporting our priorities.


In case you're wondering exactly what a "secure signing enclave" is and why Arch needs one, there was a talk on just that at this year's All Systems Go conference.
Arch Linux is a community-led distro, and a member project of the non-profit Software in the Public Interest (along with Debian, Gentoo, and many others). Corporate sponsorship is often mostly helpful, though. Why Valve? Well, alongside games and the Steam platform, Valve sells Linux hardware. Its Steam Deck handheld console plays Windows games, but it runs Linux, and its SteamOS distro is based on Arch.
Forget the desktop: it's a dying market sector anyway. The Year of Linux On The Games Console is more significant, and that began back in 2021. The Year Of Linux On The Games Console came nearly a decade after the Year Decade Of Linux On The Laptop, which began when Chromebooks became best-sellers in 2013. The COVID pandemic helped Chromebooks outsell Macs by 2020.
If you take even a passing interest, you probably already know what Free Software and Open Source folks are like. They are far too concerned with disagreeing about what sort of Unix-like system qualifies as open source, and is it really Free, and does it use the right license, to pay any attention to the fact that they won the battle years ago. The Year Of Linux On The Server was way before that, but it arguably began when AWS launched in 2002. Only if there are no license fees is it feasible to take control of spinning up new VMs away from humans and put it under program control. If you had to pay for all the software, a rogue line of code could cost you billions. This only works if it's all free.


	Windows 11 and Linux gain ground among Steam gamers


	Manjaro 24 is Arch Linux for the rest of us


	Valve celebrates New Year by blowing off Steam support for Windows 7 and 8


	Linux will soon offer switchable x86-32 binary support


It's not going to displace the PlayStation or Nintendo Switch any time soon, but Steam Deck sales seem to be doing all right. Valve has shifted millions of units, and there are now over 14,000 games that are "Deck Verified."
It's true, the Linux numbers in the latest Steam hardware and software survey are very slightly down. They show Windows gaining by over 1.5 percent and Linux marginally down at under 2 percent - still well ahead of macOS, we note. The bump in Windows numbers is paralleled by a similar increase in Simplified Chinese usage, so maybe some new game is doing exceptionally well in China at the moment [likely Black Myth: Wukong, a Chinese game based on Chinese mythology - ed].
As we noted last year, what's most interesting to us is the Linux distro breakdown. As we reported in our Debian at 30 story, in most surveys Ubuntu is about a third of usage, and Debian another sixth, meaning about half overall. But on Steam, apparently, there are about twice as many Arch users as the next most popular distro, which, predictably, is Ubuntu.
Maybe the meme-mongers who coined "BTW I use Arch" knew a big shift was happening long before the rest of us. (r)
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    Fujitsu teams up with Supermicro on Arm-based server CPU

    
Liquid cooling on the mind    


    
        By 
Laura Dobberstein        
    

    
        Posted in On-Prem,
        
            3rd October 2024 14:45 GMT
        
    


    
Fujitsu and server maker Supermicro are jointly working on a platform featuring Fujitsu's upcoming Arm-based high-performance MONAKA processor, as well as liquid cooling systems.
The alliance is notable in two ways: Arm chips are known for running cooler than competitors and require less innovation where heat in concerned, and Fujitsu largely walked away from this type of server two years ago.
[image: Datacenter forest]
Don't blame AI for rise in carbon emissions, says Google exec

READ MORE
Fujitsu revealed in February 2022 that it would cease manufacturing and selling mainframe systems by 2030, and discontinue its Unix server systems by the end of 2029.
A year later, Fujitsu said it would release a successor to its A64FX processor in the form of the new Arm-based datacenter chip called MONAKA by 2027. MONAKA was pitched as an energy-efficient high-performing chip for traditional HPC, in addition to AI and data analytical workloads.
This week, the companies detailed how they "will combine their technical capabilities and world-class global reach to offer a market-leading server portfolio," leaning on Supermicro's "Building Block" approach to server design.
Supermicro's Building Block approach is billed as a modular option, allowing customers to choose system components optimized for their workloads and applications, making the system scalable and cost efficient. Among the customized choices is thermal management - air-conditioned, free air cooled, or liquid cooled.


	Infosys loses ten-year, $1.5 billion contract announced just three months ago


	All-AMD US Frontier supercomputer ousts Japan's Fugaku as No. 1 in Top500


	Japan's Fugaku supercomputer released in virtual version that runs in AWS


	Fujitsu wins spot on PS600M framework after vowing to sit out public sector


Fujitsu subsidiary Fsas Technologies "will provide AI platform-based generative AI solutions globally that combine Supermicro's GPU server products and implementation support services for datacenter operators and enterprises."
Fsas was spun out in December of last year to manage Fujitsu's PC, server, and storage business sans mainframe or Unix server.
[image: power]
UK's 'electricity superhighway' gets green light just in time for AI to gobble it all up

READ MORE
While liquid cooling for Arm-based systems is not common, it's not unheard of. For example, the Fugaku Supercomputer is based on Fujitsu's Arm-based A64FX processors and includes liquid cooling piping.
The focus on developing liquid-cooled systems suggests a targeted market of machines with higher AI and HPC workloads, a segment that is growing anyway.
"As the use of AI continues to grow, demand for datacenter capacity is rising faster than what can be supplied, and one of the biggest challenges is efficiently meeting growing power consumption requirements," Fujitsu stated. "A key focus will be bringing together Fujitsu and Supermicro expertise to further develop rack-scale liquid cooling solutions." (r)
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    Average North American CISO salary now $565K, mainly thanks to one weird trick

    
Best way to boost your package is to leave, or pretend to    


    
        By 
Iain Thomson        
    

    
        Posted in CSO,
        
            3rd October 2024 14:01 GMT
        
    


    
A survey of nearly 700 CISOs in the US and Canada has found that salaries have risen over the last year to an average of $565,000 and a median of $403,000, with the top 10 percent of execs pulling in over $1 million.
(That's about PS426,000, PS304,000, and PS754,000, respectively.)
The data showed that by far the most effective way to boost your pay was to switch jobs, or at least threaten to, and get a counter offer from your original employer. Both moves bring an average compensation increase of 31 percent. By contrast, just doing your job and getting an annual pay rise would increase the average salary by just 6.3 percent, according to data from IANS Research and recruitment firm Artico.
However, at the moment fewer CISOs are considering this route. This fifth annual survey found that staff turnover has nearly halved since the heady days of the 2022s, when 21 percent of those surveyed had moved jobs in the previous 12 months.
"We believe it's largely a macroeconomic situation," Nick Kakolowski, senior research director at IANS Research, told The Register.
"It's a combination of businesses being conservative and waiting for a little bit more stability, and CISOs being conservative and waiting for a little bit more stability. We're seeing more movement starting in the market, and we expect that to continue. We don't have a great sense of when it's going to get back to - or if it's going to get back to - the tons of movement days of the early 2020s, and post-pandemic, but we expect a much more active year next year."


	70% of CISOs worry their org is at risk of a material cyber attack


	US senator claims UnitedHealth's CEO, board appointed 'unqualified' CISO


	CISOs' salary growth slows - with pay gap widening


	AWS CISO tells The Reg: In the AI gold rush, folks are forgetting application security


If you're looking for the most lucrative CISO job, the tech industry is the place to go. While average base pay of $407,000 isn't the highest (financial services bags that prize at $495,000), once you factor in bonuses and equity then tech is the clear winner at $721,000.
"In today's environment of cash preservation, we're seeing companies utilize equity more often than cash as a negotiation and retention tool," explained Steve Martano, cyber recruiter at Artico Search. "Public companies are using equity to entice new security leaders and to retain them, privately held companies similarly leverage equity-rich packages to preserve EBITDA."
At the other end of the scale is education, where average base pay is $243,000, while hospitals and clinics come in at $334,000. For the first time this category had to be split from the rest of the healthcare industry, because the disparities are so wide - $465,000 was the average for pharma and medical insurers.
Another trick to boost compensation is to go back to the office - at least part-time. The survey found that hybrid or office workers got more than a 6 percent increase in their pay last year. One in five remote workers saw their pay packet stay the same last year, and 45 percent got a less than 5 percent increase.
The rich are also getting richer while the poor are getting poorer. Among the top 10 percent of best-paid CISOs, 23 percent saw their salaries rise by over 20 percent. Among the 25 percent of the lowest-paid CISOs, two thirds said their salaries hadn't changed, or had risen less than 5 percent.
And as with most jobs in the US, it also matters where you work, Kakolowski opined. California tops the salary scales, unsurprisingly, and CISOs are more than twice as likely to get some form of equity - reflecting the startup culture on the West Coast.
The North East is the second most lucrative place to work, but outside of these two the South East was the most rewarding. Kakolowski cited the financial services groupings around North Carolina, the thriving biotech scene, and Texas's burgeoning tech sector. Canadian CISOs reported the lowest earnings, but at least they have cheap healthcare to make up for it. (r)
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    Submer dives into $55.5M funding to cool down hot-blooded AI datacenters

    
Tech's consumption of water and energy driving interest in liquid cooling    


    
        By 
Dan Robinson        
    

    
        Posted in On-Prem,
        
            3rd October 2024 13:35 GMT
        
    


    
Cooling specialist Submer has scored $55.5 million in a fresh funding round to fuel expansion, touting its tech as part of a more sustainable way to operate datacenters - something sorely needed in the era of AI.
The Barcelona headquartered biz, which has a manufacturing operation in Houston, Texas, received the backing via investment from M&G, along with existing stakeholders Planet First Partners and Norrsken VC.
Submer claims that with increasingly powerful hardware being fitted in servers, driven by the demands of AI workloads, datacenters are consuming vast amounts of energy and water, and immersion cooling technology is the answer.
Much has been written by The Register regarding the environmental footprint of bit barns and the energy conundrum as more facilities are built to meet customers' calls for compute.
Last month, financial services biz Morgan Stanley published a report claiming that datacenters are set to emit 2.5 billion tonnes of greenhouse gas (GHG) emissions globally between now and the end of the decade, a figure three times greater than if generative AI had not been developed.


Datacenter building continues apace in the UK, especially now that any planning objections may be overruled after the incoming Labour government classed them as Critical National Infrastructure (CNI).


Developer Atlantic Hub was given the go-ahead for a build at Foyle Port Innovation Park in Londonderry, which it claims will be one of the largest infrastructure developments in the region, and Northern Ireland's first large-scale datacenter campus.


Another company, Kao Data, has commenced construction of its new PS350 million ($458 million) 40 MW facility in Stockport, Greater Manchester, engineered for AI and advanced computing and set to be powering customers workloads by 2026.


These are dwarfed by the investment by US giant Blackstone, which is putting PS10 billion ($13.4 billion) into a massive AI datacenter project near Blyth, Northumberland, which it claims will become the biggest AI datacenter in Europe.


One reason for this is their growing use of energy. A study published in June claimed that power consumption by datacenters in the US is set to more than double by the end of the decade - rising from 130 terawatt hours (TWh) in 2023 to 307 TWh in 2030. And in July, figures published by Ireland's Central Statistics Office (CSO) revealed that data dormitories consumed more than a fifth of the country's electricity supply during 2023.


	Intel details coral-shaped immersion cooler that bubbles like Mentos in Coke


	When it comes to liquid and immersion cooling, Nvidia asks: Why not both?


	To quench AI's thirst, the way we build, operate datacenters needs to change


	Castrol immerses itself deeper into liquid cooling with researcher


It isn't just energy. Some facilities also consume water as part of their cooling infrastructure, particularly those using evaporative cooling. A recent report indicated that datacenters in the US state of Virginia had notched up their water use by almost two-thirds since 2019, with claims that bit barns serviced by the Loudoun water utility had increased consumption of water by more than 250 percent between 2019 and 2023.
Submer, of course, reckons that traditional air-cooling methods are becoming increasingly inadequate, and immersion cooling is the sustainable and scalable solution for datacenters. The reason is that it reduces the need for energy-hungry air conditioning systems - up to 20 percent of datacenter power consumption can be directly attributed to this - and the coolant used is a non-conducting fluid instead of using water.
A survey conducted by The Register earlier this year found that more than a third of enterprises (38.3 percent) expect to employ some form of liquid cooling infrastructure in their datacenters by 2026. Of these, 16.3 percent said they were going for direct-to-chip (DTC) liquid cooling, while just 6.5 percent said they planned to go all-in for immersion cooling.
This is clearly a growth area. Supermicro said it expects liquid cooling to be installed in 30 percent of racks the company ships next year, while hosting firm Equinix disclosed plans at the end of last year to expand support for liquid cooling across a hundred of its datacenter facilities, driven by AI.
However, for more creative cooling solutions, there is the facility in Hokkaido in Japan that makes use of snow to cool its IT infrastructure, then takes the resultant meltwater and uses it to cultivate eels to take to market. There is also a company in Korea called Tomorrow Water that announced plans to colocate datacenters with sewage treatment plants, using the surplus heat to cut energy requirements for waste treatment, while some of the treated water then becomes coolant water for the IT infrastructure. (r)
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Two British-Nigerian men were sentenced for serious business email compromise schemes in the US this week, netting them millions of dollars from local government entities, construction companies, and colleges.
Oludayo Kolawole John Adeagbo, 45, was sentenced to seven years in prison for fraud campaigns affecting organizations in Texas and North Carolina. He was assisted in the latter scheme by Donald Ikenna Echeazu, 42, who was sentenced to 18 months in prison and ordered to pay $655,408.87 in restitution.
The Department of Justice (DOJ) didn't name the university that was defrauded in North Carolina. Various local media reports from 2022, when Adeagbo was first extradited to the US from the UK, suggest it was Appalachian State.
Together, Adeagbo and Echeazu spent around six months between 2016 and 2017 setting up the scam, which raked in $1.9 million.
Court documents showed that the pair happened upon information related to high-value construction projects at the university and capitalized on it. They knew that large, relatively regular payments would be made as part of the ongoing works and targeted university staff, tricking them into sending a payment to the fraudsters instead of the contractor.
Adeagbo and Echeazu were said to be assisted in the scheme by others, who were not named. They registered a domain similar to that of a legitimate construction company that headed up the project and an email sent to the university from that domain was enough for the hefty sum to arrive in the criminals' accounts, which was then promptly laundered.
"As a North Carolina university planned for growth with a new construction project, Adeagbo worked on a scheme to defraud the school by stealing nearly two million dollars of its funding," said Robert M DeWitt, special agent in charge of the FBI Charlotte Field Office.
"When he and his conspirators first committed this BEC [business email compromise] more than seven years ago, they likely never expected to get caught. This federal prison sentence shows the FBI will do everything possible to find and hold international financial fraudsters accountable."
Over in Texas, between November 2016 and July 2018, multiple BEC frauds were carried out, earning Adeagbo and his unnamed accomplices more than $3 million.
Construction companies were again among the victims, as were local government entities and a college also based in Houston.
While none of the victims were identified, local reporters at the Houston Chronicle claimed that one of the local governments was Galveston County, defrauded for more than half a million dollars after Adeagbo posed as a Houston road works company. Another $888,000 scam reportedly aligned with a similar case in Harris County, which tasked D&W Contractors with repairing a parking lot.
The publication further claimed that Adeagbo posed as the Houston-based Tellepsen Group, another construction company that just so happened to be contracted by the West Houston Institute community college.


	Mind your header! There's nothing refreshing about phishers' latest tactic


	Unicoin hints at potential data meddling after G-Suite compromise


	Orion SA says scammers conned company out of $60 million


	Police take just 2 days to recover $40M stolen in business email scam


Tactics alike the North Carolina cyber heist were used, the DOJ said. They registered domain names similar to those of clients or customers of the victim organizations and preyed on unwitting staff to order seemingly routine payments to their own accounts.
"Oludayo Adeagbo thought he was pretty slick stealing other people's money via this scam. His victims, however, strongly disagreed," said Michael Nordwall, executive assistant director at the FBI. 
"Instead of enjoying the fruits of his illegal labors, Adeagbo will now be spending time in a federal prison. The BEC is one of the fastest growing and most costly scams and the only way to fight it is through cooperation, often international cooperation, and this case is a prime example of partnerships working."
"BEC schemes, like the ones perpetrated by Adeagbo and his co-conspirators, are sophisticated and devastating crimes that target the trust businesses and institutions place in their daily operations," said Dena J King, US attorney for the Western District of North Carolina. 
"By exploiting this trust, fraudsters steal millions of dollars from unsuspecting victims. This case demonstrates the commitment of my office and our law enforcement partners to pursue justice for those impacted by these schemes and to hold cybercriminals accountable, regardless of where they are operating from."
Adeagbo will serve one year of supervised release following his seven-year prison stint and was ordered to repay $942,655.03 in restitution. (r)
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Veteran probe set to score a half-century while still doing science    
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Engineers have turned off Voyager 2's plasma science instrument in an effort to eke out the veteran probe's dwindling power supply.
The instrument has become less useful in recent years due to its orientation relative to the direction that plasma is flowing in interstellar space. It consists of four "cups," three of which point toward the Sun to observe the solar wind inside the heliosphere. A fourth points at a right angle to the other three to observe the plasma in planetary magnetospheres, and now interstellar space.
It proved critical when Voyager 2 exited the heliosphere in 2018, following its sibling, Voyager 1, into interstellar space.
Scientists took a year to confirm that Voyager 1 had entered interstellar space since it lacked a working plasma science instrument - the device stopped working in 1980 and was turned off in 2007. However, the instrument aboard Voyager 2 continued to function, and scientists noted a dramatic fall in the flow of plasma into the three cups facing the Sun as it exited the heliosphere.
The heliosphere is the bubble of particles and magnetic fields created by the Sun that surrounds the solar system.
According to NASA: "The most useful data from the fourth cup comes only once every three months, when the spacecraft does a 360-degree turn on the axis pointed toward the Sun. This factored into the mission's decision to turn this instrument off before others."


	NASA engineers play space surgeon in bid to unclog Voyager 1's arteries


	Voyager 1 makes stellar comeback to science operations


	Dr Ed Stone, former director of JPL, Voyager project scientist, dies at 88


	Voyager 1 regains sanity after engineers patch around problematic memory


The switch-off command, which was transmitted to the probe at the end of September, now means that only four instruments remain active, the same as Voyager 1. According to engineers, the spacecraft has enough power to continue studying the region outside the heliosphere with at least one operational science instrument into the 2030s.
The Voyagers are powered by radioisotope thermoelectric generators (RTGs), which convert the heat generated by decaying plutonium into electricity. The decay process has meant the generator produces slightly less power year after year. This wasn't so much of an issue early on in the mission, but as the probes approach the half-century mark, dwindling power means difficult decisions must be made.
All non-essential systems, including some heaters, have been turned off. To postpone deactivating another science instrument, engineers adjusted Voyager 2's voltage regulator last year.
It took 19 hours for the command to turn off the instrument to reach Voyager 2 and another 19 hours for the return signal to reach Earth. The team reported that the command was executed as expected and that the probe was operating normally. (r)
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    The force is strong in Iceberg: Are the table format wars entering the final chapter?

    
Former Apple engineer and Apache PMC member Russell Spitzer describes efforts to unite around a single format    
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Interview In June, Databricks shelled out $1 billion for Tabular, a startup backer of the open source Apache Iceberg table format, signalling just how important the rather niche topic had become. It was a move which shocked the Iceberg community.
There were two reasons for this. Firstly, Databricks -- nominally worth $43 billion after $4 billion in VC funding -- had been promoting its own table format, Delta, an open source project managed by the Linux Foundation, and secondly, Tabular was founded by the original authors of the rival format.
[image: icebergs iceland]
Tabular's Iceberg vision goes from Netflix and chill to database thrill

READ MORE
Iceberg had already become the basis of data engineering and analytics strategies in global tech and media companies, including Netflix and Apple, where Iceberg is said to be wall-to-wall.
Speaking to The Register, former Apple software engineering manager Russell Spitzer says the acquisition was very surprising.
"The valuation itself is so large. [Tabular] is such a small company. But it was also surprising in that Apache Iceberg is free. If you want to become a part of the Apache Iceberg community and drive its development, all you have to do is contribute code and engineering time. Spending that much money to contribute to Apache Iceberg is... well, it's a decision," says Spitzer, who joined Snowflake as principal engineer in June and remains an Apache Iceberg committer and PMC member.
The surprise acquisition also caused consternation in the Iceberg community. "Definitely some folks in the community were a little worried about it. I wasn't because the people I know who have gone to Databricks are true believers in the Apache way of doing things; true believers in open source. And it's one of those things where I just don't think they can be bought. There are people who believe in this project and want it to succeed. To me, it just feels like they're now getting paid an enormous amount of money to continue doing what they were doing anyway. So, well, we'll see," he says.
The Iceberg project was developed at Netflix from around 2015 by Ryan Blue and Dan Weeks, who went on to become co-founders of billion-dollar Iceberg company Tabular. It was donated to the Apache Software Foundation as an open source project in November 2018.
Apache Iceberg is an open table format designed for large-scale analytical workloads while supporting query engines including Spark, Trino, Flink, Presto, Hive and Impala. The idea is organizations can bring their analytics engine of choice to their data without going through the expense and inconvenience of moving it to a new data store. In 2022, Apache Iceberg won support from data warehouse and data lake big hitters including Google, Snowflake and Cloudera.
A doctor of bio-informatics, Spitzer started working on Iceberg not long after joining Apple, from DataStax, where he had helped develop the column-oriented Cassandra database company's Apache Spark connector. He had expected to continue his work with Spark, first developed by Databricks CTO and co-founder Matei Zaharia, but that changed quickly.
"I had a lot of friends who had gone to Apple, and they told me that Apple has a Spark team and Apple has a Cassandra team. So, I started applying to join them. Right as I was joining, the people who were hiring me told me about this Apache Iceberg thing that's just starting up and they needed someone who is into open source to join with them and give it a kick. I said yes, and the rest is pretty much history," he says.
Now, Iceberg is "huge" within Apple, Spitzer says. "When I joined the company, it was almost nowhere. Back then, no one knew what Iceberg was. You had to explain why it was something you wanted. Now, everyone knows what Iceberg is. Within Apple, a large majority of people are saying that's the table format we're going to choose to run with."
But Iceberg was not the only game in town. Databricks had developed its own table format, Delta Lake, with a similar aim to Iceberg. There is also Apache Hudi, which its backers say offers more than just a table format; ingest tools, a very different concurrency model, indexes are also part of the package.
Spitzer says he first became aware of Delta at Spark Summit when they first initially announced Databricks Delta. "I was sitting there and thinking, 'This solves a lot of problems.' And then they said it's a closed-source product that's available with Databricks. I'm like, 'Oh, well, I guess we won't be working with that'."
Delta Lake 2.0 was donated to the Linux Foundation in the middle of 2022, but critics have argued it is too closely aligned with Databricks, despite the vendor protesting that it is controlled by the Linux Foundation.
It is a view once shared by Ryan Blue, who first helped develop Iceberg. Speaking to The Register in September 2023, he said Databricks had done a good job building Delta, but there were concerns about it "in terms of the neutrality of the format, and the ability for other players to really invest and get the most out of it, because it is so tightly controlled by Databricks."
However, following the $1 billion acquisition of the company he helped found, he has taken a more nuanced view.
Speaking on a recent Databricks webinar, Blue said the long-term plan was to converge Iceberg and Delta. "I'm actually excited about taking the ideas from Delta, the ideas from Iceberg, and converging to something that is actually better than both of them today, and I'm very happy to get to work on that. We know that's going to take a few years, but that's [a] long term vision."
In the meantime, it would be up to Databricks UniForm, designed to allow data stored in Delta to be read as if it were Apache Iceberg or Apache Hudi, to help interoperation between the two formats.
Recently UniForm has introduced the ability to read Delta tables with Iceberg reader clients. Data catalogs would also play a role, Blue said on the webinar. Databricks catalog Unity became open source under the wing of the Linux Foundation earlier this year.
On the webinar, Blue admitted the schism in table formats had created a problem for developers. "You have to choose which one to use. Engines and other frameworks have chosen to support one or not the other, and now we have just a bigger problem of inconsistencies, and that is preventing people from choosing a modern format at all, which is absolutely the worst thing [to do]."
Rather than converging the two formats, Snowflake's Spitzer says he hoped the de facto standard would be Iceberg. "What I hope happens, is that we're all using Apache Iceberg as a format underneath the hood, so we basically eliminate table format as a design point."
Spitzer says Snowflake's plan is to offer users an integrated data warehouse and analytics stack as a service, while developers wanting to create a more heterogeneous environment could bring Snowflake's analytics engine to their data wherever it is, using the Iceberg format. "That will be beneficial for Snowflake as well. That's why they hired me. Being able to operate with anybody's data without changing it is also a huge value to Snowflake," he says.


	Databricks' $1B Tabular buy raises questions around table format wars


	AWS and IBM Netezza come out in support of Iceberg in table format face-off


	Databricks puts cards on the table format as Snowflake looks for more players


	CockroachDB hits Azure at last after five-year mission


Although both sides of the so-called Table Format Wars are playing nicely, concerns about corporate influence remain.
Spitzer says vendors are lining up projects to contribute to Iceberg, increasing its chances of unifying the field.
"We'll probably very soon see some of the other groups starting their own Iceberg investments. Pretty much everyone is seeing that this the future you can connect with. If you bid on Iceberg, you aren't going to get double-crossed sometime in the future. It's something that you can be a part of, that you can control. That gives a lot of people security in the future," he says. (r)
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    Ransomware crew infects 100+ orgs monthly with new MedusaLocker variant

    
Crooks 'like a sysadmin, with a malicious slant'    
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Exclusive An extortionist armed with a new variant of MedusaLocker ransomware has infected more than 100 organizations a month since at least 2022, according to Cisco Talos, which recently discovered a "substantial" Windows credential data dump that sheds light on the criminal and their victims.
The miscreant, whom Talos has dubbed "PaidMemes," uses a recent MedusaLocker variant called "BabyLockerKZ," and inserts the words "paid_memes" into the malware plus other tools used during the attacks.
In research published today and shared exclusively with The Register, the threat intel group asserts, "with medium confidence," that PaidMemes is financially motivated and working as an initial access broker or ransomware cartel affiliate, attacking a ton of businesses arond the globe for at least the last two years.
The extortionist's earlier victims in October 2022 were primarily in Europe - France, Germany, Spain, and Italy made up the bulk of their activity.
Then, during the second quarter of 2023, the attack volume per month nearly doubled, and the focus shifted to Central and South America, with Brazil being the most heavily targeted, followed by Mexico, Argentina, and Colombia.
'Opportunistic' extortionist attacks across industries, regions
Victims have also been located in the US, UK, Hong Kong, South Korea, Australia, and Japan, we're told. Talos isn't revealing the exact numbers per country, other than to say that PaidMemes infected around 200 unique IPs per month until the first quarter of 2024. At that point, the attacks decreased.
"We're not done reviewing the data," Talos head of outreach Nick Biasini told The Register in an exclusive interview. "We want to make sure that we're not exposing anybody that could potentially be a victim - that's a big concern of ours."
These victims span multiple industries, with the attacker seeming to prey heavily on small and medium-sized businesses, according to Biasini, who said the dumped dataset suggests that "at least some portion of the ransomware landscape is incredibly opportunistic."
In one instance, the attacker broke into a company with a single employee and demanded a ransom payment.
"They're not going after specific targets," he added. "This is very opportunistic."
The attacker isn't pocketing multimillion-dollar payouts either. "These are $30,000, $40,000, $50,000 payouts that they are getting from these small businesses," Biasini said.
While previous MedusaLocker affiliates have broken into victim environments using vulnerable Remote Desktop Protocol (RDP) configurations and phishing campaigns, it's unclear how PaidMemes gains access to the compromised orgs.
"We have absolutely no visibility into that. All we have is the credentials that we saw dumped that were coming out of the tooling that they were using," Biasini said. "They were running this tool on systems that they compromised, and that tool would gather credentials and dump it out to a remote server that was open."
PaidMemes' tools of the trade
The tools that the attacker uses, we're told, are mostly wrappers around publicly available network scanners, malware to disable antivirus or endpoint detection and response software, Mimikatz to dump Windows user credentials from memory, and other freely available code.


	Six ransomware gangs behind over 50% of 2024 attacks


	Evil Corp's deep ties with Russia and NATO member attacks exposed


	Despite Russia warnings, Western critical infrastructure remains unprepared


	Ransomware forces hospital to turn away ambulances


One of these tools, "Checker," bundles several others such as Remote Desktop Plus, PSEXEC, and Mimikatz, along with a GUI for credential management to help with lateral movement.
There's another wrapper called Mimik that combines Mimikatz and rclone to steal credentials and upload them to an attacker-controlled server.
"This is something that you would typically see out of sysadmins," Biasini said. "If they're doing activities, they're bringing scripts, they're bringing these packed-together, stitched-together things that allow them to do their job more quickly and effectively."
So, like sysadmins, but "with a malicious slant: to gain access, or the data that they're trying to get out of these networks."
The criminal also tends to use compromised computers' Music, Pictures or Documents folders to store the attack tools.
In one of the BabyLockerKZ attacks, the Checker tool had a PDB path with the string "paid_memes," and that string allowed Talos to identify other files on VirusTotal, which were primarily the ransomware samples.
New MedusaLocker variant
The main payload, of course, is the data-encrypting malware, which Talos believes has been around since 2023. Cynet researchers last year dubbed this MedusaLocker variant "Hazard," and mention a BabyLockerKZ registry key in their analysis.
More recently, Whitehat revealed PAIDMEMES PUBLIC and PRIVATE registry keys on a MedusaLocker sample in May.
Note, MedusaLocker is not the same malware family as Medusa ransomware.
When it comes to protecting against ransomware crews, the challenge is especially "daunting" to small and medium-sized businesses, Biasini said. "MFA and SSO are the kind of things that help deter this type of access, but the cost associated with deploying this type of technology is extraordinarily high."
Plus, it's unlikely that these organizations have cyber insurance that will pay the extortion demands.
"I would guess that small and medium businesses are going to make a bigger and bigger chunk of ransomware activity going forward," he opined. "The larger organizations are getting better at detecting ransomware, they're getting better at defending themselves, these small and medium businesses are being left behind, and the ransomware actors still want a payday." (r)
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    Brits hate how big tech handles their data, but can't be bothered to do much about it

    
Managing the endless stream of cookie banners leaves little energy for anything else    
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Fewer than one in five Brits report being happy with the way their personal data is handled by big tech companies, yet the furthest many will go is to reject optional cookies on the web.
A little more than 60 percent of the 5,000 or so respondents to the UK government's Department for Science, Innovation, and Technology (DSIT) survey say they rejected optional cookies when asked what measures they had taken to control their data.
It's hardly a surprising finding, given that the presence of cookies on every website, seemingly every time you visit, is difficult to ignore. Perhaps the fact that around 40 percent of people never declined the optional cookies at least once is the more shocking finding.
Deleting cookies from a browser is the next most common step with half of respondents doing so, closely followed by 44.4 percent bothering to change their privacy settings.
Around a third (32 percent) actually read the T&Cs of a service they use, while one in five (19.8 percent) abandoned at least one service over personal data concerns. Roughly one in six (17.2 percent) say they did nothing at all.
The most common reason for taking no action was down to simply not knowing how to take control of one's data online. Nearly one in three (32 percent) cite this as the main reason, although this figure did rise with the respondents' ages.
In the presumably more tech-literate 18-29 demographic, only 14 percent say ignorance was the reason, while in the 60-69 and 70+ brackets, this wwent up to 48.1 and 45.8 percent respectively.
So, what's the youngsters' excuse? There is a fairly even split across three reasons. Taking too much time or effort is up there with 22.7 percent of the vote. The matter simply not occurring to them is cited by 19.7 percent, but the primary reason for young people not acting on their data privacy is that they are quite content with their current level of security (26.8 percent).
Those in the middle-age brackets just did not have enough time or energy, and it hasn't crossed their minds, or so they told the DSIT.
With just 19.3 percent of Brits saying they're either strongly or somewhat satisfied with how their data is handled by big tech, the stats reveal a notable degree of apathy toward taking action, or even thinking it's possible.
It suggests the options available to Brits perhaps need to be more obvious and easily accessible. Clearly our readers are not among those quizzed in the poll.
The proportion of people saying they took no action regarding the use of their personal data, and the resulting section of those who didn't even think about acting, raises questions about how well-publicized the issues are.


	Campaigners claim 'Privacy Preserving Attribution' in Firefox does the opposite


	Who's watching you the closest online? Google, duh


	Chrome adopts app-bound encryption to stymie cookie-stealing malware


	W3C says Google's cookie climbdown 'undermines' a lot of work


Here at The Reg, we like to think we do a decent job of putting tech companies with bad data practices to the sword, and in recent years the topic has certainly farther than just the tech press.
With everything from the Cambridge Analytica scandal to the increasing number of ransomware attacks affecting everyday life in the UK, plus the bevy of movies and documentaries covering the pervasive issues at play, and everything in between, there is no shortage of information out there.
That said, there will always be those who take no action unless they know something directly affects them negatively, and for the most part personal data mishaps don't lead to catastrophic consequences.
It's almost unheard of for data stolen in ransomware attacks to directly lead to issues such as identity theft or credit card abuse, for example, despite the high volume of such data often making its way into the hands of attackers. Of course, general laziness will also always be a factor.
Various research shows that the average Joe's attitude toward sharing data is becoming more relaxed in Britain over the past ten years.
The Data and Marketing Association arrived at that very conclusion in 2022, two years after Deloitte published similar findings. The latter found that between 2018 and 2020 - the first two years of the GDPR - consumers reporting concerns over data protection halved to 24 percent. (r)
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British retailer Asda admits tech divorce from former owner Walmart has been delayed again    
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Exclusive Asda, the UK's third largest retailer, discovered a multi-million pound discrepancy between its distribution system and SAP ERP tech installed earlier this year, according to an internal Major Incident report seen by The Register.
Asda migrated from the legacy SAP system run by former owner Walmart to a new instance of S/4HANA, hosted in the Microsoft Azure cloud, following a deal announced in December 2021. The same month, Manhattan Associates announced that the supermarket had chosen its Manhattan Active Warehouse Management software to help "evolve" its logistics network in the UK.
[image: ASDA]
Asda IT staff shuffled off to TCS amid messy tech divorce from Walmart

READ MORE
The Major Incident report distributed at the start of this week states a mismatch of approximately PS21 million ($28 million) had occurred "between Manhattan SCI and SAP closing stock reports across two months affecting quarterly reporting." The retailer's annual revenue is around PS24 billion ($32 billion).
It said there had been a 10 million item mismatch for June that had been fixed in the Manhattan system, while efforts to fix an 11 million item mismatch in July were ongoing. "The plan is currently to post manual corrections to stores once the finance team has gone through the Manhattan data," it adds.
The report warns the issue could "potentially lead to the delay of the publication of validated financial information and increase the risk of dysfunctional commercial decision-making alongside a delay [to] Asda's consolidation of group-wide financial results."
A spokesperson for the retailer told us: "Like other large businesses, we run regular data checks to ensure the stock received and invoices raised are aligned. A recent check identified a minor discrepancy in how the data appeared in a report and was quickly rectified. This had no financial or operational impact whatsoever."


	Sainsbury's bags a ticket to RISE with SAP, hoping not to trip like Asda


	Hangover from messy Walmart tech divorce ongoing at Asda


	Transformation chief leaves Asda amid Walmart divorce IT projects


	Asda kisses Walmart goodbye with half a billion dollar tech breakup bill


It is understood that Asda runs a reconciliation task between its stock holding in depots and its invoicing records in finance as a "business-as-usual process."
Asda's move to SAP's latest in-memory ERP system, S/4HANA, is part of "Project Future," the name given to its technology separation from Walmart, the US retail giant that sold the UK supermarket to the Issa brothers and TDR Capital in February 2021.
In January, The Register reported on delays to the project - which also includes front-end POS systems - after Asda was forced to extend its arrangement with Walmart to continue supporting back-end systems until February 2024.
Asda had intended to finish the project by the end of 2024, but in a blog post published late last month, the company said it would prioritize the conversion of around 850 sites including smaller supermarkets, and Asda Express convenience stores during the remainder of 2024. It said the bulk of customers shop in larger stores, which it would convert to the new system from early January 2025 onward following the peak Christmas trading period.
"This is a sensible and pragmatic approach for the business during the 'Golden Quarter' period. It is also the right thing to do for customers, as it will help to give them the best possible Christmas - with Asda's commitment to uncompromising value and an enhanced product offering," the blog post said. (r)
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    MongoDB rebuts claims it's not ready for business critical workloads

    
Shifting battle-hardened systems to document model - are your skills and tools ready?    
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MongoDB has used the release of version 8.0 to defend its viability as the underpinning of business-critical transactional systems.
The document store database is rated the fifth most popular database by both DB-Engines and Stack Overflow's developers survey. Major developers like Adobe, Bosch, and Ticketmaster use it for modern web and mobile applications. However, debate still rages over whether its document model - which sees data stored in BSON files - is a suitable alternative to the more traditional relational databases that underpin most business-critical applications that process high transaction volumes, all day, every day.
Enhancements in the 8.0 release include claimed 32 percent better throughput and 56 percent faster bulk writes. MongoDB also says it has achieved faster horizontal scaling for high availability, and reduced application costs.
Speaking to The Register ahead of MongoDB's conference in London this week, chief product officer Sahir Azam explained the improvements in price-performance are partly due to a new approach to sharding - an approach to improving resilience and performance by dividing large distributed database into smaller units stored across multiple database servers.
"We've made it easier and cheaper for customers to get started with sharding, because now we offer the ability to co-locate config servers with the core data bearing nodes, which makes it easier and more cost effective when you're starting off - you do not have to have an extra infrastructure. As your application scales, you can choose to decouple those things for better isolation and better tunability later on, but it lowers the barrier to entry," he said.
Last week, Spencer Kimball, CEO of Cockroach Labs, which makes the distributed relational system CockroachDB, opined that while MongoDB is great for mobile applications and web applications, it is not suitable for business-critical transactional systems.
Kimball explained there was a "cumulative tax" on document store systems, which accrued over time and made them unsuitable for long-lived business-critical applications. He argued that one of the unheralded benefits of relational databases is that, through defining their schema, they allow complex use cases to develop over five to ten years.


We've allowed customers the flexibility to introduce things like typing schema validation and governance of different versions of the collections for years now.


Azam said it was a "common misnomer" that just because MongoDB has a flexible schema, it is not governed and completely schema-less. "We've allowed customers the flexibility to introduce things like typing schema validation and governance of different versions of the collections for years now."
Some MongoDB implementations were tightly governed in terms of their schema, he said. "The typical arc, early on in development, customers want a lot of flexibility as they're sort of defining the way their data model looks. But then as the application and the development team starts to scale, they start to layer in governance and schema," Azam added.
The chief product officer denied MongoDB has a scalability ceiling beyond which it is not suitable for business-critical systems. He pointed to the fact that financial services orgs - which famously have negligible tolerance for unreliable systems - have built core transactional systems on the database. to cement his view that MongoDB can work in very demanding roles.


	MongoDB takes a swing at PostgreSQL after claiming wins against rival


	MongoDB CEO says if AI hype were the dotcom boom, it is 1996


	MongoDB loses nearly a quarter of its value after adjusting revenue forecasts


	Couchbase takes fight to MongoDB with columnar side store upgrade


Azam hasn't convinced everyone.
Adam Ronthal, research VP in Gartner's ITL data and analytics group, said the document model of databases like MongoDB appealed to developers for its flexibility and agility, particularly with its distributed scalability. However, he noted achieving transactional performance required some redundancy.


I've always struggled a little bit with MongoDB's assertion that they're going to go in there and replace all these core relational systems built on mature RDBMS platforms like Oracle and Db2 ...


"MongoDB specifically recommends a denormalized data model to minimize the need for distributed transactions spanning multiple documents because of the performance impact there, but they do represent fundamentally different data persistence paradigms [to relational systems]. I've always struggled a little bit with MongoDB's assertion that they're going to go in there and replace all these core relational systems built on mature RDBMS platforms like Oracle and Db2, and they've been talking like that since 2016," Ronthal said.
While it might be possible to build that scalable and robust transactional system on MongoDB, users need to question the benefits of the move, along with how much they can apply their existing mix of skills and tooling to the problem.
"Swapping out your database is like open heart surgery. It's never as easy as you think it's going to be, and it always takes a little bit longer than you think it's going to," the analyst opined. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2024/10/03/mongodb_business_critical_critics/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2024/10/03/fujitsu_arm_supermicro/
    

    Fujitsu, Supermicro, team for Arm-based servers

    
MONAKA processor due in 2027 to be worked into liquid-cooled rackscale hardware    
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Fujitsu on Wednesday announced a collaboration that Supermicro to build liquid-cooled servers based on the Japanese giant's forthcoming Arm-based MONAKA processor.
Fujitsu largely walked away from non-x86 servers in 2022 when it announced the end of its mainframes and Unix servers.
A year later, it revealed plans to release a successor to the A64FX processor it built for use in supercomputers. The new chip, dubbed MONAKA, was pitched as having "ultra-low voltage" requirements, boasting 144 Arm v9 cores, and suited to HPC, AI, and analytics workloads. 2027 was set as the date for its debut.
On Wednesday, Supermicro and Fujitsu detailed plans to "combine their technical capabilities and world-class global reach to offer a market-leading server portfolio."
Supermicro's "Building Block" approach to server design, which offers modular designs that customers can assemble into rigs tailored to their needs, will be used for the new server range.
All of which means Fujitsu will be back in the slightly funky server caper, albeit with a partner to do the mucky business of designing and building hardware.


	Infosys loses ten-year, $1.5 billion contract announced just three months ago


	All-AMD US Frontier supercomputer ousts Japan's Fugaku as No. 1 in Top500


	Japan's Fugaku supercomputer released in virtual version that runs in AWS


	Fujitsu wins spot on PS600M framework after vowing to sit out public sector


"As the use of AI continues to grow, demand for data center capacity is rising faster than what can be supplied, and one of the biggest challenges is efficiently meeting growing power consumption requirements," stated Fujitsu. "A key focus will be bringing together Fujitsu and Supermicro expertise to further develop rack-scale liquid cooling solutions."
The presence of liquid cooling is interesting, given Fujitsu's pledge that MONAKA will sip energy - as is often the case with Arm silicon. Liquid cooled Arm-based systems are not unheard of. For example, the Fugaku Supercomputer is based on Fujitsu's Arm-based A64FX processors uses liquid cooling.
The focus on developing liquid-cooled systems suggests MONAKA systems will target AI and HPC workloads, a growing segment.
Meanwhile, Fujitsu subsidiary Fsas Technologies "will provide AI platform-based generative AI solutions globally that combine Supermicro's GPU server products and implementation support services for data center operators and enterprises."
Fsas was spun out in December 2023 to run Fujitsu's PC, server, and storage business. (r)
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    Microsoft lifts the price of System Center by ten percent

    
For version 2025, out on November 1st and adding various modern goodies    
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Microsoft has revealed that the 2025 edition of its System Center management tool will debut on November 1st, at prices ten percent higher that it charged for its predecessor.
"The new pricing supports the continued development and improvement of System Center, ensuring it remains a leading solution for managing complex IT environments," states a Microsoft post.
At least System Center has been spared a shift to subscriptions.
"The System Center 2025 licensing model for Standard and Datacenter will be the same as 2022 with server and client management licenses," Microsoft's post states. "Licenses are required only for the endpoints being managed. No additional licenses are needed for customers with SQL Server Standard Edition."
Server management licensing for System Center 2025 will be based on physical cores that uses the same model applied to Windows Server 2025 model - which requires licenses for eight cores.
Inflation has been high around the world since System Center 2022 debuted. A ten percent hike therefore isn't entirely out of order.


	Microsoft hits go on Windows 11 24H2: Fresh features, bugs, and a whole lotta AI


	Admins using Windows Server Update Services up in arms as Microsoft deprecates feature


	Germany is monitoring Microsoft to thwart 'anti-competitive practices'


	To patch this server, we need to get someone drunk


Microsoft has also added features to the new version, among them improved security, more tools to manage Azure Stack hyperconverged infrastructure, and support for Azure Arc. Data Protection Manager, one of System Center's components will gain the ability to securely store passphrase in Azure Key Vault.
System Center 2025 is not tied to Windows Server 2025, and the latter product remains in preview. But if Microsoft were to release the Server on the same day as System Center it would be a nicely neat debut for its 2025-generation datacenter software.
It looks like Microsoft won't manage to tie things up in a neat bow: last week the company debuted a version of Server 2025 that previews its security baseline, without hinting at a release date. (r)
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    'Undigestible rate of change' sees vendor supergroup create 'The Open Compute of AI'

    
It's called 'Cosmos' and Nvidia, Cisco, X, SuperMicro and VAST Data all think it will help - them and you    
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A group of top enterprise vendors feel that AI is changing so fast it's "undigestible" to many, so they've created an org they hope will function like the Open Compute Project so you don't make a meal of it.
The "undigestible rate of change" quote was offered to The Register by VAST Data co-founder Jeff Denworth, who told us "The pace of evolution of AI is nothing short of breathtaking." Users who try to deploy AI, he said, find it "hard to keep track."
Denworth lamented the fact that vendors each define their own approaches to AI, leaving the industry without a neutral "watercooler" at which to share experiences or resources.
VAST Data founded an org called "Cosmos" to become that watercooler. Denworth said one model for the org is the Open Compute Project, the outfit that designs hardware and best practices derived from member organizations' own efforts and open sources them for anyone to share. Another model is the RSA conference that, despite bearing a vendor's name, has become a security event that touches on any and all infosec topics.
Jonas Rosland, who has filled community manager roles at VMware, Rocky Linux, and Dell EMC, has been hired to make Cosmos work. Denworth said a code of conduct has been developed and recruitment of experts to lead content tracks has commenced.


	Open Compute Project seeks standard for concrete, with help from AWS, Google, Meta, and Microsoft


	Nvidia CEO to nervous buyers and investors: Chill out, Blackwell production is heating up


	Chinese server-maker Inspur claims it's on track for better liquid cooling with 'railway sleeper' design


	Microsoft runs 179 admin portals, says sysadmin supergroup


As an example of how Cosmos might work, Denworth told The Register an org working on large language models has been approached to manage an ethical AI track.
Speaking for VAST, he said the vendor will "happily prioritize" features that track develops.
Denworth admitted Cosmos is in a chicken-and-egg moment because it's yet to produce the content that proves its worth. But he is willing to wait. "This is not a sprint," he said, adding that the org has sufficient resources to have begun planning for events around the world.
Plenty of the group's current membership roster - NVIDIA, xAI, Supermicro, Deloitte, WWT, Cisco, CoreWeave, Core42, NEA, Impetus, Run:AI, and Dremio - have decently deep pockets. Nvidia boss Jensen Huang helped to launch Cosmos, which won't hurt its credibility.
Its structure might: Open Compute was founded around Facebook's hardware designs, which it shared to enlarge the ecosystem of possible suppliers and out of altruism. The members of Cosmos have something to sell you. And the org's full name is "Cosmos by Vast".
Indeed, on the same day as it revealed Cosmos VAST Data announced new collaborations with Nvidia, Cisco, and Equinix that our sibling site Blocks and Files has explained here and here. (r)
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    OpenStack Dalmatian debuts with a new dashboard, better security and GPU-wrangling

    
If you think VMware has gone to the dogs, maybe check it out?    
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OpenStack Dalmatian, the 30th edition of the open source cloud stack, has bounded out of the kennel.
The Open InfraFoundation, which tends the project, is excited about this release amid what it calls "a significant surge in adoption, attributed largely to the software's popularity as a VMware alternative." The stack also apparently possesses "unique suitability" for AI, ML, and HPC workloads.
VMware users may find this release a little more approachable as it has mainlined Skyline - a new dashboard that's said to make OpenStack easier to wrangle and offers a more refined and intuitive design.
For AI/ML/HPC users, Dalmatian adds the ability to reserve GPU-powered instances - a handy change as nobody running a training or inferencing wants their accelerators to be assigned to other workloads mid-job.
That change came in the Nova module, which offers IaaS services for VMs. Also new in Nova is the ability to automatically detect virtual Trusted Platform Module (vTPM) support for compute services if libvirt version is above 8.0.0 and if swtpm is installed on the node. It will also automatically get the TPM models that are supported. That's a nice security management tweak.
The Ironic module, which deals with bare metal provisioning, has gained runbooks - described as "a new API concept to enable self-service of maintenance items on nodes by project members" that apply curated lists to replace procedures for manual cleaning or servicing.
Ironic has also added a requirement for rescue passwords to be hashed, has reduced the logged nodes information during the cleaning phase to avoid showing sensitive data, and has hardened the communication between its services and agent by making HTTPS URLs a default requirement.


	Warren Buffett's favorite insurer GEICO drops VMware for OpenStack


	Rackspace internal monitoring web servers hit by zero-day


	OpenStack pushes its first easy-to-upgrade release out the door


	OpenStack thriving, survey says, but growth comes from a few big users


The Cinder block storage service has new drivers to better support storage kit from Dell, NetApp, HPE, Fujitsu, and Hitachi.
OpenStack is big: the project encompasses 33 sub-projects, 21 of which have release notes you can read on the Dalmatian release page.
Dalmatian is a non-SLURP release - meaning it's a filler between more substantial OpenStack versions under the project's new-ish release cadence plan.
OpenStack Epoxy, due in April 2025, is next off the rank. Dalmatian will go end of life in April 2026. (r)
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    Get ready: US port strike likely to snarl tech supply chains

    
Time to see if industry learned anything from the last shortage crisis    
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Dockworkers at American ports from Maine to Texas have gone on strike, and experts are warning it won't be long before the tech sector feels a supply chain pinch that could easily stretch into the beginning of next year. 
The International Longshoremen's Association (ILA) went on strike at midnight on October 1, leading to tens of thousands of people responsible for loading and unloading cargo at US ports on the east and gulf coasts walking off the job.
The union has demanded a $5 an hour increase in wages for each year of the planned six-year contract between it and the United States Maritime Alliance (USMX), which represents ports and shipping companies on these coasts.
"We [also] want absolute airtight language that there will be no automation or semi-automation, and we are demanding all Container Royalty monies go to the ILA," asserted union president Harold Daggett.
Container royalties were established in the 1960s to account for companies consolidating international shipments into large shipping containers, reducing the number of items that have to be unloaded from a ship. The ILS has claimed that employers have been dipping into container royalties, when all funds are supposed to be distributed to members. 
USMX claimed that it offered the ILA a "nearly 50 percent wage increase" the night before the strike began, but the union rejected it. 
"They might claim a significant increase, but they conveniently omit that many of our members are operating multi-million-dollar container-handling equipment for a mere $20 an hour," the ILA retorted.
"USMX's claim that they are ready to bargain rings hollow when they waited until the eve of a potential strike to present this offer," the union added, noting that prior to the strike-eve offer the ILA hadn't had an offer from USMX since February 2023. "Our members feel underappreciated - especially given the sacrifices they made during the pandemic, keeping ports open and the economy moving."
The ILA contract [PDF] that expired on September 30 indicated that longshoremen represented by the union started at $20 an hour, with wages topping out at $39/hour after six years of employment. Multiple news sources have reported that, with regular overtime, some ILA members can make over $200,000 per year. 
High-tech supply chain pain
It sometimes feels like we're still recovering from coronavirus supply chain interruptions, but here we are - facing another potentially months-long interruption of imports of tech products and materials. 
While many of the US tech imports come through west coast ports, Garnter logistics senior research director Brian Whitlock warned that the knock-on effects of an east and gulf coast strike will likely reach the west coast sooner rather than later - and they'll probably hang around. 


	Japanese earthquake disrupts chip industry operations


	UK semi industry exposed to supply chain risk, China state ownership


	Cisco has a new problem: You take too long to implement its products and stop buying more kit


	Preventing another chip shortage on G7 summit agenda


"Looking back to 2002 when the last US west coast strike occurred, it took a full six months to recover from an 11 day strike," Whitlock told The Register in an emailed statement. "A strike that drags on for two weeks or more will have a devastating effect on supply chains that will drag on for months - well into 1Q25."
Ships will likely be rerouted to the west coast, taking weeks to arrive. The delays will ripple across global shipping, as containers stuck on ships won't return to ports, leaving origin locations unable to send out new goods.
US ports on the west coast don't have much in the way of space either, Whitlock noted. They're already operating at between 60 and 71 percent capacity, meaning many of the ships redirected from the east and gulf coasts will be stuck waiting for an open port as goods languish and perishables expire. 


Spot market pricing will quickly escalate as capacity becomes stranded or delayed in transit


"Waiting time of ships waiting to berth at the west coast will increase substantially from days to weeks [and] overall capacity will begin to shrink causing disruptions across global trades," Whitlock told us. "Spot market pricing will quickly escalate as capacity becomes stranded or delayed in transit." 
Whitlock also noted that ships rerouted to the west coast of the US could be further delayed by any solidarity actions taken by the International Longshore and Warehouse Union (ILWU), which represents longshoremen on the US west coast. We've reached out to the ILWU to learn if it's planning any work slowdowns or other actions, but haven't heard back. 
We've also contacted the ILA and USMX to learn about the status of negotiations. The latter told us it understands the need to bargain with the ILA, and that it wishes to return to the table, given one precondition: No preconditions.
"We remain committed to bargaining in good faith to address the ILA's demands and USMX's concerns," the alliance said, adding: "We cannot agree to preconditions to return to bargaining."
But what about air travel? Couldn't businesses put products on planes to avoid sea lane backups? Maybe for a while, said Forrester senior semiconductor Alvin Nguyen, but there's another tradeoff to be made when it comes to air dropping chip parts: It's expensive.
"[Shipping by air] will not solve the problem of the strike," Nguyen pointed out, "so expect delays for products that cannot be shipped by air and higher costs for products that can be." 
In other words, the tech world is right back in a rocky spot where supply chains are ripe for disruption and prices are potentially volatile, giving us a chance to see in real time whether the industry learned anything from the pandemic. 
In the meantime, we're left hoping the ILA and USMX strike a deal before the tech sector feels the crunch - again. (r)
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    Another OpenAI founder moves to arch-rival Anthropic

    
Just two of the gang of eleven remain as safety concerns swirl    
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Anthropic has hired yet another of OpenAI's founders, this time bringing on Durk Kingma in an unspecified role.
This comes after fellow OpenAI co-founder John Schulman left the super lab in August to join Anthropic to "return to hands-on technical work."
Kingma revealed his news in a post on X on Tuesday, saying he was excited to join Anthropic because he believes in its approach to developing AI - a frequent refrain among the growing throng of OpenAI heavyweights who have left for the competition.
Anthropic was formed in 2021 by ex-OpenAI and Google staff, among others, and strives to provide artificial intelligence in a safe and comfy manner. Like OpenAI, Anthropic offers a family of models, and Claude is its answer to ChatGPT.
"[I'm] looking forward to contributing to Anthropic's mission of developing powerful AI systems responsibly," Kingma posted. "Can't wait to work with their talented team, including a number of great ex-colleagues from OpenAI and Google."
Only two of OpenAI's 11 founders are still associated with the Microsoft-backed AI house. Kingma left his role as boss of OpenAI's algorithms team in 2018 after just two years under CEO Sam Altman's direction - joining Google as a research scientist on Google Brain, which was folded into DeepMind in 2023.
AI expert Gary Marcus, a long-time critic of OpenAI, has described the many senior leadership departures as a "slow-motion train wreck" at a business that's irrationally overvalued.
OpenAI just today raised $6.6 billion, valuing it at $157 billion, with Thrive Capital, Microsoft, Nvidia, SoftBank, and others chipping in.
"Investors shouldn't be pouring more money at higher valuations, they should be asking what is going on," Marcus observed last week in the wake of a new round of OpenAI departures, which included CTO Mira Murati.
Kingma, who is based in the Netherlands, will largely work remotely for Anthropic. We asked Kingma for comment. Anthropic declined to elaborate on the news, only pointing us to Kingma's post on X.
Something about rats and ships
Kingma's departure from OpenAI and arrival at Anthropic was not immediate, though his reasons for choosing his new employer echo those of other founders who left: Concerns that Altman and his team weren't being as open as the company name suggests.
Dario Amodei, who joined OpenAI after its founding to lead development of GPT-2 and GPT-3, and then left to co-create Anthropic, told Fortune last year he departed OpenAI because it was focused purely on making more powerful models without a proper focus on safety.


	OpenAI sets up safety group in wake of high-profile exits


	OpenAI co-founder to depart ChatGPT


	AI might be coming for your job, but Sam Altman can't go on dinner dates anymore


	Elon Musk is suing OpenAI again, claims CEO Sam Altman 'betrayed' him


"You don't tell the models what their values are just by pouring more compute into them," Amodei argued, noting a number of OpenAI employees agreed with him on the need to put safety on equal footing with growing performance.
"We really trusted each other and wanted to work together," Amodei added, "so we went off and started our own company with that idea in mind."
Amodei and his sister, Daniela - who served as VP of safety and policy at OpenAI before leaving - co-founded San Francisco-based Anthropic with Benjamin Mann; former El Reg reporter Jack Clark; and Jared Kaplan, who each worked for OpenAI in various roles.
Anthropic has also hired Jan Leike, OpenAI's former head of alignment, who departed OpenAI in May.
Leike cited disagreements with OpenAI leadership as the reason for his departure, writing that "safety culture and processes have taken a backseat to shiny products" at the hype-loving AI biz in recent years.
Industry talk now suggests that OpenAI is considering restructuring itself as a for-profit business with Altman at the helm - a possibility that's unlikely to ease concerns about his leadership qualities.
We've asked OpenAI for comment. (r)
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    Latest in WordPress war: Automattic says it wanted 8% cut of WP Engine revenue

    
Trademark royalties is one way to force support of open source, we guess    
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Updated WordPress developer Automattic on Wednesday published details of its efforts to pressure rival WP Engine to sign a trademark license agreement costing millions of dollars.
As well as contributing to and steering the direction of the open source web publishing system WordPress - used by millions and millions of websites - Automattic also provides commercial hosting of WordPress-based blogs. WP Engine, meanwhile, also sells WordPress hosting, and the pair have been beefing.
Automattic, annoyed at WP Engine using "WP Engine" as a name to do boffo business, likened WP Engine to cancer, and wanted the biz to pay millions of dollars in trademark usage fees to, in Automattic's mind, support the development of WordPress. WP Engine says it shouldn't have to cough up.
Now, pulling back the curtain further on that drama, Automattic has made public a term sheet, which appears to date back to February 2023, that it was trying to get WP Engine to sign that would make the latter pay "a royalty fee" to fund work on the open source WordPress software that both organizations rely on.
The proposed seven-year Trademark License Agreement [PDF] calls for WP Engine to pay eight percent of its gross revenue on a monthly basis to Automattic, or in the form of WordPress software development time contributed by salaried employees, or a combination of the two options.
It also includes a ban on forking software from Automattic, its WooCommerce subsidiary, or its affiliate's software (eg, plugins and extensions) "in a manner that disrupts any partnership between Automattic and its commercial partners."
As an example, the term sheet specifically forbids "changing attribution codes included in any software by Automattic." Attribution codes are metadata in online transactions that let e-commerce merchants understand the effectiveness of marketing campaigns on product orders. Automattic did not provide any details about whether WP Engine is currently doing this.
WordPress software is subject to the GPL-v2 license. WooCommerce is also "fully open source."
Both outfits last week issued dueling cease and desist letters, with Automattic accusing [PDF] WP Engine was violating its trademarks, while WP Engine claiming [PDF] Automattic CEO Matthew Mullenweg was demanding payment and making false, disparaging statements that interfered with its business.
Mullenweg contends that WP Engine, backed by venture capital firm Silver Lake, is profiting from WordPress software without giving back to the project. And based on those claims, Automattic's WordPress.org last week cut off WP Engine's access to its servers, thereby preventing WP Engine customers with WordPress websites from updating their themes and extensions.
On Friday, in the wake of community criticism, Mullenweg - through WordPress.org - announced a three-day reprieve for WP Engine until October 1, 2024, so his rival could stand up its own software update service.
WP Engine did not immediately respond to a request for comment, though the company's status page indicates they've deployed an alternative update server.
What complicates the debate is that Matthew Mullenweg, CEO of Automattic and co-creator of WordPress, is also a director of the non-profit WordPress Foundation, which chiefly oversees the open source project.
Mullenweg also owns WordPress.org personally, which is not the same as the WordPress Foundation. The fact that the term sheet says WordPress.org would direct the work of WP Engine employees if the time-donation payment option were chosen makes it unclear who or what entity would be the actual beneficiary of said work.
And his dual role has led critics to argue that Mullenweg should step down from the foundation due to concerns about conflict of interest. It has also led a petition on the website unprotected.org asking the America's consumer watchdog the FTC to investigate Automattic's business practices.
"It has become common for individuals to establish non-profits to develop open-source software (OSS) using unpaid labor and public contributions," the petition states. "However, they may then leverage their for-profit entity to monopolize and privatize the gains, creating a market imbalance."
The FTC declined to comment.


	AI agent promotes itself to sysadmin, trashes boot sequence


	Satellite phones are coming, but users not happy to pay much extra for the capability


	Microsoft throws in the towel on HoloLens 2


	The fix for BGP's weaknesses has big, scary, issues of its own, boffins find


In an email, Bruce Perens, one of the founders of the open source movement who drafted the original Open Source Definition, told The Register, "Let's be clear about WP Engine: It's built on WordPress. There would be no business without WordPress. And it's a large business with big revenue, operated as if it's funded by private equity.


WP Engine ... has to increase returns to the investors. What do they do? Cut any voluntary expense, which includes returning any value to the creators of WordPress


"Private equity always demands big returns, regardless of the harm they do to the business. One of my customers has been completely destroyed by them - they are still operating but on such thin resources that they can't dedicate the time of one engineer to work with me on an open source compliance review, even if I do it for free.
"So, WP Engine is in that situation, and has to increase returns to the investors. What do they do? Cut any voluntary expense, which includes returning any value to the creators of WordPress. I'm told that WordPress asked for eight percent of revenue, which sounds fair to me considering that it's the basis of WP Engine's business.
"But because it's an open source project, WordPress can ask but can't demand that money, so they have to turn to hostile enforcement of their trademark and denying access to their updates."
Perens said the situation exemplifies how open source is broken, with some 60 percent of developers being unfunded.
"As you know, I've been working on the Post-Open project, which would make it possible for the developer to demand revenue not only from companies like WP Engine but from their deep-pocketed users," he said.
"As more problems like the WordPress dispute come up, I think people will understand that being able to demand a fair return on their work is essential to continuing the partnership between developers and users fairly, without this sort of dispute."
The Register asked Automattic to elaborate on its concerns about attribution codes, whether WordPress.org has resumed blocking WP Engine, whether Automattic has made a monetary demand to any other WordPress hosting firm, and whether Mullenweg's dual roles as CEO of Automattic and director of the WordPress Foundation represent a conflict of interest.
We'll update this story if we hear back. (r)
Updated to add at 0145 UTC, October 3
On Wednesday, WP Engine filed a federal lawsuit [PDF] against Mullenweg and Automattic.
In a statement to The Register, a WP Engine spokesperson summarized the suit's allegations, thus:


Matt Mullenweg and Automattic's self-proclaimed scorched earth campaign against WP Engine has harmed not just our company, but the entire WordPress ecosystem. The symbiotic relationship between WordPress, its community and the businesses that invest millions to support WordPress users, and advance the ecosystem, is based on trust in the promises of openness and freedom.


Matt Mullenweg's conduct over the last ten days has exposed significant conflicts of interests and governance issues that, if left unchecked, threaten to destroy that trust. WP Engine has no choice but to pursue these claims to protect its people, agency partners, customers, and the broader WordPress community.
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    700K+ DrayTek routers are sitting ducks on the internet, open to remote hijacking

    
With 14 serious security flaws found, what a gift for spies and crooks    
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Fourteen newly found bugs in DrayTek Vigor routers -- including one critical remote-code-execution flaw that received a perfect 10 out of 10 CVSS severity rating -- could be abused by crooks looking to seize control of the equipment to then steal sensitive data, deploy ransomware, and launch denial-of-service attacks.
It's estimated 785,000 of these devices are operating Wi-Fi networks.
Most of the vulnerabilities are in the routers' web-based user interface, so if a miscreant can reach that service on the local network or over the public internet, they can exploit the holes to take control of the box, and then launch other attacks on connected machines.
Despite Draytek's warning that these Vigor routers' control panels should only be accessible from a local network, Forescout Research's Vedere Labs found [PDF] more than 704,000 DrayTek boxes exposing their web interface to the public internet, ready and ripe for exploitation. Most of these (75 percent) are used by businesses, we're told.
Plus: 38 percent of the vulnerable devices remain susceptible to similar flaws that Trellix warned about two years ago.


DrayTek vulnerabilities have been consistently exploited by threat actors, especially by Chinese APTs


The 14 freshly found vulnerabilities affect 24 models, some of which are end-of-life and end-of-sale. But because of the severity of the flaws, Taiwan-based DrayTek has issued patches for all 14 CVEs across both supported and end-of-life routers.
There are also some steps users should take to determine whether their device has already been compromised as well as general best practices to limit exploitation in future of similar bugs.
These include disabling remote access capabilities when they are not required, making it more difficult for someone afar to reach the web user interface. And if these capabilities are necessary, turn on two-factor authentication and implement access control lists to limit that remote access. 
Additionally, network segmentation, strong passwords, and device monitoring are always good ideas, especially considering how nation-state gangs are targeting routers in their attacks.
"Over the past six years, DrayTek vulnerabilities have been consistently exploited by threat actors, especially by Chinese APTs," Elisa Costante, Forescout VP of research told The Register, referring to advanced persistent threats.
Just last month, the FBI said Chinese government spies [PDF] had exploited three CVEs in DrayTek routers to build a 260,000-device botnet. And prior to that America's CISA added two DrayTek flaws to its catalog of known exploited vulnerabilities.
In total, the security shop "recorded 130 instances of DrayTek-related attacks, including logins and exploits, between 2023 and 2024," Costante added.
Exploit example
The bug hunters at Vedere Labs this week published a proof-of-concept exploit that chains two of the newly found vulnerabilities, an OS command injection vulnerability (CVE-2024-41585) and a buffer overflow bug (CVE-2024-41592), that allowed them to gain remote, root access to the host OS on vulnerable equipment, at which point it's game over.
CVE-2024-41592 was rated a maximum 10 out of 10 in severity. It exists in the GetCGI() function in the web user interface, which is responsible for retrieving HTTP request data. This function is vulnerable to a buffer overflow when processing the query string parameters, and can be abused by an unauthenticated user to achieve remote code execution or cause a denial of service.
Meanwhile, CVE-2024-41585 is a similarly critical flaw that affects the recvCmd binary in the firmware, used to communicate between the host OS and a guest OS. These routers split their operation between an underlying host operating system, and a guest on top that's usually DrayOS. The binary is vulnerable to command injection attacks, in that the guest OS can exploit the hole to run arbitrary commands on the host, and received a 9.1 CVSS score.
Thus anyone who can reach the web interface of a vulnerable device can exploit CVE-2024-41592 to achieve code execution in the guest OS that runs the web interface service, and then use CVE-2024-41585 to take control of the underlying host OS and thus the whole device - remote, root host access.
The other 12 newly discovered bugs have medium and high severity scores. 
In its report, out this week, Vedere Labs explains how an attackers could pull off all sorts of criminal acts by exploiting these vulnerabilities. 


	FBI boss says China 'burned down' 260,000-device botnet when confronted by Feds


	China's Salt Typhoon cyber spies are deep inside US ISPs


	10 nasty software bugs put thousands of fuel storage tanks at risk of cyberattacks


	Despite Russia warnings, Western critical infrastructure remains unprepared


This includes espionage: By deploying a rootkit that survives reboots and firmware updates, and then using that access to spy on network traffic for credential harvesting and data exfiltration. Compromising the devices' VPN and SSL/TLS functionality could allow for man-in-the-middle attacks.
Or, upon breaking into one of the buggy routers, criminals could pivot to other connected devices on the local network and then deploy ransomware, launch denial of service attacks, or build a botnet along the lines of Flax Typhoon.


A list of affected models: Vigor1000B, Vigor2962, Vigor3910, Vigor3912, Vigor165, Vigor166, Vigor2135, Vigor2763, Vigor2765, Vigor2766, Vigor2865, Vigor2866, Vigor2915, Vigor2620, VigorLTE200, Vigor2133, Vigor2762, Vigor2832, Vigor2860, Vigor2925, Vigor2862, Vigor2926, Vigor2952, and Vigor3220.


"Additionally, some vulnerable devices, such as the 3910 and 3912 series, support high download/upload speeds (up to 10 Gigabit), and feature a quad-core CPU, ample RAM and SSD storage," Costante told us, noting that with these features the devices "more closely resemble small servers."
"These more capable routers could easily be used as command-and-control servers to attack other victims and obfuscate the origin of an attack," she warned.
DrayTek did not immediately respond to The Register's inquiries. We will update this story if and when we hear back from the networking gear manufacturer. (r)
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    Two simple give-me-control security bugs found in Optigo network switches used in critical manufacturing

    
Poor use of PHP include() strikes again    
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Two trivial but critical security holes have been found in Optigo's Spectra Aggregation Switch, and so far no patch is available.
The vulnerabilities, both with CVSS v4 severity scores of 9.3, can be abused by a remote attacker to inject malware into the OT network management switches if they are running version 1.3.7 and earlier.
According to the US government's Cybersecurity and Infrastructure Security Agency, aka CISA, on Tuesday Optigo's vulnerable switches can be easily compromised by an unauthenticated remote user.
The agency also said the networking gear can be found in critical manufacturing settings, though to be honest, the hardware can be used for wiring up the network of any small or large building.
The first flaw, CVE-2024-41925, is a PHP remote-file inclusion vulnerability affecting the web-based user interface for the switch. Once exploited, a remote attacker would be able to bypass authentication, move between directories on the equipment, and execute arbitrary code on the target. This also means the intruder needs to be able to reach the device's web interface to pull this off.
The second, CVE-2024-45367, is an incomplete authentication process at the web server level on the Canadian manufacturer's kit. A remote attacker could simply get in without needing to use a password, CISA warns.
Again, exploitation requires the miscreant to be able to reach the web interface. If that's accessible to the public internet somehow, that's not good; you need to cut off that access. If it's reachable from an internal network, you need to make sure whoever can reach that equipment is trusted and secure.


	10 nasty software bugs put thousands of fuel storage tanks at risk of cyberattacks


	Ivanti patches exploited admin command execution flaw


	NIST's security flaw database still backlogged with 17K+ unprocessed bugs. Not great


	Despite cyberattacks, water security standards remain a pipe dream


There are no patches yet. Optigo hasn't responded to questions on the matter, though the manufacturer has issued a series of workarounds that should mitigate the vulnerabilities. It recommends the following:

	Organize your network to restrict access to the web-based interface, known as OneView. In fact, the maker says this should be done as standard.


	Pick a machine to manage the switch and dedicate a network interface on that system to directly connect to the Optigo device, so that the only thing that can reach OneView is that management node. Then make sure that node isn't compromised.


	Make the OneView service accessible only via a secure VPN.


There are no signs that these vulnerabilities are being exploited at the moment, CISA said, though now the advisories are out, it could just be a matter of time before they are abused. The flaws were found and reported by the enterprise security shop Claroty's Team82, who had no comment at the time of publication. (r)
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    Bank of America app glitch zeroes out people's balances

    
Unidentified tech issues now resolved    
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Updated Some US customers using the Bank of America app to keep an eye on their accounts got a shock Wednesday morning when their checking and savings accounts were unexpectedly empty or out of date.
Complaints of wrong numbers in balances started pouring in at about 0930 PT (1630 UTC) on Downdetector, peaked at about 20,500 at 1020 PT, and are currently cruising at about 3,000 to 5,000 gripes every few minutes. The bank's website as well as mobile app seems to be affected, showing zero or just wrong values for accounts.
"It was fine earlier this morning," one punter said. "I went back in, it took forever to log-on, and then my balance was zero for both checking and savings which is wrong. Now it's showing my balance as of yesterday."
From Downdetector's outage map of complaints about Bank of America's online services, the errors seem concentrated in major cities, though that's likely simply due to population density.
[image: map]
Where's my money??! ... Downdetector's hot-spot map of reported errors with Bank of America balances


Some of us here at Vulture West were affected by the glitch, with one staffer's checking account not registering a balance at all and another getting a warning notice, which you can see below.
[image: boa]
Oh, that's not looking good ... A BoA error today saying accounts cannot be retrieved at this time


Hopefully this will be sorted out faster than the bank's major service disruption in 2011, when its website went down for four days. That turned out to be an IT snafu, rather than a cyberattack, and it's likely the same is true in this case.
Bank of America had no comment at the time of going to press; we'll keep this story updated as necessary. (r)
Updated to add at 1400 PT (2100 UTC)
Bank of America has assured us it has mostly fixed whatever the underlying problem was.
"Some clients are experiencing an issue accessing their accounts and balance information today," a spokesperson told The Register. "These issues are being addressed and have largely been resolved. We apologize for any inconvenience."
Updated to add at 2020 PT (0320 Thursday UTC)
Bank of America has confirmed the outage was a technical issue, not hacking.
"Some mobile and online banking clients experienced an issue accessing their accounts and balance information earlier today," a spokesperson told The Register. "These technology issues have been fully resolved. We apologize for any inconvenience."
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    Tesla trounces shareholders who alleged Autopilot was all share-pumping lies

    
It's easy being Elon    
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Tesla has managed to persuade a California judge to throw out a lawsuit that claimed the automaker misled shareholders about its Full Self-driving (FSD) system's true capabilities.
Federal district Judge Araceli Martinez-Olguin gave Tesla, its supremo Elon Musk, and two former Tesla CFOs a near clean sweep of a win, ruling [PDF] the plaintiffs did not actually show that the defendants set out to maliciously and deliberately trick investors into backing the electric car maker by over-exaggerating Autopilot and FSD's abilities.
"Plaintiffs fail to allege sufficient facts showing that defendants engaged in such a fraudulent scheme to mislead investors," Martinez-Olguin wrote in her decision, which followed Tesla's motion to have the lawsuit tossed in the trash.
Even if data existed to support those allegations, "the fact that there were safety issues with [Autopilot and FSD] does not suggest that it was false or misleading" of Tesla "to assert that the technology was safer than regular human driving," the judge added.
As a securities fraud suit, the original complaint (filed early last year) relies largely on statements from Tesla, Musk, and former CFOs Zachary Kirkhorn and Deepak Ahuja. The plaintiffs allege the defendants' statements, coupled with the many investigations and records of Autopilot accidents, lead to the obvious conclusion that Tesla has been lying for years about the kinda-self-driving technology, and that the system was over-hyped and under-delivers.
Repeated claims that FSD was "coming soon" and safer than human drivers, the complaint alleged, artificially boosted Tesla's share price, and then when that stock fell, investors who had bought into the biz on the basis of FSD lost out. It's that decline that the shareholders are suing over; they're unhappy their investment dwindled.
That all said, the judge didn't think the shareholders proved a damn thing.
The central charge in the case - that Tesla violated Section 10(b) of the US Securities and Exchange Act, which holds it's illegal to manipulate or deceive people in connection to the purchase of a share or security - flopped because the defendants' statements either weren't false and/or because they were forward-looking, and thus speculative. Other things the execs said that were cited by the plaintiffs were dismissed as "corporate puffery" that shouldn't be taken at face value.
And other allegations that Team Tesla misled shareholders or lied were deemed "too vague," while others were binned off by the judge because the plaintiffs failed to prove the defendants knew what they were saying were false at the time. 
As for charges that Musk lied based on his unfettered access to internal Tesla data, the judge said the plaintiffs "fail[ed] to connect Musk's hands-on management with any information that he allegedly learned rendering his statements false or misleading."


	Tesla faked self-driving demo, Autopilot engineer testifies


	Tesla swerves liability in Autopilot death lawsuit


	Watch your mirrors: Tesla Cybertrucks have 'Full' 'Self Driving' now


	Tesla wins key court battle over Autopilot crash blame


The complaint also alleged that Musk's nearly $34 billion sale of Tesla shares during the period covered by the complaint were evidence of his insider trading based on Tesla's lies, but the judge didn't buy that, either. 
The one potential bright spot for the plaintiffs is that the judge has given them leave to amend the complaint and try again, provided they can get a new set of allegations to the court by the end of October. That said, only certain statements alleged in the case are included in that leave, all of which pertain to particular safety statements. 
This is the second shareholder lawsuit Tesla has more or less won since 2023. Less than a month before the filing of the suit in this story, Tesla defeated shareholders who accused the automaker of securities fraud related to Musk's 2018 tweet claiming he was going to take Tesla private and had secured funding. 
Tesla is still facing allegations of lying about its almost-self-driving technology in a separate court case and an ongoing probe by the US Dept of Justice into the same matter. California is also suing Tesla, arguing that its Autopilot marketing was overstated and effectively false advertising.
A recent report by automotive research firm AMCI Testing concluded that Tesla FSD was impressively capable, but had a tendency to fail in "sudden, dramatic" manners, leaving inattentive drivers (Autopilot and FSD both require drivers to maintain attention and their hands on the wheel, per Tesla) likely unable to take control quickly enough. (r)
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    Cisco is abandoning the LoRaWAN space, and there's no lifeboat for IoT customers

    
Support stretches to end of 2029, no more maintenance beyond 2026    
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Networking giant Cisco is getting out of the LoRaWAN market for IoT device connectivity, announcing end-of-availability and end-of-life dates for its gateways and associated products, with no planned migration pathway for customers.
Switchzilla made this information public in a notice on its website announcing the end-of-sale and end-of-life dates for Cisco LoRaWAN. The last day customers will be able to order any affected products will be January 1, 2025, with all support ceasing by the end of the decade.
The list includes Cisco's 800 MHz and 900 MHz LoRaWAN Gateways, plus associated products such as omni-directional antennas and software for the Gateways and Interface Modules.
If anyone was in any doubt, the notification spells it out: "Cisco will be exiting the LoRaWAN space. There is no planned migration for Cisco LoRaWAN gateways."
The move will come as a blow for any organizations that have built IoT deployments using LoRaWAN that may have considered Cisco to be a safe and dependable supplier. The networking colossus was pushing new products as recently as last year, when it announced a pluggable interface module (PIM) for the Cisco Catalyst IR1100 Rugged Series Routers with LoRaWAN connectivity.
LoRaWAN is a low power, wide area network specification, specifically designed to connect devices such as sensors over relatively long distances. It is built on LoRa, a form of wireless communication that uses spread spectrum modulation, and makes use of license-free sub-gigahertz industrial, scientific, and medical (ISM) radio bands. The tech is overseen by the LoRa Alliance.


	Cisco slashes thousands of staff, 7% of entire workforce, pivots into AI


	Cisco's cloud network push will tie licensing change to generational product refreshes


	Foot-thick wall workaround: Gigabit network links beamed through solid concrete


	Backscatter brainwave could make IoT comms even more energy efficient


The market for LoRaWAN in IoT deployments is said to be growing, with some estimates putting the total market size as $5.7 billion this year, and a forecast growth rate of 9.5 percent annually between 2023 and 2030. Cisco is understood to be one of the largest suppliers, along with Bosch and Semtech, the latter of which claims upwards of 350 million LoRa endpoints deployed worldwide.
The likely reason for discontinuing the LoRaWAN products is cost cutting.
Switchzilla announced it was eliminating seven percent of its global workforce back in August as part of a global restructuring plan and a shift towards a broader AI and security focus. The US corp also posted total revenue for FY 2024 down six percent year-on-year, while networking revenue was down by 15 percent.
The Register asked Cisco for further comment.
One analyst we spoke to who covers the IoT space said this likely isn't a profitable part of the business as far as Cisco is concerned. Since LoRa has a long range, fewer gateways are required than in Wi-Fi deployments, for example, and there are many vendors making LoRa sensors and hardware, resulting in a competitive market.
Any Cisco LoRaWAN customers can perhaps take comfort from the fact that the final date to receive applicable service and support as stipulated in active service contracts is December 31, 2029. However, the last date that Cisco Engineering may release a planned maintenance release or software patch is much nearer - December 31, 2026. (r)
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    AI agent promotes itself to sysadmin, trashes boot sequence

    
Fun experiment, but yeah, don't pipe an LLM raw into /bin/bash    
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Buck Shlegeris, CEO at Redwood Research, a nonprofit that explores the risks posed by AI, recently learned an amusing but hard lesson in automation when he asked his LLM-powered agent to open a secure connection from his laptop to his desktop machine.
"I expected the model would scan the network and find the desktop computer, then stop," Shlegeris explained to The Register via email.
"I was surprised that after it found the computer, it decided to continue taking actions, first examining the system and then deciding to do a software update, which it then botched."
Shlegeris documented the incident in a social media post.


I only had this problem because I was very reckless


He created his AI agent himself. It's a Python wrapper consisting of a few hundred lines of code that allows Anthropic's powerful large language model Claude to generate some commands to run in bash based on an input prompt, run those commands on Shlegeris' laptop, and then access, analyze, and act on the output with more commands.
Shlegeris directed his AI agent to try to SSH from his laptop to his desktop Ubuntu Linux machine, without knowing the IP address, using the following prompt:
can you ssh with the username buck to the computer on my network that is open to SSH

As a log of the incident indicates, the agent tried to open an SSH connection, and failed. So Shlegeris tried to correct the bot:
no not the [REDACTED] machine, a machine on my local network

The AI agent responded it needed to know the IP address of the device, so it then turned to the network mapping tool nmap on the laptop to find the desktop box. Unable to identify devices running SSH servers on the network, the bot tried other commands such as "arp" and "ping" before finally establishing an SSH connection.
No password was needed due to the use of SSH keys; the user buck was also a sudoer, granting the bot full access to the system.
Shlegeris's AI agent, once it was able to establish a secure shell connection to the Linux desktop, then decided to play sysadmin and install a series of updates using the package manager Apt. Then things went off the rails.
"It looked around at the system info, decided to upgrade a bunch of stuff including the Linux kernel, got impatient with Apt and so investigated why it was taking so long, then eventually the update succeeded but the machine doesn't have the new kernel so edited my Grub [bootloader] config," Buck explained in his post.
"At this point I was amused enough to just let it continue. Unfortunately, the computer no longer boots."
Indeed, the bot got as far as messing up the boot configuration, so that following a reboot by the agent for updates and changes to take effect, the desktop machine wouldn't successfully start.
AI agents have been the source of much enthusiasm in the technical community in recent months as people contemplate how machine learning models can interact with other local and network resources to automate complicated tasks such as arranging a travel itinerary.


	As IBM pushes for more automation, its AI simply not up to the job of replacing staff


	AI stole my job and my work, and the boss didn't know - or care


	Using AI in your tech stack? Accuracy and reliability a worry for most


	AI to replace 2.4 million jobs in the US by 2030, many fewer than other forms of automation


The endgame for AI agents is replacing human agents - something already happening in call centers and tech support. But in the interim, machine learning models are being used to automate specific workflows and support human workers.
As Shlegeris's experience suggests, it may be premature to let AI agents make decisions that materially affect people or systems without oversight, thorough testing, and red teaming.
Unless you like working without a net.
Shlegeris said he uses his AI agent all the time for basic system administration tasks that he doesn't remember how to do on his own, such as installing certain bits of software and configuring security settings.
And he added that his agent's unexpected trashing of his desktop machine's boot sequence won't deter him from letting the software loose again.
"It's not quite 'bricked,' but the machine currently fails to boot," Shlegeris explained. "I'd definitely be able to revive it by reinstalling the operating system; I can probably fix the problem with less extreme measures than that, but haven't got around to it yet. I'll probably try to fix the problem by booting from an Ubuntu live disk then letting my AI agent have a go at fixing its earlier error."
Yes, we recommend focusing on fixing the Grub bootloader configuration rather than a reinstall.
"I only had this problem because I was very reckless," he continued, "partially because I think it's interesting to explore the potential downsides of this type of automation. If I had given better instructions to my agent, e.g. telling it 'when you've finished the task you were assigned, stop taking actions,' I wouldn't have had this problem.
"I do think that AI automation poses very large risks to society, mostly from situations where the AIs autonomously decide to grab power, which is why I research the subject." (r)
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    US govt hiding top hurricane forecast model sparks outrage after deadly Helene

    
Taxpayer-funded data locked behind insurance firm's paywall    
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The National Oceanic and Atmospheric Administration (NOAA) cannot reveal weather forecasts from a particularly accurate hurricane prediction model to the public that pays for the American government agency - because of a deal with a private insurance risk firm.
The model at issue is called the Hurricane Forecast Improvement Program (HFIP) Corrected Consensus Approach (HCCA). In 2023, it was deemed in a National Hurricane Center (NHC) report [PDF] to be one of the two "best performers," the other being a model called IVCN (Intensity Variable Consensus).
A 2020 contract between NOAA and RenaissanceRe Risk Sciences, disclosed in response to a Freedom of Information Act request by The Washington Post, requires NOAA to keep HCCA forecasts - which incorporate a proprietary technique from RenaissanceRe - secret for five years.
The deal is scheduled to expire next year, and NOAA reportedly expects to release HCCA model data in time for the 2025 hurricane season.
But in the aftermath of Hurricane Helene - which hit the US southeast, left a 800-mile trail of destruction, and is said to have killed at least 130 people since Thursday - there are calls to make HCCA data available sooner. It's hoped the model's output will help people make better decisions, potentially life- and property-saving, ahead of incoming super-storms.
"Placing business interests over public disclosure cannot be the precedent for public-private industry partnerships, and certainly not for projects that have the ability to save lives," said Lauren Harper, Daniel Ellsberg Chair on Government Secrecy at Freedom of the Press Foundation, in an article last week.
"It also goes against the United States' commitment to open data and making taxpayer-funded research available to the public."
Harper also argues that limiting the information about hurricanes hinders the work of other government agencies including the Federal Emergency Management Agency. As many as 1,000 active-duty soldiers, as well as FEMA agents and resources, have been sent to the aftermath of Hurricane Helene to help in the recovery.
"Going forward, [NOAA] should not preemptively agree to withhold vital information from the public," Harper said. "NOAA should immediately reverse course and make its best hurricane predictions available, citing the clear and immediate harm members of the public will face if they do not have access to the data."
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RenaissanceRe did not immediately respond to requests for comment.
NOAA's Cooperative Research and Development Agreements (CRADA) cover deals between the government organization and other entities.
"The agency provides personnel, services, facilities, equipment, intellectual property or other resources with or without reimbursement (but not funds) and the other party provides funds, personnel, services, facilities, equipment or other resources toward the conduct of specified research and development efforts consistent with the agency's mission," explained Susan Buchanan, Director of Public Affairs for the National Weather Service, in response to an inquiry from The Register.
Asked whether the NOAA deal affected the release of information about Hurricane Helene, Buchanan said, "HCCA is one of many computer models that forecasters use at the National Hurricane Center. NHC forecasters use a variety of model guidance, observations, and expert knowledge to develop the best and most consistent forecast, along with watches, warnings and other hazard information for use by the emergency management community, the public, and other core partners and decision makers."
And by the way: Project 2025 - a policy blueprint for a possible future Trump administration proposed by hard-right conservatives - calls for breaking up and downsizing NOAA, and also "fully commercializing" the forecasting done by the National Weather Service. (r)
Stormnote
Spruce Pine, a small town in North Carolina smashed by Helene, is said to be America's primary, if not sole, source of high-purity quartz, which is needed for manufacturing silicon wafers for semiconductors as well as solar panels.
That super-pure quartz is able to withstand high temperatures without introducing impurities or defects to a product, and thus is used as a crucible in the making of chips and solar panels. Though labs are working on artificial alternatives, so far Spruce Pine's quartz can't be beat - and continuing its supply would appear to be crucial.
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The Biden administration has announced plans to reignite a shuttered Michigan nuclear power plant with a $1.5 billion loan that, combined with other nuclear announcements yesterday, suggests the US federal government is right now all in on nuclear energy.
The 800-megawatt Holtec Palisades plant, located on Michigan's southwest coast in a relatively low-populated area, shut down in 2022 mainly due to it struggling to afford to stay operational while competing against cheaper fossil fuels.
For one thing, its steam generator tubes are not in good condition, needing hundreds of millions of dollars to replace at one point, and remain a problem for Holtec, with further inspections and potentially repairs required.
If or when the station is brought back online sometime in the fourth quarter of 2025, said the US Department of Energy (DoE), it'll be the first time a retired nuclear power plant in the country has been restarted. Licensing approval still needs to be granted following upgrades at the site, and power purchase agreements (PPAs) have already been signed to keep the plant running until 2051. 
Those PPAs aren't happening by accident, either: Along with the $1.5 billion loan to Holtec International to upgrade and restart Palisades, the US Department of Agriculture (USDA) announced yesterday it had awarded $1.3 billion in grants to the Wolverine Power Cooperative and Hoosier Energy, located in Michigan and Indiana, respectively, to fund the purchase of power generated by Palisades and other clean energy sources. 
Wolverine will purchase 435 MW of power from Palisades using $650 million in grants from the USDA's Empowering Rural America project, while Hoosier is purchasing 370 MW using a $675 million grant from the same source.
In other words, not only is the atomic plant getting money to fire up again, organizations are getting handouts to buy the generated electricity and provide it to homes and businesses; this is supposed to also help create jobs and cut costs for folks.
"We can continue supporting a more prosperous future for rural communities by accelerating the transition to clean energy, keeping monthly bills low for American families and investing in a strong rural workforce," Agriculture Secretary Tom Vilsack said of the funding. 
Nick Culp, senior manager of government affairs at Holtec Palisades, told The Register that most of the work needed to restart the plant isn't excessive - more like a standard refueling and maintenance cycle with some extra steps.
"We knew Palisades was shutting down in advance, so we deferred a number of maintenance tasks," Culp said. "Now we're going back and completing that work."
Culp said the latest project the team has been working on involves preparing the turbine deck to resume operations, as well as getting new employees trained up. When Palisades was in full operation, 600 people were employed, but after shutting down, it was reduced to 220 full-time employees. Culp said rehiring has begun, and a number of former Palisades employees are returning to their old jobs, too.
Aside from that, there's not a lot of major overhauling to be done, Culp told us, because the first three years of post-shutdown operation were only supposed to involve removing fuel from the reactor - a task that still hasn't been completed. Luckily enough, some of the fuel in the reactor is still fresh, so it'll remain in place to kick-start the reactor back online next year.


Nuclear power is America's largest source of [carbon-free electricity], supporting hundreds of thousands of direct and indirect jobs across the country


Using nuclear fission, of course, Palisades will also help green up the Midcontinent Independent System Operator's grid by eliminating approximately 4.47 million metric tons of greenhouse gas annually, which will equate to the annual emissions of 882,000 homes when projected out over the 25 years the new Palisades project is planned to run. 
"Nuclear power is America's largest source of [carbon-free electricity], supporting hundreds of thousands of direct and indirect jobs across the country," said US Energy Secretary and former Michigan Governor Jennifer Granholm. "[Nuclear] will play a critical role in tackling the climate crisis and protecting public health and the environment from its impacts." 
Holtec said it intends to use Palisades' refiring as a foundational part of its plan to push for small modular reactors (SMRs) to be deployed in Michigan, starting with Palisades itself, where the plant owner intends to install two of its SMR-300 units by 2030. 
Holtec still has to get regulatory approval for its SMR design, which Culp told us the company is working on now, while also exploring plans to install more of them around Michigan.
An industrial nuclear glow up
Devastating and well-publicized accidents in the 1970s and 1980s turned the world off from nuclear power for decades, but modern technology - not to mention the need for Earth to go on a greenhouse gas diet - has again made splitting the atom an attractive alternative to renewables and carbon-spewing fossil fuels in some quarters. 
It's reached the point in the climate change crisis where energy experts are warning nuclear energy will be necessary if the world intends to meet 2050 decarbonization goals - especially given the glut of energy consumption brought on by AI. 
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The Dept of Energy knows this, which is part of the reason it released an updated version of its Pathways to Commercial Liftoff report for advanced nuclear energy yesterday alongside those other announcements. 
The document [PDF], which covers everything from what modern nuclear technology could do for the environment to ideas on how to implement it, points out that nuclear energy already provides around 20 percent of the United States' electricity generation, and nearly half of domestic carbon-free electricity.
The DoE predicts the US will need at least 700 to 900 gigawatts of additional clean energy to meet its net-zero goals, and said it believes existing nuclear power plants in the nation have the potential to add an additional 60 to 95 GW with further funding. Shuttered and aging coal plant sites, if converted to nuclear, could add as much as 174 GW more, the DoE said. Holtec is exploring abandoned coal plants in Michigan as possible locations for its SMRs, Culp said.
The report calls for the construction of modern reactors like SMRs that use low-pressure water or molten salt as a heat sink, making them safer than traditional nuclear reactors. However, some concerns remain about the waste such modern reactors produce, and how to acquire enough fuel.
"DOE and our partners across the federal government are working around the clock to ensure this vital source of clean electricity - and the vibrant workforce it supports - continues to power our nation for generations to come," Granholm said. (r)
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