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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Huawei releases data detailing serverless secrets
        Simon Sharwood

        Reveals why your functions start slowly on its cloud and maybe others too Huawei Cloud has released a huge trove of data describing the performance of its serverless services in the hope that other hyperscalers use it to improve their own operations....

      

      
        Floppy discs still run a U.S. metro? Japan steps in with 'project kill floppy'
        Gavin Bonshor

        Hitachi Rail contract inked by SF transport board will kill the throwback San Francisco's Muni Metro could be finally getting ready to wave goodbye to the antiquated and archaic floppy disk-based train control system....

      

      
        A closer look at Intel and AMD's different approaches to gluing together CPUs
        Tobias Mann

        Epycs or Xeons, more cores = more silicon, and it only gets more complex from here Analysis  Shortly after the launch of AMD's first-gen Epyc processors codenamed Naples in 2017, Intel quipped that its competitor had been reduced to gluing a bunch of desktop dies together in order to stay relevant....

      

      
        Boeing strike continues as union rejects contract, scuttling CEO's recovery plan
        Brandon Vigliarolo

        Kelly Ortberg's turnaround express heads back to the hangar Thousands of unionized Boeing machinists will remain on strike after rejecting their employer's latest contract offer, dealing a swift blow to recovery plans CEO Kelly Ortberg outlined yesterday. ...

      

      
        Nvidia CEO whines Europeans aren't buying enough GPUs
        Tobias Mann

        EU isn't keeping up with US and China investments, AI arms dealer says European nations need to invest more in artificial intelligence if they want to close the gap between the US and China, Nvidia CEO Jensen Huang said during a visit to Copenhagen on Wednesday to inaugurate Denmark's shiny new Gefion supercomputer....

      

      
        Top EU court overturns Intel's billion-dollar antitrust fine
        Dan Robinson

        Conditional rebates settled, but $400M matter of naked restrictions remains Intel has a spot of good news for a change. The EU Court of Justice has upheld an earlier ruling that canceled a EU1.06 billion ($1.1 billion) fine against the chipmaker imposed in 2009 for anti-competitive practices....

      

      
        With record revenue, SK hynix brushes off suggestion of AI chip oversupply
        Laura Dobberstein

        How embarrassing for Samsung SK hynix posted on Wednesday what it called its "highest revenue since its foundation" for Q3 2024 as it pledged to continue minuting more AI chips....

      

      
        Yet another UK government seeks to reform GDPR
        Lindsay Clark

        Yes, the law that needs to be harmonized with Europe for tech businesses' data to flow freely The UK government has begun to introduce its latest update to data protection laws it claims will boost economic growth and public sector efficiency. The government said it expects it will keep the UK in line with the EU's GDPR.... 

      

      
        Arm to Qualcomm: See you in court? Oh yes, please
        Gavin Bonshor

        Doesn't quite confirm eight-week license cancellation deadline, but does strap on the gloves The Arm/Qualcomm spat just got a little spicier, after the UK chip designer repeated its allegation the US SoC giant has breached its licenses....

      

      
        Bitwarden's FOSS halo slips as new SDK requirement locks down freedoms
        Liam Proven

        Arguments continue but change suggests it's not Free Software anymore The Bitwarden online credentials storage service is changing its build requirements - which some commentators feel mean it's no longer FOSS....

      

      
        Ransomware's ripple effect felt across ERs as patient care suffers
        Jessica Lyons

        389 US healthcare orgs infected this year alone Ransomware infected 389 US healthcare organizations this fiscal year, putting patients' lives at risk and costing facilities up to $900,000 a day in downtime alone, according to Microsoft....

      

      
        Here's a NIS2 compliance checklist since no one cares about deadlines anymore
        Connor Jones

        Only two EU members have completed the transposition into domestic law The European Union's NIS2 Directive came into force on January 16, 2023, and member states had until October 17, 2024, to transpose it into national law. Yet many organizations still don't meet the required standards two years after it was approved....

      

      
        Vivaldi gives its browser a buffing, adds a dashboard
        Richard Speed

        Everybody needs more widgets in their life, right? Vivaldi has updated its eponymous browser - it now has a refreshed user interface and a dashboard packed with widgets.... 

      

      
        On-prem SaaS? ServiceNow will do it if you ask nicely, and really need it
        Simon Sharwood

        Turns out its application can work with databases other than its own The sales pitch for software-as-a-service is that you get powerful applications without having to worry about their underlying infrastructure. But SaaSy workflow vendor ServiceNow will, quietly, let you run its wares on-prem....

      

      
        Voice-enabled AI agents can automate everything, even your phone scams
        Thomas Claburn

        All for the low, low price of a mere dollar Scammers, rejoice. OpenAI's real-time voice API can be used to build AI agents capable of conducting successful phone call scams for less than a dollar....

      

      
        IBM's mainframe bubble bursts and growth stalls
        Simon Sharwood

        Red Hat still glowing, but Big Blue's been bruised by investors In its last few quarterly results announcements, IBM has trumpeted unexpectedly strong growth in its mainframe business, and that's helped the technology titan to just-about deliver promised mid-single-digit revenue growth in constant currency. But in its Q3 results announcement on Wednesday, Big Blue revealed mainframe revenue fell 19 percent - and that overall growth came in at just one percent or two percent in constant currency....

      

      
        China's top messaging app WeChat banned from Hong Kong government computers
        Laura Dobberstein

        Google and WhatsApp also binned, which is far easier to explain than canning a local hero Hong Kong's government has updated infosec guidelines to restrict the use of Chinese messaging app WeChat, alongside Meta and Google products like WhatsApp and Google Drive, on computers it operates....

      

      
        Anthropic's latest Claude model can interact with computers - what could go wrong?
        Thomas Claburn

        For starters, it could launch a prompt injection attack on itself... The latest version of AI startup Anthropic's Claude 3.5 Sonnet model can use computers - and the developer makes it sound like that's a good thing.... 

      

      
        Musk claims Cybertruck has become profitable at last
        Iain Thomson

        Third quarter results recharge Tesla's stock price Tesla stock is on the up after America's most valuable automaker reported its third quarter results - including the news that the beleaguered Cybertruck "achieved a positive gross margin for the first time."...

      

      
        Perfctl malware strikes again as crypto-crooks target Docker Remote API servers
        Jessica Lyons

        Attacks on unprotected servers reach 'critical level' An unknown attacker is abusing exposed Docker Remote API servers to deploy perfctl cryptomining malware on victims' systems, according to Trend Micro researchers....

      

      
        Flying taxis cleared for takeoff under new US aviation rules
        Laura Dobberstein

        'Powered-lift' becomes first new category of aircraft in nearly 80 years The Federal Aviation Administration (FAA) this week released the final regulations for tiltrotors and other vertical takeoff and landing (VTOL) aircraft, including electric variants, the first time the org has established a new category of aircraft since it permitted helicopters to fly....

      

      
        Samsung phone users under attack, Google warns
        Jessica Lyons

        Don't ignore this nasty zero day exploit says TAG A nasty bug in Samsung's mobile chips is being exploited by miscreants as part of an exploit chain to escalate privileges and then remotely execute arbitrary code, according to Google security researchers....

      

      
        Penn State pays DoJ $1.25M to settle cybersecurity compliance case
        Brandon Vigliarolo

        Fight On, State? Not this time Pennsylvania State University has agreed to pay the Justice Department $1.25 million to settle claims of misrepresenting its cybersecurity compliance to the federal government and leaving sensitive data improperly secured. ... 

      

      
        Warning! FortiManager critical vulnerability under active attack
        Iain Thomson

        Security shop and CISA urge rapid action Updated  Fortinet has gone public with news of a critical flaw in its software management platform....

      

      
        Ex-Intel board members make an ill-conceived case for spinning off Foundry
        Tobias Mann

        Save America's most important manufacturer? More like save our portfolio and let Uncle Sam pick up the pieces Comment  A gaggle of ex-Intel board directors have called on the chipmaker to spin off its floundering foundry business while glossing over the fact that a company bleeding billions each quarter is unlikely to survive on its own....

      

      
        Linus Torvalds affirms expulsion of Russian maintainers
        Thomas Claburn

        Removal of kernel maintainers linked to Russia attributed to sanctions Linux creator Linus Torvalds on Wednesday affirmed the removal last week of about a dozen kernel maintainers associated with Russia....

      

      
        'Satanic' data thief claims to have slipped into 350M Hot Topic shoppers info
        Iain Thomson

        We know where you got your skinny jeans - big deal A data thief calling themselves Satanic claims to have purloined the records of around 350 million customers of fashion retailer Hot Topic....

      

      
        Microsoft SharePoint RCE flaw exploits in the wild - you've had 3 months to patch
        Jessica Lyons

        Plus, a POC to make it extra easy for attackers A Microsoft SharePoint bug that can allow an attacker to remotely inject code into vulnerable versions is under active exploitation, according to the US Cybersecurity and Infrastructure Security Agency (CISA).... 

      

      
        The horror that is VHS revived for horror movie release
        Simon Sharwood

        Cassette-bursting medium revived for latest Alien chest-burster flick POLL: Is VHS back?  If Alien: Romulus were a zombie movie, The Register could understand why 20th Century Studios has announced that it will release the film on VHS - the video cassette format that hasn't been relevant for two decades and had a crap reputation even in its heyday....

      

      
        RISC-V reaches milestone with RVA23 profile ratification
        Gavin Bonshor

        No longer an underdog - it now challenges Arm and x86 Comment  The ratification of the RVA23 profile for RISC-V marks a monumental moment for the architecture, and anyone who's been following RISC-V knows that this isn't just a checkbox....

      

      
        41-million-digit prime crunched by datacenter GPUs
        Gavin Bonshor

        Former Nvidia engineer's discovery shows graphics compute can kick some serious ass A former Nvidia engineer has found the largest known prime number - a whopping 41 million digits long - using an A100 GPU made by his previous workplace to do the grunt work....
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    Huawei releases data detailing serverless secrets

    
Reveals why your functions start slowly on its cloud and maybe others too    


    
        By 
Simon Sharwood        
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Huawei Cloud has released a huge trove of data describing the performance of its serverless services in the hope that other hyperscalers use it to improve their own operations.
The Chinese giant detailed its ops in a recent pre-press paper [PDF] that reveals Huawei's YuanRong serverless platform has been deployed for over three years across nearly 20 datacenter regions, and processes 30 billion requests each day.
Each of the regions Huawei operates is divided into four clusters. "Clusters provide virtual and physical separations within a region, improving availability and fault tolerance," the paper states.
Next comes an explanation of how Huawei lets users select the resources allocated to functions: by choosing a "resource limit" that defines CPU-memory configurations, such as "300-128" for a rig that offers 300 millicores and 128 MB of memory. The company keeps "pods" of resources ready to run functions and meet escalating demand.
An autoscaler determines if additional pods are required to address incoming requests and, when more power is needed, "pods are taken from the appropriate pool, the code of that function is loaded into it, and it is ready to process requests."
As the paper explains, if a container is not ready to run a function, the pod called into action must perform a "cold start" - the serverless equivalent of booting up into a state in which a function can run.
Pods keep running for a minute even if unused - which Huawei calls "keep-alive time" - after which they'll need to cold start again if required.
All cold starts add "significant latency, degrading application performance," write the paper's eight authors - all of whom are employees at Huawei's Systems Infrastructure Research (SIR) Lab in Edinburgh, Scotland.
Detecting, predicting, and ameliorating cold starts is the focus of the paper, which is based on analysis of data describing 85 billion requests from over 12 million pods, including over 11 million cold starts. The data was gathered over weeks of operation, including one week that featured a Chinese holiday so researchers could capture the impact of usage spikes. That data has been posted to GitHub and includes what Huawei describes as "detailed component times of cold starts from five regions, and examines the effect of function characteristics such as resource allocation, runtime language, and trigger type."


	Huawei makes divorce from Android official with HarmonyOS NEXT launch


	Huawei Cloud built a network monitor so sensitive it spotted the impact of a single faulty chip


	Tencent Cloud launches CentOS variant tuned for Chinese silicon


	Alibaba Yitian 710 rated fastest Arm server CPU in the cloud (for now)


Cold starts are a known issue. But Huawei's authors assert that the data they've disclosed matters because previous literature mostly considered "high-level metrics from a single region with little discussion of components and the effect of factors such as runtime language, resource allocation, and trigger type on the number of cold starts and their component times."
Huawei Cloud therefore claims its data is the first release of its type.
The paper essentially concludes that cold starts happen for lots of reasons - among them variability between Huawei Cloud's own datacenters, the complexity of the function, or the languages and runtimes used.
It also concludes that users and operators of serverless platforms mostly feel that multi-region operations are inherently risky - but suggests the latency involved in running functions across multiple datacenters could be less impactful than the time required to wait for a cold start. The paper also suggests possible improvements to pod scheduling, and optimization of keep-alive time, to enhance serverless performance.
The data dump is just the second Huawei's SIR Lab has posted to GitHub. The paper will be presented at the EuroSys 2025 conference in Amsterdam, which kicks off in March. (r)
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Hitachi Rail contract inked by SF transport board will kill the throwback    
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San Francisco's Muni Metro could be finally getting ready to wave goodbye to the antiquated and archaic floppy disk-based train control system.
Yes, we're talking about the good old 5.25-inch floppy disk, which is somehow still being utilized for something as important as a critical function of a public transport network within a major city. In a move that many are wondering why and how it took this long to get around to it.
The San Francisco Municipal Transportation Agency (SFMTA) has approved a deal totaling up to $212 million with Hitachi Rail, the external division of Japanese conglomerate Hitachi, with the aim to overhaul its entire train control system and scrapping a timeless relic that dates all the way back to 1998  - how retro!
For years, this dinosaur of a system has operated on 5.25-inch floppy disks, with staff physically required to load the software every morning like it's still been living in the Windows 95 era.
To make matters worse, the current tech used within the infrastructure communicates via wire loops, a system prone to disruptions and as sluggish as a dial-up modem, which doesn't help the network's regular train delays and a whole lot of commuter frustration . And if something breaks down, is a spare part needed? They've had to be scrounged off online marketplaces such as eBay and borrowed from other transit agencies. I don't think it gets any more cutting edge than that.
Looking to replace the old system, Muni Metro will adopt a brand-new, shiny communications-based train control (CBTC) system. This move aims finally to drag the Muni Metro kicking and screaming into not just the modern age with Wi-Fi and cellular technology, but through a portal in time when the Nintendo Game Boy Color was at the cutting-edge technology during that time period.
The new CBTC system, which is looking to employ its rendition of 'Project Kill Floppy,' promises to bring much faster data transmission, better and modern-day tracking of trains, which is hoped to translate, and, fingers crossed for the people of San Francisco required to use the Muni Metro, fewer delays. The goal is simple: to bring Muni Metro into the current times with the new CBTC installed and in place by late 2027 or early 2028.


	Transport for London confirms cyberattack, assures us all is well


	San Francisco set to ban rent-hiking algorithms used by landlords


	San Francisco's light rail to upgrade from floppy disks


	Subway's data torpedoed by LockBit, ransomware gang claims


If you're a subscribed member of Team Kill Floppy, we wouldn't be popping out the champers just yet, as this is just one part of a larger modernization effort of a larger $700 million project. It's unlikely the floppy disks won't just vanish overnight.
In fact, the whole upgrade could even drag on for the better part of a decade . So, until the moment the entire network is updated from the clearly outdated system that moves data slower than a Nokia 3310, it will continue to govern, or cause chaos, depending on your experience, one of the busiest urban rail networks in the entire US.
Still, when all is said and done, this upgrade will make Muni Metro one of just a few transit systems in the country to employ the CBTC technology, joining the ranks of cities like London, England and Vancouver, Canada .
Those old and loyal thin diskette relics of our past, which time will never forget, are something San Francisco commuters will likely never want to see return.
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    A closer look at Intel and AMD's different approaches to gluing together CPUs

    
Epycs or Xeons, more cores = more silicon, and it only gets more complex from here    
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Analysis Shortly after the launch of AMD's first-gen Epyc processors codenamed Naples in 2017, Intel quipped that its competitor had been reduced to gluing a bunch of desktop dies together in order to stay relevant.
Unfortunately for Intel, that comment hasn't exactly aged well as a few short years later, the x86 giant was reaching for the glue itself.
Intel's Xeon 6 processors, which began rolling out in phases this year, represent its third generation of multi-die Xeons and its first datacenter chips to embrace a heterogeneous chiplet architecture not unlike AMD's own.
While Intel eventually saw the wisdom of AMD's chiplet strategy, its approaches couldn't be more different.
Overcoming the reticle limit
As a quick refresher on why so many CPU designs are moving away from monolithic architectures, it largely comes down to two factors: reticle limits and yields.
Generally speaking, short of major improvements in process technology, more cores inevitably mean more silicon. However, there are practical limits to how big dies can actually get - we refer to this as the reticle limit - which is roughly 800mm2. Once you bump up against the limit, the only way to continue scaling the compute is to use more dies.
We've now seen this done with a number of products - not just CPUs - which cram two large dies onto a single package. Gaudi 3, Nvidia's Blackwell, and Intel's Emerald Rapids Xeons are just a few examples.
The problem with multi-die is that the bridge between them is often a bottleneck in terms of bandwidth and has the potential to introduce additional latency. It's usually not as bad as splitting a workload across multiple sockets, but it's one of the reasons why some chip designers have favored using a smaller number of larger dies to scale compute.
Bigger dies are, however, really expensive to manufacture because defect rates are amplified the larger the die gets. This makes using lots of smaller dies an attractive proposition and explains why AMD's design uses so many -- up to 17 in the latest Epycs.
With that primer out of the way, let's dig into the different design philosophies of Intel and AMD's latest Xeons and Epyc processors.
Old hat for AMD
We'll kick things off with AMD's 5th-Gen Epyc Turin processors. Specifically we're looking at the 128-core Zen 5 variant of the chip, which features 16 4 nm core complex dies (CCD) which surround a single I/O die (IOD) fabbed on TSMC's 6nm process tech.
[image: AMD's latest Epycs are packed with up to 16 compute dies.]
AMD's latest Epycs are packed with up to 16 compute dies. - Click to enlarge


If this sounds familiar, that's because AMD has used this same basic formula going back to its second-gen Epyc processors. For reference, first-gen Epyc lacked a distinct I/O die.
As we mentioned earlier, using lots of smaller compute dies means AMD can get much higher yields, but it also means they can share silicon between Ryzen and Epyc processors.
[image: If those chiplets look familiar, that's because AMD's Epyc and Ryzen processors actually share the same compute dies.]
If those chiplets look familiar, that's because AMD's Epyc and Ryzen processors actually share the same compute dies. - Click to enlarge


Additionally, using eight or 16 core CCDs, each with 32 MB of L3 cache, gives AMD additional flexibility when it comes to scaling core count in proportion to cache and memory.
For example, if you want an Epyc with 16 cores, a common SKU for HPC workloads due to licensing limitations, the most obvious way to achieve this would be using two eight-core CCDs with 64 MB of L3 cache between the two of them. However, you could also use 16 CCDs, each with a single core active but 512 MB cache on board. Now that might sound crazy, but both of those chips really do exist.
[image: AMD's 5th-gen Epycs follow a familiar pattern with 16 compute dies surrounding a central I/O die.]
AMD's 5th-gen Epycs follow a familiar pattern with 16 compute dies surrounding a central I/O die. - Click to enlarge


The I/O die, on the other hand, is responsible for just about everything except compute, including memory, security, PCIe, CXL, and other I/O like SATA, and also serves as a backbone for communications between the chips' CCDs and other sockets.
[image: Here's a closer look at AMD Epyc Turin I/O die.]
Here's a closer look at AMD Epyc Turin I/O die. - Click to enlarge


Placing the memory controllers on the I/O die does come with some pros and cons. On the upside, this means that memory bandwidth, for the most part, scales independently of core count. The downside is potentially higher memory and cache access latencies for certain workloads. We emphasize "potentially" as this kind of thing is highly workload dependent.
Xeon's chiplet journey
Turning to Intel, the chipmaker's approach to multi-die silicon differs considerably from AMD's. While modern Xeon processors utilize a heterogeneous architecture with distinct compute and I/O dies, this wasn't always the case.
Intel's first multi-die Xeon, codenamed Sapphire Rapids, used either one monolithic, medium-core-count, die or four extreme-core-count dies, each of which had their own memory controller and I/O on board. Emerald Rapids followed a similar pattern but opted for two larger dies for the chip's higher core count SKUs.
[image: As you can see between Sapphire and Emerald Rapids Intel made the switch from four medium-sized dies to a pair of nearly retical limited ones.]
As you can see, between Sapphire and Emerald Rapids, Intel made the switch from four medium-sized dies to a pair of nearly retical limited ones. - Click to enlarge


All of this changed with Xeon 6, which saw Intel move the I/O, UPI links, and accelerators out to a pair of dies manufactured on the Intel 7 process node, which flanked either between one and three compute dies in the center built on Intel 3.
For reasons we'll get to in a bit, we're going to focus primarily on Intel's more mainstream Granite Rapids Xeon 6 processors rather than its many-cored Sierra Forest parts.
Taking a look at Intel's compute dies, we see the first major difference to AMD. Each compute tile has at least 43 cores on board, which can be fused on or off depending on the SKU. That means that Intel needs a lot fewer dies to achieve 128 cores than AMD, but it does come with the potential for lower yield rates due to its larger area.
[image: Depending on the SKU Granite Rapids uses between one and three compute dies sandwiched between a pair of I/O dies.]
Depending on the SKU, Granite Rapids uses between one and three compute dies sandwiched between a pair of I/O dies. - Click to enlarge


Along with more cores, Intel has opted to place the memory controller for these chips on the compute dies themselves, with four channels supported per die. In theory, this should make for lower access latencies, but it also means that all three dies need to be populated if you want all 12 memory channels.
For the 6900P-series parts we looked at last month, this isn't something you have to worry about as every SKU has three compute dies on board. That does, however, mean that the 72-core version is only making use of a fraction of the silicon on the package. Then again, the same could be said of that 16-core HPC-centric Epyc we discussed earlier.
Intel's 6700P-series parts, due out early next year, on the other hand, will come with either one or two compute dies depending on the desired memory bandwidth and core count, which means memory will be limited to 8 channels at the high end and potentially as few as four on configurations with a single compute die on board. We don't know a ton about the memory configuration on the HCC and LCC dies just yet, so there's a possibility Intel beefed up the memory controllers on those parts.
[image: Just like AMD's Epyc, Intel's Xeon now utilizes a heterogenous chiplet architecture with compute and I/O dies.]
Just like AMD's Epyc, Intel's Xeon now utilizes a heterogenous chiplet architecture with compute and I/O dies. - Click to enlarge


Intel's I/O dies are also quite a bit skinnier and house a combination of PCIe, CXL, and UPI links for communications with storage, peripherals, and other sockets. Alongside these, we also find a host of accelerators for direct stream (DSA), in-memory analytics (IAA), encrypt/decrypt (QAT), and load balancing.
We're told that the placement of accelerators on the I/O die was done in part to place them closer to the data as it streams in and out of the chip.


	Intel, AMD team with tech titans for x86 ISA overhaul


	AMD pumps Epyc core count to 192, clocks up to 5 GHz with Turin debut


	With Granite Rapids, Intel is back to trading blows with AMD


	AMD downplays risk of growing blast radius, licensing fees from manycore chips


Where do we go from here?
On the surface, Intel's next-generation of many-cored processors, codenamed Clearwater Forest, which are due out in the first half of next year, appear in a similar mold as Granite Rapids, with two I/O dies and a trio of compute tiles.
[image: It might look like a shrunken down Granite Rapids, but apparently that's just structural silicon hiding a even more chiplets underneath.]
It might look like a shrunken down Granite Rapids, but apparently that's just structural silicon hiding even more chiplets underneath. - Click to enlarge


However, looks can be deceiving. As we understand it, those three compute dies are actually just structural silicon hiding a number of smaller compute dies, which themselves are nestled atop an active silicon interposer.
Going off the renderings intel showed off earlier this year, Clearwater Forest could use up to 12 compute dies per package. The use of silicon interposers is by no means new and offers a number of benefits including higher chip-to-chip bandwidth and lower latencies than you'd typically see in an organic substrate. That's quite the departure from the pair of 144-core compute dies found on Intel's highest core count Sierra Forest parts.
[image: If this render Intel teased earlier this year is anything to go off of, Clearwater Forest is hiding a lot more chiplets than Granite Rapids]
If this render Intel teased earlier this year is anything to go off of, Clearwater Forest is hiding a lot more chiplets than Granite Rapids - Click to enlarge


Of course, a rendering discussing the technologies that will be used in Clearwater forest doesn't mean that's exactly what we'll get when it arrives next year.
Perhaps the bigger question is where AMD will take its chiplet architecture next. Looking at AMD's 128-core Turin processors, there's not a lot of room left on the package for more silicon, but the House of Zen still has a few options to choose from.
First, AMD could simply opt for a bigger package to make room for additional chiplets. Alternatively, the chipmaker could also pack more cores onto a smaller die. However, we suspect that AMD's sixth-gen Epycs could actually end up looking a lot more like its Instinct MI300-series accelerators.
[image: MI300A meshes 24 Zen 4 cores, six CDNA 3 GPU dies and 128GB of HBM3 memory onto a single package aimed at HPC workloads]
MI300A meshes 24 Zen 4 cores, six CDNA 3 GPU dies and 128GB of HBM3 memory onto a single package aimed at HPC workloads - Click to enlarge


As you may recall, launched alongside the MI300X GPU was an APU that swapped two of the chip's CDNA3 tiles for a trio of CCDs with 24 Zen 4 cores between them. These compute tiles are stacked atop four I/O dies and are connected to a bank of eight HBM3 modules.
Now, again, this is just speculation, but it's not hard to imagine AMD doing something similar, switching out all that memory and GPU dies for additional CCDs instead. Such a design would conceivably benefit from higher bandwidth and lower latencies for die-to-die communications too.
Whether this will actually play out, only time will tell. We don't expect AMD's 6th-gen Epycs to arrive until late 2026. (r)
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Kelly Ortberg's turnaround express heads back to the hangar    
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Thousands of unionized Boeing machinists will remain on strike after rejecting their employer's latest contract offer, dealing a swift blow to recovery plans CEO Kelly Ortberg outlined yesterday. 
Boeing shares plummeted in after-hours trading, erasing gains made when a possible deal was announced over the weekend. The new contract was rejected by 64 percent of union members the same day Boeing announced a dreadful quarter capped off by $6.1 billion in losses, which the company largely blamed on the International Association of Machinists and Aerospace Workers (IAM) work stoppage.
The strike, involving some 30,000 Boeing employees in the Seattle and Portland areas, began in mid September after 94.6 percent of the union's rank and file voted against the initial contract offering and 96 percent voted to walk off the job. 
"Workers across America know what it's like for a company to take and take - and Boeing workers are saying they are fully and strongly committed to balancing that out by winning back more of what was taken from them by the company for more than a decade," IAM District 751 president Jon Holden and IAM District W24 president Brandon Bryant said of the failed vote. 
The "take and take" Holden and Bryant refer to is likely to do with one of the biggest sticking points in the negotiations - workers' pensions. 
Boeing phased out fixed-benefit pensions in 2014 in favor of 401(k) portfolios for employees, and union members have made clear since negotiations began that they wanted those fixed benefits back, something the company hasn't budged on. 
"There is no scenario where the company reactivates a defined-benefit pension for this or any other population," Boeing chief negotiator Mike Fitzsimmons told The Seattle Times last month after a previous offer was rejected by the IAM. 
The latest contract, delivered to the union over the weekend after acting Labor Secretary Julie Su stepped in to help hammer out a deal, included a boost to 401(k) contributions by Boeing, along with a gradual 35 percent pay increase, as well as one-time, lump-sum signing bonuses and retirement contributions, but it wasn't enough. The union has been demanding a 40 percent pay rise, which Boeing has so far not met in negotiations.
"IAM District 751 and W24 members at Boeing ... are seeking to make up ground for nearly 10 years of stagnant wages and many givebacks that were part of prior negotiations," the union said.
The union noted it would send new dates for negotiations to Boeing immediately, though it's not clear whether that has been done yet, and the IAM didn't respond to request for comment. 
Taxi those recovery plans back to the hangar, chief
While shares wiggled a bit yesterday, the pending vote kept things from plummeting too drastically after Boeing reported one of the worst quarters in its history - but the vote's over, it failed, and all bets are off now. 

Boeing satellites come apart while in service, too


To add insult to injury, a communications satellite used by service provider Intelsat, and made by Boeing, disintegrated after an "anomaly" over the weekend - not an impossible incident, but headline-making given the timing. 


It's not clear what happened, but the Boeing-made IS-33e didn't get the best start in life. When it launched in 2016 the satellite experienced propulsion problems that delayed it reaching its intended orbit, and the following year additional propulsion issues cropped up that led Intelsat to reduce the craft's expected life expectancy by three and a half years. 


Those earlier issues resulted in a sizeable insurance payout for Intelsat, meaning the breakup wasn't insured. This is the second Boeing-made high-throughput satellite Intelsat has launched. The first, IS-29e, stopped working after three years due to a fuel leak. Geostationary communications satellites like the pair are usually expected to have a 15 year lifespan. 


Boeing's new CEO, Kelly Ortberg, had a lot to say on yesterday's earnings call about his plans for whipping his enterprise back into shape, including that his top priority was ending the strike. 


	Boeing again delays the 777X - the plane that's supposed to turn things around


	Hm! Boeing union just ran whistleblower rights training


	Boeing to launch quantum comms satellite testbed in 2026


	Boeing's Calamity Capsule returns to Earth without a crew


"The first and foremost on everybody's mind today, is ending the IAM strike," Ortberg said. 
"We have been feverishly working to find a solution that works for the company and meets our employees' needs," the CEO added. "I met with the union leadership the first week on the job and let them know that I was committed to resetting the relationship." 
Ortberg's motivations aside, the company hasn't managed to get that recovery plan off the ground yet, and the union's rejection of the latest cabinet secretary-negotiated deal doesn't appear to have pleased investors - shares fell immediately as soon as US markets opened this morning.
Boeing has given no indication of its next move, and declined to comment on the result of the vote. The union, on the other hand, appears ready to dig in. 
"Ten years of holding workers back unfortunately cannot be undone quickly or easily, but we will continue to negotiate in good faith until we have made gains that workers feel adequately make up for what the company took from them in the past," Holden and Bryant said. (r)
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    Nvidia CEO whines Europeans aren't buying enough GPUs

    
EU isn't keeping up with US and China investments, AI arms dealer says    
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European nations need to invest more in artificial intelligence if they want to close the gap between the US and China, Nvidia CEO Jensen Huang said during a visit to Copenhagen on Wednesday to inaugurate Denmark's shiny new Gefion supercomputer.
"The EU has to accelerate the progress in AI," he said, according to Reuters. "There's an awakening in every country realizing that the data is a national resource."
Naturally, Huang believes the vehicle for closing this gap is AI infrastructure, specifically Nvidia GPUs.
"What country can afford not to have this infrastructure," he said during a fireside chat. "Just as every country realized you need to have communications, transportation, healthcare, fundamental infrastructure, the fundamental infrastructure of any country surely must be the manufacturing of intelligence."
During the roughly 30-minute chat, Jensen extolled the potential for generative AI technologies to drive the development of new technologies, particularly in biology and drug discovery -- a key focus for Danish pharmaceutical giant Novo Nordisk, which is funding Gefion's deployment.
"The era of computer-aided drug discovery must be within this decade," Huang said in a statement.
Named after a Danish goddess, the system is based on Nvidia's nearly two-year-old DGX H100 SuperPOD architecture, and is equipped with 191 nodes containing a total of 1,528 H100 GPUs. As conventional supercomputers go, the system is among the top 20 most powerful systems in the world, at least on paper anyway. With peak FP64 performance of 102 petaFLOPS, the system should slot in between the number 14 ranked Perlmutter and Nvidia's own Selene supercomputer in 15th place on the latest Top500 ranking.
However, Gefion is billed as Denmark's "largest sovereign AI supercomputer," which means it is likely to spend a lot more time running at far lower precision. At FP8 the machine boasts roughly 6 exaFLOPS of sparse AI performance, though for training, the system is more likely to use dense 16-bit data types. At that precision the system is still quite powerful claiming 1.5 exaFLOPS of total system performance.
For Denmark, the machine, operated by the Novo Nordisk-backed Danish Center for AI Innovation, will be used to study everything from quantum computing and infectious disease, to climate change and food security.
For Nvidia, the system appears to be a sales pitch to other European nations about the value of "sovereign AI."
"Having a supercomputer on national soil provides a foundation for countries to use their own infrastructure as they build AI models and applications that reflect their unique culture and language," the GPU giant wrote in a blog post on Wednesday.


	41-million-digit prime crunched by datacenter GPUs


	Amazon makes $500M bet on itty-bitty nuclear reactors to fuel cloud empire


	Uncle Sam reportedly considers capping AI chip shipments to Middle East


	AMD targets Nvidia H200 with 256GB MI325X AI chips, zippier MI355X due in H2 2025


Huang's emphasis on Europe comes as Nvidia faces waning prospects in China amid the Middle Kingdom's ongoing trade war with the US.
Nvidia has for years been blocked from selling its most powerful GPUs to China. The outfit has gone to great lengths to subvert US export rules, including developing specialized accelerators designed to limbo under Commerce Department performance caps on multiple occasions.
However, unless those performance caps are indexed, Nvidia's competitiveness in China will eventually erode as domestic alternatives catch up. In fact, the US could enact even stiffer restrictions on the sale of accelerators to the country after it was revealed this week that Huawei had used back channels to manufacture its homegrown accelerators at TSMC in violation of sanctions. (r)
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    Top EU court overturns Intel's billion-dollar antitrust fine

    
Conditional rebates settled, but $400M matter of naked restrictions remains    
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Intel has a spot of good news for a change. The EU Court of Justice has upheld an earlier ruling that canceled a EU1.06 billion ($1.1 billion) fine against the chipmaker imposed in 2009 for anti-competitive practices.
The Court of Justice is the highest court of the European Union, and it has now dismissed an appeal by the European Commission against a ruling in 2022 by the General Court that found fault with parts of the original case and annulled the fine against Intel.
The case goes back to events decades ago, around the turn of the millennium, and concerns rebates and payments that Intel gave to its customers in the PC market as incentives for them to use its products instead of those from rivals such as AMD.
In its 2009 decision, the Commission found that the Santa Clara megacorp had engaged in two specific forms of illegal practices. These comprised wholly or partially hidden rebates to computer makers on condition that they bought all or most of their CPUs from Intel - so-called "conditional rebates."
However, it was also found to have paid PC companies to halt or delay the launch of specific products containing rival chips and to limit the sales channels available to these products - so-called "naked restrictions."
This distinction is important because the current judgment applies to the "conditional rebates," but not the "naked restrictions."
Intel launched an appeal in 2012, but this failed when the General Court upheld the Commission's decision in 2014. The chipmaker then tried again, appealing to the Court of Justice, which sent the case back to the General Court for reconsideration in 2017.
The second time around, the General Court took a closer look at the Commission's arguments, and in 2022 ruled that in the findings related to Intel's conditional rebates, the Commission had not properly applied tests for determining if these had in fact restricted competition, and overturned the fine.
It was then the Commission's turn to appeal the judgment regarding Intel's conditional rebates, but this has now been upheld by the Court of Justice.


	Ex-Intel board members make an ill-conceived case for spinning off Foundry


	It's about time Intel, AMD dropped x86 games and turned to the real threat


	Spectre flaws continue to haunt Intel and AMD as researchers find fresh attack method


	Intel hits back at China's accusations it bakes in NSA backdoors


But the 2022 General Court ruling confirmed that Intel's naked restrictions amounted to an abuse of dominant market position under EU competition rules. Because of this, the Commission imposed a new fine of EU376.36 million (about $400 million) against Chipzilla in September of last year.
It isn't clear if Intel will be able to make this separate fine go away as well.
A spokesperson for the European Commission told us: "The Commission appealed the part of the 2022 judgment of the General Court concerning Intel's conditional rebates. Therefore, today's judgment concerns only those. On the other hand, given that the part of the 2022 General Court judgment concerning the naked restrictions has not been appealed by Intel, it has become final."
The spokesperson added: "We will carefully analyze the judgment by the Court of Justice."
However, The Register understands that an appeal by Intel against the EU376.36 million fine is pending, although the company has not confirmed this.
"We are pleased with the judgment delivered by the Court of Justice of the European Union today and to finally put this part of the case behind us," an Intel spokesperson said. (r)
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    With record revenue, SK hynix brushes off suggestion of AI chip oversupply

    
How embarrassing for Samsung    
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SK hynix posted on Wednesday what it called its "highest revenue since its foundation" for Q3 2024 as it pledged to continue minuting more AI chips.
Revenue totaled W17.6 trillion ($12.7 billion), up 94 percent year-on-year. Operating profit stood at W7 trillion ($5 billion) after only last year reporting a W1.8 trillion ($1.3 billion) loss in the same quarter. Net profit was W5.8 trillion ($4.2 billion) with a margin of 33 percent.
All three values were described as "new records."
SK hynix attributed the stellar results to expanded sales of premium products like high-bandwidth memory (HBM) used in AI and enterprise solid-state drives (eSSD) for datacenters, but mainly HBM as the chip sales were up 330 percent year-on-year and made up 30 percent of all DRAM revenue.
eSSD NAND revenue share reached over 60 percent.
The company said that it would continue to focus on these high-value chips next year as well, with 12-layer HBM3E starting to replace eight-layer in Q4. It expects HBM to make up 40 percent of all DRAM revenue in Q4.
During the earnings call, CFO Kim Mohan said the company was on track to double HBM capacity this year, compared to last, even as production capacity was hitting its limits.
The promise is sure to keep Nvidia happy as it has promised investors continual ramping up of GPUs.


	Memory-maker Micron predicts new wave of server consolidation


	SK hynix begins mass production of 36 GB 12-layer HBM3E


	Samsung apologizes for bad financial performance


	Alibaba Cloud reveals billion dollar 'ecosystem upgrade'


He also brushed off the notion that so much rush to meet demand could create an oversupply.
"Unlike general DRAM, HBM has a long-term contract structure with volume and pricing negotiations already completed for 2025," argued Mohan. "We have high visibility on demand, and given the strong demand for AI chips, we believe HBM demand will be higher than currently anticipated."
As for PC and mobile products, the company admitted demand had been slow to recover compared to memory for AI servers, but predicted steady growth next year as AI memory becomes optimized for individual devices.
However, the market segment, along with new entrants in the legacy market, was creating price volatility, according to Mohan.
He made a differentiation between legacy products like DDR4 and HBM or LPDDR5, and said the company expected its blending average selling price to "continue improving due to the increasing share of high-value products like HBM."
Earlier this month, Samsung's performance was so bad that its execs formally apologized, a rare action from the chaebol.
SK hynix has yet to release its full results, which are expected October 31. Samsung's preliminary results showed it missed profit expectations. Its report listed W9.1 trillion ($6.8 billion), a number almost W1 trillion ($725 million) less than the expected W10 trillion ($7.4 billion). (r)
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    Yet another UK government seeks to reform GDPR

    
Yes, the law that needs to be harmonized with Europe for tech businesses' data to flow freely    
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The UK government has begun to introduce its latest update to data protection laws it claims will boost economic growth and public sector efficiency. The government said it expects it will keep the UK in line with the EU's GDPR.
Critics, on the other hand, have said the legislation could affect current privacy protections, allow automated decision-making that affects people's livelihoods, and potentially scrap safeguards for patient data.
Introduced in the House of Lords yesterday, the Data Use and Access Bill targets better efficiency in the National Health Service (NHS), the police force, and businesses with the new regime.
Technology minister Peter Kyle said: "Data is the DNA of modern life and quietly drives every aspect of our society and economy without us even noticing - from our NHS treatments and social interactions to our business and banking transactions.
"With laws that help us to use data securely and effectively, this Bill will help us boost the UK's economy, free up vital time for our front-line workers, and relieve people from unnecessary admin so that they can get on with their lives."
The Bill proposes a number of changes to UK GDPR, the legislation the UK retained from the EU's GDPR after Brexit. UK GDPR sits alongside an amended version of the Data Protection Act 2018, which previously enacted EU law.
The changes proposed to UK GDPR are unlikely to be sufficient to merit changes to data sharing arrangements with the EU, the UK's largest trading partner, legal experts have said.
Greg Palmer, partner at law firm Linklaters, said: "The new Data Use and Access Bill builds on a number of concepts in the reform proposals of the previous government, whilst removing some of the perceived passion for reform of data protection for its own sake.
"This will be welcomed by UK business as it avoids unnecessary divergence from the EU data protection regime and reduces the risk of the EU deciding the UK is not an 'adequate' jurisdiction for transfers of personal data."


Legislation would require IT suppliers for the health and care sector to ensure their systems meet common standards


In 2021, the EU gave the UK an "adequacy" ruling allowing data sharing between the two jurisdictions. The judgment remains under review. Earlier this week, a cross-party committee of the House of Lords said businesses and organizations such as the NHS would be hit by "significant" extra costs and red tape if the UK loses the right to exchange citizens' personal data seamlessly with the EU.


	NHS would be hit by 'significant' costs if UK loses EU data status, warn Lords


	US moves ahead with crackdown on data brokers selling to six 'countries of concern'


	Gary Marcus proposes generative AI boycott to push for regulation, tame Silicon Valley


	UK Regulatory Innovation Office vows to slash red tape - but we've heard it all before


However, privacy campaign groups argued the Bill reproduced many of what they see as the worst ideas contained in the previous Conservative government's proposed Data Protection and Digital Information Bill, which failed to pass into law before the July general election.
Open Rights Group legal and policy officer Mariano delli Santi said: "Strong data protection laws are an essential line of defense against harmful AI and automated decision-making systems which can be used to make life-changing decisions.
"The Data Use and Access Bill weakens our rights and gives companies and organizations more powers to use automated decisions. This is of particular concern in areas of policing, welfare and immigration where life-changing decisions could be made without human review."
Sam Smith, coordinator at health privacy campaign group medConfidential, said: "Giveaways to the Tory right are all still there, but there are no safeguards on patient data in the Bill - not cast-iron, not even lukewarm jelly safeguards."
The government claimed the new bill would provide a PS10 billion ($13 billion) boost to the economy, free up 1.5 million hours of police time and 140,000 staff hours for the NHS every year.
It said "vital safeguards" would remain in place to track and monitor how personal data is used.
It said the legislation would require IT suppliers for the health and care sector to ensure their systems meet common standards to enable data sharing across platforms. (r)
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    Arm to Qualcomm: See you in court? Oh yes, please

    
Doesn't quite confirm eight-week license cancellation deadline, but does strap on the gloves    
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The Arm/Qualcomm spat just got a little spicier, after the UK chip designer repeated its allegation the US SoC giant has breached its licenses.
Arm's salvo came after it yesterday reportedly warned Qualcomm it will cancel licenses to use its chip designs in eight weeks if a dispute is not resolved.
In response to that threat, Qualcomm told The Register: "This is more of the same from Arm - more unfounded threats designed to strongarm a longtime partner, interfere with our performance-leading CPUs, and increase royalty rates regardless of the broad rights under our architecture license."
Now Arm has responded, as follows:


"Following Qualcomm's repeated material breaches of Arm's license agreement, Arm is left with no choice but to take formal action requiring Qualcomm to remedy its breach or face termination of the agreement. This is necessary to protect the unparalleled ecosystem that Arm and its highly valued partners have built over more than 30 years. Arm is fully prepared for the trial in December and remains confident that the Court will find in Arm's favor."


That's not quite confirmation of the reported eight-week deadline. But it is confirmation that Arm believes it has a case against Qualcomm.


	RISC-V reaches milestone with RVA23 profile ratification


	Qualcomm unveils Snapdragon 8 Elite with custom cores for Android phones


	Tencent Cloud launches CentOS variant tuned for Chinese silicon


	Huawei makes divorce from Android official with HarmonyOS NEXT launch


The matter centers on the Oryon cores Qualcomm acquired along with an outfit called Nuvia. Oryon tech is at the heart of Qualcomm's chips for PCs and next-gen smartphones.
But Arm alleges the licenses it agreed to with Nuvia aren't usable by Qualcomm. Given that Nuvia was all about building custom cores on Arm foundations, the upcoming trial in December could set precedents for how chip design IP can be used.
At stake is Qualcomm's ability to differentiate its products, and Arm's business model of licensing its IP.
The stakes are higher than ever, given that the backers of the RISC-V ISA yesterday took steps to improve standardization, and reduce fragmentation, in that ecosystem.
So while these dueling PR announcements seem kind of dry, December's court battle could shape tech for years to come. (r)
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    Bitwarden's FOSS halo slips as new SDK requirement locks down freedoms

    
Arguments continue but change suggests it's not Free Software anymore    


    
        By 
Liam Proven        
    

    
        Posted in Applications,
        
            24th October 2024 11:36 GMT
        
    


    
The Bitwarden online credentials storage service is changing its build requirements - which some commentators feel mean it's no longer FOSS.
The question has been highlighted by a new issue on the project's GitHub page, with the strong title "Desktop version 2024.10.0 is no longer free software."
This is because of a new build requirement, added in a pull request a couple of weeks ago titled "Introduce SDK client." This SDK (software development kit) is required to compile the software from source - either the Bitwarden server or any of its client applications. The problem is that although the SDK is available, it is under a license that means it's not free software. The license says:


3.3 You may not use this SDK to develop applications for use with software other than Bitwarden (including non-compatible implementations of Bitwarden) or to develop another SDK.


Restricting what users can do with the software violates the first of GNU's four essential freedoms. In other words, although you can get the source code, the restrictions on what you can do with it mean that it's not truly open source anymore.
Although the license is different, the comparisons with other not-so-open-sourcey-anymore companies and products, from Hashicorp to Redis, are irresistible.
The issue hasn't attracted much discussion on GitHub itself because Kyle Spearrin, the company's chief technical officer, responded that the FOSS Bitwarden tools and the SDK were not the same thing:



	the SDK and the client are two separate programs


	code for each program is in separate repositories


	the fact that the two programs communicate using standard protocols does not mean they are one program for purposes of GPLv3




He then closed and locked the discussion. However, this claim appears contractually doubtful as it may fall under the GPL's provisions regarding the aggregation of software.
There are other BitWarden-compatible tools out there, such as the Rust-based replacement server Vaultwarden. However, since that first appeared, lead developer Daniel Garcia was hired by BitWarden. As such, its existence as an independent alternative is dubious.


	Google apologizes for breaking password manager for millions of Windows users with iffy Chrome update


	For password protection, dump LastPass for open source Bitwarden


	Intruders get their hands on user data in LastPass incident


	1Password's Insights tool to help admins monitor users' security practices


There were signs long in advance. Back in September 2022, Abdullah Atta, lead developer of Notesnook, a similar secure and encrypted online storage tool, blogged that "It's time to leave Bitwarden." His reasoning was that Bitwarden had just obtained $100 million of venture capital financing. He predicted that the company would move away from FOSS in the direction of raising revenue, and it looks like he was right.
Bad news for our own SJVN, who just a few months later wrote that it was time to dump LastPass for open source Bitwarden - although he did say "Bitwarden is a kinda sorta open source program." It looks rather like it's a little less so now, as noted by some amusingly snarky comments on the Fediverse.
There are many other alternatives out there, from Buttercup to KeePassXC. Many will require you to synchronize your own password database between computers, either on your own, or using other cloud services. Or you could use a FOSS tool such as SyncThing. Note, however, that SyncThing just discontinued its official Android client - but independent ones remain available. (r)
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    Ransomware's ripple effect felt across ERs as patient care suffers

    
389 US healthcare orgs infected this year alone    
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Ransomware infected 389 US healthcare organizations this fiscal year, putting patients' lives at risk and costing facilities up to $900,000 a day in downtime alone, according to Microsoft.
In a report published Tuesday, Redmond recounts the surging costs - both in terms of patient care and dollars, with the average admitted payment now up to $4.4 million - to hospitals hit by a ransomware attack as well as those nearby.
Keep in mind, these monetary figures are averages. UnitedHealth spent $776 million to date on network restoration and $1.4 billion on increased medical care expenditures as a result of the Change Healthcare ransomware attack in February.
Previously, the company's CEO admitted to paying the criminals' $22 million ransom demand.
The Microsoft paper, which cites both internal and third-party research, points to highly time-sensitive stroke treatment as an example. Stroke code activation at hospitals close to one suffering from a ransomware infection jumped from 59 to 103, while confirmed strokes skyrocketed 113.6 percent, from 22 to 47 cases, according to a 2023 study.
It also found reported cardiac arrests at a nearby hospital dealing with an infected hospital's overflow of patients increased 81 percent, from 21 cases to 38.
Meanwhile, survival rates for out-of-hospital cardiac arrests with favorable neurological outcomes plummeted, from 40 percent pre-ransomware infection to 4.5 percent during the incident.


	Would banning ransomware insurance stop the scourge?


	UnitedHealth CEO: 'Decision to pay ransom was mine'


	Ransomware attacks hospitalizing security pros, as one admits suicidal feelings


	Schools bombarded by nation-state attacks, ransomware gangs, and everyone in between


These network intrusions also divert ambulances that are transporting people to hospitals and emergency clinics. Microsoft cites a 35.2 percent increase in emergency medical services (EMS) arrivals at other hospitals when one nearby is experiencing an attack.
Meet the scumbags attacking hospitals
While healthcare attacks are usually perpetrated by "highly organized and specialized threat actor groups," according to Microsoft, ransomware-as-a-service has significantly lowered the barrier to entry for would-be extortionists. This, coupled with Russia providing a safe harbor for ransomware gangs, has led to a 300 percent increase in attacks.
Still, Iranian groups have been the most active in terms of attempted attacks against healthcare orgs this year, according to Microsoft's threat intelligence data.
This echoes an August warning from the US government about Iran's Pioneer Kitten hacking into American networks, including hospitals, to steal sensitive data and then "collaborate with ransomware affiliate actors to deploy ransomware."
In addition to the Russians and Iranians, Chinese crews are also getting in on the healthcare ransomware game and using it as a cover for their government-backed espionage activity, Microsoft suggests. (r)
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    Here's a NIS2 compliance checklist since no one cares about deadlines anymore

    
Only two EU members have completed the transposition into domestic law    
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The European Union's NIS2 Directive came into force on January 16, 2023, and member states had until October 17, 2024, to transpose it into national law. Yet many organizations still don't meet the required standards two years after it was approved.
According to survey from backup shop Veeam carried out shortly before the deadline, as many as two-thirds (66 percent) of organizations were going to miss the October 17 cutoff, despite nine in ten admitting that they faced incidents that NIS2-mandated controls would have prevented.
Additionally, only two of the 27 EU member states - Croatia and Italy - have fully transposed the directive into domestic law. Estonia and Portugal haven't started the process, while the others are at varying stages, according to the DNS Research Foundation's tracker.
The panic, or lack thereof, around meeting the deadline is largely due to competing priorities at relevant organizations, and disregard for the punishments that come with non-compliance, the Veeam survey showed.
It's a confusing stance given that the punishments associated with NIS2 failings include substantial fines and personal liability for individuals in management and decision-making positions.
Overview
NIS2 builds on the work of NIS1, the first EU-wide cybersecurity legislation introduced in 2018, which aimed to implement a common set of security standards across all member states.
The new regulations expand the scope, meaning more organizations must fall in line with the rules. Generally speaking, if your organization provides critical services or falls under the sectors in NIS2's extended scope, has more than 50 employees, or an annual turnover exceeding EU10 million ($10.8 million), it's likely that NIS2 applies to you.
Critical infrastructure operators were bound by NIS1 and by extension NIS2 too. Organizations in the digital services sector, space companies, postal services, network operators, chemical producers/distributors, some manufacturers, and more are all now bound by NIS2. In-scope organizations are categorized as "essential entities" and "important entities" - all are deemed critical sectors, but some more than others. The classification determines the specific requirements organizations must meet.
It's important for each organization to determine whether it's required to comply with NIS2, not just because of the potential punishments on the table, but also because the regulations demand different things from different sectors. Although NIS2 aims to raise security standards across many industries to a common level, the compliance requirements are not the same across the board.
What's new?
Aside from bringing more organizations into scope, there are four main pillars to the new regs, introducing more robust requirements in key areas: Risk management; corporate responsibility; mandatory incident reporting; and business continuity.
Managers of in-scope organizations must have a full understanding of the directive and oversee compliance with it, and are responsible for identifying and addressing cyber risks.
Mandatory reporting of security incidents to a database managed by ENISA, the EU's cybersecurity agency, must be completed within 24 hours of detection. It's a positive step toward building a greater understanding of attack campaigns that can help inform defenders working on mitigation strategies.
Also tied into this is the establishment of EU-CyCLONe - the European Cyber Crisis Liaison Organisation Network. It's a new body comprised of experts from member states that's tasked with supporting the bloc in the event of a wide-scale incident.
There's also heavy emphasis on risk management. In-scope orgs must ensure adequate steps are taken to minimize threats to network and supply chain security, improve access control (use MFA), adopt encryption for comms, and ensure an incident management plan is readily available in case of a serious attack.
Organizations must also ensure adequate steps are taken to ensure they can continue to operate in the event of a disruptive cyberattack.
Checklist for compliance
Given the different requirements for the various in-scope organizations, it's impossible to create a checklist that's both comprehensive and applies to every organization. That said, below you'll find the fundamental starting blocks.

	

Determine whether your organization is in NIS2's scope




	
Understand the requirements and determine the current level of compliance




	
Secure the necessary budget for required changes




	
Determine what other member state laws and EU cybersecurity laws apply to your organization




	
Carry out cyber risk assessments to understand exposure to vulnerabilities and other threats




	
Assess third-party cyber risks, establishing appropriate risk management procedures 




	
Develop comprehensive plans for incident response, business continuity, and cybersecurity generally




	
Implement any required security measures, like MFA




	
Ensure the workforce receives up-to-date cybersecurity training




Punishments and barriers to non-compliance
Remember how in-scope organizations are split into "essential" and "important" entities? Well, not only do the requirements differ but the fines for non-compliance do too.


	Cloud threats have execs the most freaked out because they're not prepared


	Revamped UK cybersecurity bill couldn't come soon enough, but details are patchy


	US and EU infosec authorities pen intel-sharing pact


	Europe moves closer to stricter cybersecurity standards, reporting regs


The most critical organizations found to be violating NIS2 face at least EU10 million ($10.8 million) in fines or a sum equivalent to 2 percent of their global annual turnover.
"Important" entities, on the other hand, are let off with slightly more lenient but still significant fines of at least EU7 million ($7.5 million) or 1.4 percent of their global annual turnover.
As NIS2 tasks leadership teams with ensuring NIS2 compliance, failures to comply can also lead to legal ramifications for individual business leaders deemed to have fallen short of expectations.
Policy experts at Big Four auditor EY have predicted that Ireland's domestic transposition of NIS2 will include provisions for possible imprisonment, for example.
As for how strictly these punishments will be meted out, that remains to be seen. Eye-watering fines have been issued since the introduction of GDPR but they're not nearly as common as many thought they might be before it came into force in 2018.
For survey respondents to report being unfazed by the potential punishments, which include huge fines and possible prison time, is puzzling, especially given the fines that have already been handed out, demonstrating the consequences of non-compliance.
Others came to similar conclusions about the rate of non-compliance by the deadline last week. Jesper Olsen, chief security officer for Northern Europe at Palo Alto Networks, said in-scope organizations haven't received the support from domestic authorities they need to fall in line with the new rules and clearer education materials are needed.
"A lack of guidance from authorities, from the approval of the NIS2 Directive two years ago to this week's deadline, has left many organizations in a state of limbo," he said last week. "With the deadline for enforcement approaching, businesses have been left confused about their responsibilities.
"Organizations directly subjected to the requirements are currently unaware of next steps, causing a huge gap in readiness. With limited support, many organizations also question the authorities' readiness to assist with compliance, further diminishing urgency.
"Businesses want to understand what the regulation means for their business, how to comply, and what technologies are required to implement these measures."
Whatever the reason for missing the deadline, compliance is a must. With the ever-rising threat of cybercrime to the global economy and the safety of critical services, the NIS2 Directive is warmly welcomed by the wider industry, even as employers struggled to meet the deadline.
"NIS2 provides a crucial framework to assess current security postures and implement changes that significantly bolster data resilience," said Edwin Weijdema, EMEA Field CTO, Veeam. 
"While compliance alone doesn't guarantee complete security, it necessitates proactive measures against vulnerabilities. With threats escalating globally, business leaders must act now to secure their operations. Those who fail to do so will face significant consequences, both personally and professionally." (r)
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    Vivaldi gives its browser a buffing, adds a dashboard

    
Everybody needs more widgets in their life, right?    
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Vivaldi has updated its eponymous browser - it now has a refreshed user interface and a dashboard packed with widgets.
While the browser engine remains based on Chromium (as are most desktop browsers), the customizable interface around it has long been a hallmark of Vivaldi, alongside the company's obsession with user privacy.
However, the interface, despite the customization possibilities (and there are a lot of those), has been starting to look distinctly long in the tooth, and so a revamp is long overdue.
The most visual change is around browser tab handling, with tabs now appearing as floating lozenges rather than squared-off elements of earlier versions. Vivaldi says, "Tabs now float, creating a clean, spacious look that feels intuitive and modern."
[image: Vivaldi 7 with Dashboard (pic: Vivaldi)]
Vivaldi 7 with dashboard (click to enlarge) Pic: Vivaldi


Also updated are the icons, which have a more modern appearance. There's nothing revolutionary here; it's all just easier on the eye.
Alongside the user interface polishing is a customizable control center that Vivaldi has called the "Dashboard," accessible via an option on the Start Page navigation bar. While being able to festoon a browser's start page with various elements is not new, Vivaldi's Dashboard takes things further, allowing users to manage their Mail, Calendar, Notes, and Tasks in the same browser window.
Furthermore, pretty much any website can also be used as a widget on the Dashboard, "turning it into a true command center," according to Vivaldi.
A true command center it might be, but it is also distinctly reminiscent of the glory days of Windows Phone or Apple's Control Center. Widgets can also be added to the Android home screen. It also carries a distinct whiff of one of the first Windows 11 features this writer tends to turn off - the Widgets board, into which Calendar and Email widgets can be dropped.
The Register asked Vivaldi what differentiated its take on the dashboard and widget concept, and a spokesperson said: "Our Dashboard is quite different. Firstly it's fully customizable and it offers easy access to all our built-in tools like mail, and feed-reader.
"Secondly, with web widgets, users can basically add/create their own widgets (depending on their technical capabilities).


	Vivaldi composes Split View sonata for browser on iPadOS


	Apple's pleas ineffective: iPadOS on EU's gatekeeper list


	Oh look, cracking down on Big Tech works. Brave, Firefox, Vivaldi surge on iOS


	EU-turn! Now Apple says it won't banish Home Screen web apps in Europe


"We see Dashboard as something that will add great value to the user, and plan to expand the amount of available widgets rapidly with future releases."
Other updates in the release include separate feeds in the Feed Reader, the ability to jump to the latest mail, and real-time synchronization of tabs, bookmarks, and settings across desktop devices.
Vivaldi CEO Jon von Tetzchner said, "This is more than just a browser update. This is a new Vivaldi and a leap forward for users who demand more control and power in their browser."
He might be overegging the pudding somewhat. However, the refreshed interface is appealing, although we're a little dubious about the Dashboard, particularly since, from a user's perspective, similar functionality is present elsewhere, if not as wildly flexible as Vivaldi's take.
Ultimately, the updates are unlikely to lure many users away from other platforms, but for those already there or who make the move, things now look much more modern. (r)
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    On-prem SaaS? ServiceNow will do it if you ask nicely, and really need it

    
Turns out its application can work with databases other than its own    
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The sales pitch for software-as-a-service is that you get powerful applications without having to worry about their underlying infrastructure. But SaaSy workflow vendor ServiceNow will, quietly, let you run its wares on-prem.
The Register learned this when we caught up with senior veep for product engineering Robert Krohn last week at the company's World Forum in Melbourne, Australia, and suggested he'd been busy rebuilding software to run on the Postgres database that now backs its SaaS. Krohn remarked that he hadn't been busy doing that, because ServiceNow's apps can comfortably work with other databases - and that's what makes it possible to run on-prem.
The company has since confirmed to The Register that on-prem operation is possible.
We're told it's an option for those whose data is classified at the level of Secret or higher, users who need to operate "in a physical environment that needs to be disconnected," or can be deployed in cases where "a customer requires a solution to be air-gapped."
We were also told the hardware required to run on-prem is "relatively simple and depends on the transactional and availability demands of the customer's proposed environment." ServiceNow offers calculators that help to determine the appropriate infrastructure for customers' needs.
A ServiceNow consultant recently posted a guide to running the company's wares on-prem, suggesting you'll need a pair of servers - one each for the database and application - packed with at least 16 GB of memory. A load balancer is also necessary.


	ServiceNow root certificate blunder leaves users high and dry


	ServiceNow president leaves after policy breach related to public sector boss hire


	Private equity offer for MariaDB gets thumbsup from shareholders


	IBM acquires Indian SaaS startup Prescinto to shine a light on renewable energy assets


RHEL or CentOS are the preferred OSes, and MySQL is the top database option, but Oracle or SQL Server can do the job. A Java runtime environment and web server (probably Apache Tomcat) are also required.
ServiceNow doesn't trumpet its on-prem offering because it would rather you focus on its AI. Sumeet Mathur, senior veep and managing director of the company's India Technology & Business Centre, told us ServiceNow's developers use its own coding assistant and currently accept 48 percent of code suggested by the bot. That acceptance rate, he said, means ServiceNow can develop more features faster. He thinks it also means more non-developers will code custom apps for the platform, and cited a staffer who wrote one to ease distribution of physical mail at a 5,000-person ServiceNow office in India as an example of what's possible.
That office, he added, isn't fully occupied. ServiceNow workers are allowed to pick "personas" that determine how much time they're expected to spend in its offices. Attendance is not compulsory, but attendance expectations are communicated - especially around times when teams are busy finishing a coding sprint, or planning future releases.
We also chatted with chief innovation officer Dave Wright, who shed a little more light on why ServiceNow needed to build its own database. He said ServiceNow itself used some billion-row tables, and customers operated at similar scales. Building to meet those demands saw the company acquire a databases-at-scale outfit called Swarm64 in 2021 and spend the next few years making its wares ready to power ServiceNow's SaaS.
But not necessarily its rare on-prem offering. (r)
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    Voice-enabled AI agents can automate everything, even your phone scams

    
All for the low, low price of a mere dollar    
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Scammers, rejoice. OpenAI's real-time voice API can be used to build AI agents capable of conducting successful phone call scams for less than a dollar.
There have been concerns that letting AI models interact with convincing, simulated voices might lead to abuse. OpenAI in June delayed its advanced Voice Mode in ChatGPT, which supports real-time conversation between human and model, over safety concerns. This was after OpenAI demonstrated a voice that sounded like celebrity Scarlett Johansson, only to withdraw it after an outcry that the mimicry was done without her consent.
The Realtime API, released earlier this month, provides a more or less equivalent capability to third-party developers. It allows developers to pass text or audio to OpenAI's GPT-4o[?] model and have it respond with text, audio, or both.
Whatever safety work has been done appears to be insufficient to prevent misuse.
Researchers at the University of Illinois Urbana-Champaign (UIUC) set out to test whether the Realtime API can be used to automate phone scams.
Phone scams, explains Daniel Kang, assistant professor in the computer science department at UIUC, target as many as 17.6 million Americans annually at a cost of around $40 billion. They involve a scammer calling a victim and impersonating a company employee or government official to convince the target to reveal sensitive personal information, like bank account details or social security numbers.
Voice-enabled AI models allow this process to be automated.
"Our findings show that these agents can indeed autonomously execute the actions necessary for various phone-based scams," said Kang.
What's more, the cost of doing so is rather low. According to the accompanying research paper co-authored by Richard Fang, Dylan Bowman, and Daniel Kang, the average cost of a successful scam is about $0.75.
The UIUC computer scientists created AI agents capable of carrying out phone-based scams.
"Importantly, our agent design is not complicated," Kang explained. "We implemented it in just 1,051 lines of code, with most of the code dedicated to handling real-time voice API. This simplicity aligns with prior work showing the ease of creating dual-use AI agents for tasks like cybersecurity attacks."


	AI firms and civil society groups plead for passage of federal AI law ASAP


	Fake reviewers face the wrath of Khan


	Major publishers sue Perplexity AI for scraping without paying


	Lab-grown human brain cells drive virtual butterfly in simulation


The scamming agents consisted of OpenAI's GPT-4o model, a browser automation tool called Playwright, associated code, and fraud instructions for the model. They utilized browser action functions based on Playwright like get_html, navigate, click_element, fill_element, and evaluate_javascript, to interact with websites in conjunction with a standard jailbreaking prompt template to bypass GPT-4o safety controls.
Here's an example of an AI agent carrying out a Bank of America scam:

  Youtube Video

This fund transfer scam required the AI agent to carry out 26 separate steps.
Various scams were tested, including bank account/crypto transfer, where the scammer hijacks a victim's bank account/crypto account and transfers funds out; gift code exfiltration, where the scammer convinces a victim to send a gift card; and credential theft, where the scammer exfiltrates user credentials.
The success rate and cost varied. Stealing Gmail credentials had a 60 percent success rate, required five actions, took 122 seconds, and cost $0.28 in API fees. Bank account transfers had a 20 percent success rate, required 26 actions, took 183 seconds, and cost $2.51 in fees.
The average overall success rate reported was 36 percent and the average cost was $0.75. According to Kang, the failures tended to be due to AI transcription errors, though the complexity of bank site navigation also caused some problems.
Asked via email about mitigation strategies, Kang said the issue is complicated.
"Concretely, if we think of an analogy like cybersecurity, there is a whole ecosystem of techniques to reduce spam," he said. "This is at the ISP level, the email provider level, and many others. Voice scams already cause billions in damage and we need comprehensive solutions to reduce the impact of such scams. This includes at the phone provider level (e.g., authenticated phone calls), the AI provider level (e.g., OpenAI), and at the policy/regulatory level."
OpenAI responded to a request for comment by pointing to its terms of service. The Register understands that OpenAI's detection systems alerted the company about the UICU researchers' scam experiment.
Meanwhile, the biz insists it takes AI safety seriously.
"The Realtime API uses multiple layers of safety protections to mitigate the risk of API abuse, including automated monitoring and human review of flagged model inputs and outputs," the company said in its API announcement.
"It is against our usage policies[?] to repurpose or distribute output from our services to spam, mislead, or otherwise harm others - and we actively monitor for potential abuse. Our policies also require developers to make it clear to their users that they are interacting with AI, unless it's obvious from the context." (r)
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    IBM's mainframe bubble bursts and growth stalls

    
Red Hat still glowing, but Big Blue's been bruised by investors    
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In its last few quarterly results announcements, IBM has trumpeted unexpectedly strong growth in its mainframe business, and that's helped the technology titan to just-about deliver promised mid-single-digit revenue growth in constant currency. But in its Q3 results announcement on Wednesday, Big Blue revealed mainframe revenue fell 19 percent - and that overall growth came in at just one percent or two percent in constant currency.
IBM's mainframe business is cyclical: buyers spend up big when new machines debut. The current generation of z16 generation mainframes launched in 2022, meaning this cycle is winding down. CEO Arvind Krishna was therefore able to brush off the revenue slump, tell investors z16 did better than its predecessors, and that better times lie ahead when z17 debuts.
But whole-of-business revenue growth of just one percent - to $14.97 billion for the quarter with a net loss of $330 million - was harder to explain, especially as revenue fell around $100 million short of forecasts. The CEO mentioned "economic uncertainty, which stems from several temporary factors including geopolitical issues, upcoming elections, and the changing landscape of interest rates and inflation levels" as reasons customers weren't spending in Q3.


	IBM: Insurance industry bosses keen on AI. Customers, not so much


	IBM acquires Indian SaaS startup Prescinto to shine a light on renewable energy assets


	Kyndryl follows in IBM's footsteps with rolling layoffs likely affecting thousands


	IBM and Oracle to support 280,000 users after winning mega ERP govt tech contract


Software was one bright spot, delivering 9.7 percent growth to deliver $6.5 billion of revenue and improved margins. Red Hat's portfolio grew even faster, at 14 percent year-over-year.
Krishna noted that this quarter marks five years since IBM announced its intention to buy Red Hat, and since then the open source shop "has grown to approximately $6.5 billion, doubling in size and delivering a mid-teens CAGR. OpenShift scaled from about $100 million in ARR to $1.3 billion, expanding more than 10x."
He hinted at a similar outcome for IBM's generative AI portfolio - which he said has $3 billion of revenue on its books - and for recent acquisitions Apptio and Hashi.
Krishna also talked up Big Blue's Granite models - touting them as able to be "trained in weeks instead of months and ... easier to fine tune for specific tasks." IBM is betting orgs will see smaller models as delivering better results, faster, at lower cost.
IBM's consulting business delivered flat revenue, but 11 percent profit improvement, which Krishna attributed in part to "yield from our productivity actions." IBM-speak for firing people is "resource actions."
Krishna wrapped his remarks by pointing out that revenue has grown by three percent in the first nine months of its financial year. "We have made solid progress in transitioning our portfolio to a higher growth, higher margin business that is well positioned as we head into next year," he said. Q4 growth was predicted to come in at similar levels, but the CEO predicted profit will rise by around a point.
Some of that will come from those mysterious "productivity initiatives" which IBM now feels will save it $3.5 billion this year - up from its previous forecast of $3 billion.
Investors weren't impressed. IBM scrip took a dive from $233 to $216 after its results were announced, before rebounding to around $225. (r)
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    China's top messaging app WeChat banned from Hong Kong government computers

    
Google and WhatsApp also binned, which is far easier to explain than canning a local hero    
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Hong Kong's government has updated infosec guidelines to restrict the use of Chinese messaging app WeChat, alongside Meta and Google products like WhatsApp and Google Drive, on computers it operates.
On Tuesday, secretary for Innovation, Technology and Industry Sun Dong discussed the matter [VIDEO] during an appearance on public broadcasting service Radio Television Hong Kong (RTHK).
Yesterday, Hong Kong's Digital Policy Office posted news of the rule change.
"Although various government departments have deployed multiple cyber security defense measures, the use of end-to-end encryption technology in services such as personal webmail, public cloud storage and instant messaging may circumvent such measures and make it impossible for system administrators to effectively detect potentially malicious links or attachments transmitted by the relevant services," it explained.
The Policy Office added that since the government doesn't control these platforms, tracing transmitted information is challenging. Their technical features hinder efforts to detect and respond to malicious activities, increasing the risk of information leaks.
Local media reported that minister Sun said inspiration for the regulations came from similar actions taken by the US and mainland China, plus serious data security incidents over the last year.
The restrictions go into effect at the end of October. Exceptions to the ban are available in some instances, with approval from department heads.


	EU tries to pin down China on definition of 'important data'


	China makes it even harder for data to leave its shores


	Google gives in to Hong Kong, blocks fake national anthem on YouTube


	Hong Kong becomes major hub for shipping banned tech to Iran, Russia


Hong Kong is technically a part of China - even if under a "one country, two systems" framework. The Middle Kingdom usually differentiates between products made in the West and homegrown ones like Tencent's WeChat. It views the latter as more secure, partly because of a requirement to store data domestically.
Beijing likes to nourish homegrown tech while keeping its developers under its thumb. But this time, China - or at least its Special Administrative Region - sees Tencent's service as a security threat.
Hong Kong's legislature is projected to table a new cyber security law by the end of the year, which is expected to cover critical infrastructure computer systems. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2024/10/24/hong_kong_wechat_ban/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2024/10/24/anthropic_claude_model_can_use_computers/
    

    Anthropic's latest Claude model can interact with computers - what could go wrong?

    
For starters, it could launch a prompt injection attack on itself...    


    
        By 
Thomas Claburn        
    

    
        Posted in AI + ML,
        
            24th October 2024 04:30 GMT
        
    


    
The latest version of AI startup Anthropic's Claude 3.5 Sonnet model can use computers - and the developer makes it sound like that's a good thing.
"Why is this new capability important?" the AI biz wonders aloud in its celebratory blog post. Then it answers its own question: "A vast amount of modern work happens via computers. Enabling AIs to interact directly with computer software in the same way people do will unlock a huge range of applications that simply aren't possible for the current generation of AI assistants."
The current generation of AI assistants has of course been shown to be quite capable of engaging with computers - given multimodal input and output capabilities, appropriate middleware like browser automation tools Puppeteer or Playwright, and a language model integration framework like LangChain.
Only a week ago, Django co-creator, open source developer, and AI influencer Simon Willison published a report about how well Google AI Studio does at screen scraping. He found that AI Studio could ingest a screen capture video of his email inbox to extract numeric values within mail messages and return the results in a spreadsheet.
So multimodal models can read computer screens quite effectively. Anthropic has empowered its Claude model to interact with computers more directly.
The latest iteration of Claude 3.5 Sonnet expands response options by allowing the model to "reason" about the state of the computer, and to take actions like invoking applications or services.
Anthropic is offering a public beta test of what it calls computer use tools - essentially functions that allow models to interact with a computer's keyboard, to type, to move the mouse pointer, to click, to take screenshots, and so on. There's also a file system editor tool for viewing, creating, and editing files. And there's a tool that allows the model to run bash commands, among others.


	Sorry, but the ROI on enterprise AI is abysmal


	Linus Torvalds affirms expulsion of Russian maintainers


	Warning! FortiManager critical vulnerability under active attack


	Gary Marcus proposes generative AI boycott to push for regulation, tame Silicon Valley


Anthropic acknowledges that this complicates AI safety. "Please be aware that computer use poses unique risks that are distinct from standard API features or chat interfaces," its documentation cautions. "These risks are heightened when using computer use to interact with the internet."
The warning continues - and it gets even better. "In some circumstances, Claude will follow commands found in content even if it conflicts with the user's instructions," the note explains. "For example, instructions on webpages or contained in images may override instructions or cause Claude to make mistakes. We suggest taking precautions to isolate Claude from sensitive data and actions to avoid risks related to prompt injection."
In short: Claude may decide to follow found instructions which, if placed deliberately, would qualify as a prompt injection attack.
As well as prompt injection from malicious images, the warning lists a litany of other potential concerns - like latency, computer vision accuracy, tool selection accuracy and errors, scrolling accuracy, and unreliable spreadsheet interaction, to name a few.
Rachel Tobac, CEO of SocialProof Security, observed: "Breaking out into a sweat thinking about how cyber criminals could use this tool. This easily automates the task of getting a machine to go to a website and download malware or provide secrets, which could scale attacks (more machines hacked in a shorter period of time)."
Anthropic recommends that developers experimenting with Claude's computer use API "take the relevant precautions to minimize these kinds of risks." (r)
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    Musk claims Cybertruck has become profitable at last

    
Third quarter results recharge Tesla's stock price    
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Tesla stock is on the up after America's most valuable automaker reported its third quarter results - including the news that the beleaguered Cybertruck "achieved a positive gross margin for the first time."
Here's the results rundown [PDF]:

	Revenue - $25.18 billion, slightly below analysts' expectations but still up 8 percent year-on-year.


	Net income - $2.17 billion, up 17 percent on 12 months ago.


	Earnings per share - $0.62, also up 17 percent.


	Deliveries - 469,796 vehicles, up 3 percent. Of those, 443,668 were Model 3 or Y motors.


"Our company is currently between two major growth waves: the first one began with the global expansion of the Model 3/Y platform and we believe the next one will be initiated by advances in autonomy and introduction of new products, including those built on our next generation vehicle platform," Tesla told [PDF] investors.
"Despite ongoing macroeconomic conditions, we expect to achieve slight growth in vehicle deliveries in 2024. Energy storage deployments are expected to more than double year-over-year in 2024."


	The billionaire behind Trump's 'unhackable' phone is on a mission to fight Tesla's FSD


	Musk's $1M election lottery raises serious legal concerns, says Pennsylvania governor


	Tesla FSD faces yet another probe after fatal low-visibility crash


The fact that Tesla is worth more than traditional American car companies - at least according to the stock market - is one of those baffling questions. It's facing increasing competition from EV rivals foreign and domestic, and has endured numerous recalls and negative press for the vaunted Cybertruck. After the rather embarrassing fake demo of human robots last week the automaker's stock price took a hit - but it's all good now, apparently.
"The stock dropped 6.5 percent after the launch, longtime Tesla critic Dan O'Dowd told The Register. "But you know, once they were worth more than all the automakers put together, even though they only have about two percent world market share."
[image: tesla]
The Middle Kingdom rises - Click to enlarge


His Muskiness also touted the effectiveness of his solar power empire. Based on the figures, he'll need it. (r)
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    Perfctl malware strikes again as crypto-crooks target Docker Remote API servers

    
Attacks on unprotected servers reach 'critical level'    
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An unknown attacker is abusing exposed Docker Remote API servers to deploy perfctl cryptomining malware on victims' systems, according to Trend Micro researchers.
Sunil Bharti, a senior threat researcher at Trend Micro, told The Register that his team's honeypots trapped two such attempts after would-be crooks deployed perfctl. This is the same malware that, earlier this month, Aqua security researchers warned had likely targeted millions with a victim count in the thousands, and declared that "any Linux server could be at risk."
So best shore up Docker Remote API servers now as Trend warns that exploiting these unprotected servers has "reached a critical level where the attention of an organization and its security professionals is seriously required."
Earlier this year, the security shop spotted a similar cryptojacking attack campaign that also abused exposed Docker Remote API servers and has been active since the start of 2024.
In the newer attack, the criminals also gained initial access via these internet-connected servers and then created a container from the ubuntu:mantic-20240405 base image. It uses specific settings to operate in privileged mode and pid mode: host to ensure the container shares the Process ID (PID) namespace of the host system.
"This means the processes running inside the container will share the same PID namespace as the processes on the host," researchers Sunil Bharti and Ranga Duraisamy wrote.
"As a result, the container's processes will be able to see and interact with all the processes running on the host system in the same way as all running processes, as if they were running directly on the host."


	'Critical' CUPS vulnerability chain easy to use for massive DDoS attacks


	Patch now: Critical Nvidia bug allows container escape, complete host takeover


	Biz hired, and fired, a fake North Korean IT worker - then the ransom demands began


	China's Spamouflage cranks up trolling of US Senator Rubio as election day looms


The miscreants then execute a two-part payload using a Docker Exec API. The first part uses the nsenter command to escape the container. This command runs as root and allows the attacker to execute programs in different namespaces - such as the target's mount, UTS, IPC, network, and PID - and this gives it "similar capabilities as if it were running in the host system."
The second part of the payload contains a Base64-encoded shell script that checks for and prevents duplicate processes and creates a bash script. Once that is installed, it creates a custom  __curl function that can be used when curl or wget is not present in the system, self-terminates if the architecture is not x86-64, checks for and confirms the presence of a malicious process, and looks for active TCP connections using ports 44870 or 63582. If it determines the malware isn't running, it downloads the malicious binary disguised as a PHP extension to avoid detection.
The malware also uses a fallback function to achieve persistence, then deploys a final Base64 payload that includes a process-killing command, takes additional steps to bypass detection, and establishes a persistent backdoor - giving the attacker long-term access to compromised machines.
To avoid becoming perfctl's next victim, the team at Trend recommends implementing strong access controls and authentication, and monitoring Docker Remote API servers for any unusual behavior.
It goes without saying to patch regularly, perform regular security audits, and follow container security best practices - such as not using the "Privileged" mode if at all possible, and reviewing container images and configurations prior to deployment. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2024/10/24/perfctl_malware_strikes_again/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2024/10/24/faa_approves_flying_taxis/
    

    Flying taxis cleared for takeoff under new US aviation rules

    
'Powered-lift' becomes first new category of aircraft in nearly 80 years    


    
        By 
Laura Dobberstein        
    

    
        Posted in Offbeat,
        
            24th October 2024 01:01 GMT
        
    


    
The Federal Aviation Administration (FAA) this week released the final regulations for tiltrotors and other vertical takeoff and landing (VTOL) aircraft, including electric variants, the first time the org has established a new category of aircraft since it permitted helicopters to fly.
"This final rule addresses regulatory barriers to introducing powered-lift as a new category of aircraft into operations in the NAS [National Airspace System]," explained the FAA.
The FAA's "powered-lift" category refers to aircraft that take off like helicopters but transition to fly like airplanes. This design is expected to be used by air taxis, both for cargo and passenger transport.
"Powered lift aircraft are the first new category of aircraft in nearly 80 years and this historic rule will pave the way for accommodating wide-scale Advanced Air Mobility (AAM) operations in the future," cheered FAA administrator Mike Whitaker.
The rules also govern instructor and pilot qualification and training for the category, as well as operational requirements like minimum safe altitudes and visibility - treating the VTOLs like helicopters during some phases of flight, and applying a performance-based approach for certain operating rules.
It allows pilots to train in powered-lift aircraft with only a single set of flight controls, departing from legacy rules that required dual controls--one for the instructor and one for the student--during training sessions.
The administration also recognized that because these aircraft are still fairly new, there will be a shortage of instructors. In response, it will allow certain pilots employed by the manufacturer to obtain the necessary training and experience for powered-lift during test flight programs and crew training activities. These pilots will then become the initial group of instructors qualified to train other pilots in powered-lift operations.


	California cops cuff suspect in deadly drone-assisted drug deal


	Southwest latest to aim at electric air taxi dream with Archer partnership


	NASA tests the ups and downs of air taxi comfort with VR


	First time's the charm: SpaceX catches a descending Super Heavy Booster


The FAA detailed that there are currently no type-certified powered-lift aircraft in civil operations, but there are several applicants, some with "complex and unique designs, flight, and handling characteristics with varying degrees of automation."
Archer, Joby, and Boeing-owned Wisk are among the promising companies developing eVTOLs governed by the FAA's new rules. Joby received a limited flight license last year.
The startup released a statement in which it "welcomed the release of new rules." It particularly praised the use of simulators as a replacement for actual stick time in certification training, which the company said is "consistent with Joby's approach to preparing pilots for commercial service."
Joby and its more than $2.2 billion worth of funding placed fourth in August 2024's AAM Reality Index, a rating tool designed to assess the progress of companies in the industry. First place went to German outfit Volocopter, which is regulated by the European Union Aviation Safety Agency (EASA). (r)
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    Samsung phone users under attack, Google warns

    
Don't ignore this nasty zero day exploit says TAG    
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            24th October 2024 00:16 GMT
        
    


    
A nasty bug in Samsung's mobile chips is being exploited by miscreants as part of an exploit chain to escalate privileges and then remotely execute arbitrary code, according to Google security researchers.
The use-after-free vulnerability is tracked as CVE-2024-44068, and it affects Samsung Exynos mobile processors versions 9820, 9825, 980, 990, 850, and W920. It received an 8.1 out of 10 CVSS severity rating, and Samsung, in its very brief security advisory, describes it as a high-severity flaw. The vendor patched the hole on October 7.
While the advisory doesn't make any mention of attackers abusing the vulnerability, according to Googlers Xingyu Jin and Clement Lecigene, someone(s) has already chained the flaw with other CVEs (those aren't listed) as part of an attack to execute code on people's phones.
The bug exists in the memory management and how the device driver sets up the page mapping, according to Lecigene, a member of Google's Threat Analysis Group, and Jin, a Google Devices and Services Security researcher who is credited with spotting the flaw and reporting it to Samsung.
"This 0-day exploit is part of an EoP chain," the duo said. "The actor is able to execute arbitrary code in a privileged cameraserver process. The exploit also renamed the process name itself to 'vendor.samsung.hardware.camera.provider@3.0-service,' probably for anti-forensic purposes."


	Google splats device-hijacking exploited-in-the-wild Android kernel bug among others


	What a coincidence. Spyware makers, Russia's Cozy Bear seem to share same exploits


	The spyware business is booming despite government crackdowns


	Millions of Android and iOS users at risk from hardcoded creds in popular apps


The Register reached out to Samsung for more information about the flaw and in-the-wild exploits, but did not immediately receive a response. We will update this story when we hear back. 
It's worth noting that Google TAG keeps a close eye on spyware and nation-state gangs abusing zero-days for espionage purposes. 
Considering that both of these threats frequently attack mobile devices to keep tabs on specific targets -- Google tracked [PDF] 61 zero-days in the wild that specifically targeted end-user platforms and products in 2023 - we wouldn't be too surprised to hear that the exploit chain including CVE-2024-44068 ultimately deploys some snooping malware on people's phones. (r)
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    Penn State pays DoJ $1.25M to settle cybersecurity compliance case

    
Fight On, State? Not this time    


    
        By 
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Pennsylvania State University has agreed to pay the Justice Department $1.25 million to settle claims of misrepresenting its cybersecurity compliance to the federal government and leaving sensitive data improperly secured. 
The settlement order between the DoJ and Penn State resolves allegations from a court case filed two years ago by a former university CIO who blew the whistle on the matter. Filing a case on behalf of the government (known as a qui tam complaint), Matthew Decker alleged that his former employer never implemented National Institute of Standards and Technology (NIST) cybersecurity requirements specified in contracts it had with the Pentagon and NASA. 
According to court documents, the DoJ took over the case to settle the matter, and its allegations are the same as Decker's. 
The DoJ contends in its settlement agreement that Penn State failed to comply with NIST SP 800-171, which outlines requirements for how non-government entities have to store controlled unclassified information (CUI). Fifteen contracts between Penn State, the DoD, and NASA involved "collection, development, receipt, transmission, use or storing" of such info for the agencies, necessitating compliance with the NIST regulation. 
"Penn State did not implement certain NIST SP 800-171 security requirements, and did not adequately document, develop and implement plans of action designed to correct deficiencies," the DoJ alleged. 
The settlement also contends that Penn State told the government in late 2020 that it hadn't implemented all the requirements, but it never took steps to resolve the matter.
"Penn State also allegedly knowingly misstated ... the dates by which it expected to implement all 110 of NIST SP 800-171's requirements for those systems and failed to pursue plans of action for their implementation," the DoJ said. 


	Penn State University network sacked by China malware blitz


	US sues Georgia Tech over alleged cybersecurity failings as a Pentagon contractor


	Ransomware the final nail in coffin for small university


	Stanford University failed to detect ransomware intruders for 4 months


In addition, the government argued (as did Decker) that Penn State abandoned its contract with government-compliant cloud host Box in favor of OneDrive, which doesn't meet NIST's CUI security requirements, to save money - hopefully more than $1.25 million. 
As Decker brought the original action, he's eligible for a piece of the settlement pie, with the DoJ indicating he'll be getting $250k of the settlement. 
Penn State (known where this vulture is from as the other original land grant university) expressed to The Register that the settlement wasn't any admission of guilt on its part, and reiterated what it told us when we reported the Decker complaint in 2023 that it has significant resources devoted to complying with its obligations and enhancing cybersecurity.
As is often the publicly stated case with settlements like these, Penn State just wants to put the past behind it. 
"The University wishes to avoid costly and distracting litigation and to address any concerns our government sponsors may have related to this matter," a PSU spokesperson told us, along with being sure we knew this alleged security failing never actually amounted to any real-world harm.
"There is no suggestion by our research sponsors that any of the non-classified information that has been the subject of this matter was ever compromised," the spokesperson said. (r)
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    Warning! FortiManager critical vulnerability under active attack

    
Security shop and CISA urge rapid action    
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Updated Fortinet has gone public with news of a critical flaw in its software management platform.
The security vendor apparently began informing customers privately about the issue a few days ago but has since opened up about the issue in its FortiManager control software. The vulnerability, CVE-2024-47575, has a CVSS score of 9.8 and would allow a remote attacker to run code on unpatched systems - and, given the application's management tools, possibly spread further over a network.
"A missing authentication for critical function vulnerability [CWE-306] in FortiManager fgfmd daemon may allow a remote unauthenticated attacker to execute arbitrary code or commands via specially crafted requests," states Fortinet's advisory, which adds the words no user wants to read: "Reports have shown this vulnerability to be exploited in the wild."
In order to use the flaw, an attacker would need to have a valid Fortinet device certificate, Rob King, director of security research at flaw finding firm runZero explained. But that could be taken from a legitimate box and reused, and would allow the intruder to log into the management software without proper checks.
On Wednesday, CISA confirmed the bug was under active exploitation and added it to its Known Exploited Vulnerabilities Catalog - meaning Federal IT admins are on notice to fix this fast. CISA wants the rest of us to do likewise.
Security maven Kevin Beaumont has been warning about the issue, which he dubbed FortiJump, for days now. He estimates that at least 60,000 users are exposed.


	Thousands of Fortinet instances vulnerable to actively exploited flaw


	CISA adds fresh Ivanti vuln, critical Fortinet bug to hall of shame


	Fortinet admits miscreant got hold of customer data in the cloud


	China's FortiGate attacks more extensive than first thought


"I'm not confident that Fortinet's narrative that they're protecting customers by not publicly disclosing a vulnerability is protecting customers," he opined.
"This vulnerability has been under widespread exploitation for a while. It doesn't protect anybody by not being transparent ... except maybe themselves, and any governments that don't want to be embarrassed."
Fortinet recommends that users of FortiManager 7.6 and below - and its cloud equivalent - update their software immediately. It has also issued a list of indications of compromise that admins should be on guard for, as well as four IP addresses known to be malicious: 45.32.41.202, 104.238.141.143, 158.247.199.37, and 45.32.63.2.
"The identified actions of this attack in the wild have been to automate via a script the exfiltration of various files from the FortiManager which contained the IPs, credentials and configurations of the managed devices," the vendor explained.
"At this stage, we have not received reports of any low-level system installations of malware or backdoors on these compromised FortiManager systems. To the best of our knowledge, there have been no indicators of modified databases, or connections and modifications to the managed devices."
Fortinet has had a tough month. Last week CISA issued an alert about another CVSS 9.8 critical bug, CVE-2024-23113. Although it was patched in February people were tardy and even now an estimated 86,000 users remain at risk. (r)
Updated at 15:45 UTC October 24
Those "in-the-wild exploits" that Fortinet finally copped to? According to Mandiant, it's a mass exploit situation, and a new threat cluster, UNC5820, is behind the attacks.
In a late Wednesday post, the threat intelligence team said it began working with Fortinet earlier this month to investigate the digital break-ins, and determined the exploitation began around June 27.
"UNC5820 staged and exfiltrated the configuration data of the FortiGate devices managed by the exploited FortiManager," the investigators wrote. "This data contains detailed configuration information of the managed appliances as well as the users and their FortiOS256-hashed passwords."
While the criminals could have abused this access to move laterally to the managed devices, and from there jump into enterprise systems, "at this stage of our investigations there is no evidence" that UNC5820 did compromise any additional environments in these attacks, the team notes.
Additionally, as of right now Mandiant says it lacks "sufficient data to assess actor motivation or location."
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    Ex-Intel board members make an ill-conceived case for spinning off Foundry

    
Save America's most important manufacturer? More like save our portfolio and let Uncle Sam pick up the pieces    
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            23rd October 2024 22:00 GMT
        
    


    
Comment A gaggle of ex-Intel board directors have called on the chipmaker to spin off its floundering foundry business while glossing over the fact that a company bleeding billions each quarter is unlikely to survive on its own.
Instead, the former directors, David Yoffie, Reed Hundt, Charlene Barshefsky, and James Plummer, argued in a letter published in Fortune on Tuesday that breaking Intel in two is the only way to save America's most important manufacturer.
During its disastrous Q2 earnings call, CEO Pat Gelsinger announced Intel reported $1.6 billion in net losses, planned to lay off 15 percent of its global workforce (about 15,000 people), and was cutting capital expenditures. Since then, the chipmaker has also announced it will spin off its foundry division as an independent subsidiary.
However, the former board members aren't convinced this will be enough. "Intel's management and board must take responsibility and move decisively to stem the bleeding. The actions they've taken to date will not suffice."
"Intel offered foundry services to the industry for two decades, never building a successful business," they added.


Intel offered foundry services to the industry for two decades, never building a successful business


If you're scratching your head wondering when exactly this happened, we're right there with you. Intel has offered custom foundry services to the likes of Altera before. But, from what we understand, that program only lasted five years between 2013 and 2018. You'd think a bunch of ex-board members would have a better memory of Intel's history, but perhaps they know something we don't.
The group argues that there are numerous advantages to spinning off Foundry, including alleviating concerns by competitors like Broadcom, Nvidia, and Apple, which they argue are desperate for an alternative to TSMC but are hesitant to do business with a potential competitor -- something we've talked about before.
They also point to AMD's spin off its foundry unit in 2009, which became GlobalFoundries, but we're not quite sure this is the glowing example they think it is. GlobalFoundries hasn't produced leading edge silicon since abandoning its 7nm process node and lacks the scale to compete with TSMC or Samsung in any meaningful way. AMD, for its part, has all but forgotten GlobalFoundries, having moved nearly all of its production to TSMC. Spin off Intel Foundry before it's self-sufficient and there's a good chance Intel's Products division will be stuck on TSMC forever.
What the letter doesn't do a great job of addressing is how exactly an independent Intel Foundry is supposed to avoid going bankrupt. The ex-board directors argue that Intel's design business remains profitable so it should establish a long-term supply contract as part of a spinoff. "The new Intel design company would need to partially underwrite the foundry's losses and guarantee sales for several years," they wrote.
The problem is Intel is already doing this and it still can't turn a profit. Intel Products reported $2.9 billion in operating income in Q2, while Foundry posted a $2.8 billion operating loss. Between that, its other divisions and expenses, and the chipmaker reported $1.6 billion in losses last quarter.
As we've discussed before, part of this comes down to the fact Intel doesn't actually produce much of its portfolio in house anymore. It's pretty much just old Core-series processors, many of which have a critical design defect, and its datacenter Xeons, which aren't exactly driving sales right now either. DCAI reported $276 million in operating income on about $3 billion in revenues in Q2. Not exactly the hero customer, an independent foundry needs to keep the lights on.
Pretty much everything else Intel makes has been outsourced to TSMC. Intel does plan to pull many of these products back into its own fabs starting next year, but a spinoff of its Foundry unit prior to this could easily delay those plans and any hope of ever turning a profit in the process.
Intel also can't go back to writing Foundry a blank check for manufacturing services, as the ex-board members seem to suggest. Doing so could be seen as preferential treatment, which we all know regulators just love. And even if a spin off does help Intel win new contracts for American made chips, it will take several quarters of heavy bleeding to fulfill.


	It's about time Intel, AMD dropped x86 games and turned to the real threat


	Spectre flaws continue to haunt Intel and AMD as researchers find fresh attack method


	AMD pumps Epyc core count to 192, clocks up to 5 GHz with Turin debut


	Arrow Lake splashdown: Intel pins hopes on replacement for Raptors


The former board members do acknowledge some of this, saying that "Intel's design company alone cannot support an independent foundry. Yet, Intel's manufacturing operation is the only hope for maintaining the most advanced nodes on US soil."
The argument here seems to be: don't worry about Foundry's financials, it's too important to America's national security for Uncle Sam to let it fail.
"Today, Intel threatens to become this administration's Solyndra (the solar company, which went bankrupt after getting more than $500m in government funding). This would be disastrous, both for the government and Intel," the ex-directors argued. "The government should be very clear on what it is willing to finance, including Intel's corporate structure."
Perhaps it's a good thing these guys don't sit on Intel's board anymore, it seems they're far more concerned about protecting their investments from Gelsinger's ambitions than saving "America's most important manufacturer." (r)
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    Linus Torvalds affirms expulsion of Russian maintainers

    
Removal of kernel maintainers linked to Russia attributed to sanctions    
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Linux creator Linus Torvalds on Wednesday affirmed the removal last week of about a dozen kernel maintainers associated with Russia.
On October 18, Linux kernel developer Greg Kroah-Hartman published a message to the Linux kernel mailing list showing that a handful of Linux developers in the MAINTAINERS file had been removed.
His explanation was vague. "Remove some entries due to various compliance requirements," Kroah-Hartman wrote. "They can come back in the future if sufficient documentation is provided."
Mailing list participants pushed back, asking for further explanation about the removed names, all of which appear to be Russian and most of which are associated with a Russian (.ru) email address. Russia is currently subject to US government sanctions related to its February 2022 invasion of Ukraine and other concerns.
Those dropped from the maintainer list oversee various Linux drivers that provide interoperability with hardware from vendors like Acer and Cirrus Logic.


	Codasip opens up SDK for CHERI protection on RISC-V chips


	Socket plugs in $40M to strengthen software supply chain


	SiFive launches early access for Premier P550 RISC-V developer board


	Big browsers are about to throw a wrench in your ad-free paradise


Torvalds responded to the mailing list challenges in the style for which he's become famous by attributing the blowback to Russian trolls.


Ok, lots of Russian trolls out and about.


It's entirely clear why the change was done, it's not getting reverted, and using multiple random anonymous accounts to try to "grass root" it by Russian troll factories isn't going to change anything.


And FYI for the actual innocent bystanders who aren't troll farm accounts - the "various compliance requirements" are not just a US thing.


If you haven't heard of Russian sanctions yet, you should try to read the news some day. And by "news", I don't mean Russian state-sponsored spam.


As to sending me a revert patch - please use whatever mush you call brains. I'm Finnish. Did you think I'd be *supporting* Russian aggression? Apparently it's not just lack of real news, it's lack of history knowledge too.


The driver code to which the dropped maintainers contributed remains in place.
The Linux Foundation, a US-based non-profit, did not immediately respond to a request for comment. (r)
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    'Satanic' data thief claims to have slipped into 350M Hot Topic shoppers info

    
We know where you got your skinny jeans - big deal    
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A data thief calling themselves Satanic claims to have purloined the records of around 350 million customers of fashion retailer Hot Topic.
Israeli security shop Hudson Rock reports that the criminal says they have hacked the loyalty account of the fashion megachain, harvesting 350 million customers' PII, including names, emails, physical addresses, and dates of birth.
It appears that financial details have at least been somewhat protected, with the evil one saying it has the last four digits of customers' credit cards, card types, hashed expiration dates, and account holder names, but the criminal claims to have billions of payment details.
That said, they are asking for $20,000 for the database, which is very low but understandable given the paucity of actionable information stolen - the wages of sin are scarce at this level. Satanic also offered Hot Topic the chance to pay $100,000 to remove the sale listing.
It appears that the leak possibly came from an employee at Robling, a retail analytics business. Hudson Rock reports that the data most likely came from the staffer who picked up a malware infection in September, and the shoplifted data contained 240 credentials.
"While this evidence alone doesn't conclusively prove how these companies were hacked, Hudson Rock's researchers reached out to 'Satanic' for more details," the security biz said.
"'Satanic' first claimed that the breach originated from an Infostealer log. They provided a username matching the one found on the computer our researchers were investigating."


	Marriott settles for a piddly $52M after series of breaches affecting millions


	Volkswagen monitoring data dump threat from 8Base ransomware crew


	Someone's tried sneaking semiconductor secrets out of South Korea's patent office


	UK's Sellafield nuke waste processing plant fined PS333K for infosec blunders


While the scale of the data theft is on large size, its impact is likely to be slight. Sure, no one likes having even basic information stolen, but outside of a fashion-related phishing attempt, the database is going to be of limited value.
However, Hudson says that Satanic's reputation as a data thief is solid and it makes a fairly decent living (in financial terms at least) from selling such data.
Hot Topic was unavailable for comment at the time of going to press. (r)
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    Microsoft SharePoint RCE flaw exploits in the wild - you've had 3 months to patch

    
Plus, a POC to make it extra easy for attackers    
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A Microsoft SharePoint bug that can allow an attacker to remotely inject code into vulnerable versions is under active exploitation, according to the US Cybersecurity and Infrastructure Security Agency (CISA).
CISA added the deserialization vulnerability, tracked as CVE-2024-38094, to its Known Exploited Vulnerabilities Catalog and noted that it's "unknown" whether this security flaw is being used in any ransomware campaigns.
Microsoft originally patched the hole during its July Patch Tuesday extravaganza, and while it wasn't listed as exploited or publicly known at the time, Redmond did note that exploitation was "more likely."
"An authenticated attacker with Site Owner permissions can use the vulnerability to inject arbitrary code and execute this code in the context of SharePoint Server," according to the July 9 security update. Microsoft deemed the bug "important," and it earned a 7.2 out of 10 CVSS severity rating. 
The Windows giant did not immediately respond to The Register's questions, including the scope of the exploitation and who is abusing the flaw and for what nefarious purposes.
Plus there's at least one proof-of-concept (POC) exploit out there, so the risk of miscreants finding and abusing this bug is even greater -- and now they don't even need to write the code themselves.


	Critical Windows licensing bugs - plus two others under attack - top Patch Tuesday


	Microsoft cleans up hot mess of Patch Tuesday preview


	VMware fixes critical RCE, make-me-root bugs in vCenter - for the second time


	Critical hardcoded SolarWinds credential now exploited in the wild


Now that it's been added to Uncle Sam's KEV, all Federal Civilian Executive Branch agencies must apply the Microsoft fix no later than November 12. Although this mandate only applies to FCEB agencies, "CISA strongly urges all organizations to reduce their exposure to cyberattacks by prioritizing timely remediation" of CVEs listed in the catalog.
We second this recommendation, and would suggest patching as soon as possible.
Microsoft also addressed two critical SharePoint Server flaws, CVE-2024-38018 and CVE-2024-43464, in its September Patch Tuesday event. If exploited, these could allow attackers with Site Member and Site Owner permissions to execute code remotely.  (r)
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    The horror that is VHS revived for horror movie release

    
Cassette-bursting medium revived for latest Alien chest-burster flick    


    
        By 
Simon Sharwood        
    

    
        Posted in Bootnotes,
        
            23rd October 2024 18:30 GMT
        
    


    
POLL: Is VHS back? If Alien: Romulus were a zombie movie, The Register could understand why 20th Century Studios has announced that it will release the film on VHS - the video cassette format that hasn't been relevant for two decades and had a crap reputation even in its heyday.
Given the flick is (SPOILER ALERT) about aliens, the decision seems inexplicable.
For those of you who worked hard to forget VHS (aka the Video Home System) or are mercifully too young to have encountered it, the format was developed by Japan's JVC and used recordable analog tapes. It offered a mere 480 lines of vertical resolution - which was OK-ish, given the standard definition of TV signals at the time.
By the 1980s, VHS machines made their way into a great many living rooms and boardrooms. Cheap blank tapes and timing mechanisms in VCRs - Video Cassette Recorders, the blanket term for machines that played VHS or Betamax tapes - made it possible to record live television and watch it later at your leisure. "Time shifting" - as the practice was known - begat Tivo, which begat Netflix, which brings us to the streaming era of today.
VHS tapes were horrible. They were unreliable. They wore out with use. They often spooled tape into the VCR. Picture and sound quality were dire.
When DVDs came along in the late 1990s, their relative resilience - plus superior audio and video - allowed them to dominate, even though they couldn't easily be used to record TV shows.


	I discovered the world's last video rental kiosk and it would make a great spaceship


	Home taping revisited: A mic in each hand, pointing at speakers


	Bye bye MP3: You sucked the life out of music. But vinyl is just as warped


	No, the VCR is not about to die. It died years ago. Now it's VHS/DVD combo boxes' turn


As The Register reported in 2008, the last Hollywood movie released to VHS emerged in 2006, and in 2016 the last manufacturer of VCRs quit the biz.
Which brings us to Sunday, when 20th Century Studios announced the release of Alien: Romulus - the latest instalment in a franchise dating back to 1979 - on VHS on December 3.
The studio hasn't explained why it would effectively downgrade its own work by transcoding it to VHS, other than to say it's a celebration of the Alien franchise's 45th anniversary. (Fun fact: 1979's Alien didn't actually come out on VHS until 1982, so Fox should have made the fans wait a few years for the genuine retro experience.)
The movie has been received fairly well. Rotten Tomatoes rates it "Certified Fresh."
But The Register is struggling to imagine a large central region in a hypothetical Venn diagram charting people who want to see the movie again and people who have working VHS players. Even if we added another circle for collectors sufficiently optimistic to think that the first VHS release in ages might appreciate, surely the pool of buyers must be small.
Let us know what you think of the return of VHS in the poll below, or hit the comments. (r)
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    RISC-V reaches milestone with RVA23 profile ratification

    
No longer an underdog - it now challenges Arm and x86    
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Comment The ratification of the RVA23 profile for RISC-V marks a monumental moment for the architecture, and anyone who's been following RISC-V knows that this isn't just a checkbox.
RVA23 is a long-overdue unification of the instruction set architecture (ISA) that effectively gives RISC-V the structure it needs to compete with giants like Arm and x86 - without the legacy bloat or licensing headaches.
This standard lays out a consistent set of ISA extensions that software developers can rely on across RISC-V hardware, which is no small feat considering RISC-V's open source DNA invites a potentially messy degree of fragmentation.
This is a big deal for RISC-V, but why should you care? Well, if you're a follower of what's happening (or even just a bystander with a slight interest) let's get into it: What the ratification of the RVA23 profile brings to the ecosystem is standardization of ISA across multiple implementations which brings a certain level of consistency that RISC-V has historically lacked: to deliver an ecosystem it requires hardware, software, and everything in between to be compatible with each other.
RVA23 brings features such as vector operations, floating-point and atomic instructions, which are all essential in - sorry here's a buzzword for you - AI. But outside of AI, it also brings capability for machine learning and other elements of high-performance computing which other ISAs bring to the table.
The vector extensions are especially crucial here. Without them, RISC-V would be nowhere in the world of AI, datacenters, or high-performance computing. Much to our delight, it seems as though RISC-V is moving from being a novelty, that different kind of architecture, an underdog, to a real player in parallel workloads that demand serious computational power.
The key here for RISC-V and what RVA23 offers is it eliminates that fragmentation within an ecosystem, where developers can actually develop for an instruction set, and the software itself works seamlessly across the architecture; or that's at least the goal here.
Ratification isn't just about having more instructions to play with; it's about achieving consistency. RVA23 means that whether you're coding for a RISC-V chip in a toaster, a router, or an HPC cluster, you're targeting the same basic set of features. That's how you scale an ecosystem, and it's how you stop developers from thinking such things as: "Hmm, maybe I'll just stick with Arm for now, the ecosystem works, it's easier to work with."
But where things get really interesting is the inclusion of hypervisor extensions. Virtualization is critical in modern compute environments, and it's one area where RISC-V has traditionally been behind. The RVA23 profile finally sets the stage for more efficient virtualization on RISC-V chips, and it's not just about running multiple OS instances. For datacenters, this is massive--consider the potential for RISC-V to undercut x86 and Arm in environments where licensing and power efficiency are key.


	Xen to RISC-V port progresses with foundational efforts


	Why RISC-V must get its messaging right on open standard vs open source


	US government reportedly ponders crimping China's use of RISC-V


	SiFive expands from RISC-V cores for AI chips to designing its own full-fat accelerator


So what's next? Well, RVA23 is like the foundation, but the next step is actual silicon that takes advantage of these standards. With the ecosystem now starting to look somewhat stable, or at least that's what this is meant to achieve, we're likely to see a wave of new RISC-V hardware that's no longer just about low-power IoT chips or achieving an exercise of academia.
For datacenter operators, AI researchers, and anyone looking for an alternative to the Arm/x86 duopoly, they should certainly be paying close attention, because RISC-V is no longer the underdog. This challenger is sharpening its teeth. RVA23 is like an aggressive growl that means RISC-V is moving forward, and not remaining static. (r)
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    41-million-digit prime crunched by datacenter GPUs

    
Former Nvidia engineer's discovery shows graphics compute can kick some serious ass    
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A former Nvidia engineer has found the largest known prime number - a whopping 41 million digits long - using an A100 GPU made by his previous workplace to do the grunt work.
This wasn't the CPU-heavy hunt for primes that we've typically seen. No, this time GPUs, ones more widely used for the datacenter, did all of the heavy lifting, leveraging their high levels of parallel processing power to crack the calculations that CPUs just can't keep up with.
The latest addition, named M136279841, belongs to a special class of prime numbers that are especially large. Mersenne primes equal 2n - 1, where n is the exponent needed to generate the prime, used to form the name. M136279841, for example, equals 2136,279,841 - 1. (It's a bit snappier using the M moniker rather than the full prime number - but for those who fancy, the folks at the Great Internet Mersenne Prime Search have a ZIP archive containing all 41,024,320 digits.)
Part of the GIMPS search, which has been going since 1996, and which provides free software for would-be math sleuths, this discovery shows just how much muscle GPUs are bringing to high-performance computing and are useful far beyond just pushing pixels in games or running CAD simulations.
The man behind the 41-million-digit prime number is Luke Durant, a 36-year-old researcher and ex Nvidia staffer. Back in 2023, he began contributing to GIMPS, and after around a year, boom, an Nvidia A100 graphics card located in Dublin, Ireland reported the massive number was "likely" prime. Durant is said to have recognized the potential of GPUs in the search for Mersenne primes and had developed an infrastructure to run the free GIMPS software on many GPU servers, the org said.
To confirm the calculations, an Nvidia H100 located in San Antonio, Texas primed out using a Lucas-Lehmer test. It's also the first time that GIMPS prime has been discovered using a probable prime test, which posed an issue about the official discovery date amongst math boffins, who've already been talking about the discovery for weeks.
[image: florida palms lights]
Florida man stumbles on biggest prime number after working plucky i5 CPU for 12 days straight

READ MORE
Finding M136279841 may not seem like it'll change your daily life, but here's the thing: it's solid proof of just how much compute power we've been sitting on with modern GPUs.
Durant spotted the 52nd Mersenne prime over five years after his predecessor, 35-year-old Florida man Patrick Laroche, found number 51 while running the free GIMPS software on a four-core Intel Core i5-4590T processor over 12 days.


	A quick guide to tool-calling in large language models


	China's quantum* crypto tech may be unhackable, but it's hardly a secret


	Babbage boffin Ada Lovelace honored for computer science contributions


	Vietnam finds a formula - C = SET + 1 - to grow its semiconductor industry to $100bn


Cryptography, AI, high-performance computing and industries are already capitalizing on using the compute power of graphics over CPUs. While the number itself may not have immediate real-world applications, the fact that it was done using datacenter level graphics cards shows that the future of running compute on just CPUs, even with insane core counts, dual sockets, and more, isn't the only way to get the job done. While AI is the buzzword that just keeps on buzzing, graphics compute isn't just useful for high-performance inferencing, but can also out-compute the actual compute (CPU).
So what's the upshot? We're seeing plenty of breakthroughs and innovations thanks to distributed computing and the raw power of graphics cores. Given that we're expected to see a large uptick in graphics compute capabilities with the next generation cards from Nvidia on the horizon, it's another example of what graphics compute is capable of. Expect more graphics cards in the realms of cryptography and high-level maths - just don't expect to be cracking 41-million-digit prime discoveries with your run-of-the-mill Intel Core i9-14900K and Nvidia RTX 4080 gaming rig any time soon. (r)
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