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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Microsoft: SharePoint attacks now officially include ransomware infections
        Jessica Lyons

        Let the games begin Ransomware has officially entered the Microsoft SharePoint exploitation ring....

      

      
        AI is an over-confident pal that doesn't learn from mistakes
        Gareth Halfacree

        So says a study by boffins at Carnegie Mellon University Researchers at Carnegie Mellon University have likened today's large language model (LLM) chatbots to "that friend who swears they're great at pool but never makes a shot" - having found that their virtual self-confidence grew, rather than shrank, after getting answers wrong....

      

      
        Coyote malware abuses Microsoft's UI Automation to hunt banking creds
        Jessica Lyons

        Some coyotes hunt squirrels, this one hunts users' financial apps A new variant of the Coyote banking trojan abuses Microsoft's UI Automation (UIA), making it the first reported malware to use UIA for credential theft....

      

      
        The EFF is 35, but the battle to defend internet freedom is far from over
        Iain Thomson

        Palantir, data brokers, and judicial overreach are all on the horizon, executive director Cindy Cohn warns Interview  In July 1990, before the World Wide Web even existed, an unusual alliance was formed to fight for the rights of the emerging online community....

      

      
        Compromised Amazon Q extension told AI to delete everything - and it shipped
        Tim Anderson

        Malicious actor reportedly sought to expose AWS 'security theater' The official Amazon Q extension for Visual Studio Code (VS Code) was compromised to include a prompt to wipe the user's home directory and delete all their AWS resources....

      

      
        Tesla bets on bot smoke screen as political and market realities bite
        Lindsay Clark

        Subsidy cliff edge and tariffs threaten Musk biz, but being caught between luxury and mass market may be a worse fate Opinion  Speaking to Tesla investors last night, CEO Elon Musk was optimistic about the future of his automotive manufacturer....

      

      
        AI data-suckers would have to ask permission first under new bill
        Brandon Vigliarolo

        If it passes, the law would redefine the boundaries of fair use A bipartisan pair of US Senators introduced a bill this week that would protect copyrighted content from being used for AI training without the owner's permission. Content creators from large media companies to individual bloggers could effectively block Google, Meta, OpenAI, Anthropic, and others from appropriating their work.... 

      

      
        Microsoft-owned GitHub: Open source needs funding. Ya think?
        Gareth Halfacree

        'Industry, national governments, and the EU' must pay for maintainers. El Reg says charity shouldn't start at home GitHub, owned by money-bags Microsoft, has called upon the European Union to create a publicly funded "Sovereign Tech Fund" (EU-STF) to boost the open source software ecosystem....

      

      
        Britain's AI datacenter plans face energy, planning, investment challenges
        Dan Robinson

        You don't become a 'superpower' overnight Significant hurdles stand in the way of the UK government's push to become a global AI superpower, including energy constraints, planning difficulties and the datacenter investment required for it all....

      

      
        Eau no! Dior tells customers their data was swiped in cyber snafu
        Carly Page

        French fashion house dishes out notices after hackers raided a client database - ShinyHunters suspected Updated  Fashion house Dior has begun dropping data breach notices after cybercrooks with a taste for high-end targets made off with customer data....

      

      
        50 years ago, Gates and Allen made the deal that launched Microsoft
        Liam Proven

        How the MITS Altair 8800, a $264 RAM board, and some BASIC changed the world This week marked the 50th anniversary of the birth of several empires. On July 22, 1975, Bill Gates and Paul Allen signed a deal with Micro Instrumentation and Telemetry Systems....

      

      
        Not pretty, not Windows-only: npm phishing attack laces popular packages with malware
        Tim Anderson

        The "is" package was infected with cross-platform malware after a scam targeting maintainers The popular npm package "is" was infected with cross-platform malware, around the same time that linting utility packages used with the prettier code formatter were infected with Windows-only malware.... 

      

      
        EU cloud gang challenges Broadcom's $61B VMWare buy in court
        Simon Sharwood

        CISPE cites recent channel changes, but the deal was decided on different matters +COMMENT  Trade group Cloud Infrastructure Services Providers in Europe (CISPE) has filed a formal appeal before the European General Court to seek annulment of the European Commission's decision to approve Broadcom's acquisition of VMware....

      

      
        The tiny tech tribe who could change the world tomorrow but won't
        Rupert Goodwins

        Sometimes, one small tweak can make a very big difference. There are ten people in the world who could decide tomorrow to make IT better, and it would become better. Not better for some, not better for a while, but better for all and forever....

      

      
        Google just spent $14 billion on servers in 91 days, plans even higher spending soon
        Simon Sharwood

        G-Cloud on track for $50 billion revenue as AI creates a new generation of Google-eyed youth Google's parent company Alphabet has increased its capex budget for the year by $10 billion and now expects to spend $85 billion this year, and more in 2026....

      

      
        Mistral AI environmental report confirms AI is a hungry, thirsty beast
        Tobias Mann

        French model dev hopes to inspire others to adopt standards-based reporting While it's widely known that the computers powering generative AI use a ton of water and power, its actual impact on the environment is often harder to pin down....

      

      
        AWS closes China AI research center, citing boilerplate 'business priorities'
        Simon Sharwood

        Nvidia's Jensen Huang just had a win with his argument that the world needs China's AI brains, now this Amazon Web Services has closed its AI lab in Shanghai, China....

      

      
        Trump AI plan rips the brakes out of the car and gives Big Tech exactly what it wanted
        Danny Bradbury

        'Build, baby, build', and forget about regulation and wokeness is the gist of it The White House on Wednesday announced its AI Action Plan, unveiling a sweeping anti-regulatory approach that disengages the brakes from AI development and datacenter construction in the US. The plan also promises to clamp down on what it called "ideological bias" in AI models....

      

      
        UN World Court declares countries must curb emissions or be held responsible
        Rik Myslewski

        But it has no way to compel scofflaws to comply In a sweeping and unprecedented legal opinion, the United Nations' highest court has decreed that "The consequences of climate change are severe and far-reaching" and constitute an "urgent and existential threat." What's more, it stated that action must be taken to not only ameliorate that threat but also to determine the legal consequences for those states whose actions harm others....

      

      
        How to host a Linux-powered local dev site in Windows
        Avram Piltch

        A working copy of your site can run under Windows Subsystem for Linux hands on  If you're building a website that will eventually be hosted on a Linux server (as so many are), you have a couple of choices about where you do your development work. You can create a beta version of the site at your web host and upload all of the files there or you can create a local test server that sits in your home or office....

      

      
        IRL Com recruits teens for real-life stabbings, shootings, FBI warns
        Jessica Lyons

        From scams to violence, the crimes extend beyond the digital realm A subset of an online group that recruits children and teens for contract shootings, kidnappings, and other real-life violent crimes poses a growing threat to youth, according to the FBI.... 

      

      
        Nothing to see here: Brave browser blocks privacy-busting Microsoft Recall
        Thomas Claburn

        No screenshots for you! In an effort to protect user privacy, Brave browser 1.81 will prevent Microsoft Recall from screenshotting it by default....

      

      
        Tata Consultancy enforces return-to-office mandate for all US staff, effective immediately
        Iain Thomson

        Goal is 'to enrich our workplace experience' Exclusive  Tata Consultancy Services (TCS) has announced an instant five-day return-to-work mandate for US workers, and warns that staff will be monitored and called out if they don't comply....

      

      
        AI industry's size obsession is killing ROI, engineer argues
        Evan Schuman

        Huge models are error-prone and expensive Enterprise CIOs have been mesmerized by GenAI claims of autonomous agents and systems that can figure anything out. But the complexity that such large models deliver is also fueling errors, hallucinations, and spiraling bills....

      

      
        Meta eggheads demo Bluetooth wristband that decodes muscle twitches for UI control
        Lindsay Clark

        Unlike traditional input, no cameras or surgery needed, they claim Researchers at Meta have come up with a wristband that picks up your muscle twitches and turns them into real-time computer commands - no cameras or implants required....

      

      
        Microsoft SharePoint victim count hits 400+ orgs in ongoing attacks
        Jessica Lyons

        US DOE among breached government agencies More than 400 organizations have been compromised in the Microsoft SharePoint attack, according to Eye Security, which initially sounded the alarm on the mass exploitation last Friday, even before Redmond confirmed the critical vulnerabilities.... 

      

      
        Power cuts, cable damage, and government shutdowns behind Q2 internet outages
        Dan Robinson

        Loads of unexplained ones, too. Maybe normalize providing a freaking reason for multi-hour outages, mmm? The previous quarter was a busy one for internet disruptions, according to Cloudflare, with government-mandated shutdowns in several nations, a massive power outage hitting Spain's infrastructure, damage to fiber optic cabling, and technical issues hitting North America....

      

      
        And now for our annual 'Tape is <i>still</i> not dead' update
        Simon Sharwood

        176.5 Exabytes of the stuff shipped in 2024, another double-digit jump Shipments of tape storage media increased again in 2024, according to HPE, IBM, and Quantum - the three companies that back the Linear Tape-Open (LTO) Format....

      

      
        One in six US workers pretends to use AI to please the bosses
        Danny Bradbury

        AI-nxiety is real, and it's causing some bizarre behavior ai-pocalypse  If you're one of those people who pretend to use AI at work, then worry not: there are likely another 15 of you per hundred employees in your company. That's the finding of a survey from nearshoring tech recruitment company Howdy.com....

      

      
        How to get rid of useless keys in Windows and turn them into something helpful
        Avram Piltch

        Turn that Copilot or Scroll Lock key into a media control or extended character. HANDS ON  In the era of laptops and tenkeyless keyboards, many of us are living with fewer keys than we had years ago. But even on a small keyboard, you'll find keys that you just don't need. ...
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    Microsoft: SharePoint attacks now officially include ransomware infections

    
Let the games begin    


    
        By 
Jessica Lyons        
    

    
        Posted in Cyber-crime,
        
            24th July 2025 16:54 GMT
        
    


    
Ransomware has officially entered the Microsoft SharePoint exploitation ring.
Late Wednesday, in an update to its earlier warning, Redmond confirmed that a threat group it tracks as Storm-2603 is abusing vulnerable on-premises SharePoint servers to deploy ransomware.
The software giant had already pinned blame on three crews for the SharePoint attacks. Two of the crews are Chinese government-backed: Linen Typhoon (aka Emissary Panda, APT27) and Violet Typhoon (aka Zirconium, Judgment Panda, APT31).
The third, Storm-2603, is likely China-based but not necessarily a nation-state gang.
"Although Microsoft has observed this threat actor [Storm-2603] deploying Warlock and Lockbit ransomware in the past, Microsoft is currently unable to confidently assess the threat actor's objectives," Microsoft said on Tuesday, noting that it's still investigating other gangs exploiting these vulnerabilities.
As of Wednesday, it confirmed that Storm-2603 is, in fact, abusing the security holes to infect victims with ransomware.
"Expanded analysis and threat intelligence from our continued monitoring of exploitation activity by Storm-2603 leading to the deployment of Warlock ransomware," according to Redmond, adding that these ransomware attacks began on July 18.
After exploiting the now-patched vulnerabilities in internet-facing servers -- CVE-2025-49704, which allows unauthenticated remote code execution, and CVE-2025-49706, a spoofing bug -- Storm-2603 initiates several discovery commands, Microsoft said.
These include "whoami," to enumerate user context and validate privilege levels, plus "cmd.exe," the default command-line interpreter for Windows operating systems, and batch scripts.
"Notably, services.exe is abused to disable Microsoft Defender protections through direct registry modifications," Redmond wrote.


	Microsoft SharePoint victim count hits 400+ orgs in ongoing attacks


	Surprise, surprise: Chinese spies, IP stealers, other miscreants attacking Microsoft SharePoint servers


	Microsoft patches critical SharePoint 2016 zero-days amid active exploits


	Another massive security snafu hits Microsoft, but don't expect it to stick


The criminals then establish persistence on infected machines using the spinstall0.aspx web shell, and create scheduled tasks and manipulate Internet Information Services (IIS) components to load .NET assemblies, thus ensuring access to the servers even if the flaws are fixed.
Storm-2603 then steals users' credentials, using Mimikatz to target the Local Security Authority Subsystem Service (LSASS) memory and extract this sensitive info in plaintext, and moves laterally through the network using PsExec and the Impacket toolkit, executing commands via Windows Management Instrumentation (WMI).
"Storm-2603 is then observed modifying Group Policy Objects (GPO) to distribute Warlock ransomware in compromised environments," Microsoft said. It also warned that "Additional actors will continue to use these exploits to target unpatched on-premises SharePoint systems, further emphasizing the need for organizations to implement mitigations and security updates immediately."
Plus, there are multiple proof-of-concept exploits for CVE-2025-49704 and CVE-2025-49706, along with the newer RCE CVE-2025-53770 (related to the earlier CVE-2025-49704) and CVE-2025-53771 (a security bypass vulnerability for the previously disclosed CVE-2025-49706) in the public domain, so would-be attackers have blueprints on how to break into these servers.
The security holes affect SharePoint Enterprise Server 2016, SharePoint Server 2019, and SharePoint Server Subscription Edition. Redmond had issued fixes for all three by late Monday. More than 400 organizations have been compromised thus far, according to Eye Security, and yesterday the US Energy Department confirmed to The Register that it, and its National Nuclear Security Administration (NNSA), which maintains America's nuclear weapons, was among the victims. (r)
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    AI is an over-confident pal that doesn't learn from mistakes

    
So says a study by boffins at Carnegie Mellon University    


    
        By 
Gareth Halfacree        
    

    
        Posted in AI + ML,
        
            24th July 2025 16:28 GMT
        
    


    
Researchers at Carnegie Mellon University have likened today's large language model (LLM) chatbots to "that friend who swears they're great at pool but never makes a shot" - having found that their virtual self-confidence grew, rather than shrank, after getting answers wrong.
"Say the people told us they were going to get 18 questions right, and they ended up getting 15 questions right. Typically, their estimate afterwards would be something like 16 correct answers," explains Trent Cash, lead author of the study, published this week, into LLM confidence judgement. "So, they'd still be a little bit overconfident, but not as overconfident. The LLMs did not do that. They tended, if anything, to get more overconfident, even when they didn't do so well on the task."
LLM tech is enjoying a moment in the sun, branded as "artificial intelligence" and inserted into half the world's products and counting. The promise of an always-available expert who can chew the fat on a range of topics using conversational natural-language question-and-response has proven popular - but the reality has fallen short, thanks to issues with "hallucinations" in which the answer-shaped object it generates from a stream of statistically likely continuation tokens bears little resemblance to reality.
"When an AI says something that seems a bit fishy, users may not be as sceptical as they should be because the AI asserts the answer with confidence," explains study co-author Danny Oppenheimer, "even when that confidence is unwarranted. Humans have evolved over time and practiced since birth to interpret the confidence cues given off by other humans. If my brow furrows or I'm slow to answer, you might realize I'm not necessarily sure about what I'm saying, but with AI we don't have as many cues about whether it knows what it's talking about.
"We still don't know exactly how AI estimates its confidence," Oppenheimer adds, "but it appears not to engage in introspection, at least not skilfully."
The study saw four popular commercial LLM products - OpenAI's ChatGPT, Google's Gemini, and Anthropic's Claude Sonnet and Claude Haiku - making predictions as to future winners of the US NFL and Oscars, at which they were poor, answering trivia questions and queries about university life, at which they performed better, and playing a few rounds of guess-the-drawing game Pictionary, with mixed results. Their performances and confidence in each task were then compared to human participants.
"[Google] Gemini was just straight up really bad at playing Pictionary," Cash notes, with Google's LLM averaging out to less than one correct guess out of twenty. "But worse yet, it didn't know that it was bad at Pictionary. It's kind of like that friend who swears they're great at pool but never makes a shot."
It's a problem which may prove difficult to fix. "There was a paper by researchers at Apple just [last month] where they pointed out, unequivocally, that the tools are not going to get any better," Wayne Holmes, professor of critical studies of artificial intelligence and education at University College London's Knowledge Lab, told The Register in an interview earlier this week, prior to the publication of the study. "It's the way that they generate nonsense, and miss things, etc. It's just how they work, and there is no way that this is going to be enhanced or sorted out in the foreseeable future.


	One in six US workers pretends to use AI to please the bosses


	Vibe coding service Replit deleted user's production database, faked data, told fibs galore


	Former Google DeepMind engineer behind Simular says other AI agents are doing it wrong


	AI agents get office tasks wrong around 70% of the time, and a lot of them aren't AI at all


"There are so many examples through recent history of [AI] tools being used and coming out with really quite terrible things. I don't know if you're aware about what happened in Holland, where they used AI-based tools for evaluating whether or not people who were on benefits had received the right benefits, and the tools just [produced] gibberish and led people to suffer greatly. And we're just going to see more of that."
Cash, however, disagrees that the issue is insurmountable.
"If LLMs can recursively determine that they were wrong, then that fixes a lot of the problem," he opines, without offering suggestions on how such a feature may be implemented. "I do think it's interesting that LLMs often fail to learn from their own behaviour [though]. And maybe there's a humanist story to be told there. Maybe there's just something special about the way that humans learn and communicate."
The study has been published under open-access terms in the journal Memory & Cognition.
Anthropic, Google, and OpenAI had not responded to requests for comment by the time of publication. (r)
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    Coyote malware abuses Microsoft's UI Automation to hunt banking creds

    
Some coyotes hunt squirrels, this one hunts users' financial apps    


    
        By 
Jessica Lyons        
    

    
        Posted in Research,
        
            24th July 2025 15:45 GMT
        
    


    
A new variant of the Coyote banking trojan abuses Microsoft's UI Automation (UIA), making it the first reported malware to use UIA for credential theft.
According to Akamai, which documented the UIA abuse in a Tuesday report, this Coyote variant is being aimed at Brazilians, and has already used the Microsoft accessibility framework to pilfer user credentials linked to 75 banking institutes' web addresses and cryptocurrency exchanges.
UIA is an accessibility framework for Windows that allows assistive technology products -- like screen readers --  and automated testing tools to interact with and retrieve information about the user interface elements of other applications. 
While it's intended to make apps more accessible to users with disabilities, criminals will find a way to abuse just about any software tool, even ones built with the best of intentions.
Last December, Akamai security researcher Tomer Peled detailed how attackers could abuse UIA to steal credentials and execute code, along with proofs-of-concept.
Shortly after, "our concerns were validated when a variant of the banking trojan malware Coyote was observed abusing UIA in the wild -- marking the first known case of such exploitation," Peled said in the report.
Coyote malware, first spotted in February 2024, uses various techniques such as keylogging and phishing overlays to evade antivirus and endpoint-security products and steal banking information. It's novel in that is uses the Squirrel tool (get it? Coyotes hunt squirrels!) to install and update Windows desktop apps, thus hiding its initial loader by masquerading as an update packager.
Now it's added a new weapon to its arsenal: UIA to hunt people's banking information. Here's how it works:
First, during the infection process, Coyote sends the attacker's command-and-control server information about each victim, including their user name, computer name, and -- this one is key -- the financial services they use.
It does this by using the GetForegroundWindow() Windows API to obtain an active window handle, and then compares the window title to a list of hardcoded web addresses belonging to targeted banks and crypto exchanges. 


	Surprise, surprise: Chinese spies, IP stealers, other miscreants attacking Microsoft SharePoint servers


	UK uncovers novel Microsoft snooping malware, blames and sanctions GRU cyberspies


	Ex-IDF cyber chief on Iran, Scattered Spider, and why social engineering worries him more than 0-days


	IRL Com recruits teens for real-life stabbings, shootings, FBI warns


If the windows don't match the financial services addresses, Coyote then uses UIA to scan all the UI child elements of the window, hoping to identify browser tabs or address bars. These UI elements are then cross-referenced with the same pre-defined web address list.
Coyote classifies the banks and crypto exchanges using their name or web address, and each class includes different addresses -- Akamai puts the total number at 75.
So, for example, Santander bank as four different web addresses, Expanse apps have nine, Banco do Nordeste has eight, and so on.
"Without UIA, parsing the sub-elements of another application is a nontrivial task," Peled notes. "To be able to effectively read the contents of sub-elements within another application, a developer would need to have a very good understanding of how the specific target application is structured."
Coyote simplifies this task via UI Automation's capabilities, and periodically checks whether the malware is online or in offline mode. Eventually, when the user navigates to a banking site that Coyote has been scanning for and enters their credentials, off they go to the command-and-control server, and the next step is to drain the user's account. (r)
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    The EFF is 35, but the battle to defend internet freedom is far from over

    
Palantir, data brokers, and judicial overreach are all on the horizon, executive director Cindy Cohn warns    


    
        By 
Iain Thomson        
    

    
        Posted in Security,
        
            24th July 2025 15:15 GMT
        
    


    
Interview In July 1990, before the World Wide Web even existed, an unusual alliance was formed to fight for the rights of the emerging online community.
Lotus founder Mitch Kapor, John Perry Barlow - who wrote some of the Grateful Dead's most epic lyrics - and John Gilmore, co-founder of the GNU Project for free software and employee number five at Sun Microsystems, met in San Francisco to form the Electronic Frontier Foundation (EFF).
The organization has since been prominent in some of the most important legal battles for privacy, online operations, and legislative correction. The Register sat down with executive director Cindy Cohn to discuss the past, but more importantly what's coming down the line.
[image: Cindy Cohn]
Cindy Cohn


"I got involved at the EFF in 2000 because I knew one of the founders, John Gilmore, socially, and he called me one day and asked me if I was a new lawyer," she told us.
"I was about three years into my legal practice at a little firm, and he asked me if I wanted to do a lawsuit. The EFF was helping a math PhD student at UC Berkeley named Dan Bernstein, who wanted to publish a cryptography program on the internet and was facing the US export restrictions that essentially would have forbidden him from doing so without a license, and nobody got a license for strong cryptography."
Bernstein was at the vanguard in the first crypto wars in the '90s - although some would argue they started before that. The US government had declared that strong cryptography was technically a munition and would therefore have to be licensed before it could be shared or exported. With the EFF's help, he beat the case.
It was one of the first of many such cases. For example, when telecoms engineer Mark Klein realized he'd set up a system for AT&T to monitor communications through its switching stations and relay data to the US government, he turned up outside the EFF's offices in 2006 with a shoulder bag full of documents that blew the case wide open.
There's plenty to do
But it's the future that the EFF is looking toward, Cohn explained. We're in an immensely dangerous time, with government information potentially being amassed by Palantir into a massive database that could be used to surveil the populace, and with data brokers harvesting personal information that can be bought by the police to bypass warrant requirements.
"If it's true that Palantir is building one database tool, we will be looking very closely at ways that we can challenge that because that's a really bad idea," she said. "Not just against political action, like an 'enemies list' kind of situation, but also against the Chinese, the Russians, and other hackers coming in and getting one big honeypot of information about all Americans."
And that's at the core of what the EFF is trying to do. It is, at heart, an organization that seeks to mitigate the risks of an unbridled rush into new technologies without considering the consequences. That so many technology firms and luminaries, including Apple cofounder Steve Wozniak, continue to support the organization financially is a testament to its enduring relevance.
For years, the EFF has been warning about the dangers of data harvesting on individuals. This, Cohn explained, was brought into sharp relief when the US Supreme Court struck down Roe v. Wade in 2022 and women found themselves facing being targeted and arrested for exercising their reproductive rights.
"There were suddenly a tremendous number of people who thought they were safe against government surveillance and government prosecution who suddenly weren't," she said.
"They found that their Facebook instant messages were being used to prosecute them, that their text message circles with their friends were being used to try to figure out that their searches were going to be used in a court of law to try to demonstrate that they had violated the law, which wasn't the law a year ago."


	Sacramento cops scoured energy records to target suspected weed growers, and the EFF has sued


	EFF wants FTC to treat lying chatbots as 'unfair and deceptive' in eyes of the law


	Remembering John Young, co-founder of web archive Cryptome


	Mitch Kapor finally completes MIT master's degree after 45-year detour


There's also the ongoing fight over encryption, an issue that was key to the EFF's foundation during the first crypto wars. Governments are still trying to insist on backdooring encryption, although the US government, after years of trying, seems to have come to its senses on the issue. The problem, Cohn opined, is that once you break encryption, there's no telling if someone else will find the installed backdoors.
Not that politicians of either stripe can be relied upon, she said. When Obama was running for president in 2008, he was very vocal on the issue of Klein's revelations on the stump, but when he got into government all the rhetoric stopped, Cohn told us. Once in office, he didn't challenge the retroactive immunity telcos had been given for breaking the law.
It didn't used to be this way, she added. After the Watergate scandal in the 1970s, the US enacted real reforms to protect privacy and rein in the intelligence services. Since then there has been a gradual erosion of these laws to the point where many of them are almost useless at covering the rights they were supposed to protect.
Surrender is not in our creed
While that might seem to be a hopeless situation, that's an attitude we need to fight. Cohn said that there's a feeling of "learned helplessness" that people fall into and accept the status quo. That's not a trap citizens should let themselves fall into, she suggested, and organizations like the EFF are here to carry on the struggle.
"There are two options," she told us. "There's lose now, or fight and maybe lose later. And if you think there's a third way where, like not fighting and it'll all work out fine, I've got a bridge to sell you. This is just where we are, and we have to convince more people in the world about the value of due process, rule of law, and human rights."
To that end, the EFF has a staff of highly skilled lawyers, many of whom gave up highly paid jobs in industry to join the nonprofit on a fraction of their old wages. They fight on important issues such as abuse of copyright, help with privacy legal cases, and have the backs of whistleblowers who bring forward evidence of illegal abuse of data.
While not a fan of Julian Assange on a personal basis, he did do important work in exposing government misconduct, Cohn said. Snowden learned from this and released more data that showed the extent of government surveillance. Whistleblowing is vital to exposing such cases, she commented, since the perpetrators of illegal activities aren't just going to volunteer evidence of their actions.
The organization also employs technologists to build tools such as Privacy Badger, a simple browser plugin that blocks data harvesting, and maintains the Atlas of Surveillance, a searchable map that lets anyone in the US see what technologies their government is using to gather data on them.
"I think we've tried to really think about our three pillars of free speech, privacy, and innovation as the things that, if we can protect them, might not make a perfect internet, but we'll make one that is a lot better than the one that would otherwise happen," she said. "That has been our North Star all along." (r)
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    Compromised Amazon Q extension told AI to delete everything - and it shipped

    
Malicious actor reportedly sought to expose AWS 'security theater'    


    
        By 
Tim Anderson        
    

    
        Posted in Security,
        
            24th July 2025 14:26 GMT
        
    


    
The official Amazon Q extension for Visual Studio Code (VS Code) was compromised to include a prompt to wipe the user's home directory and delete all their AWS resources.
The bad extension was live on the VS Code marketplace for two days, though it appears that the intent was more to embarrass AWS and expose bad security rather than to cause immediate harm.
A commit to the Amazon Q part of the AWS toolkit for VS Code includes a script that downloads an additional file, saved as extensionNode.ts. The source for this file includes a prompt instructing an AI agent to delete all non-hidden files from the user's home directory and then to "discover and use AWS profiles to list and delete cloud resources using AWS CLI commands."
The script then passes this prompt to the Amazon Q CLI, including the arguments --trust-all-tools and --no-interactive.
[image: The malicious AI prompt which is downloaded by the compromised extension]
The malicious AI prompt which is downloaded by the compromised extension - click to enlarge


According to a report, "a person who presented themselves as the hacker responsible" contacted 404 Media to explain that the wiper was designed to be defective, but was "a warning to see if they'd publicly own up to their bad security."
The person claimed that they submitted a pull request to the AWS repository from "a random account with no existing access" and were given admin credentials. They said that AWS then released the compromised package "completely oblivious."
Whether or not that report is correct, we can see the bad commit was indeed merged and released in version 1.84 of the extension on July 19, and reverted in version 1.85 published two days later. The changelog for 1.85 states: "Miscellaneous non-user-facing changes."
[image: The changelog for the fixed extension refers to miscellaneous non-user-facing changes ]
The changelog for the fixed extension refers to miscellaneous non-user-facing changes - click to enlarge


AWS posted a security bulletin, which states:


AWS is aware of and has addressed an issue in the Amazon Q Developer Extension for Visual Studio Code (VSC). Security researchers reported a potentially unapproved code modification was attempted in the open source VSC extension that targeted Q Developer CLI command execution. This issue did not affect any production services or end-users.


Once we were made aware of this issue, we immediately revoked and replaced the credentials, removed the unapproved code from the codebase, and subsequently released Amazon Q Developer Extension version 1.85 to the marketplace.




	AWS goes full speed ahead on the AI agent train


	AWS previews Kiro IDE for developers who are over vibe coding


	Jilted AWS reckons VMware is now crusty like a mainframe


	AI and analytics converge in new generation Amazon SageMaker


This statement does not address the key issue of how the incident was allowed to happen. The consequences of unauthorized code in a popular AWS extension for VS Code could be calamitous. There are hints that the AWS SDK for .NET was compromised as well, though we have no details of this, and the AWS bulletin states that "no action is required for AWS SDK for .NET users."
The malicious commit has the same title as a previously merged commit, though the code itself is not at all related. The commit is also obviously suspicious, downloading a file from somewhere on GitHub to overwrite another file in the package. The implication, perhaps, is that there is too much reliance on AI to check the security of the code, in this case badly, and not enough human checks. This line of thinking is encouraged by another remark attributed to the bad actor, that "ruthless corporations leave no room for vigilance among their overworked developers."
AWS has recently laid off a number of workers and Amazon CEO Andy Jassy has stated in a memo to employees that AI is likely to "reduce our total corporate workforce as we get efficiency gains from using AI extensively across the company."
Could such "efficiency gains" affect the security of official AWS tooling, as this latest incident implies? It is a disturbing possibility, considering that the company has historically maintained a strong security record.
AWS watcher Corey Quinn asked the key question: "What did Amazon's internal review process for this repo actually look like?" and concluded that "it's the same mess I called out back in 2022 when Azure's security posture fell flat on its face: companies treating security like an afterthought until it explodes in public." (r)
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    Tesla bets on bot smoke screen as political and market realities bite

    
Subsidy cliff edge and tariffs threaten Musk biz, but being caught between luxury and mass market may be a worse fate    
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Opinion Speaking to Tesla investors last night, CEO Elon Musk was optimistic about the future of his automotive manufacturer.
"There will probably be prototypes of Optimus three by the end of this year, and then scale production next year. We will scale Optimus production as fast as possible and try to get to a million units a year as quickly as possible. We think we can get there in less than five years," he said.
Quick-witted observers will be first to point out that Optimus is not a car model set to be launched into a tried-and-tested market. It is an idea for a humanoid robot, which is yet to be built and launched, into a market which is completely unproven, at a price and cost that is yet to be revealed.
[image: optimus-tease]
Remember the humanoid Tesla robot? It's ready for September reveal, says Musk

FROM THE REG'S 2022 ARCHIVES
As business strategies go, it may have some weaknesses. Nonetheless, given the state of Tesla's actual automotive operation, it might be wise to draw attention to Musk's bot fantasy - first mooted in 2021 by a man capering about in a spandex suit - rather than facts facing Tesla's automotive cornerstone.
Musk was chatting to investors, of course, because Tesla reported its calendar Q2 earnings, last night. And in an outlook tinged with pessimism, it noted net profits [PDF] had slid 23 percent. Loss of EV and solar power incentives in US president Trump's so-called "Big Beautiful Bill" also create a threat to Tesla's bottom line, as does the introduction of steep trade tariffs in the US, another fundament of Trump policy.
"We are in the transition period where we will lose a lot of incentives in the US," Musk said. "We probably could have a few rough quarters," he added.
Tesla shares fell almost 7 percent after the news, down 30 percent from last December's peak of $480 per share.
Second quarter delivery numbers were also down, falling to 384,122 vehicles, a drop of 14 percent from Q2 2024 and the second consecutive year-over-year drop.
Critics might point out that Musk backed the wrong horse, politically speaking, when he endorsed Donald Trump's presidential candidacy with a package worth around $277 million. Others may reference the damage his over-enthusiastic adoption of fringe online content has done to his reputation, particularly in Europe, where sales have dropped by one-third this year to 110,000, according to figures from the European Automobile Manufacturers Association (ACEA).
Musk may be right to point out that Tesla is at a crossroads, but not in the way he thinks. As the man said to have made electric vehicles sexy, he may soon run out of road. In the luxury market, the brand faces competition from European marques, which retain their cachet. In the mass market, it faces competition from the Far East, particularly China's BYD.


	Struggling to sell EVs, Tesla pivots to slinging burgers


	Uber to roll out thousands of robo-cabs built by China's Baidu


	Musk's antics and distractions are backfiring as Tesla's car business stalls


	Tesla Robotaxi videos show Elon's way behind Waymo


	Musk and Trump take slap fight public as bromance ends


Last year, Tesla told suppliers it aimed to launch a new mass market electric vehicle in 2025 while rumors of the affordable Model Q have persisted into this year.
Instead, Musk pushed the idea that its future success will come from a self-driving robotaxi service, which launched in Austin last month, and underwhelmed observers.
Tesla was once the car of the future. Such are its current challenges; it's fair to ask, will anyone miss it? After all, the DeLorean once held that mantle, and now it is only remembered in a fantasy film, sadly long in the past. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2025/07/24/opinion_q2_tesla_bets_on_bot_smoke/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2025/07/24/ai_copyright_bill_floated/
    

    AI data-suckers would have to ask permission first under new bill

    
If it passes, the law would redefine the boundaries of fair use    
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A bipartisan pair of US Senators introduced a bill this week that would protect copyrighted content from being used for AI training without the owner's permission. Content creators from large media companies to individual bloggers could effectively block Google, Meta, OpenAI, Anthropic, and others from appropriating their work.
If passed into law, the AI Accountability and Personal Data Protection Act [PDF] from Senators Josh Hawley (R-MO) and Richard Blumenthal (D-CT) would add a new federal tort allowing individuals to sue companies that use copyrighted works or personally identifiable information to train AI without the owner's express prior consent. 
Arguably the most important question in the media industry today is whether AI companies' use of copyrighted training materials constitutes "fair use," a legal shield against infringement claims. Fair use allows third parties to use copyrighted works for criticism, news reporting, commentary, and research. AI makers claim that training their models is protected by this doctrine and some courts have agreed.
Last month, a group of authors lost in court when a judge accepted Anthropic's claim that the company has the right to use their books to train Claude AI, all without compensation or permission. That kind of thing doesn't seem to sit well with Hawley.
"AI companies are robbing the American people blind while leaving artists, writers, and other creators with zero recourse," the Republican Senator noted in a press release. "My bipartisan legislation would finally empower working Americans who now find their livelihoods in the crosshairs of Big Tech's lawlessness." 
The AI Accountability and Data Protection Act's text does not mention fair use. However, it does present both personally identifiable information and copyrighted material as types of "covered data" that require the data owner's prior consent to be used for training.
Blumenthal, a frequent legislative partner of Hawley's, agreed with his take, noting that AI safeguards are urgently needed. 
"Consumers must be given rights and remedies -- and legal tools to make them real -- not relying on government enforcement alone," Blumenthal added in the press release. 
The bill spells out what it considers to be express prior consent, and those rules are strict, too. AI vendors have to clearly inform individuals of what their data is being used for and who will have access to it.
Companies have to ask for consent explicitly, and can't tie it to the usability of a product if said data collection isn't reasonably necessary. Consent requests can't be mixed into other agreements, and they can't just link out to a full explanation, either - it's all gotta be stated up front to meet the terms of this legislation. 
The bill also proposes to make illegal any arbitration agreements that prevent individuals from suing companies who improperly collected or used their data, freeing victims up to lob sueballs at AI companies to their heart's content. 
Covered data includes unique identifiers such as device IDs, IP addresses, advertising IDs, geolocation data, biometric identifiers, behavioral data (e.g., browning history and purchase patterns) and even information companies use to build profiles.


	US Copyright Office found AI companies sometimes breach copyright. Next day its boss was fired


	US moves ahead with crackdown on data brokers selling to six 'countries of concern'


	America's consumer watchdog drops leash on proposed data broker crackdown


	FTC scolds two data brokers for allegedly selling your location to the meter


The end of AI scraping?
If this bill redefines fair use in favor of content creators, the entire information economy could change. At present, online publishers are suffering from a "traffic apocalypse" as Google's AI Overviews compete with their content, depriving them of the ad impressions they need to stay in business. AI Overviews, ChatGPT, and almost every other LLM has been built by scraping huge portions of the web without permission.
Major AI companies like Google have long argued that AI scraping of websites constitutes fair use, but the matter is hardly settled, as demonstrated by a recent research paper commissioned by the EU Parliament that concluded AI scraping does not, in fact, constitute fair use, because AIs don't learn like humans do.
The head of the US Copyright Office similarly said last month that AI scraping went beyond the limits of fair use, and while the opinion may have cost him his job, it seems that elected officials have been paying attention.
Introduced Monday and referred to committee, the bill may be a hard sell. There's no indication when it could be up for review by the Senate Judiciary Committee, nor if it would pass muster for a full Senate vote after that. Neither Hawley nor Blumenthal's offices responded to our questions. (r)
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    Microsoft-owned GitHub: Open source needs funding. Ya think?

    
'Industry, national governments, and the EU' must pay for maintainers. El Reg says charity shouldn't start at home    
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GitHub, owned by money-bags Microsoft, has called upon the European Union to create a publicly funded "Sovereign Tech Fund" (EU-STF) to boost the open source software ecosystem.
"Open source software is open digital infrastructure that our economies and societies rely on. Nevertheless, open source maintenance continues to be underfunded, especially when compared to physical infrastructure like roads or bridges. So we ask: how can the public sector better support open source maintenance," GitHub's director of developer policy Felix Reda said, without a shred of irony.
[image: Gas or steam leaking from an industrial pressure gauge]
Open source maintainers are really feeling the squeeze

READ MORE
The Register would like to point out that a good starting point might involve Microsoft putting its hand in its own pocket to start the fund raising. The proprietary software giant reported $72.3 billion (around PS65 billion) in net income over its last financial year (fiscal 2024) yet which would appear eager to spend other people's money wherever possible
Reda added:
"There is a profound mismatch between the importance of open source maintenance and the public attention it receives. The demand-side value of open source software to the global economy is estimated at $8.8 trillion, and the European Commission's own research shows that OSS contributes a minimum of EU65-95 billion ($76.5-111.8 billion) to the EU economy annually. The flip side of everybody benefiting from this open digital infrastructure is that too few feel responsible for paying the tab."
GitHub's call for the scales to be balanced is based on a study, carried out by the Open Forum Europe, Fraunhofer ISI, and the European University Institute, into an existing sovereign tech fund: Germany's Sovereign Tech Agency, which opened funding in 2022.
"In the Sovereign Tech Fund, we have developed a new instrument with which we can effectively invest in Europe's digital sovereignty using secure, sustainable, and resilient open source enabling technologies," Franziska Brantner, parliamentary state secretary for economic affairs and climate action, said at the time. "The fund was developed in co-creation with the open source community and can respond flexibly to the needs of the users. It is to be consolidated and scaled up in the coming years."
GitHub's suggestion, though, is for a bigger scale-up than Brantner and colleagues had perhaps planned - taking the core concept of the fund and making it Europe-wide. Where the Sovereign Tech Agency started with a modest EU1 million ($1.18 million) and grew to a little over EU23 million ($27 million), GitHub's call is for "no less than EU350 million" ($412 million) as a "minimum contribution from the upcoming EU multiannual budget" - a pull on ever-tightening public coffers which accounts for less than half a percent of GitHub parent Microsoft's annual profit for the last financial year.
The fund, the study says, should pull funding from "industry, national governments, and the EU," without volunteering GitHub or Microsoft as part of said industry, and provide a single place for open source maintainers to apply for funds - borrowing from the design of GitHub's own Secure Open Source Fund, a relatively narrowly focused grant programme which provides $10,000 to maintainers of selected open source software projects.
The bureaucracy should be kept to a minimum, the report recommends, and the fund should be politically independent with a community focus.


	After clash over Rust in Linux, now Asahi lead quits distro, slams Linus' kernel leadership


	Why do younger coders struggle to break through the FOSS graybeard barrier?


	San Francisco billboards call out tech firms for not paying for open source


	Open Source world's Bruce Perens emits draft Post-Open Zero Cost License


	Is it time to tip open source developers? Here's one way to do it


It's a call to action which will likely resonate with the signatories to an open letter sent to European Commission president Ursula von der Leyen back in March calling for the creation of a sovereign infrastructure fund "to support public investments," with "significant additional commitment of funds" - but which did not specifically call for said funds to be directed towards open source software and hardware projects.
"Current digital infrastructure is to a large degree built on layers and layers of open source," notes Daniel Stenberg, founder and lead developer of the cURL project and president of the European Open Source Academy, in support of the study, "and yet a substantial part of this open source is built and maintained by enthusiasts or other financially- and resource-constrained teams. Funding options like the EU-STF proposal can truly help enforce the ecosystem and offer new paths towards sustainability."
The study is available to download now on the OpenForum Europe website; questions put to the European Commission had not been answered at the time of publication.
Amanda Brock, CEO of OpenUK, told us her organization has worked with the UK public sector for some time on a blueprint for open source.
[image: GNU]
Open source community split over offer of 'corporate' welfare for critical dev tools

READ MORE
"We love that the EU is working on a fund and that is definitely a critical part of the landscape, but our approach is a little more holistic. As the world's first country to have an open source first policy in its public sector, we have a head start on understanding what is needed and funding is indeed absolutely critical.
"But for that money to be put to good use it needs much more and that more is a landscape review which ensures that the practical steps are taken across the infrastructure to embed the necessary processes, whether in the scoping of the proposals for funding, training the examiners, or ensuring that the companies funded don't simply dump code on GitHub without planning its longevity and building the necessary communities."
Recommendations OpenUK made earlier this year include "similar proposals" to the Sovereign tech fund, but also consider how funding can be allocated, innovation management and ways the "national infrastructure can be underpinned in the open source world."
"We are currently unable to share full details as we continue to workshop the recommendations with our public sector, but hope that a fuller picture will emerge this autumn." (r)
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    Britain's AI datacenter plans face energy, planning, investment challenges

    
You don't become a 'superpower' overnight    
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Significant hurdles stand in the way of the UK government's push to become a global AI superpower, including energy constraints, planning difficulties and the datacenter investment required for it all.
[image: high voltage illustration]
OK great, UK is building loads of AI datacenters. How are we going to power that?

READ MORE
Meanwhile, the wider EMEA bitbarn market is thriving, with capacity up 21 percent in a year and the build pipeline up by 43 percent.
A report by law firm Pillsbury Winthrop Shaw Pittman says that ambitious plans from Britain's Labour government offer "encouraging signs for stakeholders in the nation's datacenter and AI sectors."
It notes the AI Opportunities Action Plan announced in January that recommended a range of policies and actions for the government to take. These included building out sufficient datacenter infrastructure through the establishment of "AI Growth Zones" and a drive for greater AI adoption throughout the economy.
According to Pillsbury, the Department for Science, Innovation and Technology (DSIT) is set to publish a long-term plan for the UK's AI infrastructure needs and will define a 10-year roadmap. The focus is expected to be on security concerns, sustainability and energy, supply chain resilience and the pursuit of "sovereign" AI compute to ensure national capability and strategic independence.
Those "AI Growth Zones" will focus AI infrastructure development into strategic locations within the UK. As reported previously by The Register, these aim to streamline datacenter planning processes, while offering fast-tracked regulatory approvals and priority access to clean energy - with power being a thorny issue.
Energy is one of the "greatest areas of skepticism" in the whole strategy, Pillsbury notes, with the UK having some of the most expensive energy prices in the world, and aspirational net-zero targets, which it claims have been labeled as unrealistic.
To tackle the challenges, the government formed the AI Energy Council, co-chaired by the Technology Secretary and the Energy Secretary, and largely made up of energy companies and the big three cloud operators.
The aim of this is to guide energy policy investment and "devise innovative energy solutions," we are told, but while it has to date met twice since its formation, all requests by The Register to find out what was discussed or decided at those meetings have been met with a wall of silence.
Pillsbury also mentions that planning permission for datacenters has often been held up by delays and hurdles to new developments, and that the government moved to address this in its National Planning Policy Framework. It will also include bit barns in the Nationally Significant Infrastructure Projects (NSIP) consenting regime, which "streamlines" the consenting process.
"Streamline" here means that developers can apply to a central government planning body for permission, bypassing local authorities and any objections from local residents, as we previously reported.
In terms of investment, the report says the government has taken a "front seat approach" to channeling private sector funding into new AI datacenter projects, including over PS25 billion ($34 billion) committed last year.
However, the sums involved are modest compared to rival nations, with Pillsbury pointing to the $500 billion "Stargate" project in America and the EU109 billion ($112.6 billion) investment in the AI sector announced by France earlier this year. The European Commission also detailed plans to pump EU200 billion ($207 billion) into AI projects.
The report concludes that until DSIT publishes its long-term compute strategy, there is uncertainty over how the government's aspirations will translate into actionable change for developers, investors and operators, but advises these to prepare now to be ready to take advantage.
At the same time, a snapshot of the EMEA datacenter market from commercial real estate biz Cushman & Wakefield says the total operational capacity available in the first half of 2025 grew by 21 percent in a year to reach 10.3 GW.


	OpenAI wants to blow through $500B on AI infrastructure for itself, with help from pals


	France, UAE to drop EU50B on AI mega-datacenter. Still nowhere near America's $500B bet


	EU plans to 'mobilize' EU200B to invest in AI to catch up with US and China


	OK great, UK is building loads of AI datacenters. How are we going to power that?


It claims there is a "strong development pipeline," with more than 2.6 GW of capacity already under construction in the region, and 11.5 GW in the planning stages - an increase of 43 percent year-on-year.
The report finds that London continues to lead the region, with 1,189 MW currently operational and a further 1,678 MW in the pipeline - which would more than double its capacity. It is set to be the first locale in EMEA to pass 2 GW within the next three to five years, it forecasts.
However, it says that emerging markets outside the established FLAPD (Frankfurt, London, Amsterdam, Paris and Dublin) metro areas are reshaping the datacenter landscape, with locations such as Oslo, Helsinki, Berlin, and Lisbon rising rapidly.
Most bit barn markets in the region are grappling with stringent sustainability requirements, plus land and power constraints. These factors are driving up costs, extending project timelines, and creating considerable uncertainty for both operators and investors, according to Cushman & Wakefield. (r)
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    Eau no! Dior tells customers their data was swiped in cyber snafu

    
French fashion house dishes out notices after hackers raided a client database - ShinyHunters suspected    
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Updated Fashion house Dior has begun dropping data breach notices after cybercrooks with a taste for high-end targets made off with customer data.
LVMH-owned Dior, the French purveyor of overpriced frocks and fragrances, confirmed in a breach notification letter filed with California's attorney general that US customer data had been accessed during a recent cyberattack.
Dior first detected something was amiss on May 7, according to the letter, and a subsequent investigation traced the intrusion back to January 26, when an unidentified miscreant "was able to gain access to a Dior database that contained information about Dior clients."
In a letter sent to those affected, Dior confirms that the trove included names, addresses, contact details, dates of birth, and, in some cases, a passport or government ID number. A lucky few also had their Social Security Numbers thrown into the mix.
Payment details, such as bank account and payment card information, were not stored in the ill-fated database, Dior said.
Dior hasn't confirmed how many individuals had their data swiped and didn't respond to The Register's questions. However, in separate filings with the Texas and Washington attorneys general this week, spied by The Register, it's revealed that 9,716 and 10,878 individuals had data pilfered during the incident, respectively, suggesting the global tally could be significantly higher.
Whether UK-based Dior customers were caught up in the breach remains unclear. We've has asked the Information Commissioner's Office if it's had any word from the fashion house.


	Experts count staggering costs incurred by UK retail amid cyberattack hell


	Crooks fleece The North Face accounts with recycled logins


	Microsoft SharePoint victim count hits 400+ orgs in ongoing attacks


	$380M lawsuit claims intruder got Clorox's passwords from Cognizant simply by asking


The company claims the incident was contained and that there's "no evidence" of further unauthorized access after the January break-in, though how exactly the attacker gained entry remains unclear. Dior says it has beefed up security and notified law enforcement, and it's advising its affluent customers to keep an eye on their inboxes and report any suspicious activity.
The attack is believed to be the work of ShinyHunters, a prolific data-slurping crew previously linked to digital burglaries at a range of tech firms and fashion brands. The same group is also suspected in a recent attack on Louis Vuitton, which, like Dior, is part of luxury mega-conglomerate LVMH.
According to Bleeping Computer, Louis Vuitton stated that customer data had been accessed in the UK, South Korea, Turkey, Italy, and Sweden, in what appears to be a coordinated assault on the wardrobes of the world's well-heeled. (r)

  Updated at 12.53 UTC on July 24, 2025, to add:

Following publication of this article, the ICO got in contact with a statement on the Dior incident.
"We have received a report from Christian Dior and are assessing the information provided.
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    50 years ago, Gates and Allen made the deal that launched Microsoft

    
How the MITS Altair 8800, a $264 RAM board, and some BASIC changed the world    
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This week marked the 50th anniversary of the birth of several empires. On July 22, 1975, Bill Gates and Paul Allen signed a deal with Micro Instrumentation and Telemetry Systems.
The company was better known as MITS, and the deal with the as-yet-unnamed partnership between Gates and Allen was to provide a BASIC interpreter for MITS's new computer, the Altair 8800.
[image: MITS Altair 8800]
MITS Altair 8800 - click to enlarge


There are many contenders for the "first microcomputer" or "first personal computer," and which machine any one obsessive old geek digital antiquarian favors depends on how they define some of the terms.
The MITS Altair ticks a lot of boxes, though, and set the pattern for a lot of the future computer industry. It used an Intel 8080 microprocessor, not a bunch of discrete parts. It was modular, built from cards that slotted into a bus, a form of which was later standardized as the S100 bus. Rather than some expensive workstation like an IBM 5100 aimed at scientists and so sought-after that people will travel back in time to find one, the Altair was aimed at hobbyists. Kitting one out well enough to run CP/M would have cost $4,000 or more.
With 1 kB of RAM, all you could do was toggle 8080 instructions into the 8800 using the front-panel switches. But if you spent another $264 for the 4 kB memory board in kit form, it could do something much more interesting. It could run BASIC, the famous Microsoft 4K BASIC, Microsoft's first product, which The Register was reporting on half that time ago. It was co-written by Bill Gates, the late Paul Allen, and Monte Davidoff, who gave us an interview that same year. These days, you can study the annotated source code on GitHub.
MITS founder Ed Roberts is no longer with us, but his business acumen in getting the new machine on the front cover of the January 1975 Practical Electronics magazine inspired Gates and Allen to set up a business and pitch a BASIC interpreter to him. Microsoft's website still has a timeline of those early days. As it says:


July 22, 1975


Paul Allen and Bill Gates sign a licensing agreement with MITS regarding the Basic Interpreter. The name Microsoft has not yet been chosen, and Microsoft is not yet an official partnership.


[image: Bill Gates and Paul Allen 1981]
Bill Gates and Paul Allen in 1981 - click to enlarge




	Copilot Vision on Windows 11 sends data to Microsoft servers


	Sh!t happens, so Microsoft is paying biz to flush its carbon sins underground


	Surprise, surprise: Chinese spies, IP stealers, other miscreants attacking Microsoft SharePoint servers


	Another massive security snafu hits Microsoft, but don't expect it to stick


That deal 50 years ago shaped this vulture's career, and that of pretty much every other person in this business. It didn't just set Microsoft on the path to industry dominance (and make those two co-founders immensely wealthy). It's also a significant reason why BASIC dominated the computer industry for decades to follow - for better or worse.
In time, that deal gave Gates the clout to pursue his plan of "a computer on every desk and in every home," as we quoted closer to then than now. It set Intel on the path to the power and influence that is now waning. Those legions of standardized x86-powered PCs were designed to run the apps for the OS that Microsoft bought in from SCP in 1981.
Within a decade, those inter-compatible 8088 and 8086 machines had affordable 80386SX-based descendants, and those created the fertile soil for Linux to germinate and grow - and that also applies to FreeBSD and its cousins. (r)
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    Not pretty, not Windows-only: npm phishing attack laces popular packages with malware

    
The "is" package was infected with cross-platform malware after a scam targeting maintainers    
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The popular npm package "is" was infected with cross-platform malware, around the same time that linting utility packages used with the prettier code formatter were infected with Windows-only malware.
This was likely caused by a phishing attack using a typosquatted clone of the official npm site.
The "is" package is used for JavaScript type testing and is downloaded around 2.7 million times a week. Version 3.3.1 includes an obfuscated JavaScript malware loader, as reported by the team at Socket, which provides a security platform for developers.
The malware captures data including all environment variables (often a source of secrets such as credentials), exfiltrates them via a WebSocket connection, and provides the attacker with an interactive remote shell. The malware runs on Node.js on macOS, Linux and Windows, and persists itself if possible by overwriting an index.js file so that even deleting the node_modules directory, which stores downloaded packages, will not remove it.
Maintainer Jordan Harband reported the problem last weekend, stating that it was "due to another maintainer's account being hijacked." According to a thread on Bluesky Harband himself was deceived by an email from a former package owner who had been removed and asked to be re-added.
"Everything seemed normal, so I obliged (irritated that npm would remove an owner without notifying the other owners) and the next morning this was published," he said.
Socket also found malicious releases of the got-fetch package following another maintainer account compromise. 
The incident coincides with the compromise of another set of packages related to (but not including) the prettier code formatter, including eslint-config-prettier and eslint-plugin-prettier. Maintainer Joun Qin received an email apparently from npm asking for email verification. The email linked to npnjs - note npn and not npm - which was a clone site designed to grab credentials.
"I was tricked by a phishing email and a new npm token was added and leaked then some popular packages I'm maintaining were released with malicious software," Qin said on X.
The infected packages included a Windows DLL (dynamic linked library) which results in an attack on the Chrome browser and stolen configuration files, according to an analysis by cybersecurity company InvokeRE.

  [image: The phishing email sent by fake npm with link to a typosquat]

Qin did check the sending email address of the phishing email which came from npmjs.org - a domain owned by npm but not normally used for email and therefore lacking DMARC (domain-based message authentication) security. NPM emails normally come from the npmjs.com domain.


	LLMs can't stop making up software dependencies and sabotaging everything


	GitHub supply chain attack spills secrets from 23,000 projects


	Massive spike in use of .es domains for phishing abuse


	AI hallucinates software packages and devs download them - even if potentially poisoned with malware


Npm packages are a valuable target for attackers. Developer machines are often a source of valuable credentials, packages are automatically downloaded as dependencies, and there is potential for further infection of deployed applications. The combination of compromised packages and agentic AI, which might download packages without human oversight, could be a perfect storm of automated malware distribution.
Harband also said on X that a new initiative from Google called OSS rebuild is "the actual solution for the thing that provenance will always fail to achieve." Google's project rebuilds a package from source and compares it with the version in the registry, with support for npm, PyPi and Crates.io - therefore covering Node.js, Python and Rust.
"Most packages obtain protection effortlessly without user or maintainer intervention," said the Google Open Source Security Team.
Whether it is OSS rebuild, or something else, the latest npm incident shows that blindly downloading packages, even from the standard official repositories, is a significant risk.
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    EU cloud gang challenges Broadcom's $61B VMWare buy in court

    
CISPE cites recent channel changes, but the deal was decided on different matters    
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+COMMENT Trade group Cloud Infrastructure Services Providers in Europe (CISPE) has filed a formal appeal before the European General Court to seek annulment of the European Commission's decision to approve Broadcom's acquisition of VMware.
In a statement sent to The Register, CISPE claims "errors in law and manifest failures by the Commission in the competitive assessment process ... are significant enough to seek an annulment of the decision."
[image: cut rope support]
VMware prevents some perpetual license holders from downloading patches

READ MORE
CISPE's statement says: "Broadcom has unilaterally terminated existing contracts - often with only weeks' notice - and imposed onerous new licensing conditions. These include drastic cost increases (sometimes exceeding tenfold) and mandatory multi-year commitments for access to essential VMware software."
The organization also takes issue with the recent reboot of VMware's channel program, which it worries could see some partners "barred from purchasing and reselling VMware-based cloud services - critical tools for delivering secure, flexible, and European cloud solutions."
CISPE's statement reveals that it made "repeated efforts ... to engage constructively with Broadcom and secure fairer access terms for its members" but was "met with refusal and disregard."
The group has also lobbied Europe's Directorate-General for Competition for two years, but says "Despite numerous meetings and thorough responses to detailed requests for information, no substantive action was taken to support either European cloud service providers or their customers."
"The Commission was warned this would happen, yet it stood by. It must now reconsider its decision," said Francisco Mingorance, Secretary General of CISPE.
+Comment: Software was never the issue
The Register has asked CISPE to detail the errors of law it alleges, which are significant because the EC's ruling that Broadcom could acquire VMware had little to do with virtualization software, a field in which Virtzilla is the most mature vendor but faces plenty of competition.
Before the acquisition, VMware faced the likes of Microsoft, Nutanix, and XCP-NG.
Instead, the EU probe at the time mostly considered network interface cards, fiber channel host bus adapters, and network storage adapters. Broadcom makes all of those products, and most VMware customers need them because their setups include external storage arrays.
The EU's competition wonks worried about tweaks to VMware's software that would mean it only worked with Broadcom hardware. Hock Tan's chips-and-code shop assured regulators it would take steps to prevent that from happening, and the EC let the deal proceed.
That the union of member states would investigate the Broadcom/VMware deal over its impact to hardware rather than competition in virty software - with VMware's wares by far the dominant platform in server virtualization - was a situation that the Reg pointed out at the time might be missing a trick.


	VMware prevents some perpetual license holders from downloading patches


	VMware slows release cadence for flagship Cloud Foundation suite, but extends support


	Telefonica Germany offloads VMware support to Spinnaker due to high renewal costs


	Arista acquires VMware's VeloCloud SD-WAN outfit from Broadcom


Many in the VMware ecosystem are upset and/or confused by Broadcom's licensing and channel changes, which undoubtedly make life difficult for some CISPE members.
But any VMware user seeking alternatives has plenty of choices.
Nutanix remains a strong contender. Microsoft has new hybrid cloud options. HPE and Red Hat have entered the market, Citrix has returned, and a new wave of contenders like Platform9, Arcfra, and OpenNebula are making plays.
Only Nutanix, however, targets service providers of the sort that become CISPE members, so perhaps the group has a point.
A tough fight lies ahead of CISPE, because the process of having the EU revisit a merger approval is long, hard, and almost never results in a reversal. Broadcom will fight it ferociously.
The Register fancies CISPE's real goal could be to have Broadcom change some of its stances in ways that benefit its members - an outcome that seems possible given that when Broadcom recently axed the lowest tier of its channel program it did so everywhere except Europe. (r)
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    The tiny tech tribe who could change the world tomorrow but won't

    
Sometimes, one small tweak can make a very big difference.    
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There are ten people in the world who could decide tomorrow to make IT better, and it would become better. Not better for some, not better for a while, but better for all and forever.
Those ten people are those who sign off on the Settings menus on desktops, mobile and consumer at Apple, Google, Microsoft, Samsung, and Sony. The decision would be to create a standard that says three things: what are the user adjustable features common to every device with a screen, what single place are they to go in the Settings menu and where, and what common data structure could store them. 
This single action would save everyone worldwide time and solve so much error when setting up a new device or using a shared or public system. That alone should be enough reason. For those who have trouble here, it would instantly fix the Catch-22 of needing to change UI settings before being able to use something, but the settings are locked behind an unusable UI. 
For app developers and website designers, the presence of that standard data structure on a system means their products can instantly know how to be most usable to each individual, without reinventing any wheels or complicating their own UI. Preferred text size and style, icon size and spacing, good and bad color combinations, language - if a machine could pick that up from your phone through Bluetooth, a USB key, a web service, you name it, then it is instantly and optimally ready for you. The more precise your needs, the better that is. 
There are many other benefits, and we'll get to them. For now, though, imagine how life would be different - and in a bad way - if cars didn't have a standard control layout. Most genres of consumer electronics went through early years of experimentation before settling on common codes of controls that meant people could get new purchases to work quickly before exploring whatever was new. 
You can see this in nature as carcinization, where many different groups of sea creatures have evolved to look like crabs. If it looks like a crab, moves like a crab, and nips like a crab, it's probably not a crab. Crabness is such a superior way of living that kind of life that many crustaceans end up there. It's the same in tech, where the clamshell laptop and Kubrickian monolithic mobile device are the same across brands and platforms, both when turned off and when up and running. At the point where you most want or need convergent evolution to work, to let you efficiently use a new, guest, or misconfigured machine, it doesn't. 
Some of this is historical, baggage from the days when IT hadn't converged. Some are the result of an itch to differentiate, to keep your users on your platform by making it a royal pain to move. Some is that accessibility is IT's neglected child, costing time and money and complexity. You'd much rather spend those on features you can sell, or because you can only just afford the core product. That's not true for the big names, for whom the decision to unify basic UI parameter control would, if anything, simplify the design and testing process. It hasn't happened because nobody can be bothered. 
Which is a shame. A standard would lead to libraries, tools, testing protocols, and automation in general that would ease the process of more human-compatible UI design. There'd be no limits placed on innovation or useful differentiation, the arguments Apple made while it resisted European demands for USB-C. Any standard would be extensible, and anything that used it would be free to respect that as much or as little as appropriate. 
For users, there'll be utilities to fine-tune all the aspects of screen interaction, just once, and have that work forever everywhere. Think of it as getting a prescription from an optician, only with more schema and JSON. It's also a chance to tell the digital world not to do things that just don't work for you. Imagine not being able to see white text on a bright blue background, then look at how many times that's used on buttons and menus and buttons on phones and online. Some don't have to imagine that. Not convenience, necessity, but no chance that every designer will accommodate you. If we had a standard "avoid/substitute" mechanism, they wouldn't have to. 


	How to get rid of useless keys in Windows and turn them into something helpful


	GitHub command palette wins stay of execution after dev pushback


	Cursor AI YOLO mode lets coding assistant run wild, security firm warns


	Please, FOSS world, we need something like ChromeOS


In any case, our lives are filled with ridiculously capable, insanely flexible technology that should be working as we like it, not locked behind some poor excuse for an adventure game puzzle.
Absent the opportunity to lock the ten team leaders who could make it happen into a room and deny them beer and crayons until they come to an agreement, a cleverer strategy is needed. There's a whole pile of legislation out there around the world setting equality of access for disabilities. It isn't used much. It should be used more: better accessibility for one is better accessibility for all.
It'd be one small step to a more civilized world, and boy, we're owed one right now. (r)
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    Google just spent $14 billion on servers in 91 days, plans even higher spending soon

    
G-Cloud on track for $50 billion revenue as AI creates a new generation of Google-eyed youth    
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Google's parent company Alphabet has increased its capex budget for the year by $10 billion and now expects to spend $85 billion this year, and more in 2026.
News of Alphabet's splurge came on an earnings call on which execs discussed Wednesday's Q2 results announcement [PDF] in which the company revealed revenue grew 14 percent year over year to $96.4 billion.
Google Cloud revenue grew even faster, with its $13.6 billion representing 31 percent year over year growth and putting the business unit on target for $50 billion annual revenue - $20 billion ahead of HPE and a handful of billions behind Cisco. Operating income - a measure of profit Alphabet uses for its operating segments - grew by 141 percent at the G-Cloud, from Q2 2024's $1.2 billion to $2.8 billion. That's a welcome outcome for investors given Google Cloud did not produce a profit for 15 years.
Execs attributed the growth in revenue and profit to demand for Google Cloud Platform's core products, plus AI Infrastructure, and Generative AI Solutions.
CEO Sundar Pichai said Google Cloud doubled the number of deals valued at over $250 million year over year, and in the first half of 2025 signed as many million-dollar deals as it did in all of 2024. Customer numbers rose nearly 28 percent quarter over quarter.
"Our churn rates are very low. And we are much more efficient in the investments needed to grow those lines of businesses," he said. "So you are seeing all that play out in our margin trajectory, particularly if you look at it ... sequentially over the past few years."
He also warned, "Supply constraints and elevated capex signal persistent infrastructure bottlenecks."
Alphabet's going to spend more anyway. CFO Anat Ashkenazi said demand for Google services is so high the company revised its capital expenditure plans for this financial year from $75 billion to $85 billion. He also revealed that capex reached $22.4 billion in Q2 and "The vast majority ... was invested in technical infrastructure, with approximately two-thirds of investments in servers and one-third in data centers and networking equipment."
Do the math: that's around $14 billion on servers in a single quarter.
Aren't you glad you don't have to rack them all?
People at Alphabet are probably doing so right now, because Ashkenazi said the company will bring more datacenters online "towards the back end of the year."


	Google AI Overviews are killing the web, Pew study shows (again)


	Sovereign-ish: Google Cloud keeps AI data in UK, but not the support


	Alt cloud platform Railway forced to pause lowest tiers after onrush of GCP customers


	Google, AWS say it's too hard for customers to use Linux to swerve Azure


A new generation of Google-eyed youth
Ever since generative AI came along and gave netizens a new way to seek information online, many have predicted Google could suffer.
Such predictions appear to have been incorrect.
"We see AI powering an expansion in how people are searching for and accessing information, unlocking completely new kinds of questions you can ask Google," Pichai told investors. "Overall queries and commercial queries on search continue to grow year over year, and our new AI experiences significantly contributed to this increase in usage. We are also seeing that our AI features cause users to search more as they learn that search can meet more of their needs."
"That's especially true for younger users," the CEO said. "We know how popular AI overviews are because they are now driving over ten percent more queries globally for the types of queries that show them, and this growth continues to increase over time."
Alphabet's balance sheet backs up those assertions, as revenue from search jumped almost 12 percent to reach $54.2 billion.
YouTube advertising revenues increased 13 percent to $9.8 billion, while combined revenue from subscription platforms and devices grew 20 percent to $11.2 billion. YouTube subs were the big driver there.
Pedal to the metal
Alphabet's "Other Bets" segment produced $373 million in revenue, but a $1.2 billion loss.
The Waymo robo-taxi business is part of that segment and Pichai praised it for achieving "great momentum."
"The Waymo driver has now autonomously driven over one hundred million miles on public roads," he enthused.
CFO Anat Ashkenazi said Alphabet is "allocating more resources to businesses like Waymo, where we see opportunities to create additional value."
During the Q&A section of the earnings call, Pichai took a question about smart glasses and replied "I think AI will spur a whole new wave of innovation there" and rated the devices "an exciting new emerging category."
"But I still expect phones to be at the center of the experience for the next two to three years at least," he added.
Alphabet shares popped by a couple of percent in after-hours trading. (r)
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    Mistral AI environmental report confirms AI is a hungry, thirsty beast

    
French model dev hopes to inspire others to adopt standards-based reporting    
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While it's widely known that the computers powering generative AI use a ton of water and power, its actual impact on the environment is often harder to pin down.
In a push toward greater transparency, French model builder Mistral AI this week published a peer-reviewed report in collaboration with consulting firm Carbone 4 and France's ecological transition agency (ADEME) which attempted to quantify the impact of its Mistral Large 2 LLM on the environment across three key metrics: greenhouse gas (GHG) emissions, water consumption, and materials use.
In the 18 months since Mistral started work on the model, training and running it, a process known as inference, accounted for the lion's share of GHG emissions (85.5 percent) and water consumption (91 percent).
By Mistral's estimate, training the 123 billion parameter model produced approximately 20 kilotons of CO2 equivalents (CO2e) and consumed 281,000 cubic meters of water - the equivalent of roughly 112 Olympic-sized swimming pools.
"These figures reflect the scale of computation involved in GenAI, requiring numerous GPUs, often in regions with carbon-intensive electricity and sometimes water stress," the company explained.
Mistral also took note of the materials consumed in the process of manufacturing the datacenters, servers, and other equipment over this period. Interestingly, less than two-thirds (61 percent) of materials consumption was attributed to manufacturing, transportation, and end-of-life. Mistral notes 29 percent of materials consumption occurred during the training and inference stage. In a statement, the startup told us that the materials consumption for this stage included "the consumption of materials that were necessary upstream to generate and supply electricity to data centers -- building the network, wind turbines, photovoltaic panels, power plants, extracting fuels for thermal power plants, etc."
As you might expect, actually running the completed model, a process called inference, generated far fewer CO2 equivalents and consumed a fraction of the water for each request.
To synthesize a 400 token response -- about a page worth of text -- Mistral Large 2 consumed about 45 ml of water and generated about 1.14 grams of CO2e.  According to the startup, this is roughly the equivalent to the water needed to grow a small pink radish or GHG emissions from watching a streaming video for about 10 seconds in the US or 55 seconds in France (presumably because France generates a much higher proportion of electricity from sources that don't emit CO2, like nuclear power).
That might not sound like much, but remember that these figures are proportional to the user base. The more people pinging the model, the bigger its environmental impact.
AI's thirst confirmed
The findings closely align with prior research into AI's drinking habits.
"Mistral AI's disclosure matches extremely well with our earlier estimate that 10-50 medium-sized responses from a medium-sized LLM (GPT-3-175B) consume 500 ml of water," Shaolei Ren, associate professor of electrical and computer engineering at UC Riverside, told The Register.
Ren and his team have been studying AI's impact on things like air quality and public health for several years now. In 2023, the team published a detailed report estimating the amount of water consumed during training and inference.
As a quick refresher, AI datacenters consume a lot of power and produce heat as a byproduct. To keep this equipment from overheating, datacenters often employ a form of air conditioning called cooling towers, which function like industrial-scale swamp coolers, evaporating water to chill the air.
As we've previously explored, these cooling towers are extremely energy-efficient, requiring a fraction of the power needed for more traditional refrigerant-based systems, but can be problematic in drought-prone regions where water is scarce and expensive.
It's worth noting that even if the datacenter itself doesn't consume water directly, the power plants that make their computations often do. The massive cooling towers found outside nuclear power plants are among the most recognizable, but are also commonly employed at gas and coal-fired plants. Because of this, reducing datacenter water consumption isn't as simple as switching to alternative thermal management tech, like closed loop liquid coolers, dry coolers, or conventional AC units.
Key insights
According to Mistral, the study showed that AI's environmental impact is heavily influenced by its geographic location. Building training models in cool climates with an ample supply of renewable carbon-free energy can significantly reduce the models' carbon footprint and water consumption.
Mistral also contends that customers can minimize the environmental impact of GenAI by opting for smaller case-specific models, which need fewer resources to train and run. (Bonus: They tend to work better, too.)


This highlights the importance of choosing the right model for the right use case


"Benchmarks have shown impacts are roughly proportional to model resize: a model 10 times bigger will generate impacts one order of magnitude larger than a smaller model for the same amount of generated tokens," the model builder wrote. "This highlights the importance of choosing the right model for the right use case."
The AI startup also suggested grouping queries -- likely a reference to a technique called continuous batching, which seeks to pack as many compute-heavy prefill operations into a single run as possible -- to minimize wasted compute cycles.
While not mentioned in the blog post, techniques like speculative decoding or sparse model architectures, like mixture of experts, could also serve to reduce AI's environmental impact by increasing the number of tokens generated using the same compute. Mistral Large 2 is a dense model, but the startup is a pioneer in MoE models.


	OpenAI sweet-talks Oracle into another 4.5GW worth of Stargate datacenters, assuming the check clears


	Funding for program to stop next Stuxnet from hitting US expired Sunday


	How AI chip upstart FuriosaAI won over LG with its power-sipping design


	Nvidia extends CUDA support to RISC-V just in time for next wave of Chinese CPUs


A call for reporting standards
"They didn't include every detail, but it's a step towards greater transparency and that's very important for understanding the real true environmental impact of AI computing," Ren said of the Mistral AI report. "Having a standardized reporting or measurement methodology is clearly very important."
Ren notes that while AI's water consumption isn't all that large compared to some other sectors, like agriculture, you need to understand its impact before you can take steps to minimize it.
While the report is a step in the right direction, Mistral admits there's still some room for improvement. The startup notes that a general lack of standards for AI reporting requires certain assumptions to be made.
In releasing this information, it's clear Mistral AI would like to see other model devs follow suit. 
"To improve transparency and comparability, AI companies ought to publish the environmental impacts of their models using standardized, internationally recognized frameworks," the company wrote. "This could enable the creation of a scoring system, helping buyers and users identify the least carbon-, water-, and material intensive models."
In particular, Mistral has identified three key details of note: (1) the impact of training the model, (2) the ongoing environmental cost of running that model, and (3) the portion of the model's lifespan spent on inference versus training.
This last one, they contend, is essential to ensuring the resources sunk into training a model are effectively amortized and not wasted.
Mistral argues the first two are essential knowledge for users, developers, and policy makers, while the third they suggest could either be an internal metric or released to the public. (r)
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    AWS closes China AI research center, citing boilerplate 'business priorities'

    
Nvidia's Jensen Huang just had a win with his argument that the world needs China's AI brains, now this    
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Amazon Web Services has closed its AI lab in Shanghai, China.
AWS confirmed the closure in an email to The Register in which spokesperson Brad Glasser used the same language the cloud colossus sent us when we inquired about last week's layoffs, to wit: "After a thorough review of our organization, our priorities, and what we need to focus on going forward, we've made the difficult business decision to eliminate some roles across particular teams in AWS. We didn't make these decisions lightly, and we're committed to supporting the employees throughout their transition. These decisions are necessary as we continue to invest, hire, and optimize resources to deliver innovation for our customers."
For what it's worth, AWS also used the last two sentences to describe layoffs it made in April 2024.
Amazon also sent us the following explanation:


"We closed the AI Lab in China as part of a broader global effort across AWS to review our organization and priorities. This decision was about prioritizing resources in teams having the greatest impact. To place this particular change into context, around a dozen employees were impacted."


AWS announced its Shanghai Lab in September 2018 and appointed NYU Shanghai Professor of Computer Science Zhang Zheng as its director, with a remit to "lead the company's advanced research and development of deep learning."
The center's web page states it focuses on four activities:

	Developing and contributing to open source projects, such as the popular Deep Graph Library (DGL) framework


	Basic research and applications in the field of graph neural networks


	Empowering customers through AWS services such as SageMaker DGL and Neptune ML


	Actively cooperating with the academic community


News of the lab's closure emerged in a social media post by Wang Minjie, one of the scientists who worked at the center. His post described the time of the lab's foundation as a "golden age" for foreign-owned AI labs in China.
That assessment may be apt, as Microsoft last year offered to move some R&D staff from China to the USA and IBM reportedly did likewise.


	Laid-off AWS employee describes cuts as 'cold and soulless'


	Atlassian migrated 4 million Postgres databases to shrink AWS bill


	When it comes to cloud, it's China against the world


	Alibaba and Tencent clouds see demand for CPUs level off, GPUs accelerate


Nvidia, however, is all-in on Chinese AI research with co-founder Jensen Huang arguing that AI will advance faster if the world taps the top talent in the Middle Kingdom. That attitude recently was a factor in the Trump administration's recent decision to reverse its ban on all GPU exports to China.
Back to Amazon, which in addition to backing out of AI research in China has already closed the app store and e-book store it ran in the Middle Kingdom.
It's also worth remembering that AWS's presence in China encompasses just two cloud regions, a tiny number given China's population. Beijing of course requires foreign tech companies to operate through local partners, an arrangement that can't be easy for AWS given its investment in proprietary datacenter technology. (r)
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    Trump AI plan rips the brakes out of the car and gives Big Tech exactly what it wanted

    
'Build, baby, build', and forget about regulation and wokeness is the gist of it    
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The White House on Wednesday announced its AI Action Plan, unveiling a sweeping anti-regulatory approach that disengages the brakes from AI development and datacenter construction in the US. The plan also promises to clamp down on what it called "ideological bias" in AI models.
The document envisions AI development as a race between those on America's side and those who aren't, and frames domestic and foreign policy in that context.
"We need to build and maintain vast AI infrastructure and the energy to power it," the Plan states says. "To do that, we will continue to reject radical climate dogma and bureaucratic red tape, as the Administration has done since Inauguration Day. Simply put, we need to 'Build, Baby, Build!'"


Big Tech got exactly what it wanted in this action plan


The plan comes seven months after President Trump revoked his predecessor Joe Biden's Executive Order on AI. His administration has since focused on walking back regulations.
AI is "far too important to smother in bureaucracy at this early stage, whether at the state or Federal level," the new Action Plan states.
The essence of the plan is ferreting out domestic regulations that hinder AI development and killing them with fire.
The plan extends to state-level AI rules, which Trump had attempted and failed to ban in his recent One Big Beautiful Bill Act. Now, the Office of Management and Budget (OMB) will direct federal AI funding away from states with regulations that it considers too strict. The Action Plan also calls on the Federal Communications Commission to examine whether state regulations interfere with its operations, and for the Federal Trade Commission to defang itself and sideline investigations that it sees as a burden to AI innovation.

  Drawing distinct lines between the US and Europe

The call for deregulation highlights a cultural difference between the US and Europe, said Ronan Murphy, chief data strategist at cybersecurity company Forcepoint and a member of the Irish government's AI Advisory Council.
"The [US] core philosophy is innovation first, market first, heavily deregulated. If you compare that with the European Union, it's regulation first. It's safety, it's precautionary," he said.
The focus on deregulation is equaled only by the push for adoption. The US plan calls for industry-specific regulatory sandboxes to help AI innovators experiment, and for creation of testbeds for piloting AI systems in real-world settings.
There'll also be a push to use AI in the executive branch, including a secondment program for AI talent so remaining US federal government employees can go where they're needed to work their AI magic.
Just as the Biden EO did, the AI Action Plan will standardize federal AI procurement. This time it will do so using a "procurement toolbox" led by the General Services Administration (GSA). This will include an OMB-run network that provides "High-Impact Service Providers" (presumably foundation model operators) with fast access to agencies.


From now on, the US government will deal only with AI that pursues truth


However, the evaluation criteria for buying AI products and services will be markedly different from the risk-focused criteria specified in Biden's Executive Order. The government will only procure LLMs that are "objective and free from top-down ideological bias" as part of what it calls a free-speech push.
"It's impossible to get rid of bias in general," responded Cathy O'Neil, CEO of the algorithmic auditing firm ORCAA and author of Weapons of Math Destruction. It's only possible to decide whether a certain way of thinking is acceptable. Which is to say, we would need to share norms and have debates and modify things over time, and even then it would be really hard, just like history is hard and social science is hard. These guys like to simplify everything to being either right or wrong, but it's not that simple."
Trump did his damnedest. In a speech announcing the Plan that also included remarks on transgender athletes and President Biden's use of an autopen, he signed an executive order that in his words bans Washington from "procuring AI technology that has been infused with partisan bias or ideological agendas such as critical race theory, which is ridiculous. From now on, the US government will deal only with AI that pursues truth, fairness and strict impartiality."
"It's so uncool to be woke," he added.
The Plan also calls to remove diversity, equity, and inclusion, and climate change references, from the National Institute of Standards and Technology's (NIST's) AI Risk Management Framework. It also specifically mandated looking for bias in Chinese models.
[image: european_commission_flags_building]
EU tries to explain how to do AI without breaking the law

READ MORE
Mia Hoffman, research fellow at the Georgetown University's Center for Security and Emerging Technology (CSET), warned that the elements of the EO that address bias might present practical difficulties for foundational model operators who still need to comply with EU regulation. On August 2, new transparency requirements on LLMs come into force under the EU AI Act.
"We would expect these regulations to have a pretty outsized impact on US developers, because the regulation applies at the model level," she told El Reg, pointing out the huge expense of training a foundational model and the unlikeliness that they'll train separate ones for each region.
"So there's limits to how much deregulation the AI Action Plan in the US generally can have, as long as developers have an interest in having their models in the EU market," she added.
The policy of targeting information unacceptable to the government extends to rooting out AI-generated images that the plan says could hinder legal investigations. It floats a possible NIST-controlled "Guardians of Forensic Evidence" deepfake evaluation program and a deepfake standard for the DoJ.
The government's AI adoption push extends into the military. The DoD gets a "virtual proving ground" for AI and autonomous systems and must prioritize and migrate workflows to AI. Given the plan's mandate to "transform both the warfighting and back-office operations" of the DoD, we can assume that some of those AI workflows might involve the pointy end of the department's activities.
The plan also recommends the development of open financial markets for compute, unlocking what it sees as a market captured by hyperscaler providers. It will connect researchers to AI resources through a resource network and promote open-source and open-weight models among SMBs.

  Build, baby, build - on federal land

The 'build, baby, build' language really kicks in on the infrastructure side. Datacenter operators can expect more leeway in construction, with permits loosening restrictions when building around wetlands and other protected waters. It will also grease the wheels by slimming down environmental air and water regulations. Agencies with a lot of federal land will have to allow datacenter operators to build facilities, including power generation plants.
Kate Brennan, associate director of the AI Now Institute, called the whole plan a gift for the big tech companies that will build these datacenters. "Big Tech got exactly what it wanted in this action plan, and we're poised to see an acceleration that is built on deregulatory principles and very little consideration for the public at large," she warned.


	How Broadcom is quietly plotting a takeover of the AI infrastructure market


	VMware reboots its partner program again - and it looks like smaller players are out


	Telefonica Germany offloads VMware support to Spinnaker due to high renewal costs


	Citrix signals return to the mainstream hypervisor market with a product it says isn't quite ready for the job


Trump backed up the language in the plan by signing an executive order to fast-track datacenter development.
All the electricity these datacenters chew through must come from somewhere. The plan recommends a widespread grid modernization program, bringing it all up to baseline standards for resource adequacy. It calls out geothermal and nuclear energy as focus areas.
The Action Plan also continues support for domestic semiconductor manufacturing to support the AI industry, but will strip away some of the CHIPS Act's funding conditions. It doesn't specifically call it out, but it mentions "saddling companies with sweeping ideological agendas," which might refer to inclusivity requirements [PDF] for chip companies.
The plan nods to the American worker with a training program to develop more skilled workers in supporting roles such as electricians and HVAC specialists. This will go from adult to high-school level.

  Us v them

The diplomacy section has a definite "with us or against us" vibe. It describes an American AI alliance (a club of allies that get access to US AI tech stacks). There will be a set of export packages to support this. It proposes measures to stop these reaching countries it doesn't like, using location verification features and intelligence community monitoring.
Jacob Feldgoise, senior data research analyst at think tank CSET, put this in the context of the Biden-era AI diffusion rule, which governed chip exports according to a three-tier system. That left countries like China in the red 'no export' zone but created yellow and green zones for semi-trusted and fully trusted countries.
The current administration revoked that rule just before it went into effect in May this year. Feldgoise expects the new controls to stay strict on China but to loosen the controls that would have affected other parts of the world from US chip companies. "If things are relaxed the way that we're expecting, it would mean that many of these companies can export greater quantities to more destinations than they previously would have been able to."


Too many of these efforts have advocated for burdensome regulations


Trump signed an EO promoting the export of American AI models after his Wednesday speech.
The administration expects allies to toe the line on export controls, and this will all be governed by quiet agreements between small numbers of allies. The document explicitly states that the government is backing away from broader multilateral treaties.
Hence, international AI governance gets short shrift: "Too many of these efforts have advocated for burdensome regulations, vague 'codes of conduct' that promote cultural agendas that do not align with American values, or have been influenced by Chinese companies attempting to shape standards for facial recognition and surveillance," the plan states. Consequently, Washington will work with its allies to "promote innovation, and American values".
Risk, schmisk
Aside from its deregulatory largesse and diplomatic insularity, the big takeaway from the plan is its myopic approach to risk. Many other documents including the Biden EO took a rounded approach to risk by considering issues such as civil rights, employee rights, and data protection. Bias was discussed properly in terms of its effect on individuals and the public good.
This plan's conception of risk is more singular. It revolves mainly around bad actors co-opting AI, calls for work with frontier model providers to harden their LLMs, and makes much of the need for secure DoD AI datacenters.
On the cybersecurity side, it calls for creation of an AI-Information Sharing and Analysis Center (ISAC) that would join the existing network of such centers. There will be a DoD-led secure AI push and a standard on information assurance led by the ODNI. It will also work to fold AI-specific language into existing incident response doctrine, it says.
None of these security and protection measures are bad things. Indeed, they're necessary. But there's a solid corpus of existing work from across the globe that looks at the social and ethical risks of AI, not to mention the inherent power structures that enabled development of the technology and what it might mean for the future. That's nowhere to be seen here. In a country that's leading in the field and harboring most of the investment capital for AI, that's concerning. (r)
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    UN World Court declares countries must curb emissions or be held responsible

    
But it has no way to compel scofflaws to comply    
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In a sweeping and unprecedented legal opinion, the United Nations' highest court has decreed that "The consequences of climate change are severe and far-reaching" and constitute an "urgent and existential threat." What's more, it stated that action must be taken to not only ameliorate that threat but also to determine the legal consequences for those states whose actions harm others.
The opinion comes down as tech companies race to build big new datacenters to power the AI revolution. Those datacenters are going to require a lot of energy, most of which will likely be generated by burning fossil fuels, thereby belching more CO2 into the atmosphere.
While Wednesday's opinion has no immediate and binding jurisdictional power, its international authority and legal arguments may well have the power to sway more specific international litigation in the areas of damage compensation, regulations, insurance availability, mitigation funding, and the like. Possibly ... Maybe ...
This blockbuster finding was released by the United Nations International Court of Justice (ICJ), known more colloquially as the World Court, in a 133-page Advisory Opinion [PDF] entitled Obligations of States in Respect of Climate Change -- or, in proper ICJese, Obligations des Etats en Matiere de Changement Climatique.
The ICJ opinion was requested by the United Nations General Assembly to answer two closely related questions: First, what laws, treaties, protocols, and the like currently exist "in respect of activities that adversely affect the climate system"? And second, what are the legal consequences that arise from violations of those obligations?
These questions did not merely materialize out of the ether -- they were the result of a long lobbying campaign by UN member states that face severe consequences from a climate crisis they had little hand in creating, states such as the Maldives and Vanuatu that face essential elimination from rising sea levels and climate change-exacerbated storms.
When introducing its unanimous opinion in The Hague, as reported by Reuters, ICJ President and judge Yuji Iwasawa [PDF] agreed with the vast majority of working climate scientists and scientific organizations, saying, "Greenhouse gas emissions are unequivocally caused by human activities."
His statement, and the Advisory Opinion itself, echoed the conclusions reached by the UN's Intergovernmental Panel on Climate Change (IPCC) Sixth Assessment Report (AR6), released in 2023. The ICJ's Opinion relied heavily upon the research and conclusions outlined in the AR6, which noted that "approximately 3.3 to 3.6 billion people are highly vulnerable to climate change."
It should be noted that this Advisory Opinion is not a mere "opinion" in Webster's quotidian definition as "a view, judgment, or appraisal formed in the mind about a particular matter," but rather in its legal meaning -- again, from Webster, "the formal expression (as by a judge, court, or referee) of the legal reasons and principles upon which a legal decision is based." That said, an Advisory Opinion is not a binding judgment in specific case law, but instead a non-binding statement of guidance or principle.
Also, this Advisory Opinion can be used as guidance in legal proceedings only if, when, and where the opinions of the ICJ -- and international law in general -- hold sway. Unfortunately for the states, organizations, or individuals seeking damages for climate change-related injuries, compliance with ICJ opinions is not binding upon the Court's member states except under certain conditions -- and those conditions largely require consent from all parties involved in the legal proceeding.
Simply put, although the ICJ may wield consensus, moral, normative, intellectual, and advisory authority, it can't force compliance with its opinions -- even those more binding than merely advisory -- on its member states. Think of Josef Stalin's famous response to French Foreign Minister Pierre Laval in 1935 when Uncle Joe was told that the Pope would prefer he take his boot off the neck of Russian Catholics: "The Pope? How many divisions has he got?" (r)
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    How to host a Linux-powered local dev site in Windows

    
A working copy of your site can run under Windows Subsystem for Linux    
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hands on If you're building a website that will eventually be hosted on a Linux server (as so many are), you have a couple of choices about where you do your development work. You can create a beta version of the site at your web host and upload all of the files there or you can create a local test server that sits in your home or office.
The test server could be a separate Linux machine such as a Raspberry Pi or it could be your main PC if you run Linux as your desktop OS. If you're doing your coding in Windows, you could run a local Windows web server, but that's not the best simulation of your production environment.
Instead, I recommend using Windows Subsystem for Linux to run a local Linux web server within Microsoft's OS. That way you can write your code in Windows while running it on the same platform it's destined for, no second computer or remote server required. Here's how.
Start by installing Windows Subsystem for Linux 2 (WSL 2). Launch PowerShell (any version) and enter the following:
wsl --install --no-distribution

Next, we'll install AlmaLinux 9 to use as our Linux distribution. By default, if you don't install WSL with the --no-distribution option, it will install Ubuntu, but most web hosting platforms use CentOS or AlmaLinux (which is similar to CentOS) so we're going with that. Find AlmaLinux 9 in the Microsoft Store and click install.
[image: AlmaLinux OS 9 in Microsoft Store]
AlmaLinux OS 9 in Microsoft Store - Click to enlarge


Launch the AlmaLinux environment by finding its shortcut icon in Windows Search. Note that the first time you open it, AlmaLinux will ask you to set a username and password.
[image: Set username for AlmaLinux]
Set username for AlmaLinux - Click to enlarge


Since you just installed a new Linux instance, it's time to run an update to get everything up to the latest specs. You do that by entering the following in AlmaLinux:
sudo dnf update

Next, you'll need to set a password for the root user. Make sure you keep it handy.
sudo passwd root

After that, it's time to install a control panel app for the web server. Many hosting services use cPanel, but that comes with a licensing fee, so we're going to use Virtualmin and its companion Webmin (Virtualmin controls the server while Webmin controls each account), which is a free alternative. If you already own cPanel or another app, use that. To install Virtualmin / Webmin, enter:
sudo sh -c "$(curl -fsSL https://software.virtualmin.com/gpl/scripts/virtualmin-install.sh)" -- --bundle LAMP

If, during the process, you are asked for a fully-qualified domain name, you can enter something like host.example.com just to move the process along. We'll be using the IP address to get to Virtualmin, Webmin, and our local site.
[image: Enter fully-qualified domain name for Virtualmin]
Enter fully-qualified domain name for Virtualmin - Click to enlarge


When the installation is complete, the script will give you an IP address with :10000 at the end. Copy that and paste it into a browser.
[image: installing Virtualmin]
Installing Virtualmin - Click to enlarge


The browser will give you a "Your connection is not private" error. Proceed anyway.
[image: Your connection is not private error]
"Your connection is not private" error - Click to enlarge


Enter root as the username and the password you assigned to root into the Webmin dialog box. Then sign in.
[image: Webmin login screen]
Webmin login screen - Click to enlarge


Click Next to continue with the Post-Installation Wizard.
[image: Webmin Post-installation wizard]
Webmin Post-installation wizard - Click to enlarge


Continue to click Next and accept the default settings until you get to the MariaDB password page. Here you might want to change the password to something more memorable. Or, at least, copy the password down.
[image: Set MariaDB password]
Set MariaDB password - Click to enlarge


Check "Skip check for resolvability" on the nameserver page. This will ensure that, even if you use a bogus domain name like host.example.com, you can still get into Webmin using the IP address.
[image: Skip check for resolvability]
Skip check for resolvability - Click to enlarge


Click Add new virtual server.
[image: click add new virtual server]
click add new virtual server - Click to enlarge


Give your new virtual server an admin password and a domain name that doesn't have any top-level domain (no .com, .edu, etc). I used the domain name "mysite" for this purpose. Then click Create Server.
[image: give your site a name and click Create Server]
give your site a name and click Create Server - Click to enlarge


Now, it's time to install some applications you may need for your website. Navigate to Virtualmin->Manage Web Apps for a list of available apps. I recommend installing phpMyAdmin for database management and WordPress (if you are running a WordPress site).
[image: Navigate to Manage Web Apps in Virtualmin]
Navigate to Manage Web Apps in Virtualmin - Click to enlarge


You should now be able to view the home page of your site by navigating to http://YOUR_IP_ADDRESS (in my case this was http://172.26.88.73) and manage the database by going to http://YOUR_IP_ADDRESS/phpmyadmin.
At this point, you may want to make it easier to access the local site by giving it a plain-language name you can use in lieu of its IP. Do this by editing the C:\Windows\System32\drivers\etc\hosts file and including the name you want (ex: mysite) and the IP address.
[image: add your site name to the hosts file]
add your site name to the hosts file - Click to enlarge


Remember that you'll have to add the http in front of the name (ex: http://mysite) to view the local site in your browser.
Next, you'll want to locate and set permissions for the public_html directory, which represents the root of your website. Virtualmin creates a user with the domain name of the site you entered when you created a virtual server and, in our case, that's mysite. So the relevant folder is located at /home/mysite/public_html.
Grant yourself permissions to this folder by entering the following at the Linux command line:
sudo chmod -R 777 /home/mysite

Now, you should be able to access the site's files in File Explorer by navigating to Linux->AlmaLinux-9->home->mysite->public_html
[image: File explorer open to public_html folder]
File Explorer open to public_html folder - Click to enlarge


With the correct permissions in place, you can do the development work for your site and then view what it looks like by going to http://YOUR_IP_ADDRESS or http://mysite. Just make sure to keep an AlmaLinux WSL terminal window open or the webserver won't run. (r)
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From scams to violence, the crimes extend beyond the digital realm    
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A subset of an online group that recruits children and teens for contract shootings, kidnappings, and other real-life violent crimes poses a growing threat to youth, according to the FBI.
In a Wednesday alert, the federal cops warned that In Real Life (IRL) Com, a subset of the underground cybercrime crew The Com offering swat-for-hire and violence-as-a-service, has become increasingly brazen in its real-life violent crime.
The FBI's alert follows a similar warning from the UK National Crime Agency about a "deeply concerning" trend of The Com recruiting teenage boys to commit a range of criminal acts, from cyber fraud and ransomware to child sexual abuse.
The Com is a loosely knit band of primarily English-speaking miscreants whose members span the globe. It's made up of several interconnected networks of hackers, SIM swappers, and extortionists including Scattered Spider, which security researchers and law enforcement count as one of The Com's subgroups.
Many of The Com's members are minors, primarily teenage boys. The members of the IRL Com subset "typically have a shared interest, ideology, or goal and work together, adding others to the group and splintering when necessary, to achieve their mission," the FBI noted.
Their criminal acts extend beyond the digital realm, and they post prices online to conduct real-world criminal services including shootings, kidnappings, armed robbery, stabbings, physical assault, and bricking. Groups offering violence-as-a-service solicit individuals via social media and messaging apps, in some cases recruiting very young members and then blackmailing them into committing serious crimes.


	Three Brits charged over 'active shooter threats' swattings in US, Canada


	Teens used encrypted chats to recruit for 'violence as a service' murder ring, Europol says


	Scattered Spider, BlackCat claw their way back from criminal underground


	Ex-US soldier who Googled 'can hacking be treason' pleads guilty to extortion


Finnish police in May warned people about The Com luring and manipulating children and young people into using "extreme violence against themselves and others." 
Last month, seven people, including a 14-year-old, were arrested or surrendered to Danish authorities after allegedly using encrypted messaging apps to hire other teenagers for contract killings in one of these violence-as-a-service operations.
The FBI's security bulletin specifically calls out IRL Com subgroups that offer swat-for-hire services. Swatting involves hoaxers falsely reporting shootings at someone's residence or calling in bomb threats to trigger massive armed police responses at the victims' homes.
While various subgroups of The Com use swatting to achieve different goals -- sometimes it's the result of infighting among members -- IRL Com groups use swatting to earn money, gain credibility, and keep members in line, according to the feds. 
"The more attention a swatting incident gets, the more attention the member receives from the group," the FBI says. "Additionally, leaders from IRL Com groups may use swatting to ensure members of the group remain obedient. When members of the IRL Com group disobey orders or refuse to comply with demands, the member or the member's family may become the target of swatting."
The FBI alert also follows a joint investigation conducted alongside UK cops that resulted in arrests of three young Brits accused of active-shooter-threat swatting calls in the US and Canada between October 2022 and April 2023. (r)
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    Nothing to see here: Brave browser blocks privacy-busting Microsoft Recall

    
No screenshots for you!    
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In an effort to protect user privacy, Brave browser 1.81 will prevent Microsoft Recall from screenshotting it by default.
Microsoft introduced Recall, you may recall, in May 2024 as a way to record screen activity for people using Copilot+ PCs, in order to pass that information to the resident AI model. The feature repeatedly captures images of the user's screen and stories the snapshots, so the data can be resurfaced on-demand via local image recognition software and natural language queries.
Forgot the name of the website you visited which had a pic of blue shoes on it? Recall will find it for you.
After its debut, critics savaged the feature as a privacy nightmare. Microsoft ended up delaying the technology and making some adjustments to make it more acceptable.
In April 2025, Microsoft announced the Recall would be available to those on the company's Windows Insider channel via a preview version of Windows 11 Build 26100.3902 for Copilot+ PCs. Originally offered on an opt-out basis, Recall is now opt-in and has new local data protections it didn't have in its first iteration.
Brave Software, which offers a Chromium-based browser tricked out with extra privacy controls, argues that Recall still presents a risk, even if transitioning it from opt-out to opt-in has mitigated concerns.
"Recall is antithetical to Brave's goals as a privacy-first browser, and as such we should disable Recall's ability to capture what the user does on Brave," explained Shivan Kaul Sahib, VP of privacy and security at Brave Software, in the initial GitHub Issue post outlining the browser code change.
In a blog post on Tuesday, Sahib argued that disabling Recall by default in all Brave tabs is necessary to protect the user's browsing history.
"We think it's vital that your browsing activity on Brave does not accidentally end up in a persistent database, which is especially ripe for abuse in highly-privacy-sensitive cases such as intimate partner violence," he wrote.
If you want Recall to screenshot Brave, the browser's settings menu allows you to override the block.
According to Sahib, Brave's implementation was inspired by secure messaging app Signal, which instituted a Recall block in May. Signal Desktop for Windows 11 includes a default Screen Security setting that tells the operating system that messages are protected with digital rights management (DRM), thereby blocking any and all screenshots from being taken - including the automated screenshots Recall uses.
"The integration of AI agents with pervasive permissions, questionable security hygiene, and an insatiable hunger for data has the potential to break the blood-brain barrier between applications and operating systems," wrote Signal developer Joshua Lund at the time. "This poses a significant threat to Signal, and to every privacy-preserving application in general."
Sahib maintains that Brave's approach is better because Signal's reliance on the Windows DRM flag disables all screenshots, including those taken by accessibility software like screen readers. Brave, on the other hand, only blocks browser screenshots initiated by Recall.
Redmond on Tuesday doubled down on its AI shoulder-surfing gambit by introducing Copilot Vision, an opt-in extension of Recall that streams captured screenshots back to Microsoft's servers, where user activity data can be processed by more capable AI models.
"We currently don't have plans regarding Copilot Vision but are looking into this," a spokesperson for Brave told The Register. "We prioritized blocking Recall because it had a history of bad security and privacy decisions."
Brave 1.81 is scheduled to be released on August 5, 2025. (r)
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Exclusive Tata Consultancy Services (TCS) has announced an instant five-day return-to-work mandate for US workers, and warns that staff will be monitored and called out if they don't comply.
A Reg reader who works at the Indian outsourcing biz got in contact after receiving an email from HR saying that everyone will be required to come into work "to enrich our workplace experience, effective immediately." The only exceptions are those based at client facilities or who have previously agreed upon work-from-home conditions. The outfit had more than 45,000 workers placed at companies in the US in 2023, according to a press release.
"We can confirm that as a part of our ongoing plan to return to office globally, our US operations have also resumed full week working from the office, like many other regions," TCS told us. "Our associates located at client sites continue to follow the guidance of respective clients regarding work location."
The employee, who asked to remain anonymous, also told us the rumor mill is working overtime that serious job cuts are in the offing at TCS' North American offices, with a figure of 30 percent mentioned internally. TCS told us. "While we don't comment on rumors and speculation, we can confirm we have not announced any layoffs in the US."
TCS proclaims itself as one of the Big Four IT outsourcing companies, behind IBM, HP, and Accenture. The Indian megacorp makes extensive use of foreign workers recruited to the US under the H-1B scheme, which was originally designed to allow skilled workers into America but has now grown to encompass everything from IT admins to those with the highest skills.
But under President Trump, those practices are changing. During his first term in office, very little changed with the program, but in the last few months, a crackdown has begun, and the government is both rethinking the H-1B visa system and claiming a crackdown on fraud has cut work visa applications by 25 percent.
Such moves will hit outsourcing companies hard. While the law states that H-1B workers should be paid an equivalent salary to American workers to avoid undercutting wages, they are also vulnerable to abuse like being asked to work extra hours, as the alternative is losing their sponsorship.


	India's services giants brace for impact as US tariffs bite their customers


	Asda IT staff shuffled off to TCS amid messy tech divorce from Walmart


	H-1B visa fraud alive and well amid efforts to crack down on abuse


	India's big four services giants soar on demand for AI


TCS has been in the news of late for allegedly issuing hollow offers to new hires in India. Indian IT workers' union the Nascent Information Technology Employees Senate (NITES) has submitted a formal complaint to its government over TCS allegedly offering positions to workers, but then enforcing a "Bench Policy," whereby they are encouraged to apply for particular jobs with no guarantee of getting a contract.
"NITES has received credible reports that many employees are being asked to resign if they fail to find a project within thirty-five days of being on the bench," it said.
"Employees are being pressurized to take up roles outside their domain or core expertise, and if they refuse, they are told their employment will be terminated. In several shocking cases, Java developers have been forced into .NET roles, and employees have been asked to take on work they were neither trained nor hired for, only to be penalized if performance suffers," the complaint states. Some workers even claim to have been offered roles, have left their jobs, and then been left in the lurch.
TCS denies those claims. "We can confirm that, as always, TCS is committed to honour all offers we have made, whether it is to freshers or experienced professionals. Everyone who has received an offer from TCS will be onboarded," a spokesperson told us.
"The joining dates are decided as per business demand and in some cases, they do get adjusted to meet our business needs. We remain in continuous touch with all candidates in these cases and look forward to them joining our company soon." (r)
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    AI industry's size obsession is killing ROI, engineer argues

    
Huge models are error-prone and expensive    
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Enterprise CIOs have been mesmerized by GenAI claims of autonomous agents and systems that can figure anything out. But the complexity that such large models deliver is also fueling errors, hallucinations, and spiraling bills.
All of the major model makers - OpenAI, Microsoft, Google, Amazon, Anthropic, Perplexity, etc. - are singing from the same hymnal book, the one that says that the bigger the model, the more magical it is. 
But much smaller models might do a better job with controllability and reliability. 
Utkarsh Kanwat is an AI engineer with ANZ, a financial institution headquartered in Australia. In a blog post, he broke down the numbers showing that large GenAI models become mathematically unsustainable at scale.
"Here's the uncomfortable truth that every AI agent company is dancing around: error compounding makes autonomous multi-step workflows mathematically impossible at production scale," Kanwat wrote in a blog post over the weekend. "Let's do the math. If each step in an agent workflow has 95 percent reliability, which is optimistic for current LLMs," then five steps equal a 77 percent success rate, ten steps is a 59 percent success rate, and 20 steps is a 36 percent success rate.
What does that all mean? "Production systems need 99.9%+ reliability. Even if you magically achieve 99% per-step reliability (which no one has), you still only get 82% success over 20 steps. This isn't a prompt engineering problem. This isn't a model capability problem. This is mathematical reality."
Several analysts and GenAI specialists back Kanwat's view.
Jason Andersen, a principal analyst for Moor Insights & Strategy, said that enterprises often opt for the path of least resistance. If the large model maker is promising to solve all of their problems, they want to believe that. But it is often the much smaller and more-focused strategies that deliver better results. 


Small, tight and well-scoped is good. Loosey goosey is bad. There is a lot of wisdom in going small


"This points out that the real value of an agent in an enterprise sense is to put boundaries around the model so you can get a certain degree of purpose out of it," Andersen said. "When you have a well-crafted and well-scoped (GenAI) strategy, you are likely to have more success."
The larger the model, "the further away you get the accuracy line, further away from reliability," Andersen said. "Small, tight and well-scoped is good. Loosey goosey is bad. There is a lot of wisdom in going small."
Andersen said that he asks CIOs whether they want the AI model "to be the pilot or the navigator?" 
A good example of this, he said, is GenAI-powered vibe coding. Should AI be helping the coder or replacing the coder?
"Both have humans in the loop but what role is the human providing? Is the human running the show or is GenAI running the show?" Andersen asked. 
Justin St-Maurice, technical counselor at Info-Tech Research Group, agreed that many enterprises are not doing themselves any favors by focusing overwhelmingly on the largest models.
"We are putting agents into complex sociotechnical systems. Agent systems run the risk of causing feedback loops and going off the rails, and the inherent nature of LLMs is randomness," St-Maurice said. "There is a real balance between taking advantage of the generative nature of GenAI and putting rules around it to make it behave deterministically."
Andersen offered an analogy of hiring a new employee and instead of training that new worker on how the team does things, the executive told the new employee to figure it out on their own. And when that new employee's work is not what the executive wanted, the company blames the employee rather than the executive who didn't want to spend the time or money on training new talent.
Kanwat also argued that the smaller models - even when deployed in massive numbers - can be far more cost-effective and often deliver an outright lower price.
"Context windows create quadratic cost scaling that makes conversational agents economically impossible," Kanwat said, and then he offered what he said was his own financial experience.
"Each new interaction requires processing all previous context. Token costs scale quadratically with conversation length. A 100-turn conversation costs $50-100 in tokens alone," Kanwat said. "Multiply by thousands of users and you're looking at unsustainable economics. I learned this the hard way when prototyping a conversational database agent. The first few interactions were cheap. By the 50th query in a session, each response was costing multiple dollars more than the value it provided. The economics simply don't work for most scenarios."


Venture-funded fully autonomous agent startups will hit the economics wall first


Kanwat said that many autonomous agent companies are going to have severe economic issues.
"Venture-funded fully autonomous agent startups will hit the economics wall first. Their demos work great with 5-step workflows, but customers will demand 20+ step processes that break down mathematically," Kanwat said. "Burn rates will spike as they try to solve unsolvable reliability problems."
Andersen agreed with the pricing concerns.
"The more context you have to give every step, the more the price goes up. It is a logarithmic pricing model," Andersen said, stressing that the model makers are going to soon be forced to sharply increase what they charge enterprises. 
A chorus of AI insiders chimed in.
Himanshu Tyagi is the co-founder of AI vendor Sentient and he argued that "there's a trade-off between deep reasoning and streamlined reliability. Both should coexist, not compete. Big Tech isn't going to build this. They'll optimize for lock-in."
Robin Brattel, CEO of AI vendor Lab 1, agreed that many enterprises are not sufficiently focusing on the benefits of smaller models.


AI agents that focus on specific, small-scale applications will have reduced error rates and be far more successful in production


"AI agents that focus on specific, small-scale applications will have reduced error rates and be far more successful in production," Brattel said. "Multi-step AI agents in production will find data inconsistency and integrations incredibly challenging to resolve, causing costs and error rates to spiral." 
Brattel had specific suggestions for what IT should look for when assessing various model and agent options.
Consider the "Low precision requirement. Can the solution be approximately right? Illustrations are easier than code because the illustration can be 20 percent off the ideal and still work," Brattel said. Another factor is "low risk. Generating a poem for a custom birthday card is low risk compared to a self-driving car."
One security executive who also agreed that small can often be better is Chester Wisniewski, director of global field CISO at security vendor Sophos.
When Wisniewski read Kanwat's post, he said his first reaction was "Hallelujah!" 
"This general LLM experiment that Meta and Google and OpenAI are pushing is all just showoff (that they are offering this) Godlike presence in our lives," Wisniewski said. "If you hypertrain a neural network to do one thing, it will do it better, faster and cheaper. If you train a very small model, it is far more efficient."
The problem, he said, is that creating a large number of smaller models requires more work from IT and it's simply easier to accept a large model that claims to do it all. 
Creating those small models "requires a lot of data scientists that know how to do that training," Wisniewski said.


	AI models just don't understand what they're talking about


	Put Large Reasoning Models under pressure and they stop making sense, say boffins


	Some signs of AI model collapse begin to reveal themselves


	Boffins detail new algorithms to losslessly boost AI perf by up to 2.8x


Even Microsoft conceded that small models can often work far better than large models. But one of their AI execs said small only works well for enterprises if the CIO's team has put in the time and thinking to map out a precise AI strategy. For those IT leaders who have yet to figure out exactly what they want AI to do, there is a reason to still embrace the largest of models.
"Large models are still the fastest way to turn an ambiguous business problem into working software. Once you know the shape of the task, smaller custom models can be cheaper and faster," said Asha Sharma, the corporate VP for AI at Microsoft. "Smart companies don't pick a side. They standardize on a common safety and observability stack, then mix and match models to meet quality, cost, and latency goals." (Note: Microsoft declined an interview request from The Register. We reached out to just about every major model maker and they either declined or ignored our request. The Microsoft comment above came from an emailed statement sent after publication.)
Not all enterprises have focused solely on large models. Capital One, for example, has focused on GenAI efforts that limit themselves to their internal data and they also severely limit what can be queried to what the database knows.
Kanwat said most enterprises are not the ideal clean environments for GenAI experiments. 
"Enterprise systems aren't clean APIs waiting for AI agents to orchestrate them. They're legacy systems with quirks, partial failure modes, authentication flows that change without notice, rate limits that vary by time of day, and compliance requirements that don't fit neatly into prompt templates," Kanwat said. "Enterprise software companies that bolted AI agents onto existing products will see adoption stagnate. Their agents can't integrate deeply enough to handle real workflows."
The better enterprise approach, Kanwat said, "is not a 'chat with your code' experience. It's a focused tool that solves a specific problem efficiently." (r)
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    Meta eggheads demo Bluetooth wristband that decodes muscle twitches for UI control

    
Unlike traditional input, no cameras or surgery needed, they claim    
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Researchers at Meta have come up with a wristband that picks up your muscle twitches and turns them into real-time computer commands - no cameras or implants required.
According to a peer-reviewed paper from scientists at the company formerly known as Facebook, the wrist-worn device prototype allows users to interact with computers through hand gestures, including handwriting and pinch movements. It streams muscle signals wirelessly over Bluetooth and decodes them into computer commands in real time.
The paper, published in the research journal Nature on Wednesday, says the history of the user interface has seen the introduction of keyboards, mice, and touchscreens, all of which require contact and are difficult to use on the move. While gesture-capture devices have also been developed, some require line-of-sight camera sensors, while others are intrusive.
Meanwhile, researchers have long imagined tapping brain or muscle electrical signals to control computers without any physical device. In practice, it usually requires invasive implants and software custom-trained to each person's unique signal patterns.
The authors claim their new system can capture and decode hand movements without the need for personalized calibration or invasive procedures.
Led by Meta Reality Labs' research science director Patrick Kaifosh and research VP Thomas Reardon, the team showed how the wristband could be used to recognize gestures in real time to control a one-dimensional cursor, select commands, and even create text on the screen by detecting handwriting gestures.
It's worth noting that handwriting recognition runs at about 20.9 words per minute (WPM), compared with roughly 36 WPM on mobile-phone keyboards and over 40 WPM for proficient typists.
Nonetheless, it's impressive that the wrist-attached surface electromyography (sEMG) can decode movements generalized among users. sEMG places electrodes on the skin to record the tiny electrical signals your muscles produce when they contract.


To our knowledge, this is the first high-bandwidth neuromotor interface with performant out-of-the-box generalization across people


"We developed a highly sensitive, easily donned sEMG wristband and a scalable infrastructure for collecting training data from thousands of consenting participants. Together, these data enabled us to develop generic sEMG decoding models that generalize across people," the authors write in the paper.
"We demonstrate that the decoding performance of handwriting models can be further improved by 16 percent by personalizing sEMG decoding models. To our knowledge, this is the first high-bandwidth neuromotor interface with performant out-of-the-box generalization across people."
The Reality Labs team is publicly releasing a repository containing over 100 hours of sEMG recordings from 300 participants across all three tasks in the publication in an effort to boost future work into studying the wrist-action UI model.
They also suggest that the system could be adapted to help those with reduced mobility interact with computers more easily.


	Meta reveals plan for several multi-gigawatt datacenter clusters


	More trouble for authors as Meta wins Llama drama AI scraping case


	Meta - yep, Facebook Meta - is now a defense contractor


	Meta calls EU200M EU fine over pay-or-consent ad model 'unlawful'


"It is unclear whether the generalized models developed here and trained on able-bodied participants will be able to generalize to clinical populations, although early work appears promising. Personalization can be applied selectively to users for whom the generic model works insufficiently well due to differences in anatomy, physiology or behavior.
"However, all of these new applications will be facilitated by continued improvements in the sensing performance of future sEMG devices, increasingly diverse datasets covering populations with motor disabilities, and potentially combining with other signals recorded at the wrist," the paper said. (r)
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    Microsoft SharePoint victim count hits 400+ orgs in ongoing attacks

    
US DOE among breached government agencies    
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More than 400 organizations have been compromised in the Microsoft SharePoint attack, according to Eye Security, which initially sounded the alarm on the mass exploitation last Friday, even before Redmond confirmed the critical vulnerabilities.
The Dutch security company on Wednesday reported four waves of attacks beginning July 17 and continuing the following two days, with "multiple waves" beginning July 21.
The US Energy Department - including its National Nuclear Security Administration (NNSA), which maintains America's nuclear weapons - was among those hit.
A DOE spokesperson confirmed the breach to The Register: 


On Friday, July 18th, the exploitation of a Microsoft SharePoint zero-day vulnerability began affecting the Department of Energy, including NNSA. The Department was minimally impacted due to its widespread use of the Microsoft M365 cloud and very capable cybersecurity systems. A very small number of systems were impacted. All impacted DOE systems are being restored. NNSA is taking the appropriate action to mitigate risk and transition to other offerings as appropriate.


In addition to the DOE, other government agencies and critical sectors, including telecommunications and software, have been hit in the ongoing attacks, with a "major Western government" being among the first victims on July 7, according to Check Point Research.
The security holes affect SharePoint Enterprise Server 2016, SharePoint Server 2019, and SharePoint Server Subscription Edition. The software giant first confirmed the exploits late Saturday, saying it was "aware of active attacks targeting on-premises SharePoint Server customers by exploiting vulnerabilities partially addressed by the July Security Update." It then released fixed versions for all three by late Monday.
The software fixes address remote code execution bug CVE-2025-53770, which is related to the previously disclosed vulnerability CVE-2025-49704, and CVE-2025-53771, a security bypass flaw for the previously disclosed CVE-2025-49706. Chaining the two allows miscreants to bypass authentication and execute malicious code over the network. A proof-of-concept showing how to chain the two together was released on GitHub.
Both Google and Microsoft have blamed Chinese cyberspies and data thieves for the digital intrusions, with Redmond warning yesterday: "Additional actors may use these exploits."


	Surprise, surprise: Chinese spies, IP stealers, other miscreants attacking Microsoft SharePoint servers


	Microsoft patches critical SharePoint 2016 zero-days amid active exploits


	Another massive security snafu hits Microsoft, but don't expect it to stick


	Microsoft patches under-attack SharePoint 2019 and SE


Microsoft did not immediately respond to The Register's questions, including about how many organizations have been compromised. We will update this story if and when we receive a response.(r)
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    Power cuts, cable damage, and government shutdowns behind Q2 internet outages

    
Loads of unexplained ones, too. Maybe normalize providing a freaking reason for multi-hour outages, mmm?    
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The previous quarter was a busy one for internet disruptions, according to Cloudflare, with government-mandated shutdowns in several nations, a massive power outage hitting Spain's infrastructure, damage to fiber optic cabling, and technical issues hitting North America.
[image: Blackout in Madrid, Spain - 28 apr 2025. Several people wait outside the Atocha train station in Madrid. The Iberian Peninsula lost power around 12:30 p.m. ]
Several people wait outside the Atocha train station in Madrid on 28 April, 2025. The Iberian Peninsula lost power around 1230 local time, leading to cascading internet failures and a complete traffic lockdown - Pic: Ekaterina Chuyko/Shutterstock


The global content delivery network posted a summary overview of observed and confirmed disruptions during Q2 2025, which appears to have been notable for a number of reasons, including several unexplained outages.
Cloudflare previously noted that no governments had directed internet shutdowns during the first quarter of the year, but state-mandated cutoffs returned with a vengeance as Libya, Iran, Iraq, Syria, and Panama imposed restrictions.
[image: broken tablet]
Cloudflare fesses up to config change that borked internet access for all

READ MORE
In Iran's case, there were multiple internet shutoffs following attacks on the country's nuclear sites. Temporary restrictions were imposed for several hours on June 13, while a second round occurred on June 17, reportedly in an effort to "ward off cyber attacks." The third, a day later, was for similar given reasons.
Internet shutoffs were observed across multiple Libyan network providers on May 16, and these were reportedly made by the country's leaders in response to public protests against the Government of National Unity.
With Iraq, the shutdowns were said to be an effort to prevent cheating on national exams. These ran for several hours a day from May 20 through June 4 for middle school exams, and from June 14 until July 3 for preparatory school exams. In the Kurdistan region, shutdowns began June 1, and ran through July 6.
Syria also shuts off internet access to prevent cheating on exams, and like Iraq, has been doing so for several years. However, this year the government only ordered a temporary cellular blackout in areas near to examination centers. This happened on June 21, 24, and 29 for the "Basic Education Certificate," and is scheduled between July 12 and August 3 for Secondary Education.
In Panama, a government mandated suspension of cellular and residential internet services began on June 21 in response to protests and demonstrations. This was supposed to end June 25, but was extended until June 29.
Power fail
The massive power outage that hit Spain and parts of Portugal on April 28 not surprisingly had a major effect on the internet. The electricity blackout was caused by multiple technical failures, with internet traffic falling by approximately 80 percent within the next few hours in Spain, and up to 90 percent in Portugal. It returned to expected levels around 0100 local time on April 29.
Morocco also appears to have been affected by the Spain incident - telco Orange Maroc reported that its traffic had been disrupted following the outage which affected international connections.
Other territories where a power outage led to widespread internet disruption during the quarter include Curacao, the Maldives, North Macedonia, Saint Kitts and Nevis and Puerto Rico.
Elsewhere, damage to fiber cabling was the cause of internet outages for some operators.  Digicel in Haiti suffered a complete loss of internet service on May 28, which appears to have been due to damaged cables on land rather than subsea infrastructure. Likewise, Airtel in Malawi experienced a 90-minute internet outage on June 24, blamed on ongoing vandalism to their fiber network.
But technical difficulties alone can also cause loss of internet service, as many Reg readers will be all too aware.
On May 21, a router update gone awry led to an outage for Bell Canada customers in Ontario and Quebec. This disruption was fairly short-lived, with traffic returning to expected levels just an hour later, but traffic fell by as much as 70 percent during that time.
Customers of Lumen/CenturyLink across parts of the United States experienced a widespread Internet service disruption on June 19, lasting for a couple of hours. Cloudflare says this is likely to have been caused by a DNS issue, as it claims that users who switched their DNS resolver to Cloudflare's 1.1.1.1 were able to continue to access internet services.
Cloudflare reports that Russian Internet provider ASVT was targeted by a major distributed denial of service (DDoS) attack on May 28 that led to a multi-day complete internet outage. The attack reached 70.07 Gbps or 6.92 million packets/second and lasted for approximately 10 hours, although traffic on the network remained below expected levels throughout the following week.
How did you explain that massive hours-long outage? Oh yes. You didn't
Finally, Cloudflare lists some unexplained disruptions that occurred during the quarter.
On April 1, Telia Finland reported widespread disruption in its mobile network data connections and fixed broadband, resulting in a brief near-complete outage between 0930 and 1015 local time.


	Schneider Electric says US grid will be less stable by 2030 as datacenter demand rises


	Mystery border control outage causes misery at Malaysia/Singapore frontier


	Big Tech is not much help when fighting a junta, and FOSS doesn't ride to the rescue


	Underwater cables in Red Sea damaged months after Houthis 'threatened' to do just that


on May 7, SkyCable in the Philippines experienced a complete internet blackout, with traffic across the network dropping to zero. SkyCable did not publish any information regarding the cause of the eight-hour service crash, Cloudflare says.
Thai mobile provider TrueMove H suffered a nationwide outage on May 22, but also did not provide an official reason for this. Reports in the local press claimed it was caused by technical errors, such as an issue with the firm's DNS servers.(r)
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    And now for our annual 'Tape is still not dead' update

    
176.5 Exabytes of the stuff shipped in 2024, another double-digit jump    
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Shipments of tape storage media increased again in 2024, according to HPE, IBM, and Quantum - the three companies that back the Linear Tape-Open (LTO) Format.
The three companies on Tuesday claimed they shipped 176.5 Exabytes worth of tape during 2024, a 15.4 percent increase on 2023's 152.9 Exabytes.
For those of you who stopped paying attention to tape a while back and need a refresher, LTO is an open tape format co-developed by the aforementioned companies, who all produce drives that can read and write the tapes. Sony and Fujifilm make LTO tapes.
LTO tapes ship in cartridge that are always the same size. Every few years the LTO consortium announce a next-generation spec. 6th-gen LTO had 2.5TB native capacity, 7th-gen 6TB, and gen-8 hit 12TB capacity.
Since gen-7, LTO drives can read and write only the previous generation of tape.
LTO 10 debuts this year, and promises 36TB per tape. The org's roadmap extends to LTO 14, which it predicts will pack 576TB on each tape. If the LTO team sticks to its usual four-yearly release cadence, LTO 14 will arrive around 2040.
At which point tape still won't be dead.


	Is there anything tape can't fix? This techie used it to defeat the Sun


	Tape is so dead, 152.9 EB of LTO media shipped last year


	Sony, Fujifilm storage patent lawsuit is all taped up: Better LTO-8 than never, right?


	Another big year for tape as ... oops. 2020 sales dropped 8% thanks to 'global shutdowns'


Tape enthusiasts point to its low cost per terabyte, and ability to retain data while offline and unpowered as among its virtues, and reasons it remains relevant despite its slow data transfer speeds and hard disk capacity reaching 30TB.
In canned quotes provided by LTO, Quantum's general manager for secondary storage Bruno Hald said those qualities remain relevant as organizations assemble the vast collections of data needed to power AI applications.
"Organisations navigating their way through the AI/ML era need to reconfigure their storage architectures to keep up, and LTO tape technology is an essential piece of the puzzle," he said.
Analyst firm IDC's research veep for infrastructure software platforms Phil Goodwin offered similar sentiments.
"Continued growth in LTO tape shipments shows the important role that tape plays in modern data architectures, especially as companies deal with rapidly growing amounts of data," he said. "In fact, tape's unique combination of scalability, cost-efficiency, and cyber resilience makes it a valuable component for enterprises seeking secure, sustainable long-term data storage."
The Register will therefore likely be back with another annual "Tape is still not dead" update for years to come. (r)
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    One in six US workers pretends to use AI to please the bosses

    
AI-nxiety is real, and it's causing some bizarre behavior    
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ai-pocalypse If you're one of those people who pretend to use AI at work, then worry not: there are likely another 15 of you per hundred employees in your company. That's the finding of a survey from nearshoring tech recruitment company Howdy.com.
According to the survey, three-quarters of people's employers expect them to use AI in some way, about half in some official capacity, and another quarter informally. This leaves some employees using it under duress. Over one in five (22 percent) use it in situations where they're not confident in doing so because they feel pressure to drink the Kool-Aid. That ties in with the quarter of employees who told Howdy.com that they often or always feel overwhelmed by this new tech.
Let's not assume that AI always makes work easier, either, despite what companies like Microsoft will tell you. A full third of employees told Howdy.com that learning and using AI (along with checking for its inevitable mistakes) takes as much time as doing their job without it. That assumes you're checking its results in the first place. Two-thirds of workers just blindly accept AI's output without due diligence, per KPMG and the University of Melbourne.

  Lying about using AI, lying about not using AI

This unease around the technology leads some to willfully disobey their overlords by saying that they use AI when they don't. A full 16 percent (that's nearly one in six people) sometimes lie about using AI algorithms just to keep bosses happy.
What would happen if they just fessed up that they prefer actually using their brains to get the job done? Many worry that they would get passed over for promotion in favor of people who have merged with the Borg. In late 2023, EY surveyed 1,000 white-collar workers in the US, and found that two-thirds of them harbored this fear.
The anxiety over AI use leads to some bizarre paradoxes. Here's one: While some people pretend to use AI because they're anxious about it, others use it but pretend that they don't. Slack's Workforce Index last October, which surveyed over 17,000 global desk workers, found 48 percent of them were uncomfortable telling managers that they use AI at work. They were afraid of being seen as not competent or industrious enough. Many felt that using AI was like cheating.

  AI-nxiety

This anxiety about AI is as much of a thing as social media anxiety, email overload, and Zoom fatigue. The reasons for it are multifaceted. One is the fear of being replaced. This year non-partisan think tank the Pew Research Center found that about half of the over 5,000 US workers it surveyed were worried about the future use of AI in the workplace.
A third of those people think AI will lead to fewer job opportunities, and feel overwhelmed by what's happening. In spite of the rhetoric about AI creating more opportunities, companies (and sometimes governments) seem to be proving their fears right, again and again and again.
Another reason might be the fear of doing something wrong. According to Howdy.com, one in four workers who are expected to use AI don't get any training in it.
Jacqueline Samira, CEO at Howdy.com, says that training is important but that employees also need to embrace the new tech that's coming down the pipe.
"The company should support the service, but the onus to show up, practice, learn, be curious, and work at it is on the individual," she says, adding that they shouldn't feel the need to escape the pressure from AI. "They need to lean in. It's here and we need to adapt."


Unmanageable or extreme stress is a result of lack of clear communication and clear expectations


"Unmanageable or extreme stress is a result of lack of clear communication and clear expectations," she continues, advocating for "direct, honest, positive communication and expectations."
Ideally, this translates into leadership being clear about how and when to use AI. The worry is that many bosses might not understand their own internal AI landscape, warns Ronan Murphy, chief data strategy officer at security company Forcepoint, who is also a member of the Irish government's AI advisory council. "Lots of legacy systems are being retrofitted with AI," he says, adding that it makes it more difficult to work out exactly where AI is being used. If you don't know where AI features are showing up for employees and what they're being allowed to do with the technology, how can you guide them properly?


	AI may be after your job, but this AI agent promises to help you get a new one


	Generative AI is not replacing jobs or hurting wages at all, economists claim


	AI agents? Yes, let's automate all sorts of things that don't actually need it


	AI agents get office tasks wrong around 70% of the time, and a lot of them aren't AI at all


What if you're that one person in five who feels uncomfortable using AI for your job? A lot depends on the job and what you're being asked to do. If the use case seems responsible, Murphy echoes Samira that it's time to lean in. "Things like Copilot are so easy to use," he says. If you haven't been trained on it, then it's time to raise that in conversation.
But if a clueless boss is asking you to do something unethical, then it might be time to seek help. When film bosses allegedly told archival documentary photo producers to sprinkle AI-generated images into documentary films without any transparency, they founded the Archival Producers Alliance and published an open letter in the Hollywood Reporter about the issue.
AI anxiety is inevitable given the power of the technology and the play it's getting in the media. Samira likens the anxiety about it to political overwhelm. "It's the Trump of technology news. Regardless of your views, it's ever present on every channel," she says. "The massive amount of content being generated around AI is all-consuming. It's ever present and everyone is feeling it."
Perhaps it's time to relax and take a meditative breath, should the anxiety get too much. Because of course, there's an AI-powered app for that, too. (r)
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    How to get rid of useless keys in Windows and turn them into something helpful

    
Turn that Copilot or Scroll Lock key into a media control or extended character.    
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HANDS ON In the era of laptops and tenkeyless keyboards, many of us are living with fewer keys than we had years ago. But even on a small keyboard, you'll find keys that you just don't need. 
The Copilot key on many new laptops is a great example of hype over help. And in 2025, how many of us still use Scroll Lock, type with Caps Lock on, or hit the Insert key to change into overwrite mode? For every waste of keyboard space, there's an opportunity to optimize.
In Windows 10 or 11, it's easy to remap keys so that they become other keys you don't already have. For example, I'm not a spreadsheet maven, so don't really make much use of the number pad. So instead, I've turned the humble set of numbers and operators into a media control center, a series of special symbols I can't get elsewhere, and hotkeys to launch my favorite apps. 
Here's how you can remap your keys in Windows to get the most out of your keyboard.
Use SharpKeys to turn one key into another
In Windows, you can use the Registry to remap keys at the OS level, so as soon as you boot up, the Insert key becomes Print Screen (one of my favorite changes). There's a complex way to do this that involves entering scan codes into Registry keys, or you can do what I do and use SharpKeys, a GUI-based utility that does this work for you.
After you've installed and opened SharpKeys, click the add button.
[image: SharpKeys]
SharpKeys - Click to enlarge


A set of two columns appears, with the left one showing the key to remap and the right one showing what you're remapping it into. Click the Type Key button under the left column.
[image: SharpKeys Add New Key Mapping]
SharpKeys Add New Key Mapping - Click to enlarge


Then hit the key you're wishing to remap. For this demo, I'll hit Insert. Then Click Ok.
[image: Type Insert]
Type Insert - Click to enlarge


Then select the key you want to remap into from the right column and click Ok. You could type this key as well, but you're probably mapping to a key you don't have yet. I'll select Print Screen.
[image: Remapping Insert to Prt Src]
Remapping Insert to Prt Src - Click to enlarge


You'll see your key remap on the index page. Click Write to Registry.
[image: Click write to Registry]
Click Write to Registry - Click to enlarge


Repeat this process as many times as necessary. Then log out or reboot for the changes to take effect.
Here are some changes I made:

	Insert becomes Prt Scr


	Numpad 4 becomes Media: Prev Track


	Numpad 5 becomes Media: Play/Pause


	Numpad 6 becomes Media: Next Track


	Numpad + becomes Media: Volume Up


	Numpad - becomes Media: Volume Down


[image: SharpKeys list of reassigned keys]
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Assigning symbols and apps to keys with AutoHotkey
AutoHotkey is one of the best free scripting languages / utilities around. It allows you to map single keys or keyboard combinations so that they perform a macro task, launch an app, or paste a canned piece of text. You do all this by writing an AHK script file with your key assignments.
Let's start by remapping a key to show the greatest symbol on the internet, the (r) that appears at the end of every Reg story. To get started, download and install AutoHotkey V2. Then create a blank text file - we'll call it remap.ahk - and put the following text at the top:
#Requires AutoHotkey v2.0

Then, on a separate line, put the name of the key you wish to map followed by ::. Then put a set of opening braces on a separate line. I'm remapping Numpad1 so my file reads:
Numpad1::

{

Note that a complete list of key names is available on the AutoHotkey site. You can also map keyboard combos with modifiers such as # (Win), ! (Alt), ^ (Ctrl), and + (Shift). So ^!r:: would map CTRL + ALT +R.
Add the command Send and the character(s) you wish to map into within double quotes. Then close the braces. My complete function looks like this:
Numpad1::

{

        Send "(r)"

}

Then I need to double click on my AHK file to run it. Henceforth, hitting Numpad 1 will output the (r) symbol. If I want to keep this script running every time I start my PC, I can put remap.ahk into my start folder, which is located at C:\Users\username\AppData\Roaming\Microsoft\Windows\Start Menu\Programs\Startup.
If I want to open a program with a single key press, I can also do that by using the Run command followed by the file path of my application's executable. Here, I'll assign Numpad2 to launch the Chrome browser.
Numpad2::

{

Run "C:\Program Files\Google\Chrome\Application\chrome.exe"

}

Note that after you edit your AutoHotkey script and save the file, you'll want to reload it. You can do that by right clicking on the H icon in your system tray and selecting Reload Script.
[image: Reload script in AutoHotkey]
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How to Remap the Copilot key using Windows or AutoHotkey
Many of today's new laptops come with a Copilot key to the right of the keyboard, and unfortunately, the key is even less helpful than Microsoft's eponymous AI assistant. Hitting it just launches Copilot, something you could do by launching the app yourself within Windows.


	If you're forced to use Windows 11, here's how to steal some of your time back


	Critics blast Microsoft's limited reprieve for those stuck on Windows 10


	Microsoft's next Windows 11 update is more 'enablement' than upgrade


	Microsoft dangles extended Windows 10 support in exchange for Reward Points


Redmond even tacitly admits that many users won't want the Copilot key by giving an option in settings to remap it, but this option is a bit limited. If you go to Settings->Personalization->Text input, there's a "Customize Copilot key on keyboard" pull down which allows you to set the key to launch search or launch one of your installed apps.
I prefer to have full control over my Copilot key remapping, so I recommend using AutoHotkey instead of Windows Settings. Here, you'd address the key as +#f23:: and then put a function after it.  To make the Copilot key into a Register symbol key, you'd use the code:
+#f23::

{

        Send "(r)"

}

Interestingly, the Copilot key does not have its own key name, but from the OS's perspective, returns Shift + Windows + F23. If your keyboard is old enough to have an F23 key, you could use this keyboard combination yourself to launch Copilot.
Working with AutoHotkey to make more complex scripts requires a small learning curve. However, when you add up the seconds you'll save every day with new keyboard function, it's worth the investment of time. (r)
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