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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Microsoft removes the whiff of Vista from Windows 11 Insider Preview
        Richard Speed

        Trauma-inducing startup sound finally axed Great news! Microsoft has finally squashed a Windows 11 Insider bug. No, it still hasn't "Made the Start Menu Great Again." No, you still can't drag the taskbar wherever you like. But yes, it simply kills the bug that played the Windows Vista boot chime on startup....

      

      
        Arm plots move up the stack with push into end-to-end silicon
        Dan Robinson

        Brit chip biz sees demand surge for turnkey compute subsystems, chiplets, and complete SoC designs Chip designer Arm says it is looking to bring more compute subsystems, chiplets, and even end-to-end solutions to market as customers increasingly expect a more complete starting point for their custom silicon....

      

      
        Kremlin goons caught abusing ISPs to spy on Moscow-based diplomats, Microsoft says
        Jessica Lyons

        Russia spying on foreign embassies? Say it ain't so Russian cyberspies are abusing local internet service providers' networks to target foreign embassies in Moscow and collect intel from diplomats' devices, according to a Microsoft Threat Intelligence warning.... 

      

      
        Silk Typhoon spun a web of patents for offensive cyber tools, report says
        Carly Page

        US court docs reveal that infamous Chinese snoops filed IP papers like tax returns Security researchers have uncovered more than a dozen patents for offensive cybersecurity tools filed by Chinese companies allegedly tied to Beijing's Silk Typhoon espionage crew....

      

      
        Canonical dusts off TPM encryption for Ubuntu 25.10
        Liam Proven

        Passwordless disk locking is coming, a couple of years later than hoped Canonical's Director of Engineering for Ubuntu Desktop has published a roadmap for the 25.10 release, which includes a feature that was originally planned for 23.10....

      

      
        Brit watchdog pushes to rein in Microsoft and AWS with 'strategic market status'
        Dan Robinson

        Regulators around the globe pay attention as results of 21-month cloud probe published Britain's competition regulator says Microsoft and AWS are using their dominance to harm UK cloud customers and proposes to designate both with strategic market status (SMS) to take action against them....

      

      
        Figma debuts on Wall Street at $33 per share - still shy of abandoned Adobe deal
        Richard Speed

        Investors cash in as design firm goes public after takeover dreams dashed Figma is offering 36,937,080 shares of Class A common stock at $33 apiece, in an initial public offering that values the web design tool developer at $19.3 billion....

      

      
        NHS disability equipment provider on brink of collapse a year after cyberattack
        Connor Jones

        Government officials say they are monitoring the situation A major supplier of healthcare equipment to the UK's National Health Service and local councils is on the verge of collapse 16 months after falling victim to cyber criminals.... 

      

      
        SpaceX Crew Dragon lofting next batch of 'nauts to ISS today
        Richard Speed

        Crew-11 prepares for liftoff on Musk rocket while Boeing's Calamity Capsule remains grounded The next International Space Station (ISS) crew is set to launch today, commanded by an astronaut who gave up her Crew-9 seat to make way for the Boeing Starliner test team....

      

      
        AWS Lambda loves charging for idle time: Vercel claims it found a way to dodge the bill
        Tim Anderson

        Startup's workaround reuses stuck compute slots to rein in runaway function costs Vercel claims it's slashed AWS Lambda costs by up to 95 percent by reusing idle instances that would otherwise rack up charges while waiting on slow external services like LLMs or databases....

      

      
        Capgemini wins PS107M HMRC extension - no competition needed
        Lindsay Clark

        Deal for legacy applications support reaches PS322M as they continue to be decommissioned UK tax collector His Majesty's Revenue and Customs (HMRC) has awarded Capgemini a PS107 million support and services deal, without competition, under a relationship that started more than twenty years ago....

      

      
        Banning VPNs to protect kids? Good luck with that
        Connor Jones

        UK's Online Safety Act kicks off about as well as everyone expected Analysis  With the UK's Online Safety Act (OSA) now in effect, it was only a matter of time before tech-savvy under-18s figured out how to bypass the rules and regain access to adult content....

      

      
        Bitter fight over 2020 Microsoft quantum paper both resolved and unresolved
        Thomas Claburn

        Ground control to Majorana Deep dive  The journal Science is preparing to remove an editorial expression of concern that cast doubt on a five-year-old Microsoft quantum computing research paper.... 

      

      
        Internet exchange points are ignored, vulnerable, and absent from infrastructure protection plans
        Simon Sharwood

        Italian operator calls for lawmakers to wake up to the critical role played by peering Internet Exchange Points are an underappreciated resource that all internet users rely on, but governments have unfortunately ignored them, despite their status as critical infrastructure....

      

      
        Qualcomm working on datacenter CPU and in 'advanced discussions' with hyperscaler
        Simon Sharwood

        But may face competition in its core smartphone segment as Samsung says it's found a premium handset-maker who wants its Exynos SoCs Chip design firm Qualcomm says it's in "advanced discussions" with a hyperscale customer who wants its silicon to use in datacenters but may lose a major mobile customer to Samsung....

      

      
        Lethal Cambodia-Thailand border clash linked to cyber-scam slave camps
        Simon Sharwood

        Infosec issues spill into the real world and regional politics Analysis  Thai and Cambodian tensions relating to issues including cybersecurity concerns boiled over into a kinetic skirmish at the border last week....

      

      
        Trump officials float plan for Americans to share their medical data more freely
        Neil McAllister

        Apple, Google, AI biggies, and for-profit insurance all eagerly rubbing their hands The Trump administration and the US Centers for Medicare and Medicaid Services (CMS) have announced plans to begin building a new digital health information system, in collaboration with a growing list of private-sector companies. Dubbed the CMS Digital Health Ecosystem, the new program aims to make it easier for patients to access their own medical records and health data....

      

      
        The TSA likes facial recognition at airports. Passengers and politicians, not so much
        Iain Thomson

        Few passengers are told they can opt out, and when they do, airport staff may push back US lawmakers are trying to extend the use of facial recognition at airports, despite many airline passengers objecting to the practice.... 

      

      
        Alibaba admits Qwen3's hybrid-thinking mode was dumb
        Tobias Mann

        Chinese e-commerce giant is going back to dedicated instruct and thinking-tuned models as they prioritize quality over convenience One of the headline features of Alibaba's Qwen 3 family of models when they launched back in April was the ability to toggle between "thinking" and "non-thinking" modes on the fly....

      

      
        Microsoft hails cloud and AI revenue for boffo earnings
        Thomas Claburn

        Azure numbers shared for the first time. No details about AI, however. Microsoft on Wednesday reported better than expected revenue for the fourth quarter of its 2025 fiscal year, thanks to the company's booming cloud business and, allegedly, to AI....

      

      
        Radar problem caused mayhem in UK skies on Wednesday
        Iain Thomson

        The latest kerfuffle to stall flights in and out of Heathrow Airlines canceled more than 100 flights across the UK on Wednesday after a "technical issue" with radar systems left air traffic controllers flummoxed....

      

      
        India gets its turn on the Trump tariff train: 25% levy to start Friday
        Brandon Vigliarolo

        The US president also hints at an extra penalty for New Delhi over trade with Russia world war fee  Just as signs pointed to a slight easing in global trade tensions, US President Donald Trump opened a new front in his trade offensive, this time with a 25 percent tariff on goods from India....

      

      
        Zuck tries to justify AI splurge with talk of 'superintelligence' for all
        Tobias Mann

        You get a superintelligence and you get a superintelligence. Everybody gets a superintelligence Meta is plowing tens of billions of dollars into GPU bit barns the size of Manhattan Island, and yet The Social Network has struggled to upstage rivals like OpenAI or Anthropic.... 

      

      
        Enterprises neglect AI security - and attackers have noticed
        Dan Robinson

        IBM report shows a rush to embrace technology without safeguarding it, and as for governance... Organizations rushing to implement AI are neglecting security and governance, IBM claims, with attackers already taking advantage of lax protocols to target models and applications....

      

      
        US Navy won't torpedo hurricane forecast satellite feed after all
        Lindsay Clark

        Data stream from aging sensor to continue after public backlash and amateur workaround The US Navy has announced plans to continue distributing satellite data needed for hurricane forecasting, months after authorities said the data stream was to be turned off....

      

      
        Users left scrambling for a plan B as Dropbox drops Dropbox Passwords
        Richard Speed

        Read-only in weeks, deleted forever in months Dropbox has given users of its password manager until the end of October to extract their data before pulling the plug on the service....

      

      
        Minnesota governor calls in the troops after St Paul cyberattack
        Jessica Lyons

        'This was a deliberate, coordinated, digital attack' Minnesota Governor Tim Walz has activated the state's National Guard and declared a state of emergency in response to a cyberattack on the city of Saint Paul....

      

      
        Zed code editor hears your prayers, rolls out AI-free mode
        Liam Proven

        Can we have this as a global feature in all software? Please? Zed, a fast new Rust-based text editor aimed at programmers, now lets you totally disable LLM bot integration. We're sure some users will rejoice - but how many?... 

      

      
        Palo Alto Networks inks $25b deal to buy identity-security shop CyberArk
        Jessica Lyons

        The lure? Identity security and privileged access management tools to verify humans and... machines Palo Alto Networks will buy Israeli security biz CyberArk in a $25 billion cash-and-stock deal confirmed today....
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        Original URL: https://www.theregister.com/2025/07/31/microsoft_windows_bug/
    

    Microsoft removes the whiff of Vista from Windows 11 Insider Preview

    
Trauma-inducing startup sound finally axed    


    
        By 
Richard Speed        
    

    
        Posted in Personal Tech,
        
            31st July 2025 16:34 GMT
        
    


    
Great news! Microsoft has finally squashed a Windows 11 Insider bug. No, it still hasn't "Made the Start Menu Great Again." No, you still can't drag the taskbar wherever you like. But yes, it simply kills the bug that played the Windows Vista boot chime on startup.
The bug was introduced in a Windows Insider Preview build of Microsoft's flagship operating system in June. Affected users found themselves on the receiving end of the Windows Vista startup sound - a noise usually followed by a deep sigh or groan as the follow-up to Windows XP lumbered onto users' screens almost two decades ago.
Microsoft acknowledged the bug as a known issue (it wasn't an Easter egg or something snuck in to remind users of one of the times the company dropped something a bit whiffy on their hard drives) and wrote: "This week's flight comes with a delightful blast from the past and will play the Windows Vista boot sound instead of the Windows 11 boot sound. We're working on a fix."
An eagle-eyed The Register reader spotted that, more than a month later, the company has finally got around to resolving the issue. Microsoft said, "Fixed an issue where the Windows Vista boot sound was unexpectedly being used instead of the Windows 11 boot sound."
Our reader commented that the bug was "Proof that Windows 11 is really the new Windows Vista."
Hmm. Reviled by users: check. A hardware compatibility nightmare: check. Festooned with unwanted gadgets and widgets... yep, that too.
That said, in retrospect, perhaps Windows Vista was given too much of a hard time. It represented a significant shift for Microsoft from the architecture of Windows XP to something a bit more modern, which laid the groundwork for Windows 7. It was also a time before Microsoft developed its Copilot obsession and a desire to slurp as much user telemetry as it could from customers.
Who are we kidding? It was awful.


	Windows 10 turns 10: Dying OS just worked, lacked compatibility chaos


	Microsoft's next Windows 11 update is more 'enablement' than upgrade


	Windows 11 is a minefield of micro-aggressions in the shipping lane of progress


	Critics blast Microsoft's limited reprieve for those stuck on Windows 10


At the time of the whoopsie, one of Microsoft's Windows Insider bosses, Brandon LeBlanc, joked that "I went in and had some fun with the sound files in Windows and thought folks needed a blast from the past ? You did say how much you loved Vista," before confirming "It's an actual bug."
LeBlanc was coy about how a bit of Windows Vista appeared in a test build of Windows 11. We can but hope that other blasts from the past might also be revived in the present. The Start Menu and Taskbar from Windows 10 would be a good start. (r)
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        Original URL: https://www.theregister.com/2025/07/31/arm_q1_2026/
    

    Arm plots move up the stack with push into end-to-end silicon

    
Brit chip biz sees demand surge for turnkey compute subsystems, chiplets, and complete SoC designs    


    
        By 
Dan Robinson        
    

    
        Posted in Systems,
        
            31st July 2025 16:32 GMT
        
    


    
Chip designer Arm says it is looking to bring more compute subsystems, chiplets, and even end-to-end solutions to market as customers increasingly expect a more complete starting point for their custom silicon.
The UK-based tech biz introduced Compute Subsystems (CSS) several years ago as blueprints combining its processor cores with other Arm IP components, making it easier for licensees to develop and launch complete system-on-chip (SoC) products.
"Our Compute Subsystems, CSS, are helping customers move faster and the demand has exceeded our expectations. Our first generation of CSS is now in market with five customers and is delivering double the royalty of Armv9," claimed Arm CEO Rene Haas on a conference call for investors and analysts to discuss results Q1 of Arm's fiscal 2026.
In fact, Arm says it has now signed 16 CSS licenses with ten companies, more than double the count from a year ago, including the five already in use. Some three CSS licenses were signed this quarter, including two for the datacenter and one for PCs.
"We are continuing to explore the possibility of moving beyond our current platform into additional Compute Subsystems, chiplets, and potentially full-end solutions," Haas stated, adding that Arm is now accelerating its R&D investment in this area.
An end-to-end solution would provide customers with a complete chip design they could take to a fab, without much development work.
When asked about this, Haas said Arm had nothing specific to announce today, however, further integration has been the direction of travel for its customers.
"One of the things that we're seeing with newer customers such as CSPs [cloud service providers] and OEMs and even traditional customers is a better starting point as they develop their SoCs. And this is largely driven by the complexity of these chips and the time it takes to develop them," he said.
"So when we look at what's going on inside the market today, both in terms of the direction of travel of delivering complex chips and Arm being the only compute platform that can provide a solution from the smallest devices to the largest datacenters, milliwatts to megawatts, we're in a very unique space to provide solutions in a way that no one else can. And, as a result, we're looking deeply at those possibilities," Haas added.
There has been persistent talk in the industry of Arm designing and possibly even directly selling its own server processor, a move that would put it in direct competition with some of its licensees. One of these is Qualcomm, which has accused the chip designer of trying to hobble its own Arm-based server efforts.
Haas also repeated Arm's earlier claim that it expects to see server chips based on its Neoverse core designs reach nearly 50 percent market share of those going to the top hyperscalers this year. According to figures from market watcher IDC this was around 21 percent of global shipments in calendar Q1.


	Arm muscles into server market - but can't wrestle control from x86 just yet


	SiPearl ships reference node design for Rhea1 high-spec Arm chip


	Arm says it isn't worried by tariffs, but won't give guidance for FY'26


	808 lines of BBC BASIC and a dream: Arm architecture turns 40


One of the reasons for this is AI, with Arm Neoverse "now powering the most important AI infrastructure in the world, including Nvidia Grace, AWS Graviton, Google Axion, and Microsoft Cobalt, among others," Haas said.
In terms of Arm's results for the quarter ending June 30, revenue was $1.05 billion, up 12 percent year-on-year, but down slightly on the record figure of $1.24 billion it posted last quarter and representing roughly the midpoint of the company's expected range.
Within that figure, royalty revenue was up 25 percent year-on-year to $585 million, with growth across all its end markets - datacenter, automotive, smartphones, and IoT. However, the licensing part of the chipmaker's revenue was down slightly to $468 million, which it claimed was due to "normal fluctuations" in the timing and size of license agreements.
Chief financial officer Jason Child said Arm continues to expect "a limited direct impact" from the Trump administration's tariffs, but warned that "we have less visibility into the indirect impact on end demand. The continued uncertainty reduces near-term visibility on royalty revenue."
For Q2 of Arm's fiscal 2026, Child forecast revenue between $1.01 billion and $1.11 billion, the midpoint of which would represent year-on-year growth of about 25 percent.
Despite this, Arm stock fell in after-hours trading, according to investor site Motley Fool, as the markets were disappointed with the second quarter guidance for both revenue and adjusted earnings per share (EPS).
Child also let slip that the Chinese market accounted for about 21 percent of Arm's revenue in Q1, up from 15 percent in the previous quarter and about 14 percent a year ago. (r)
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    Kremlin goons caught abusing ISPs to spy on Moscow-based diplomats, Microsoft says

    
Russia spying on foreign embassies? Say it ain't so    


    
        By 
Jessica Lyons        
    

    
        Posted in Security,
        
            31st July 2025 16:00 GMT
        
    


    
Russian cyberspies are abusing local internet service providers' networks to target foreign embassies in Moscow and collect intel from diplomats' devices, according to a Microsoft Threat Intelligence warning.
Redmond detailed the ongoing cyber-espionage campaign, active since at least 2024, and carried out by a Kremlin-backed group it tracks as Secret Blizzard (aka VENOMOUS BEAR, Turla, WRAITH, ATG26) in a Thursday report. Microsoft declined to say how many organizations were targeted, or successfully infected, in this campaign.
The threat hunters first observed one such Secret Blizzard snooping mission in February. Putin's spies, according to Microsoft, used an adversary-in-the-middle (AiTM) position at the ISP/telco level to gain access to foreign embassies located in Moscow and deploy their custom ApolloShadow malware. 
In an AiTM attack, the attacker intercepts communications between two parties, such as the victim's device and website they are trying to access. The attacker can then read messages and steal sensitive information like login credentials or financial account info. Or they can use this AiTM position to redirect users to fake websites or inject malicious code.
To achieve AiTM intrusions, the attacker usually creates a fake network with a similar name to one the victim is trying to connect to -- for example, a phony airport Wi-Fi network that's just a letter or two off from the real thing. 
But in this case, Secret Blizzard's AiTM position at the ISP level "is likely facilitated by lawful intercept," the threat hunters noted.
The Register asked Microsoft if this means that the attackers have ISP consent to sit on the networks, intercept victims' communications, and push malware to their devices.
"We do not have insight into the relationship between the threat actor and the ISP. In certain geopolitical contexts, any ISP may not be acting independently," Microsoft Director Of Threat Intelligence Strategy Sherrod DeGrippo responded. "The takeaway here is for personnel with access to this level of sensitive data, networks used should be vetted and secured with end-to-end visibility."
The bottom line, she added, is that anyone sending and receiving super sensitive data should use thoroughly vetted networks that are secured with end-to-end visibility. "In a country where the government has deep technical and legal control over ISPs, that infrastructure can become part of the threat surface," DeGrippo said.
While Microsoft previously claimed that Secret Blizzard conducted snooping campaigns inside Russia against both foreign and domestic entities, "this is the first time we can confirm that they have the capability to do so at the Internet Service Provider (ISP) level," according to the report.
How the attack works
In the new campaign, Kremlin spies redirect target devices by putting them behind a captive portal: a legitimate web page that manages network access like those a user would see when connecting to the internet at an airport or hotel.
Once the victim's device is behind this captive portal, the attackers initiate the Windows Test Connectivity Status Indicator. This is a legitimate service that determines if a device has internet access by sending an HTTP GET request to hxxp://www.msftconnecttest[.]com/redirect, which should direct to msn[.]com.
In this attack, it redirects to a Secret Blizzard-controlled domain that likely displays a certificate validation error and gets the user to download and execute ApolloShadow. If the device isn't running on default admin settings, the user is presented with a pop-up window that tells them to download fake certificates, named CertificateDB[.]exe, which gives the attackers elevated privileges.
"We assess this allows for TLS/SSL stripping from the Secret Blizzard AiTM position, rendering the majority of the target's browsing in clear text including the delivery of certain tokens and credentials," Microsoft wrote.


	UK uncovers novel Microsoft snooping malware, blames and sanctions GRU cyberspies


	Russia, hotbed of cybercrime, says nyet to ethical hacking bill


	Russia's Fancy Bear swipes a paw at logistics, transport orgs' email servers


	Another massive security snafu hits Microsoft, but don't expect it to stick


Using their AiTM position, the Russian spies can use DNS manipulation to redirect communications to a Secret Blizzard-controlled command-and-control server, and then send the second-stage payload to the victim's device.
This one displays to the victim as a user account control (UAC) pop-up window asking permission to bypass UAC safety mechanisms. If the user clicks "yes," the malware now has the highest-available privileges, which ApolloShadow initially abuses by setting all networks to "private," allowing the host device to become discoverable, and changing firewall rules to enable file sharing. 
"While we did not see any direct attempts for lateral movement, the main reason for these modifications is likely to reduce the difficulty of lateral movement on the network," Microsoft wrote.
Finally, ApolloShadow creates an administrative user with the username UpdatusUser and a hardcoded password, set to never expire, on the compromised system using the Windows API NetUserAdd. The malware now has persistent access to the infected host via the newly created local admin user.
To protect against Kremlin spies eavesdropping on devices, Microsoft recommends everyone operating in Moscow -- especially sensitive organizations such as foreign embassies -- to route all traffic through an encrypted tunnel to a trusted network, not a local ISP. Or, use a virtual private network (VPN) service provider like a satellite-based provider, whose infrastructure is not controlled by Russia or other outside entities. (r)
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    Silk Typhoon spun a web of patents for offensive cyber tools, report says

    
US court docs reveal that infamous Chinese snoops filed IP papers like tax returns    


    
        By 
Carly Page        
    

    
        Posted in Research,
        
            31st July 2025 15:00 GMT
        
    


    
Security researchers have uncovered more than a dozen patents for offensive cybersecurity tools filed by Chinese companies allegedly tied to Beijing's Silk Typhoon espionage crew.
SentinelLabs, the research arm of SentinelOne, rifled through a newly unsealed indictment from the US Department of Justice and identified at least 16 patents linked to China's Ministry of State Security (MSS) that were filed between 2014 and 2020 by two now-infamous front companies: Shanghai Powerock and Shanghai Huayun Firetech.
Both companies were previously linked to the Silk Typhoon crew, also known by the Microsoft moniker "Hafnium," which first made headlines in 2021 after exploiting zero-day flaws in Microsoft Exchange to compromise tens of thousands of systems worldwide. The Chinese government crew is also believed to be behind the December break-in at the US Treasury Department.
While Silk Typhoon's handiwork has been well documented, these newly surfaced patents shed light on the tools behind the operation: utilities for decrypting hard drives, network traffic sniffers, forensic software, and even spyware tools designed to remotely recover files from Apple devices, which SentinelLabs researcher Dakota Cary notes has "not been documented as a capability used by Hafnium or any related threat actor groups."
The filings appear to describe capabilities that go well beyond defensive cybersecurity and are more in line with targeted espionage and surveillance ops.
The revelations come from a July 2025 indictment that names two alleged MSS contractors who prosecutors say were working under the direction of the Shanghai State Security Bureau at the time, Xu Zewei and Zhang Yu, for their role in the 2021 Exchange mega-hack. Xu clocked in at Shanghai Powerock, according to the indictment, while Zhang hailed from Shanghai Firetech.
Shanghai Powerock, which filed several of the earliest patents, quietly deregistered in 2021, just months after its alleged role in the Microsoft Exchange campaign was exposed. Firetech, meanwhile, appears to have stayed in business longer, operating subsidiaries and continuing to support the development of tools described as "remote evidence collection systems" and "mobile data forensics platforms."


	Microsoft used staff in China to help babysit US govt cloud services, report says


	Another massive security snafu hits Microsoft, but don't expect it to stick


	Ex-NATO hacker: 'In the cyber world, there's no such thing as a ceasefire'


	China now America's number one cyber threat - US must get up to speed


The indictment uncovers additional corporate links to Silk Typhoon operatives: Yin Kecheng, who was arrested earlier this year for carrying out "multi-year, for-profit computer intrusion campaigns" dating back to 2013, is believed to have worked at Shanghai Heiying Information Technology Company. Yin also co-founded the Shanghai Siling Commerce Consulting Center with Zhang Yu.
Chinese infosec vendor I-Soon has been tied to Silk Typhoon through evidence uncovered in leaked internal chat logs and corporate documentation.
As Cary at SentinelLabs points out, the stash of cyber tools tied to Silk Typhoon seems to go well beyond what's been publicly pinned on the Chinese hacking crew, suggesting some of the kit may have been quietly handed off to other MSS outposts. He concludes by saying that while the tooling could, at least in theory, be used for defensive purposes, there's zero evidence to suggest it was ever flogged that way.
Beijing, for its part, continues to wave away accusations of cyber espionage, maintaining that it has nothing to do with the digital break-ins regularly placed at its doorstep. (r)
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    Canonical dusts off TPM encryption for Ubuntu 25.10

    
Passwordless disk locking is coming, a couple of years later than hoped    


    
        By 
Liam Proven        
    

    
        Posted in OSes,
        
            31st July 2025 14:15 GMT
        
    


    
Canonical's Director of Engineering for Ubuntu Desktop has published a roadmap for the 25.10 release, which includes a feature that was originally planned for 23.10.
Jean-Baptiste Lallement posted the Questing Quokka roadmap to Ubuntu Discourse, and one of the more interesting bits is full-disk encryption backed by the Trusted Platform Module (TPM) chip in compatible computers.
This is something that we reported on nearly two years ago, as it was hoped it would be ready for "Mantic Minotaur," and the company had a detailed blog post about how it was going to work back then. The basics haven't changed much since, but now there's a bit more detail.
Firstly, for clarity, Ubuntu - like most modern Linux distros - already supports Full Disk Encryption (FDE), and it has done for many years. The current version uses a somewhat complex software stack called LUKS, short for Linux Unified Key Setup. This creates an encrypted disk entirely in software, using the Linux Logical Volume Manager (LVM). It works, and on modern hardware it's reasonably fast.
In previous jobs, this vulture worked for two big enterprise distro vendors, and both insisted on it for work laptops. The big drawback with LUKS is that the user must enter the keyphrase to decrypt the disk in order to boot the computer. So while it's fine for a laptop, it's no help on a server. If there's a power outage or some other unscheduled reboot, there's a high chance no human will be present to enter the key, and until that happens, the computer won't boot and so can't send a message asking for help. Since most servers don't have dedicated screens and keyboards, nobody will even know, meaning faffing around with network keyboard/video/mouse switches and integrated-lights-out management front ends (IP KVM and ILO). And there's the smaller drawback that you are required to use LVM, which means you can kiss friendly tools like GParted goodbye.
The new method uses the onboard TPM 2.0 chip in a modern PC. This is one of the gadgets that Windows 11 requires, and thus is why lots of perfectly good PCs are headed for the scrapheap after Windows 10 support is turned off in a few months.
The executive summary of TPM-backed FDE is that the encryption keys are stored in the chip's encrypted memory, and so as the computer boots up, an appropriately signed bootloader can retrieve them, and then unlock the volume, and then load a signed kernel package. Old PCs get thrown away, the new ones boot up with less intervention, Satya Nadella buys a yacht, and Bill Gates a new island with greenery in a more aesthetically pleasing shade or something.
For this to work, you need a PC with a TPM 2.0 chip, it must have UEFI firmware, and in that, Secure Boot must be enabled, which also means that it must be set to do UEFI boot only (that is, legacy boot must be turned off). So, in essence, this feature is restricted to PCs that can run Windows 11, but the old LUKS encryption method will still be available in the installation program, if you want increased security (at the cost of performance) on an older PC.
This kind of Secure Boot-compatible boot process has to be a little different from the way that the standard Linux boot process works. Canonical's implementation adopts the fashionable Unified Kernel Image (UKI) system, as designed by the world's best-loved Linux system engineer, Lennart Poettering, as we described in 2022. We're not keen on the ideas behind this system, but at least Canonical didn't put together its own TPM-FDE-unlocking scheme, as SUSE did in the ALP preview later that year.
With the TPM chip managing your encryption, the key is stored securely, and you don't need to enter it. The in-development installation program nags you to make a physical copy of it, or save it to removable media, or photograph a QR code. We advise taking that advice very seriously. Earlier this month, The Reg FOSS desk was unable to help an unlucky Windows user who locked themselves out of their account, and they had no idea of their Bitlocker encryption keys. With Windows 11, if you can access your Microsoft account, the keys may be backed up in the Microsoft cloud somewhere, but Ubuntu has nothing like that. Lose your credentials and you can kiss your data goodbye.


	Linux kernel 6.16 lands without any headline features but 38M lines of code


	First release candidate of systemd 258 is here


	FreeBSD 15 installer to offer minimal KDE desktop


	Firefox 141 relieves chronic Linux pain in the neck


At this point, you might be thinking: "But if you don't have to enter the passphrase, and the PC unlocks itself, then if it's stolen won't it just unlock itself for the thieves as well?" Well, yes, it will, but there are some additional safety nets.
Obviously, they need to know your password; don't use this in combination with automatic login. Secondly, if you want, you can also opt to have a keyphrase that must be manually entered in addition to the one stored in the TPM. Thirdly, since the machine must have Secure Boot turned on, it's less easy to just boot it from removable media, and if you (or some miscreant) does so, they won't be able to see the disk contents. If there's no password on the UEFI and they go into the firmware settings and disable Secure Boot, it won't boot and they won't be able to read the drive.
Because of these new unified kernel packages, and a new type of bootloader to load them, if you enable this new FDE system, Ubuntu will switch to a different way of installing the kernels. For UKIs, Questing will install and update kernels via snap, as it already does in the Ubuntu Core IoT distro; we looked at Core 22 a few years ago. That will have the snap-haters up in arms, but they do for now have the choice of LUKS. Or, of course, of using Devuan instead.
There's a separate Discourse post with more details about how the new system works, including screenshots of the development versions of the installer.
Secure Bootnote
We also feel it's worth pointing out that GNU guru Richard Stallman is dead set against this stuff, and we tend to agree with him. As Edward Snowden put it: Stallman was right. "Trusted Platform" doesn't mean you can trust your computer, it means software vendors can trust the PC to prevent you from fiddling with it.
As a general rule, we generally tell people who want to try Linux to turn Secure Boot off because it makes it much harder to install the OS, but then we never were good at playing any role in enterprise security theater anyway.
When it comes to disk encryption, we agree with this XKCD. Especially the mouseover text, which those afflicted by tablets can see here. Get over yourself, nobody cares. (r)
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Britain's competition regulator says Microsoft and AWS are using their dominance to harm UK cloud customers and proposes to designate both with strategic market status (SMS) to take action against them.
Nothing ever happens quickly in the world of watchdogs and following a 21-month investigation into the health of the local landscape, and a provisional finding in January that "competition is not working as well as it could," here we are.
An SMS designation would allow the CMA to introduce targeted measures to tackle the multiple concerns it found.
In an eight-page summary [PDF], the CMA says that market concentration is "particularly high" in the case of Infrastructure as a Service (IaaS), and the two largest providers in the UK - Microsoft and AWS - hold "significant unilateral market power" to earn returns above the cost of their capital over a sustained period.
Microsoft and AWS each made up roughly 30 to 40 percent of the Brit cloud market in 2024, it estimates. Google, the third big global cloud player, is spared the same level of scrutiny as it makes up only 5 to 10 percent in the UK, while others such as Oracle and IBM smaller shares and do not offer as wide a range of cloud services.
The CMA says that if the UK market was more competitive, one outcome would be better pricing. The report gives the example that if prices are on average 5 percent above where they would be in well-functioning markets, it means UK businesses are stumping up around PS500 million ($661 million) more per year for cloud services than they need to.
Technical and commercial barriers to switching and multicloud give rise to adverse effects on competition (AECs) in cloud services, the CMA says, effectively locking customers into their initial choice and limiting access to other providers' services.
Most of these issues were already known, and the big question was what the CMA and its Digital Markets Unit (DMU) intended to do about it.
Anyone expecting an answer now will be disappointed because the CMA anticipates "options will be considered by the CMA Board in early 2026," and it expects "our findings and recommendations will be taken into account as part of its decision."
However, one thing that looks like it could be addressed is Microsoft's licensing. This boils down to Microsoft making it more expensive and troublesome for customers to run its software such as Windows Server or SQL Server on rival cloud infrastructure.
Similar concerns were raised on the other side of the pond. In November last year, The Register reported that the US Federal Trade Commission had launched an antitrust investigation into the Windows giant, requesting information on its cloud, AI, and infosec businesses. The probe is ongoing. The EU is also paying close attention.
The CMA says these licensing practices further restrict the already limited appeal and availability of alternative products and providers.
This is a particular bugbear for Google which focused on the part about Microsoft's licensing in its official statement regarding the final decision.
"The conclusive finding that restrictive licensing harms cloud customers and competition is a watershed moment for the UK. Swift action from the DMU is essential to ensure British businesses pay a fair price and to unleash choice, innovation and economic growth in the UK," said Google Cloud's EMEA VP of Customer Engineering, Chris Lindsay.
Microsoft, naturally, is less keen on the outcome.
"The CMA Panel's most recent publication misses the mark again, ignoring that the cloud market has never been so dynamic and competitive, with record investment, and rapid, AI-driven changes," a spokesperson told us.
"Its recommendations fail to cover Google, one of the fastest-growing cloud market participants. Microsoft looks forward to working with the Digital Markets Unit toward an outcome that more accurately reflects the current competition in cloud that benefits UK customers."
As the other cloud operator likely to be designated an SMS, AWS is also not happy, saying the final report disregards clear evidence of robust competition in the UK's IT services industry, which it reckons cloud computing has revolutionized by reducing costs.
"The action proposed by the Inquiry Group is unwarranted and undermines the substantial investment and innovation that have already benefited hundreds of thousands of UK businesses," an AWS a spokesperson told us.


	Google, AWS say it's too hard for customers to use Linux to swerve Azure


	AWS claims 50% of Azure workloads would jump ship if licensing costs allowed


	Google files first ever complaint with European Commission against Microsoft


	Microsoft admits it 'cannot guarantee' data sovereignty


	'Close to impossible' for Europe to escape clutches of US hyperscalers


"It risks making the UK a global outlier at a time when businesses need regulatory predictability for the UK to maintain international competitiveness. We will continue to engage constructively with the CMA as they consider their next steps."
Others don't think the CMA goes far enough. Mark Boost, CEO at cloud biz Civo and a vocal critic of the big players, said: "This feels like a repeat of the provisional decision, but only with softer edges. The CMA has identified the same issues but failed to follow through with the urgency that the market needs."
The Reg understands that the CMA is due to publish a fuller report later. (r)
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Figma is offering 36,937,080 shares of Class A common stock at $33 apiece, in an initial public offering that values the web design tool developer at $19.3 billion.
The offering consists of 12,472,657 shares of Class A common stock from Figma and 24,464,423 shares of Class A common stock from existing stockholders.
The valuation in cash and stock is a little less than the $20 billion Adobe was going to spend acquiring the company before regulators stepped in and the deal was dropped. "It's not the outcome we hoped for," Figma CEO Dylan Field said of the failed deal, though the IPO will likely cushion the blow somewhat.
Figma sent out its IPO prospectus a month ago and has since revised the proposed price upward. On July 21, it put the price in the range of $25 to $28 per share. By July 28, it was between $30 and $32 per share, and on July 31, it had risen to $33 per share.
The IPO will be closely watched by venture capitalists and investors hopeful of finally realizing a return on the billions poured into tech companies over the years. The Figma IPO will also represent a windfall for early investors, as well as some of the company's staff, including its CEO.


	Figma files for an (A)IPO with prospectus that mentions AI 150+ times


	Figma bucks market trends, plunges into IPO waters after Adobe's failed buyout


	Figma pulls AI design tool for seemingly plagiarizing Apple's Weather app


	Adobe has 'no plans' to invest in XD despite failed Figma buy


A year ago, Figma was valued at $12.5 billion. It laid claim to 13 million monthly active users in its prospectus. Figma's products start with a free tier, but go up to $90 per seat per month (billed annually) for the Enterprise tier.
In its prospectus, the company noted the arrival of AI technologies as a risk, as well as the opportunities presented, considering the creative nature of Figma's products. While there are concerns about the ethical, reputational, and legal challenges arising from AI, it's not enough to stop the developer from spending millions on the technology.
"We were founded to help anyone go from imagination to reality," Figma wrote in its prospectus, "and we believe that AI is critical to delivering our vision."
Investors expect that vision to translate into a substantial return. (r)
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A major supplier of healthcare equipment to the UK's National Health Service and local councils is on the verge of collapse 16 months after falling victim to cyber criminals.
Private equity-backed NRS Healthcare works with around 40 councils across England and Northern Ireland, although most of its services are provided to authorities in Southeast England.
In a statement to the BBC, a spokesperson at the company said management had tried in recent months "to turn around the business and explore all possible options to safeguard services and protect the communities who rely on them.
"We have already begun transferring all services to other providers and are implementing plans with the local authorities to preserve service provision and jobs."
NRS Healthcare said in its last set of public accounts for fiscal 2024 ended March 31, 2024, that operations were minimally affected by the cyberattack - claimed by RansomHub - as it happened just before the close of that trading period. It added that the financial toll was expected to be heavier in the following fiscal year.
The document states: "On 28th March 2024, the organization was the target of a cyber incident. Whilst the incident had very little impact on the results for the reporting period within these financial statements due to the timing, it is important to note that the business recovered operationally very swiftly, enabling the Group to meet the needs of our service users with minimal disruption.
"Our response also resulted in a pre-planned six-month digital transformation project being accelerated and delivered in just three weeks; this included the reimaging and/or replacement of over 1,000 laptops across the estate and further enhancing our cybersecurity with the highly rated external certification, Cyber Essentials Plus.
"Costs relating to the recovery of the cyber incident have impacted the subsequent reporting period and are ongoing into 2025.
Thw company had "completed restructuring of debt held on the balance sheet to enable further investment in technology and other strategic inititatives," earlier in March 2024 before the cyber attack.
Sky News reports that NRS Healthcare had tasked PricewaterhouseCoopers, one of the Big Four accountancy firms, to secure a buyer for the business but it been unable to do so and that NRS is now nearing compulsory liquidation.
Compulsory liquidation is a formal insolvency procedure for companies in the UK. Unlike in the US, where the term "bankruptcy" can apply to businesses, in UK law, bankruptcy refers only to individuals. Compulsory liquidation proceedings are typically initiated by creditors and involve the courts assuming all power over the company, selling off its assets, and winding it down.
Sky News also claimed that the terms of NRS Healthcare's contracts with local authority customers had resulted in its financial decline.
According to a letter sent to the Department of Health and Social Care (DHSC), local councils warned of NRS Healthcare's financial instability and how, if it were to collapse, they would be unable to meet their statutory obligations to provide immediate community support.


	UK to ban ransomware payments by public sector organizations


	Write-back to aging UK health systems lessens benefits of Palantir-based platform


	UK Spending Review prescribes PS10B digital remedy for NHS


	'Major compromise' at NHS temping arm exposed gaping security holes


NRS provides various products and services including tech-enabled care solutions, occupational therapy, and home improvements, although it's primarily tasked with providing equipment for hospital leavers, such as wheelchairs and other mobility equipment.
As a result, much of its work is fulfilled on an urgent basis. The letter to DHSC reportedly stated that the majority of these orders require same-day or next-day delivery.
A DHSC spokesperson told The Register: "We are closely monitoring this situation and are working with a range of partners who are supporting local authorities to minimize any potential disruption, find alternative suppliers if needed, and ensure patients continue to receive high-quality care."
NRS Healthcare is working directly with all local authorities with which it has contracts. If the company ceases trading, local councils are legally required to find alternative solutions to the short-term disability aid needs for their communities.
These obligations are not overseen by central government, although the BBC reported that in their letter to DHSC, councils asked the government for a cash injection to manage a potential transition period if NRS were to liquidate.
The Register contacted NRS Healthcare and backer Graphite Capital for additional information. (r)
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The next International Space Station (ISS) crew is set to launch today, commanded by an astronaut who gave up her Crew-9 seat to make way for the Boeing Starliner test team.
The four-person line-up of the SpaceX Dragon, set to launch on July 31 from NASA's Kennedy Space Center in Florida, is commanded by Zena Cardman. Cardman, alongside Stephanie Wilson, was reassigned from Crew-9 to make way for the return of Boeing Starliner astronauts Suni Williams and Butch Wilmore.
NASA had decided to keep the Starliner astronauts on the ISS for an extended stay after determining that returning the pair in Boeing's Calamity Capsule was not worth the risk. There were several issues on the Crew Flight Test of the Starliner, most notably malfunctioning thrusters. After weighing the options, the US space agency opted to return the Starliner without a crew.
The need for seats to accommodate Williams and Wilmore meant that Cardman and Wilson were removed from the Crew-9 flight.
Cardman is joined on the mission by pilot Mike Fincke, a Space Shuttle veteran who was initially tapped to fly with Wilmore and Williams on the Starliner Crew Flight Test until NASA decided to reduce the number of 'nauts on the mission to two. Fincke was then assigned to fly on the Starliner's first operational mission, before being made pilot on the Crew-11 mission.
JAXA astronaut Kimiya Yui and Roscosmos cosmonaut Oleg Platonov round out Crew-11.


	Trump's One Big Beautiful Bill bankrolls $85M Space Shuttle shuffle


	NASA faces brain drain as thousands exit under voluntary resignation scheme


	Orbital datacenters subject to launch stress, nasty space weather, and expensive house calls


	NASA hacked hardware of camera orbiting Jupiter - and fixed it


The static fire of the Falcon 9 rocket, to be used for the mission, was halted on July 28 due to an error with the position indication of the transporter erector's cradle arm. The test was completed successfully on the following day.
It all stands in marked contrast to the woes of Boeing's Starliner, which is not set to launch again until 2026 and is very unlikely to carry a crew until NASA's engineers are happy with the work done to understand, rectify, or mitigate the issues observed during the Crew Flight Test.
During a news conference on July 10, Steve Stich, NASA's manager for the Commercial Crew Program, said that the goal was to get to ISS crew rotation flights using the Boeing Starliner by the end of 2026.
Such an aim would leave little time until the ISS is scheduled for retirement, and the Starliner would require a new destination. In 2024, SpaceX was awarded a contract by NASA to deorbit the ISS in 2030. (r)
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Vercel claims it's slashed AWS Lambda costs by up to 95 percent by reusing idle instances that would otherwise rack up charges while waiting on slow external services like LLMs or databases.
For the uninitiated, AWS Lambda is Amazon's serverless compute platform handy for short bursts of work, but costly for long-running or latency-prone tasks. Each request runs in its own environment and gets billed for the full duration, even when idle. At a small scale, the idle-time burn might be negligible, but at billions of invocations, it adds up fast.
The AWS Lambda design is that "for each concurrent request, Lambda provisions a separate instance of your execution environment," according to the cloud giant. Pricing is based on the number of function requests, the duration of each request, and the memory allocated to the function, where memory is between 128MB and 10,240 MB. No function can run for longer than 15 minutes. There is an open-source tool that measures execution time and cost for a function in order to optimize Lambda configuration.
This approach works well for functions that do all their processing on the Lambda instance, but it is wasteful if they spend a lot of time waiting for remote services to complete. Tom Lienard, Vercel software engineer, has posted about how the company found a solution, apparently by accident. Vercel is the home of Next.js, a React-based framework that is also recommended by the React team as the best implementation of React Server Components (RSC).
The technology requires streaming UI data to the browser, and when Vercel started working on this in 2020, AWS Lambda (which Vercel uses extensively to implement functions on its hosting platform) did not support streaming, so the team worked on implementing a TCP-based protocol to create a tunnel between Vercel and AWS Lambda functions. The data to be streamed comes back over this tunnel, and a Vercel Function Router converts this to a stream that is returned to the client.
Then, "we had a thought," said Lienard. Since the tunnel now exists, "what if we could send an additional HTTP request for a Lambda to process?" - something which Lambda's design does not normally allow.
[image: Diagram showing how a second concurrent request is sent to an existing Lambda instance]
Diagram showing how a second concurrent request is sent to an existing Lambda instance


This was not simple to implement since the system has to track the current CPU and memory usage of each AWS Lambda instance, and its 15-minute lifetime, as well as adding metric tracking to a Rust-based core running on the instance so that it can refuse requests if necessary. Lienard's post has more details, but the outcome formed the basis of what Vercel calls Fluid Compute where existing resources are used before scaling new ones, and billing is based on actual compute usage. Lienard claimed savings of "up to 95 percent on compute costs."
Vercel, we also note, charges more than AWS for function usage. At the time of writing, AWS Lambda (Arm architecture) costs $0.20 per million requests, plus from $0.048 per GB/hour of instance usage. Vercel, prior to Fluid Compute, charges $0.60 per million requests and $0.18 per GB/hour. 
[image: Vercel bill shock caused by functions with slow-returning AI calls]
Vercel bill shock caused by functions with slow-returning AI calls


A Vercel customer this week complained on X that "a few weeks ago, I moved ~20 client-side requests to server side (on 1 page). Now my Vercel bill jumped from $300 a month to $3,550 this month, where 99% of it comes from 'serverless function duration.'" The functions, he said, were "GET request to the DB and sending claude/anthropic requests" - exactly the kind of function which is subject to the idle time problem mentioned above.
The better news? "turned on fluid compute, already see it helping a ton," he reported. No doubt Vercel still adds a hefty markup to what it pays to AWS; nevertheless, its work on optimizing AWS Lambda does mitigate the cost.(r)
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UK tax collector His Majesty's Revenue and Customs (HMRC) has awarded Capgemini a PS107 million support and services deal, without competition, under a relationship that started more than twenty years ago.
The French outsourcer is being rehired to provide business application support and maintenance services for a set of "business-critical HMRC applications."
The current deal was agreed in 2022, and is designed to "provide decommissioning and applications modernisation services for applications in scope," an official notice said this week.
The modification will continue to support that process "to meet initial contract objective ensuring that key business applications and services are modernized and ready for future market engagement," the notice said.
The modified contract is scheduled to end in 2027, bringing the total value under the 2022 deal to PS321.8 million, all without outside competition. However, the total amount awarded to Capgemini since the Aspire project was first created in 2004 is much more.
The UK's Inland Revenue, now part of HMRC, first signed the ten-year Aspire contract with Capgemini - a joint deal with Fujitsu and BT - which cost the public purse PS10 billion between 2006 and 2016. Aspire was the largest UK government contract, delivering technology services and projects. It replaced a previous contract with EDS and Accenture.
In 2016, HMRC set out to replace the Aspire IT contract through a procurement that was expected to interest smaller and medium-sized companies, as well as larger providers, in a transition said to be fraught with risk. It also extended the contract by a year.
In 2016, the National Audit Office said the Aspire contract had provided "stable but expensive IT systems" and contributed to HMRC's technology becoming out of date.


	Fujitsu sorry for Post Office horror - but still cashing big UK govt checks


	UK tech minister negotiated nothing with Google. He may get even less than that


	UK MoD pauses PS92M Oracle Fusion contract amid project governance review


	UK govt promises digital reform in spending review. We've heard that before


However, in 2019, Capgemini said it had won work to provide applications management services until June 2022.
"This extension builds on a successful 15-year partnership between the two organisations, which has been instrumental in the delivery of services that underpin the collection of UK tax revenues," the firm said at the time.
Fast forward to 2022 when creating the current deal, HMRC said only Capgemini could support and decommission the applications within its remit "because of their 18 years of supporting those services."
In April 2022, HMRC said all contracts awarded under the Aspire contract would end by June 30, 2022.
Earlier this year, joint work between The Register and public sector contracting experts Tussell showed that since 2020, HMRC had contracted for PS3.8 billion in spending with the tech suppliers involved in the Aspire deal, PS591 million of which was awarded without competition.
In the last few months, tech minister Peter Kyle has signed non-contractual agreements with Google and OpenAI in an effort to improve productivity in public service, without saying how they would help get out of longstanding contractual relationships and move off legacy systems. (r)
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Analysis With the UK's Online Safety Act (OSA) now in effect, it was only a matter of time before tech-savvy under-18s figured out how to bypass the rules and regain access to adult content.
The more creative wangled the "robust" selfie-based verification systems by using the in-game selfie feature in the Death Stranding sequel, which worked for Discord's k-ID system.
However the more obvious workaround was to simply install a VPN and browse the web as if from another country where such age verification laws don't apply. As has been widely reported, including by this vulture's kettlemates, some VPN companies reported a 1,400 percent increase in sign-ups since the OSA came into force.
The idea of a total VPN ban was subsequently floated, but how realistic or feasible would this be to implement?
How a ban could look
If you want the short answer, experts we spoke to were predictably dismissive. One told us that its "not gonna happen."
The government could pull various technical levers, such as banning the sale of VPN kit, but as people who spoke to The Register about the matter said, it would be like banning people from smoking in their own homes.
"You might not like it, but good luck enforcing it," said Graeme Stewart, head of public sector at Check Point Software. "The logistics are near-impossible. You could, in theory, ban the sale of VPN equipment, or instruct ISPs not to accept VPN traffic. But even then, people will find workarounds. All you'd achieve is pushing VPN use underground, creating a black market for VPN concentrators.
"The only way to do it is badly. You'd effectively be forcing ISPs to block legitimate encrypted traffic and, in doing so, you'd be regulating an entire industry out of existence. Worse still, you'd be legislating against cybersecurity and privacy."
Speaking of which, the UK's largest mobile network operator, EE, proudly announced this week that it was the first carrier to launch SIMs for under-18s that block access to "inappropriate content." 
A clear play to capitalize on parents' newfound obsession with online safety, courtesy of the Act, this comes despite EE having offered parental controls for years, like most other providers.
EE is also now offering 30-minute online safety appointments for all families, regardless of whether they are a paying customer, in their retail stores so parents can drag their kids along to hear stuff they almost certainly know more about than their elders.
Beyond the drawbacks of an ISP-level content block Stewart mentioned, it is also likely that once one VPN is banned, there will always be another to block, and a game of cyber whack-a-mole would ensue.
Jake Moore, global cybersecurity advisor at ESET, told us that other methods could see the UK veering into enemy territory, not to mention a PR calamity.
"Although we shouldn't even consider adopting a route used by China, the Chinese use the technique of analyzing traffic patterns for VPN usage, but this requires expensive infrastructure and constant updates so again, not feasible," he said. 
"Furthermore, many VPNs offer modes to make their traffic look like regular HTTPS anyway, making detection harder yet again."
To put it in his plainer terms: "Not gonna happen."
Scott McGready, co-founder of Damn Good Security, agreed that if UK ISPs started snitching on their customers' VPN usage, it would be "a very worrying position to be in" and the unintended consequences for legitimate users and businesses would be massive.
Potential impact of a VPN ban
McGready's point about affecting legitimate users is valid. A VPN ban would be a lazy way to achieve the government's aims, which as we understand aren't to limit privacy, but to quell access to online harms.
Officially, the UK wants to limit underage access to adult content, make it more difficult for harassers to hide behind privacy-preserving technologies, put an end to illegal streaming, and similar - not prevent people from using VPNs to protect themselves on public Wi-Fi networks, for example.
That's the government's line, anyway, although its attack on end-to-end encryption might have you believe there is more to its ambition than that.
But how many people - beyond those with a solid understanding of cybersecurity - are really using VPNs to stay safe on public networks? Other than those whose employers demand they hook up to the corporate network using one?
A fair few, as it goes. According to a Forbes Advisor poll, enhanced online privacy prevailed as the top use case for UK VPN users, although the same proportion (24 percent) of respondents said they used them to access restricted content as they did for work.
The data suggests Brits aren't just looking for ways to stream the footy illegally, or access a few foreign shows on Netflix, although this undoubtedly drives a certain amount of subscriptions.


	UK VPN demand soars after debut of Online Safety Act


	UK Online Safety Act 'not up to scratch' on misinformation, warn MPs


	Does UK's Online Safety Act cover misinformation? Well, that depends


	Why UK Online Safety Act may not be safe for bloggers


They use VPNs to preserve personal security and privacy, too - legitimate, necessary use cases. To take that away would force the UK down a worrying path, aligning it with geopolitical adversaries.
Morally unconscionable?
Some countries that ban the use of VPNs include Russia, the United Arab Emirates, Iran, Saudi Arabia, Turkmenistan, Myanmar, Belarus, and China. That's not even an exhaustive list, but it shows the questionable company the UK would keep should it choose to ban VPNs.
A ban not only puts the UK on a concerning trajectory from a privacy and cybersecurity standpoint, but it is also unlikely to work in practice. Possible? Yes, but the practicality of policing such a ban would be challenging.
As shown by individuals in nearly all the aforementioned countries that outlaw VPNs, bans don't prevent use. People always find ways to circumvent such restrictions, as they do routinely and successfully in more authoritarian countries.
All a UK ban would do is provide the impetus for young people to learn how to circumvent the legislation by using outlawed privacy tech. They would find a way, they always do.
If restricting children's access to sensitive content is the aim of the game, parents need to be more proactive in making use of the existing network, device, and app-level controls available to them, not support a ban for technology that preserves privacy for all.
Communications regulator Ofcom told us on Monday that platforms covered by the OSA must not promote content that encourages the use of VPNs or means to circumvent age checks.
However, tech secretary Peter Kyle, following the furor he stoked after a post comparing OSA opponents to sexual predators (which remarkably has still yet to be deleted), confirmed the UK has no current plans to ban VPNs.
He told Sky News on Tuesday that he will look "very closely" at how VPNs were being used and that the majority of Brits were playing by the rules.
A digital petition to repeal the OSA has now reached north of 423,000 e-signatures at the time of writing, a figure well beyond the threshold triggering a Parliamentary debate on the matter.
UK Parliament is in recess until September, but a government response to the petition has already stated it has no plans to repeal the Act. (r)
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    Bitter fight over 2020 Microsoft quantum paper both resolved and unresolved

    
Ground control to Majorana    
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Deep dive The journal Science is preparing to remove an editorial expression of concern that cast doubt on a five-year-old Microsoft quantum computing research paper.
The notice is expected to be replaced by a correction that says researchers didn't present a full description of how they tuned the relevant devices and didn't present a full catalog of the data measured.
The decision simultaneously delights and frustrates Charles Marcus, professor of physics at the University of Washington, a former scientific director of Microsoft Quantum Lab at the University of Copenhagen, and one of the paper's authors.
It follows a determination issued last year by the University of Copenhagen's Committee for Responsible Research Practices that Marcus - affiliated with the university at the time - "has not engaged in questionable research practices in this matter."
"So it feels great," Marcus explained in a phone interview. "It's nice to be exonerated. It's nice to have both Science Magazine and the National Board and the Practice Committee of the University of Copenhagen and my own department back in Copenhagen, all exonerated, and the authors of the paper. But I want those four years back."
At the same time, the resolution of the matter has dumbfounded Sergey Frolov, professor of experimental physics at the University of Pittsburgh, who initially raised concerns about the paper and maintains the work should be retracted.


This is the first time that a journal will roll back a positive action they previously took to alert other scientists about the pattern of problematic research, by replacing an EEoC with a correction


"This is the first time that a journal will roll back a positive action they previously took to alert other scientists about the pattern of problematic research, by replacing an EEoC [editorial expression of concern] with a correction," Frolov told The Register. "I have not seen the draft of the correction and will not see it until it is published, but regardless of the content, problems in the paper undermine the conclusion and retraction would be the better course."
The four-year-old dispute echoes current concerns about whether Microsoft researchers really created a topological superconductor capable of using Majorana particles for quantum computing, as announced in February. And it underscores the challenge of maintaining civil peer review norms in the social media era.
The dispute is clearly personal to those involved. But it's also corporate. It matters immensely to Microsoft and to other companies in the quantum computing business - because it's not clear there really is a quantum computing business.
"While other companies have working qubits that certainly exist - as in based on proven physics principles - they are still far from a product that they could really sell, from something that can do something useful that you can verify by buying it and using it," Frolov said. "You don't think that your microwave oven is a fraud because you can put your mac and cheese in it and it will cook."
That's not possible with any existing quantum computer, said Frolov, so companies can claim whatever they want because those claims are fundamentally unverifiable.
The skeptics who doubt Microsoft's results
An editorial expression of concern (EEoC) is a way for editors or publishers of academic journals to indicate potential problems with a published article. They have become more common in recent years, according to a 2017 study of biomedical literature. To the extent problematic claims can be investigated, an EEoC may end up being removed or replaced by a correction or a retraction, depending on the outcome of the inquiry.
The disputed article, "Flux-induced topological superconductivity in full-shell nanowires," was published on March 27, 2020, and placed under an EEoC on July 30, 2021. It describes how nano-scale wires can be applied to a semiconductor substrate to create a topological quantum computing device. The technology, subject to a Microsoft patent, is a precursor to Microsoft's Majorana 1 quantum chip, the validity of which has also been challenged.
Majoranas are elementary particles that researchers believe can be used for quantum computing. If they can be harnessed, they should reduce the need for quantum error correction - a major obstacle to creating a useful quantum computer. Microsoft claims to have taken a step in this direction with its Majorana 1 chip, but doubt remains in the scientific community.


	Quantum code breaking? You'd get further with an 8-bit computer, an abacus, and a dog


	IBM moves scientists out of Almaden Research Center


	Eggheads hold science fair on Capitol Hill to decry funding cuts


	Researchers claim spoof-proof random number generator breakthrough


Other quantum computing papers from Microsoft-backed researchers have been hit with EEoCs. As noted recently in Science, "Nature retracted two papers from the [Microsoft-funded] Delft lab claiming to find evidence of the Majorana particles. In 2022, Science retracted another Majorana paper from the University of California, Davis, for data irregularities, and several others have received expressions of concern or faced replicability issues."
The nanowire paper EEoC followed from concerns raised by Frolov and Vincent Mourik, an experimental physicist with German research institute Forschungszentrum Julich. As the EEoC explained, the pair "expressed a joint concern that the tunneling spectroscopy data published in the original paper are not representative of the entirety of the data released in association with this project."
Frolov told The Register in a phone interview and email exchanges that he and Mourik kicked off the experimental study of the Majorana particle with a paper published in 2012.
"We have been investigating issues in Microsoft's research on Majorana for over five years now," said Frolov. "Our work has so far resulted in two Nature retractions, several corrections, and two expressions of concern."
Frolov also noted that other scientists have expressed skepticism about Microsoft's quantum claims, notably Henry Legg from the University of St Andrews. And The Register understands that Simone Severini, when he was head of Amazon's quantum technology group (before he joined Google), told Amazon CEO Andy Jassy that Microsoft's research paper on the Majorana 1 failed to demonstrate its claims.
Regarding the nanowire paper EEoC, Frolov explains that in 2019 Science received a joint submission involving two papers: A theoretical paper from Microsoft and the University of Copenhagen, and an experimental one from Microsoft, the University of Copenhagen, the University of California Santa Barbara, and Yale.
Science, he said, asked him to review the papers and initially he was impressed. But upon closer examination, he concluded the data was unlikely to be representative, and Science rejected both. The authors, he said, then combined their papers into one and resubmitted it. Science accepted it in 2020 and a Microsoft press release heralded the new discovery.
During that period, Frolov said Mourik and he identified other problems in Microsoft papers on Majorana.
"Given the strange rejection/merger/acceptance history of the Science paper, and my responsibility to this process as a referee, I reached out to the Microsoft authors, Lutchyn and Marcus, to ask for additional data," said Frolov. "They refused the requests for a few months until [Science editor] Jelena Stajic stepped in. At that point the authors shared 50 MB of additional data, which I would estimate to be perhaps a day worth of data-taking."
Based on this additional data, Frolov and Mourik concluded that the claims in the 2020 Science paper were not supported.
"The authors had selected data to represent a Majorana signal, but their evidence was so weak that even a small amount of additional data undermined their discovery claim," said Frolov. "We wrote an extensive analysis and sent it to Science as a complaint. The complaint was initially confidential, but a version is now online here."
That was the basis for the EEoC that is now being replaced with a correction.
There were other signals that the Microsoft research was flawed, Frolov says.
"In parallel to our work on the Microsoft-Copenhagen article, another group, from Austria, worked with the same wires from the same chip; like studying grass from the same lawn. They repeated the experiments and saw similar phenomena. They shared 10x more data with us than the Microsoft group, about 600 MB in total. From the larger volume of data, it was clear that they did not see Majorana."
Frolov said Science and Nature both published data from these non-confirmatory experiments. "This move is almost unprecedented in the history of publishing, when two of the highest impact journals go out of their way to debunk a claim," he said.


The only difference, we believe, is that Microsoft cherry-picked what they showed in their paper, a pattern they exhibit in other publications


"These publications could be called 'negative replications'. But in fact, the data were fully replicated. The only difference, we believe, is that Microsoft cherry-picked what they showed in their paper, a pattern they exhibit in other publications. The cherry-picking is extreme, to the level that it alters how an expert would interpret the data. It is not only a question of exaggerating or highlighting a nice result, but data selection in support of unjustified claims of new fundamental discoveries."
Frolov said the selective use of data is the same problem that Mourik and he flagged in two retracted Nature papers from Microsoft.
"It's unfortunate to see Science making a different decision here," he said, with regard to the expected removal of the EEoC on the nanowire paper.
According to Frolov, Henry Legg is negotiating with Nature to publish concerns about recent Microsoft research.
Marcus argues that Legg's concerns reflect his background as a theoretician, rather than an experimentalist who has to deal with the complexity of quantum hardware, which involves configuring devices using 15 separate controls that define where to look for Majoranas.
But Legg, in response, told us via email, "Instead of taking the outcomes of [the Science investigation] to heart, it seems like the authors who still work for Microsoft have doubled down and are now trying to tell the world they have built a topological qubit based on what looks like gross cherry picking of data."
Legg said, "I may only be a humble theorist, but every high-schooler learns that in science you should not cherry-pick data to fit a narrative. This is a lesson Microsoft has repeatedly failed to learn, which is why it's no surprise that after hundreds of millions of dollars, Microsoft and I have built the exact same number of topological qubits: zero."
A crusade against quantum computing?
According to Marcus, Science only offered the option of a correction to resolve the matter, but he considers it vindication.
"There are no incorrect statements in the paper," Marcus said. "Not one single incorrect statement or figure or data set or conclusion or interpretation that was wrong in that paper. The only thing that the expression of concern [raised was] you didn't describe in detail how you tuned up the device. You didn't define what the tunneling regime is. That's now been added information in case anybody wants to look at that. So it's a total clearing of the paper, and I'm grateful for Science for figuring that out."
Marcus contends Frolov and Mourik have been conducting a harassment campaign against his work, calling conferences, writing to grant managers, texting students at conferences, and lobbying on social media.
"They really want to shut down a field," he said.
"Frolov seems to have made this into his profession," Marcus added. "And he's not publishing very many papers anymore. Mostly what he's doing is social media stuff and critiquing me, and it seems to me basically attacking anyone who has anything to do or had anything to do with Microsoft."
Michael Manfra, director of Purdue Quantum Science and Engineering Institute and scientific director of the Microsoft Quantum Lab, West Lafayette, told The Register in a phone interview that the complaints raised about the nanowire paper were unfounded.


No paper is flawless, but they found no evidence of malfeasance. No evidence of any data manipulation


"No paper is flawless," he said, "but they found no evidence of malfeasance. No evidence of any data manipulation. And at the end of the day the conclusions were substantiated after this very rigorous review process. Science is doing the right thing by lifting the expression of concern."
Acknowledging his ties to Microsoft, Manfra said the criticism Marcus and his coauthors received went beyond the bounds of professional norms.
"This is personal," he said. "You don't use social media to launch ad hominem attacks against individuals. That's not within the rules of normal scientific inquiry and disagreement.
"All of this has been focused on Charlie Marcus, and was there misconduct. You could turn this around and say, 'Okay, now that the dust has settled, did the accusing parties act in good faith and were they interested in getting at scientific truth or something else?'"
The concerns raised by Frolov and Mourik cannot be entirely discounted. Marcus recalled how Frolov and Mourik succeeded in having a 2018 Nature paper, "Quantized Majorana conductance," retracted.
One of the paper authors was Leo Kouwenhoven, a quantum physics professor at TU Delft in the Netherlands and a former partner manager and principal researcher at Microsoft.
In that instance, the concerns raised by Frolov and Mourik proved to be valid. According to TU Delft's news outlet Delta, Kouwenhoven acknowledged mistakes during an appearance on the Atlas podcast in 2022.
But Marcus contends there was a personal connection as well. "Leo Kouwenhoven was Frolov and Mourik's advisor," he explained. "These guys had a lot of fun getting their advisor's paper retracted, and they were successful, and they did it.
"And then they went after the next big guy in the field, who's me," said Marcus, noting that he too was affiliated with Microsoft.
"So they picked a paper of mine," he said. "Actually, they picked seven papers of mine, and all about Majoranas. They began by saying, please send us all of your data, everything, lab notebooks, PowerPoint files. Everything. And you have to. You signed up with Science to publish it. ...I've never gotten a letter like this before in 30 years of being a professor. I've never gotten somebody saying to me, 'I demand all of your files and notebooks.'"
Marcus says that Frolov's and Mourik's debunking efforts have chilled researcher enthusiasm in the field.
"For the last four years, every time I talked to a graduate student, or we went somewhere, they said, 'Oh, yeah, well, we hear from Frolov that you're hiding your data and you're cheating for whatever.' No other group wants to have that on their head. So basically in the public sector, that field has died. To that extent, Frolov and Mark have been successful in killing anybody who would be interested in working on that problem. Nobody will touch it because they don't want to get attacked."
Marcus also believes Microsoft deserves credit for throwing resources at a very hard scientific problem.
"I think it's a very courageous thing," he said. "It's a very hard problem. I don't know whether it's too hard or not too hard, or whatever. But it's a gutsy thing to try to do a really end run on quantum error correction, which, by the way, is its own nightmare."
"The problem with Microsoft is that, okay, maybe the press release was a little bit over the top or whatever," he said. "I don't think it matters that much. They're trying something really hard. And they're reporting progress outward. ...I don't want to argue whether the press release was accurate or not. I'm not interested in that. What I'm interested in is: is this a hard physics problem, which is extremely interesting? And the answer is yes. Will they crack this nut? I don't know."


Discourse and skepticism are all part of the scientific process


For its part, Microsoft welcomed Science's resolution of the concerns.
"It's our understanding that the authors have been working with Science through the journal's standard process to address any concerns," a Microsoft spokesperson said in an emailed statement. "It will be great to see this matter resolved. Discourse and skepticism are all part of the scientific process. That is why we are committed to continued open discussion and engagement on our research, so that everyone can build on what others have discovered and learned."
Undaunted by the criticism, Microsoft continues publishing Majorana-related research.(r)
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    Internet exchange points are ignored, vulnerable, and absent from infrastructure protection plans

    
Italian operator calls for lawmakers to wake up to the critical role played by peering    
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Internet Exchange Points are an underappreciated resource that all internet users rely on, but governments have unfortunately ignored them, despite their status as critical infrastructure.
So says Flavio Luciani, chief technology officer at Italian outfit Namex, which operates Roma IXP.
His position isn't just self-serving, because according to the Internet Society's (ISOC's) IXP tracker, 1,519 IXPs are currently active and have a collective capacity of 2,086,083 Gbps.
As ISOC explains, IXPs "are physical locations where different networks can send traffic to one another, serving as a kind of 'traffic circle' for the data that flows through them. So, rather than a network having to go all the way back to its own hub, which might be located halfway across the world, it can use another network to move the data."
"This practice, known as peering, reduces latency, lowers costs, and makes connections more reliable," ISOC adds, before lauding peering for creating "a larger number of routes for data traffic to travel on, which makes the whole network more resistant to problems in international connectivity."
The ISOC says peering at IXPs "can improve access and support economic growth," an assertion helped by the fact that IXP members don't charge one another for peering services.
Most IXPs are privately operated and their existence and role isn't widely known beyond the small community of internetworking wonks.
In an article that regional internet registries RIPE NCC and APNIC both published this week, Luciani argues that IXPs are therefore "often invisible in both public discourse and infrastructure policy".
He thinks that may be because "Many IXPs start small, often as collaborative efforts between local ISPs, universities, or Network Operator Groups (NOGs)."
He also argues that IXPs protect the internet, using examples including the widespread internet outages experienced across Portugal and Spain during April 2024. "Analysis of a major blackout in 2025 revealed that Portugal's Internet traffic dropped by up to 90 percent," he wrote. "Spain's traffic, while impacted, held up better, partly due to its stronger IXP footprint."


	EU plan to make big tech pay 'fair share' of telco fees reportedly weeks away


	Netflix picks fight with internet exchange industry


	We've found another problem with IPv6: It's sparked a punch-up between top networks


	Netflix sued by South Korean ISP after Squid Game fans swell traffic to '1.2Tbps'


Luciani also recognizes that IXPs can create problems, and listed the following three systemic risks they may create:

	Economic optimization over resilience: Traffic is increasingly routed through major IXPs due to cost and efficiency, concentrating risk.


	Dependency of smaller networks: Many small ISPs depend on a single IXP to access affordable connectivity and major content providers.


	Topological centralization: A handful of physical IXP locations carry disproportionate amounts of regional traffic, creating structural vulnerabilities.


He also worries that not all IXPs have strong governance, operate securely, or are observable.
"These are not 'nice to have' extras. In a world of BGP leaks, hijacks, and targeted attacks, they are baseline requirements," he argues, but also notes that "Very few national legislations include IXPs in their critical infrastructure lists, often focusing instead on physical cable systems, data centres, or DNS infrastructure."
He thinks that should change as the importance of IXPs means regulators should consider them in cybersecurity strategies, network resilience frameworks, and disaster preparedness schemes and the infrastructure audits that inform their creation.
In Europe, Luciani proposes creation of an IXP "Resilience Observatory", plus a shared incident response framework for disruptions targeting IXPs.
"This approach isn't about replacing existing governance -- it's about reinforcing it, just as IXPs reinforce the Internet itself," he argues.
"Future-proofing the Internet demands that IXPs are embedded in resilience strategies, supported by transparent governance, and integrated into regional digital sovereignty efforts," Luciani suggests. "The path forward is not to centralize more traffic in fewer places, but to build diverse, neutral, and well-governed interconnection points that reflect the same decentralization that made the Internet succeed in the first place." (r)
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    Qualcomm working on datacenter CPU and in 'advanced discussions' with hyperscaler

    
But may face competition in its core smartphone segment as Samsung says it's found a premium handset-maker who wants its Exynos SoCs    
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Chip design firm Qualcomm says it's in "advanced discussions" with a hyperscale customer who wants its silicon to use in datacenters but may lose a major mobile customer to Samsung.
Qualcomm has teased a serious run at the datacenter market for years and in May CEO Cristiano Amon told the Computex conference in Taiwan that he sees "CPU changed for the age of AI" as one way into the market.


We are currently in advanced discussions with a leading hyperscaler


On Wednesday, Amon used Qualcomm's Q3 earnings call to deliver an update on the company's datacenter ambitions.
"As inference games scale, cloud service providers are building dedicated inferencing clusters focused not only on performance, but also efficiency, specifically tokens per dollar and tokens per watt," the CEO said. "These factors combined with the shift from merchant x86 CPUs to custom ARM compatible CPUs for both cloud computing and AI head node create an entry point for Qualcomm."
Later on the call, Amon said Qualcomm is developing "a general purpose CPU" and is "very focused on hyperscalers" because "They have first party workloads for ARM compatible CPU."
He then described another datacenter product Qualcomm is working on as "the head unit for inferencing clusters," then added "we have been building accelerator cards and we will be building a rack as well."
Amon said Qualcomm's recently-announced acquistition of connectivity specialist Alphawave Semi "will complement our Orion CPU and Hexagon NPU processors and help accelerate our roadmap."
"While we are in the early stages of this expansion, we are engaged with multiple potential customers and are currently in advanced discussions with a leading hyperscaler," he said. "If successful, we expect revenues to begin in the fiscal 2028 timeframe."
For what it's worth, rival chip designer Broadcom says it has several hyperscale clients who want a million or more custom accelerators starting in 2026, meaning Qualcomm may be late to the AI infrastructure party.
Qualcomm also looks to have a fight on its hands in the premium smartphone market, as Samsung on Thursday announced it will focus on improving the competitiveness of its Exynos systems-on-chip (SoC) "to ensure its adoption in 2026 flagship mobile lineups of a major customer." The company also said its foundry business "will ramp up mass production of a new mobile SoC with the 2nm GAA process" in the second half of 2025.
Samsung didn't identify that customer, but the Korean giant is the only smartphone manufacturer that regularly uses Exynos in flagship devices.
This year's Galaxy S25 range, however, used only Qualcomm's Snapdragon SoCs. Samsung talked up those phones' AI capabilities, so presumably making Exynos more competitive means improving its AI performance - which building on a 2nm process could enable.


	Alphawave Semi swallowed in Qualcomm's $2.4B connectivity conquest


	India eats China's lunch in US smartphone manufacturing


	Qualcomm confirms it's dipping into datacenter world again, probably for AI


	Samsung customers buying now to avoid future tariffs - and may slow purchases once they arrive


Samsung needs better products that catch the AI wave because, as the company predicted, revenue and profits fell in the second quarter of 2025.
The company posted W74.6 trillion revenue (down 5.8 percent from last quarter) and operating profit of W4.7 trillion. Those figures were in line with guidance.
The company promised to prioritize production of high-density memory products in the second half of 2025, to meet demand from cloud providers.
But the company warned its chipmaking business "remained weak due to the impact of inventory value adjustments that stemmed from US export restrictions on advanced AI chips to China, as well as a continued low utilization rates at mature nodes.
Meanwhile, back at Qualcomm
Qualcomm's results were rather happier. The company's revenue grew ten percent year-over-year to $10.35 billion, and net income climbed 25 percent to a devilishly good $2.666 billion.
Revenue from products used to make smartphones grew seven percent to $6.8 billion, and automotive revenue grew 21 percent to $984 million. Internet of things products were the star of the show, producing 24 percent growth to $1.68 billion.
Amon said Qualcomm's PC business is "steady", over 100 laptops will use its PC processors by 2026, and added that the company has won around nine percent of the market for Windows laptops sold for $600 or more at US retailers.
The CEO also expressed optimism about the growing market for smart glasses, which Qualcomm currently dominates.
Investors weren't impressed as Qualcomm's share price dived from around $159 to $149 in after-hours trading, before rebounding to $151.
Samsung shares fared better, falling from W73,000 to W71,500. (r)
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    Lethal Cambodia-Thailand border clash linked to cyber-scam slave camps

    
Infosec issues spill into the real world and regional politics    
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Analysis Thai and Cambodian tensions relating to issues including cybersecurity concerns boiled over into a kinetic skirmish at the border last week.
The conflict started largely as an extension of a decades-old dispute over access to an ancient Hindu temple located a couple of hundred meters on the Cambodian side of the border.
Tensions at the temple were already high. In May, Thai and Cambodian troops exchanged fire across the border near the site. One Cambodian soldier died as a result.
Thailand's retaliation included a threat to cut off electricity and internet services to Cambodia, ostensibly to make life hard for the cyber-slave camps in the country - some of which are not far from the temple.
That Cambodia hosts slave camps is not in dispute. As documented by Interpol, criminals advertise well-paid jobs in Asia, and those who travel to take them up are often enslaved in camps and forced to spend their days running romance and investment scams. The United Nations thinks over 100,000 people may toil in such camps, which human rights group Amnesty International describes as "hellish scamming compounds" that operate "with the apparent consent of the Cambodian government."
The US agrees with that assessment and last year sanctioned a Cambodian senator for his role in human rights abuses at scam camps.
Thailand has tried to crack down on the camps, and repatriate victims who work there. China has helped those efforts because the scam camps often target citizens of the Middle Kingdom or are run by Chinese crime gangs.
Thailand's threat to cut off internet access and electricity therefore aligned with its wider foreign policy to disrupt the camps.
Analysts feel that action also helped to increase tensions.
"While not a direct trigger, Thailand's parallel efforts to counter transnational cyber-scam activities operating near the border may have contributed to the broader strategic environment in which this conflict escalated," according to Angela Suriyasenee, a researcher at the Australian Strategic Policy Institute (ASPI) think tank. "These efforts may have contributed to a broader climate of mistrust and friction between the two governments."
Adam Rousselle, Principal Analyst at Between the Lines Research, has a similar opinion. "Along this stretch of frontier, Chinese-run scam centers and the illicit capital they generate form part of the conflict's backdrop - and while it's too early to call them the driving force, their weight is too significant to ignore," he wrote last week.
Cambodia's opposition leader in exile, Sam Rainsy, has accused Cambodian Prime Minister Hun Sen of profiting from the camps.


	Interpol moves against human traffickers who enslave people to scam you online


	That call center tech scammer could be a human trafficking victim


	Filipino police free hundreds of slaves toiling in romance scam operation


	UN says Asian scam call center epidemic expanding globally amid political heat


In a Facebook post, Rainsy rated the camps the number one obstacle to settling the Thai-Cambodian dispute.
"Hun Sen is angry because those criminals are the ones who feed him and his regime," he wrote.
"There are genuine concerns that elements within the [Cambodian] establishment may tolerate or indirectly benefit from certain activities, allowing these networks to persist unchecked," ASPI's Suriyasenee told The Register.
"It's important to keep in mind that these allegations of elite-level involvement are still under active investigation and should be addressed through transparent legal processes," she added, before pointing out that scam camps are big business in Cambodia.
"To put this into context, the scam center industry in Cambodia is estimated to generate over $12.5 billion annually - in other words, around half the country's GDP," she said.
Thailand and Cambodia agreed to a cease fire, but not before more than 30 people were killed and tens of thousands evacuated the area to avoid the conflict.
If cyber-scams played any part in this conflict, they therefore caused fatalities and additional human misery on top of the cruel hoaxes camp operators perpetrate every day.
One last observation: social media is used to perpetrate many of these foul schemes. And as usual, social media companies promise to do better and wring their hands - which now bear blood from an armed conflict between nations. (r)
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    Trump officials float plan for Americans to share their medical data more freely

    
Apple, Google, AI biggies, and for-profit insurance all eagerly rubbing their hands    
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The Trump administration and the US Centers for Medicare and Medicaid Services (CMS) have announced plans to begin building a new digital health information system, in collaboration with a growing list of private-sector companies. Dubbed the CMS Digital Health Ecosystem, the new program aims to make it easier for patients to access their own medical records and health data.
In a press release announcing the plan, US Health and Human Services Secretary Robert F. Kennedy, Jr., claimed "bureaucrats and entrenched interests" have for decades blocked access to medical data. The CMS was more reserved in its assessment, saying the problem was more rooted in "outdated infrastructure and disconnected data."


Government and private companies both have a bad track record for respecting privacy


For now, the CMS's initiative is still in its nascent stages. But the long-term goal is to enable a range of apps that will allow individual patients more control over who can access their medical data and when. The apps are broadly divided into categories including conversational AI assistants, "kill the clipboard" apps for eliminating paper forms, and apps for managing obesity and diabetes.
Companies said to have signed up as partners in the scheme include medical records giants Epic Systems and Oracle Health (formerly Cerner, which Oracle acquired in 2022); tech titans such as Amazon, Anthropic, Apple, Google, Microsoft, and OpenAI. For-profit healthcare and insurance providers like Citizen Health, Polygon Health, and UnitedHealth Group are also aboard, as are data networks including CommonWell Health Alliance, CRISP, and eHealth Exchange.
A full list of current signees, dubbed "early adopters," can be found on the CMS website.
President Trump, speaking at a press conference at the White House on Wednesday, said "The benefits to millions of Americans will be enormous. We will save time, we'll save money, and most importantly, we'll save lives."
At the same press conference, officials assured Americans that once developed the system will be "strictly opt-in" and that "no centralized government database" will exist. However, the announcement has already raised concerns about security and data privacy among some quarters. The Electronic Frontier Foundation, for one, cautioned that trading in medical data can be a fraught proposition.
"Any initiative that proposes to collect sensitive data, particularly vast amounts of health information and medical records, must ensure that no one uses that information in ways people don't expect," Hayley Tsukayama, Associate Director of Legislative Activism at EFF, told The Register. "This goes double for partnerships between the government and private companies, which both have a bad track record for respecting people's privacy."
Balancing competing interests
CMS Administrator Dr. Mehmet Oz argued that any such concerns must be balanced with the pressing need to modernize aging healthcare systems. "For too long, patients in this country have been burdened with a healthcare system that has not kept pace with the disruptive innovations that have transformed nearly every other sector of our economy," he said in a statement.
The US already regulates medical data strictly. Most notably, the Health Insurance Portability and Accountability Act (HIPAA), passed in 1996, makes it a crime to wrongfully disclose patient medical information to unauthorized parties.
And yet, such incidents do happen. Earlier this year, US health insurance giant Blue Shield of California accidentally let slip health data belonging to some 4.7 million of its members, thanks to a SNAFU involving Google Analytics and Google Ads.
In today's Digital Health Ecosystem press release, the Office for Civil Rights, a division of the US Department of Health and Human Services, assured Americans it understood these concerns, saying, "If an individual receives another individual's electronic protected health information in error, generally, OCR's primary HIPAA enforcement interests are ensuring that the affected individual and HHS receive timely HIPAA breach notification."
But HIPAA only applies to "covered entities," including health insurers, healthcare providers, and related services -- not to patients themselves. One of the proposed uses of Digital Health Ecosystem apps is to allow patients to pass on their own data to new providers or resources, perhaps using QR codes or some other means, which presumably would be legal under HIPAA.
As described, there seems to be little to prevent patients from using their newfound freedom unwisely. Unscrupulous medical providers, cranks, and outright frauds abound, and making it easier to hand them your own data sounds dicey, particularly for those who are uneducated or suffering from mental conditions such as dementia.
Despite such concerns, dragging the US healthcare system kicking and screaming into the digital age has been a long-time goal of many players in both the public and private sectors. Owing to the healthcare industry's complex, fragmented, and market-driven nature, healthcare providers, in particular, have long been among the businesses most reluctant to upgrade their aging systems, with some even still preferring paper records.
For now, it remains unclear when Americans can expect the first changes envisioned by the Digital Health Ecosystem initiative to be implemented, and no formal timeline has been announced. (r)
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    The TSA likes facial recognition at airports. Passengers and politicians, not so much

    
Few passengers are told they can opt out, and when they do, airport staff may push back    
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US lawmakers are trying to extend the use of facial recognition at airports, despite many airline passengers objecting to the practice.
US airports have used facial scanners since 2017, when the Transportation Security Administration (TSA) started trials of the tech in the hope it would improve security and speed boarding times. 250 airports currently use facial recognition.
According to a May 2025 report [PDF] by the Privacy and Civil Liberties Oversight Board (PCLOB), facial recognition at airports is accurate.
The report cites National Institute of Standards and Technology research that fewer than one percent of recognition attempts produced a false positive or false negative - considerably better than many biometric identifiers.
Despite that accuracy, and the chance to opt out of using facial recognition, many passengers don't like it.
A July report [PDF] from the non-profit Algorithmic Justice League (AJL) found airport staff offered just one percent of travelers the chance to opt out.
Some of those who chose to opt out reported poor experiences.
"I got in line for security and presented my driver's license to the agent. The agent asked me to stand in front of the camera," reported one passenger at Fort Lauderdale-Hollywood International Airport last year.
"Knowing my rights, I asked if I could opt out of the photo. The agent got angry, raising his voice to tell me that 'we already took your picture 'and that there are 'a thousand cameras in this airport...there's a camera in your phone too.'"
Many passengers were told that they either couldn't opt out of the facial scans, or that they were too late to do so. Over two-thirds of those who opted out reported negative treatment from staff, and in one case a passenger missed their flight due to the time required to process them at the airport.
"I requested my usual photo opt-out. This time, the TSA agent made quite a scene: she closed off her lane with a divider rope, took my ID and boarding pass to another lane, and left me waiting for five minutes," reported one passenger at Harry Reid International Airport in Las Vegas.
"When she returned, she sat down and spent another five minutes scrutinizing my ID and boarding pass. Concerned, I asked if there was a problem. She replied, 'No, I just have to verify everything manually; you should consider just allowing the photo next time.'"


	TSA's airport facial-recog tech faces audit probe


	Senate bill aims to stop Uncle Sam using facial recognition at airports


	TSA wants to expand facial recognition to hundreds of airports within next decade


	Rights group launches legal challenge over London cops' use of facial recognition tech


Over half of fliers interviewed for the study reported they did not see notifications explaining their right to opt out, and 74 percent said they weren't warned about its use. Over 60 percent of respondents expressed concern that their facial images could be used by third parties and over 20 percent felt that they weren't comfortable verbally opting out for fear that it would cause them a delay.
The TSA had no comment at time of publication. However, it claims that facial scans are only used to match a person's image against their ID, and that pictures aren't stored "except in a limited testing environment for evaluation of the effectiveness of the technology."
Congress is currently auditing the system, just to make sure.
Politicians want it both ways
In May a bipartisan group of senators, led by Jeff Merkley (D-OR), reintroduced the Traveler Privacy Protection Act, which would ensure that passengers can opt out of facial scanning and make sure that airlines and airports cannot make it mandatory.
"No one should be required to have their face scanned to travel, and no government should have the power of a national surveillance system at its fingertips," Merkley said on Tuesday, citing the AJL report.
"Our Traveler Privacy Protection Act would preserve passengers' right to use an approved document--like a driver's license--to travel by air. In addition, it would require signage to inform passengers of that right and protect the data collected from abuse."
Merkley documented his experience at Washington DC in a video you can see below, when he was told he couldn't really opt out of being photographed since he'd already walked past a camera. He accused the TSA of wanting to build a library of images depicting air travelers' faces.

  Youtube Video

The Senate Committee on Commerce, Science, and Transportation considered the bill on Tuesday.
Ahead of that hearing, industry body Airlines for America reportedly wrote to senators to claim that eschewing facial scanning would make everyone less safe and cost more money.
"Restricting TSA's use of biometrics is a step backward for our national security," the letter said. In addition it would "prevent TSA from achieving staffing efficiencies through technology automation by requiring officer-based interactions - forcing 75 percent of TSA's budget to remain tied to staffing rather than technology investment."
Unsurprisingly the Security Industry Association, which represents vendors in the area, has also come out strongly [PDF] against the legislation.
"Rolling back proven traveler verification capabilities will ultimately serve to enable bad actors that seek to use fraudulent documents or identities in order to commit crimes like smuggling or trafficking in persons, inflict harm on innocent citizens or carry out acts of terrorism," it wrote. (r)
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One of the headline features of Alibaba's Qwen 3 family of models when they launched back in April was the ability to toggle between "thinking" and "non-thinking" modes on the fly.
While convenient, it seems the functionality came at the price of lower quality and poorer performance in benchmarks. 
"After talking with the community and thinking it through, we decided to stop using hybrid thinking mode. Instead, we'll train Instruct and Thinking models separately so we can get the best quality possible," the Qwen team explained in a recent X post. "We believe that providing better-quality performance is more important than the unification at this moment."
To address this, the Qwen team has begun rolling out dedicated instruct and thinking-tuned versions of models which claim major gains in reasoning, problem solving, mathematics, coding, and general knowledge.
[image: By ditching its hybrid "thinking" mode Alibaba's refreshed Qwen3 models now perform substantially better than the original April release]
By ditching its hybrid "thinking" mode, Alibaba's refreshed Qwen3 models now perform substantially better than the original April release - Click to enlarge


The improvement was particularly strong for Alibaba's non-thinking instruct models. In the case of the AIME25 math benchmark, Alibaba's Qwen3-235B-A22B-Instruct-2507 model eked out a 2.8x lead over the April release. The July refresh of Alibaba's smaller 30 billion parameter mixture of experts (MoE) model also enjoyed similar gains.
[image: The July refresh of Qwen3-30B-A3B also similar gains in non-thinking tasks.]
The July refresh of Qwen3-30B-A3B also shows similar gains in non-thinking tasks. - Click to enlarge


Curiously, the performance uplift for Alibaba's new thinking-tuned models wasn't nearly as stark. According to Alibaba, Qwen3-235B-A22B-Thinking scored between 13 percent and 54 percent better in the math-heavy AIME25 Humanity's Last Exam benchmarks, respectively.
[image: While Alibaba's dedicated Thinking models do perform better than the original Qwen 3 release, the improvement isn't nearly as stark as what we saw with the non-thinking versions]
While Alibaba's dedicated Thinking models do perform better than the original Qwen 3 release, the improvement isn't nearly as stark as what we saw with the non-thinking versions - Click to enlarge


As with any vendor supplied benchmarks, we recommend taking these performance claims with a grain of salt and if you plan on deploying these models in production, evaluating them against your own specific use cases.
In addition to being smarter, Alibaba's 2507 releases also bump the model's context window -- which you can think of as its short-term memory -- from a mere 32k tokens to 256k.
Large context windows are particularly important for "thinking" models, which may generate hundreds or even thousands of words worth of text before arriving at the final answer. A larger context window not only allows the model to keep track of larger documents, prompts, or conversations, but also means models can think for longer.
Alibaba has extended its model's thinking budgets to take full advantage here and recommended users set a context-length to at least 128k tokens if they have sufficient memory to manage it.


	Zuck tries to justify AI splurge with talk of 'superintelligence' for all


	Cisco donates Agntcy project to Linux Foundation in the hope it gets AI agents interacting elegantly


	Stacking up Huawei's rack-scale boogeyman against Nvidia's best


	US agencies log nearly 9x more GenAI use cases in 2024 - but deployments stall


At the time of writing, the Qwen team had pushed up instruct and thinking-tuned versions -- identifiable by the 2507 date code in their names -- of its 235 and 30 billion parameter models with plans to roll out updated versions of its Qwen3 models in the coming days.
Junyang Lin, one of the model devs on the Qwen team, has also teased a code-tuned version of the 30B parameter MoE model that could be released as early as Thursday.
As with past releases, the models are being made available in both their native BF16 and quantized FP8 datatypes, and we expect it won't be long before Qwen makes 4-bit AWQ quants available as well.
While Alibaba may be stepping back from the idea of hybrid-thinking models, like the original Qwen3 release, the team hasn't given up on the idea entirely. "We are still continuing our research on hybrid thinking mode," the team wrote, suggesting that the functionality may resurface in future models once they've sorted out the quality issues.(r)
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Microsoft on Wednesday reported better than expected revenue for the fourth quarter of its 2025 fiscal year, thanks to the company's booming cloud business and, allegedly, to AI.
"Cloud and AI is the driving force of business transformation across every industry and sector," said Satya Nadella, chairman and chief executive officer of Microsoft, in a statement.
Nadella for the first time revealed revenue for Microsoft Azure, the company's cloud computing platform.
Azure, he said, exceeded $75 billion in revenue in the fiscal year ended June 30, which is up 34 percent from the prior year. That's "driven by growth across all workloads" - including AI workloads. On an average basis, Azure brought in almost $19 billion per quarter, about $10 billion shy of cloud king AWS, which recently reported net sales of about $29 billion during Q1 (Amazon reports its second-quarter earnings on Thursday). Google Cloud has an annual run rate of $50 billion, per Alphabet's Q2 2025 earnings report [PDF].
"We continue to lead the AI infrastructure wave and took share each quarter this year," said Nadella on the company's earning call.
Nadella didn't share how AI figured into the equation, a question that was on the minds of financial analysts given Microsoft's plan to spend $80 billion in FY25 capital expenditures to build out data centers capable of handling AI business.
Mark Moerdler, senior analyst at Bernstein Research, asked during the call how companies will best be able to monetize AI as a software service.
Nadella offered a rambling answer likening AI to the cloud business, which is fair enough given the two have become intertwined.
Microsoft CFO Amy Hood offered a more focused response, asserting that AI monetization will be like other software monetization.
"There's a per user logic," she said. "There's tiers of per user. Sometimes those tiers relate to consumption. Sometimes there's pure consumption models. I think you'll continue to see a blending of these, especially as the AI model capability grows."
In other words, Microsoft is adding AI capabilities to its products and fees will follow. With AI infused into every application and service, all revenue becomes attributable to AI.
And there's a lot of that revenue to go around. Overall, the IT mega-giant reported $76.4 billion in revenue for the quarter, up 18 percent from last year, alongside operating income of $34.3 billion, up 23 percent, and net income of $27.2 billion, up 24 percent. Earnings per share came to $3.65, an increase of 24 percent.
For the full fiscal year, Microsoft delivered $281.7 billion in revenue, up 15 percent, with operating income of $128.5 billion, up 17 percent, and net income of $101.8 billion, up 16 percent. Earnings per share hit $13.64, up 16 percent.


	Devs are frustrated with AI coding tools that deliver nearly-right solutions


	Enterprises neglect AI security - and attackers have noticed


	Edge case: Opera claims Microsoft still playing dirty with defaults


	Europe's AI crackdown starts this week and Big Tech isn't happy


Azure is part of Microsoft's Intelligent Cloud group, which delivered revenue of $29.9 billion for the quarter, up 26 percent.
The company's Productivity and Business Processes group posted revenue of $33.1 billion, up 16 percent. That includes Microsoft 365 Commercial and Consumer products, LinkedIn, and Dynamics products.
The More Personal Computing group generated $13.5 billion, an increase of nine percent. That includes Windows OEM and Devices, Xbox content and services, plus Search and news advertising revenue.
Worries about capex and AI revenue generation don't appear to bother investors, who pushed Microsoft's stock price up about eight percent following the company's earnings report. Their enthusiasm lifted the company's market capitalization beyond $4 trillion in after-hours trading, making it only the second company in history after AI arms-dealer Nvidia to touch the $4,000,000,000,000 mark. (r)
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Airlines canceled more than 100 flights across the UK on Wednesday after a "technical issue" with radar systems left air traffic controllers flummoxed.
Air traffic in London, Edinburgh, and other UK airports was severely disrupted, the UK's National Air Traffic Services (NATS) warned. Passengers faced long delays while planes queued up to take off from Europe's biggest air traffic hub. A NATS spokesperson told the BBC that the failure was related to radar.
"As a result of a technical issue at NATS Swanwick air traffic control centre, we are limiting the number of aircraft flying in the London control area in order to ensure safety, which is always our first priority," the agency said at the time.
Flight tracking service Flightradar24 said that the entire London control area was closed for a period of time.
A person with working knowledge of the UK's air traffic control system speculated to El Reg that the outage was caused by a primary failure in radar systems, not in the backup monitoring system, but we're waiting on more information. In the meantime, the problem appears to have been resolved.
"Departures at all airports have resumed and we are working with affected airlines and airports to clear the backlog safely," NATS said around 7pm UK time. "We apologise to everyone affected by this issue."


	UK air traffic mega cockup: BOTH server channels failed - report


	Datacenters near Heathrow seemingly stay up as substation fire closes airport


	REVEALED: Titsup flight plan mainframe borks UK air traffic control


	UK Civil Aviation Authority ponders vertiports for flying taxis


It could be worse. Earlier this year, Heathrow was knocked offline for nearly a day after a substation fire cut power to the airport. The blaze was traced to moisture buildup in a high-voltage bushing, leading to a short circuit, an arc flash, and a fire.
This also doesn't look as serious as the 2014 NATS meltdown, when a corrupted line of code crashed both the main and backup flight-data systems, leaving controllers without access to flight plans and forcing a temporary shutdown of London airspace. Air traffic control relies on redundant servers to process flight data, but in that case, the failover failed too. (r)
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The US president also hints at an extra penalty for New Delhi over trade with Russia    
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world war fee Just as signs pointed to a slight easing in global trade tensions, US President Donald Trump opened a new front in his trade offensive, this time with a 25 percent tariff on goods from India.
Trump took to Truth Social today to announce his tariff, which will begin this Friday on August 1. The US president justified the move by complaining that India's own tariffs on US goods are too high, and that India has too cozy a trade relationship with Russia. 
"While India is our friend, we have, over the years, done relatively little business with them because their Tariffs are far too high ... and they have the most strenuous and obnoxious non-monetary Trade Barriers of any Country," the president said. "Also, they have always bought a vast majority of their military equipment from Russia, and are Russia's largest buyer of ENERGY." 
Trump opined that India's purchasing of energy from Russia has fueled the war in Ukraine "at a time when everyone wants Russia to stop." 
The White House hasn't released any official statement on Trump's informal announcement, but a White House spokesperson confirmed to The Register that the president's social media proclamation is an accurate reflection of policy. 
Trump also claimed on Truth Social that India would face an additional penalty on top of the 25 percent tariff for continued trade with Russia, but that penalty wasn't specified in the post or by the White House.
More trade chaos for the smartphone market
It feels like just moments ago the world was fretting about how badly tariffs on China were hurting the US smartphone market, but those tariffs are now on hold (at least temporarily), and there's been another monumental shift in the US smartphone market recently, too. India has become the primary source for US smartphone imports - not exactly a fact worth celebrating in light of present circumstances. 
In Q2 2025, smartphones assembled in India accounted for 44 percent of US imports, up from just 13 percent a year ago, while China's share has dropped from 61 percent to 25 percent, according to a recent report from Canalys.
"Many vendors have invested in manufacturing in India over the last decade (starting with the Chinese vendors), partly to avoid extra import duties," Canalys smartphone and IoT market analyst Runar Bjorhovde said in an email to The Register. "Almost all vendors are going 'all-in' on India, including Apple in the most recent quarters, seeing a growing opportunity coming alongside a growing middle class." 
"The long-term objective is around supply chain verification; the short-term pull is tariff uncertainty," Bjorhovde added. 
With that Canalys report coming out just days before Trump's India tariff announcement today, we reached back out to Bjorhovde to get his take on how the news changes that analysis on India. 


Trump is struggling to put pressure on Russia. He's hoping India might be able to push on Russia too


For starters, Bjorhovde believes the Russia justification is a strange one. He noted that India has long been a relatively neutral trade partner for the US, Russia, China, and other countries, making it an odd choice for using as a political tool - except that getting the country to cooperate with Trump might convince Putin to end the war. 
"Trump is struggling to put pressure on Russia," Bjorhovde said on the phone. "He's hoping India might be able to push on Russia too." 
If India decides not to play ball, will that tariff go into effect at the end of the week? It very well might, Bjorhovde said, and the smartphone industry is pretty much backed into a corner. 
Smartphone makers are pretty limited in terms of where they can manufacture devices at scale, Bjorhovde said, with China, India, and Vietnam being the dominant places to do assembly. Samsung has opted to move operations to Vietnam, but for Apple, the choice has been India of late - and not only because it's a safer bet than China (even with tariffs, according to Bjorhovde). It's also the country's growing middle class. 


	Folks aren't buying the PCs that US vendors stockpiled to dodge tariffs


	Trump tariffs turn techies topsy-turvy as US braces for PC tax


	Trump administration announces tariffs that may make plenty of tech more expensive from August 1


	CIOs pause net-new IT investments as global tariff jitters bite


"India has a massive and growing middle class that's a surging market for Apple right now," Bjorhovde told us, adding that India's prohibitive import tariffs mean manufacturing domestically is hugely incentivized. Most smartphone makers manufacture devices for the Indian market in India, Bjorhovde said. Apple is the only one to export devices from India to foreign markets, however, the Canalys analyst explained. 
In other words, yes, tariffs on India are going to hit Apple, but it probably won't be a cause to move operations. "Tariffs or no, India is still a better bet for Apple than China," Bjorhovde said. 
Then again, there's always the question of whether this latest tariff threat will last; most of the prior threats have come to nothing. 
"Ever since Trump's 'Liberation Day' we've been advising clients to just wait, watch and see what happens," Bjorhovde said. "Based on this latest tariff argument we're going to have to just wait and see yet again." (r)
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You get a superintelligence and you get a superintelligence. Everybody gets a superintelligence    
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Meta is plowing tens of billions of dollars into GPU bit barns the size of Manhattan Island, and yet The Social Network has struggled to upstage rivals like OpenAI or Anthropic.
So, CEO Mark Zuckerberg is moving the goalpost and refocusing his efforts on a nebulous new target: AI superintelligence.
"Over the last few months we have begun to see glimpses of our AI systems improving themselves," he wrote in a blog post on Wednesday. "The improvement is slow for now, but undeniable. Developing superintelligence is now in sight."
There isn't much consensus on what exactly constitutes AI superintelligence, and despite waxing poetic about how it will improve everything and change the way we create and discover, Zuck's post offers little clarity on the matter.
Regardless of what it actually is, Meta not only aims to build it, but instead wants to give everyone their own personal superintelligence to enrich their lives -- after all, who needs friends when you can talk to your buddy Llama.
And unlike all the other superintelligences, Zuckerberg insists Meta's isn't trying to put you off a job and instead will empower users to pursue their individual aspirations.


Personal superintelligence that knows us deeply, understands our goals, and can help us achieve them will be by far the most useful


"Personal superintelligence that knows us deeply, understands our goals, and can help us achieve them will be by far the most useful," the creator of a social network to rate the attractiveness of his Harvard co-eds wrote.
The road to superintelligence is paved in bit barns
The hype-riddled blog post comes just hours before Meta is set to reveal its Q2 earnings results, and as Zuckerberg faces growing scrutiny and concerns among investors and analysts over the company's infrastructure spending and lavish pay packages for its newly formed "superintelligence" team.
As we reported in June, Meta offered one AI researcher an eight-figure payout to join Zuckerberg's team of AI elites. Other reports have said the offers are an order of magnitude or two higher.
Meta has also been pushing ahead with some truly massive infrastructure projects. This includes a 2.2 gigawatt AI supercluster in Richland Parish, Louisiana, which will be deployed in phases over the next five years or so.
Earlier this month, Zuckerberg announced plans to deploy several "multi-gigawatt" datacenters over the next few years, with the first, called Prometheus, coming online in 2026. The bit barn will reportedly pull more than a gigawatt of power.
By the end of the year, Meta aims to have in excess of 1.3 million Nvidia and AMD GPUs churning away, generating tokens and training models.
Of course, none of this is cheap. In 2025 alone, Zuckercorp plans to plow up to $72 billion into capex, primarily to build new bit barns -- and that figure could grow even larger by market close as it reports Q2 earnings.


	Datacenter lobby blows a fuse over EU efficiency proposals


	Cisco donates Agntcy project to Linux Foundation in the hope it gets AI agents interacting elegantly


	Stacking up Huawei's rack-scale boogeyman against Nvidia's best


	China proves that open models are more effective than all the GPUs in the world


Impressive investments, underwhelming AI
Yet despite these investments, Meta has struggled to compete with more established players like OpenAI or Anthropic. Back in April, Meta revealed its much-hyped Llama 4 herd of large language models (LLMs). As you may recall, prior to the launch, Zuckerberg predicted that in 2025, Meta AI would serve "more than 1 billion people" and that Llama 4 would be "the leading state of the art model."
Unfortunately for Meta, the first of these models, codenamed Scout and Maverick, which were met with a less-than-stellar reception, made worse by allegations of a benchmark bait-and-switch.
The models were apparently so underwhelming that Meta has reportedly pulled the plug on its biggest and supposedly most capable Behemoth model, which was supposed to weigh in at 2 trillion parameters, and rival OpenAI and Google's biggest models.
During Wednesday's earnings call, analysts will undoubtedly be looking for signs that Zuckerberg's AI spending spree is justified and superintelligence isn't the Metaverse all over again.
Before ChatGPT kicked off the AI boom in late 2022, you may recall Zuckerberg was convinced virtual reality would take over the world. As of Q1, the company's Reality Labs team has burned some $60 billion trying to make the Metaverse a thing. (r)
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IBM report shows a rush to embrace technology without safeguarding it, and as for governance...    
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Organizations rushing to implement AI are neglecting security and governance, IBM claims, with attackers already taking advantage of lax protocols to target models and applications.
The findings come from Big Blue's Cost of a Data Breach Report 2025 report, which shows that AI-related exposures currently make up only a small proportion of the total, but these are anticipated to grow in line with greater adoption of AI in enterprise systems.
Based on data reported by 600 organizations globally between March 2024 and February 2025, IBM says 13 percent of them flagged a security incident involving an AI model or AI application that resulted in an infraction.
Almost every one of those breached organizations (97 percent) indicated it did not have proper AI access controls in place.
About a third of those that experienced a security incident involving their AI suffered operational disruption and saw criminals gain unauthorized access to sensitive data, while 23 percent said they incurred financial loss as a result of the attack, with 17 percent suffering reputational damage.
Supply chain compromise was the most common cause of those breaches, a category that includes compromised apps, application programming interfaces (APIs), and plug-ins. The majority of organizations that reported an intrusion involving AI said the source was a third-party vendor providing software as a service (SaaS).
IBM's report draws particular attention to the danger of unsanctioned or so-called shadow AI, which refers to the unofficial use of these tools within an organization, without the knowledge or approval of the IT or data governance teams.
Because shadow AI may go undetected by the organization, there is an increased risk that attackers will exploit its vulnerabilities.
The survey for the report found that most organizations (87 percent) have no governance in place to mitigate AI risk. Two-thirds of those that were breached didn't perform regular audits to evaluate risk and more than three-quarters reported not performing adversarial testing on their AI models.
This isn't the first time that security and governance have been raised as issues when it comes to corporate AI rollouts. Last year, The Register reported that many large enterprises had hit pause on integrating AI assistants and virtual agents created with Microsoft Copilot because these were pulling in information that employees shouldn't have access to.
Also last year, analyst Gartner estimated that at least 30 percent of enterprise projects involving generative AI (GenAI) would be abandoned after the proof-of-concept stage by the end of 2025, due to poor data quality, inadequate risk controls, escalating costs, or unclear business value.
IBM's report appears to show that many organizations are simply bypassing security and governance in favor of getting AI adoption in place, perhaps because of a fear of being left behind with all the hype surrounding the technology.
"The report reveals a lack of basic access controls for AI systems, leaving highly sensitive data exposed and models vulnerable to manipulation," said IBM's VP of Security and Runtime Products, Suja Viswesan.
"As AI becomes more deeply embedded across business operations, AI security must be treated as foundational. The cost of inaction isn't just financial, it's the loss of trust, transparency and control," she said, adding that "the data shows that a gap between AI adoption and oversight already exists, and threat actors are starting to exploit it." (r)
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    US Navy won't torpedo hurricane forecast satellite feed after all

    
Data stream from aging sensor to continue after public backlash and amateur workaround    


    
        By 
Lindsay Clark        
    

    
        Posted in Science,
        
            30th July 2025 17:43 GMT
        
    


    
The US Navy has announced plans to continue distributing satellite data needed for hurricane forecasting, months after authorities said the data stream was to be turned off.
The U-turn comes after protests from weather forecasters and an alternative approach from amateur satellite enthusiasts, which showed users how to receive and decode data straight from the satellite.
The Fleet Numerical Meteorology and Oceanography Center (FNMOC) has said it plans to continue distributing Defense Meteorological Satellite Program (DMSP) data beyond July 31, offering weather forecasters a respite.
As a result, there will be no interruption to DMSP data delivery and the US National Oceanic and Atmospheric Administration (NOAA) will continue to have access to the data for the duration of the program's lifespan.
In a statement, a US Navy spokesperson said: "The center [FNMOC] had planned to phase out the data as part of a Defense Department modernization effort. But after feedback from government partners, officials found a way to meet modernization goals while keeping the data flowing until the sensor fails or the program formally ends in September 2026."
In June, a notice from the NOAA said the satellite data used for hurricane forecasting was scheduled to be cut off by the close of that month due to "recent service changes." It later said it would delay the date until the end of July.


	Radio geeks reveal how to access crucial hurricane data after US Department of Defense cut it off


	'Cyber security' behind decision to end defense satellite sharing of hurricane data


	US Department of Defense will stop sending critical hurricane satellite data


	US govt hiding top hurricane forecast model sparks outrage after deadly Helene


One weather forecaster warned that a failure to distribute data from the DMSP's Special Sensor Microwave Imager Sounder (SSMIS) instrument could severely impact hurricane forecasts in the US.
Writing on X, atmospheric scientist Matthew Cappucci said the SSMIS satellite data is extremely important. "The microwave satellite imagery allows us to peer under the overcast of a storm, probing the inner structure of a tropical cyclone. It's especially important at night."
On June 30, the NOAA confirmed the plan to turn off the data ingest system at the end of July "to mitigate a significant cybersecurity risk to the High-Performance Computing environment."
However, The Register spoke to an amateur satellite enthusiast who had shown that the data could be received directly from the satellite with the right equipment. Community website SatDump has provided a guide to buying the right hardware, and even developed a decoder to make sense of the data once forecasters have it. (r)
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    Users left scrambling for a plan B as Dropbox drops Dropbox Passwords

    
Read-only in weeks, deleted forever in months    


    
        By 
Richard Speed        
    

    
        Posted in Security,
        
            30th July 2025 17:02 GMT
        
    


    
Dropbox has given users of its password manager until the end of October to extract their data before pulling the plug on the service.
The discontinuation of Dropbox Passwords will happen in phases. In less than a month, on August 28, Dropbox Passwords will become view-only in both the mobile app and browser extension, and the autofill functionality will be deactivated.
On September 11, the mobile app will stop working completely, although data will remain accessible through the browser extension.
Finally, on October 28, Dropbox Passwords will be entirely discontinued. Users will lose access to all their data, and all saved usernames, passwords, and payment information will be "permanently and securely deleted."
Dropbox has recommended 1Password as a replacement. While the service is an adequate password manager, it is prone to the occasional glitch. Users will need to pay a subscription once 1Password's free trial ends.
As for why Dropbox decided to drop the service, the company said it was "part of our efforts to focus on enhancing other features in our core product."
The service was launched in 2020 for paid Dropbox plans and extended to all users in 2021. As with many other similar services, it provided users with a secure place to store their usernames and passwords, autofilled fields on websites and apps, and notified users if their private information had been compromised in a breach.
Which was part of the problem. There is plenty of competition in the password manager world. LastPass and 1Password are prime examples, and Apple, Microsoft, and Google have all thrown their hats into the ring.


	Dropbox to shed another 500 staff, CEO takes 'full responsibility'


	Dropbox dropped the ball on security, haemorrhaging customer and third-party info


	The truth about Dropbox opening up your files to AI - and the loss of trust in tech


	Dropbox drops bucks to ditch digs in long-term WFH model


Dropbox, a veteran of the storage synchronization world, followed, but is now bowing out to focus on its core products.
While the service never achieved the popularity of its rivals, it had a number of loyal users, many of whom have complained on social media. One questioned the move, saying: "It should have been something you ran past paid Dropbox users - to see how much they benefited from it, instead of just getting rid."
A support worker thanked the user for their feedback and said: "We'll make sure to log your comments accordingly." A great comfort, we're sure.
Dropbox has been having a rough time of it lately. The company has subjected staff to several rounds of layoffs, and in October 2024, CEO Drew Houston stated: "We're making more significant cuts in areas where we're over-invested or underperforming."
In calendar 2024, DropBox reported revenue of $2.54 billion, up from $2.5 billion in the prior year. Net income dropped to $452.3 million from $453.6 million. (r)
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    Minnesota governor calls in the troops after St Paul cyberattack

    
'This was a deliberate, coordinated, digital attack'    
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Minnesota Governor Tim Walz has activated the state's National Guard and declared a state of emergency in response to a cyberattack on the city of Saint Paul.
The governor called in the armed forces because the magnitude and complexity of the attack exceeded the city's response capabilities, according to a statement from Walz's office on Tuesday. 
"The Minnesota National Guard's cyber forces will collaborate with city, state, and federal officials to resolve the situation and mitigate lasting impacts," Walz said. "Above all, we are committed to protecting the safety and security of the people of Saint Paul."
City officials first spotted signs of the digital intrusion on Friday. "This cyberattack persisted through the weekend, causing significant disruptions and impairing St. Paul's ability to provide vital services," according to the executive order [PDF]. 
The city's 911 emergency services remain fully operational, according to a notice posted on the city website. Online payment systems are still unavailable amid ongoing network disruptions, and wi-fi is out at city buildings, libraries, and recreation centers.


	Glasgow City Council online services crippled following cyberattack


	Attack on Oxford City Council exposes 21 years of election worker data


	Columbus, Ohio, confirms 500K people affected by Rhysida ransomware attack


	FBI: Watch out for these signs Scattered Spider is spinning its web around your org


"We now know this was not a system glitch or technical error," Saint Paul Mayor Melvin Carter said during a Tuesday press conference. "This was a deliberate, coordinated, digital attack, carried out by a sophisticated external actor, intentionally and criminally targeting our city's information infrastructure." 
"Yesterday we initiated a full shut down of our info systems as a defensive measure to contain the threat," he added, describing it as an "ongoing and dynamic threat."
Carter declined to attribute the attack to a specific criminal or cybercrime group, and said he was not aware if a ransom had been demanded.
The city is still investigating the attack and assessing if the intruders stole any data, the mayor said. The FBI, along with other federal, state, and local agencies and law enforcement are assisting in the response, and Saint Paul has also hired two cybersecurity firms to investigate. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2025/07/30/minnesota_gov_calls_in_national/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2025/07/30/zed_without_llm_bot/
    

    Zed code editor hears your prayers, rolls out AI-free mode

    
Can we have this as a global feature in all software? Please?    
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Zed, a fast new Rust-based text editor aimed at programmers, now lets you totally disable LLM bot integration. We're sure some users will rejoice - but how many?
"You Can Now Disable All AI Features in Zed," the developers announced late last week, and by the time you read this, it should be available in the latest build of the editor. At the time of writing, it's in Preview build 0.197.
It's an interesting move, given that the Zed Industries homepage puts AI integration front and center. Even so, Zed users have been calling for this for about a year, citing issues such as corporate rules forbidding use of public LLM tools, so they can't risk installing it.
We wrote about Zed a year ago when the first Linux version appeared. Text editors are old news, but Zed has a few interesting characteristics. It's written in Rust, so it's a compiled native app on the two OSes it supports so far. It's smaller, although not by much - the approximately 100 MB Linux Flatpak brings in about a gigabyte of dependencies. And it's fast, which is one reason generative AI skeptics like it. Internally, it's built around conflict-free replicated data types, which means collaborative online editing without being built around any particular cloud provider. (This also means a built-in chat tool, which seems a bit like overkill to us, but what do we know?)
Notably, several members of the team previously developed the Atom editor, the app that brought Electron apps to the world - those built in JavaScript and bundled with a very cut-down instance of Chromium. Electron apps are everywhere now. They deliver the "write once, run anywhere" promise Java made 30 years ago, but with a high price. Rather than Java's system-wide JVM, every Electron app must embed its own copy of the huge runtime.
We do mean huge. For instance, Balena Etcher, one of the easiest FOSS tools for writing disk images onto USB keys, is an Electron app, meaning that there are versions for Windows, Linux, and macOS, and they're functionally identical. But the compressed downloads are in the region of 150-200 MB. By comparison, the Rufus tool for Windows is about 2 MB (1 percent the size), and the cross-platform USBImager is under 200 kB (which is about a tenth of Rufus).
For the vendor, Electron means building and offering separate downloads for each OS. For the user, it means there's no way to update them all at once.
GitHub owner Microsoft killed Atom three years ago in favor of its own Electron-based editor VS Code. Zed was announced the next day.
Native app, smaller, faster, built-in collaboration - all good things. That it's from the people who created Atom is a fun footnote. Still, it did strike us that it's a sign of the times when "now available without AI" takes a year to develop and is seen as a significant advance.


	Devs are frustrated with AI coding tools that deliver nearly-right solutions


	Caught a vibe that this coding trend might cause problems


	Replit makes vibe-y promise to stop its AI agents making vibe coding disasters


	AWS slaps usage caps on Kiro as AI editor preview proves too popular for its own good


The Register frequently reports on problems under the tag of AI-pocalypse, and recently covered a study that found developers were 20 percent slower using GenAI assistants, although they thought they were that much faster. Executives are losing faith, too.
Last month, the excellent Pivot to AI reported that GenAI is similar to gambling addiction - the same sort of behavioral patterns that lead gamblers to just one more bet, the big one that will pay off all their debts and make them rich. Instead, LLM-addicted vibe coders fervently believe that "just one more prompt" will give them the killer app that will make them rich. It's like digital cocaine. As Natalie Ponte put it on LinkedIn, to understand the hype, try replacing the abbreviation "AI" with the word "cocaine." For example:


If you don't use cocaine, you'll be replaced with someone who uses cocaine.


You may not like cocaine, but it's part of the developer's workflow today, so you should learn how to use cocaine.


There's some reason to think that the hype bubble around GenAI may soon deflate. There are reports that the AI bubble is now bigger than the dotcom one, a quarter of a century ago. Maybe a bot-free Zed will remain useful once all those cheap subsidized LLMs in the cloud go away. (r)
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    Palo Alto Networks inks $25b deal to buy identity-security shop CyberArk

    
The lure? Identity security and privileged access management tools to verify humans and... machines    
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            30th July 2025 14:53 GMT
        
    


    
Palo Alto Networks will buy Israeli security biz CyberArk in a $25 billion cash-and-stock deal confirmed today.
It's Palo Alto Networks' largest purchase to date, and one of the most expensive acquisitions this year coming in behind Google paying $32 billion for cloud security upstart Wiz in March.
CyberArk provides identity security and privileged access management tools, which have become increasingly important to enterprises who need to not only verify and secure human identities, but also machines and AIs. 
"Today, the rise of AI and the explosion of machine identities have made it clear that the future of security must be built on the vision that every identity requires the right level of privilege controls," Palo Alto Networks CEO Nikesh Arora said in a statement announcing the purchase.
Machine identities outnumber those of humans by 40 to one, according to CyberArk, and this number is expected to skyrocket as more companies use AI agents.


	Google's got a hot cloud infosec startup, a new unified platform -- and its eye on Microsoft's $20B+ security biz


	We're calling it now: Agentic AI will win RSAC buzzword Bingo


	You have a fake North Korean IT worker problem - here's how to stop it


	Palo Alto firewalls under attack as miscreants chain flaws for root access


The move also boosts Palo Alto Networks' "platform strategy," as it aims to pack all of the security capabilities into a single, unified product -- with all sorts of add-ons available for purchase, of course.
"Over the past several years, Palo Alto Networks has been on a mission to become a huge platform player in the security market," Forrester analyst Allie Mellen said in an email to The Register. "Given its product portfolio as it stands today, identity security capabilities are a missing piece of that puzzle. This acquisition rounds out its approach, given its existing cloud, network, and endpoint security products."
Under the terms of the deal, CyberArk investors will receive $45 in cash and 2.2005 shares of Palo Alto Networks common stock for each CyberArk share they own. The transaction is expected to close in the second half of Palo Alto Networks' fiscal 2026. (r)
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