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        Long live the nub: ThinkPad designer David Hill spills secrets, designs that never made it
        Avram Piltch

        We almost got more butterfly keyboards and foldable workstations Interview  Launched in 1992, the boxy black ThinkPad with its little red nub remains the quintessential business productivity notebook. Unlike commercial offerings from competitors such as Dell and HP, Lenovo's laptop has a following of people who collect old models and celebrate each new innovation....

      

      
        Reddit is people! Which means its search might not be so damaged by AI slop
        Thomas Claburn

        Community content site aims to profit from real conversation Reddit has found that trafficking in human-authored content pays well in the AI era....

      

      
        CISA roasts unnamed critical national infrastructure body for shoddy security hygiene
        Connor Jones

        Plaintext passwords, shared admin accounts, and insufficient logging rampant at mystery org CISA is using the findings from a recent probe of an unidentified critical infrastructure organization to warn about the dangers of getting cybersecurity seriously wrong....

      

      
        Florida jury throws huge fine at Tesla in Autopilot crash
        Iain Thomson

        Plaintiffs argued that the company massively oversold the assisted-driving capabilities of its cars After two weeks of testimony, a Florida jury has found Tesla partially responsible for the death of one person and causing serious injuries to another in a crash where the driver was using the company's much-touted Autopilot system....

      

      
        Rampant emoji use suggests crypto-stealing NPM package was written by AI
        Iain Thomson

        Kodane code was either machine-generated or done by a teenager An NPM package packed with cryptocurrency-stealing malware appears to have been largely AI-generated, as evidenced by its liberal use of emojis and other telltale signs.... 

      

      
        OpenAI removes ChatGPT self-doxing option
        Thomas Claburn

        Checkbox to make chatbot conversations appear in search engines deemed a footgun OpenAI has removed the option to make ChatGPT interactions indexable by search engines to prevent users from unwittingly exposing sensitive information....

      

      
        $10 billion, 10 year US Army contract elevates Palantir to defense contracting royalty
        Brandon Vigliarolo

        Crashes the multibillion-dollar DoD party alongside Boeing, Lockheed, and Raytheon There are no official criteria for what constitutes membership in the upper echelon of the US military industrial complex, but a $10 billion deal that consolidates dozens of contracts under a single blanket purchase agreement sure makes it seem like Palantir has earned entry....

      

      
        Gadget geeks aghast at guru's geriatric GPU
        Liam Proven

        Paramount Penguin Linus Torvalds still uses a 2017 graphics card As work picks up on the forthcoming Linux 6.17, many joystick-wigglers are shocked by its millionaire dev's positively ancient AMD graphics card....

      

      
        Tested: Microsoft Recall can still capture credit cards and passwords, a treasure trove for crooks
        Avram Piltch

        Our tests have shown there are ways to get around the promised security improvements exclusive  Microsoft Recall, the AI app that takes screenshots of what you do on your PC so you can search for it later, has a filter that's supposed to prevent it from screenshotting sensitive info like credit card numbers. But a The Register test shows that it still fails in many cases, creating a potential treasure trove for thieves....

      

      
        Microsoft gives in to Chromebook bullies and drops Windows 11 SE
        Brandon Vigliarolo

        Budget educational computing is now Google's game to lose Microsoft is discontinuing support for its Windows 11 SE variant meant to compete with ChromeOS in the education space, leaving schools that chose Microsoft over Google in the lurch just four years after the cloud-based Windows variant was released. ...

      

      
        Cybercrooks attached Raspberry Pi to bank network and drained ATM cash
        Connor Jones

        Criminals used undocumented techniques and well-placed insiders to remotely withdraw money A ring of cybercriminals managed to physically implant a Raspberry Pi on a bank's network to steal cash from an Indonesian ATM.... 
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    Long live the nub: ThinkPad designer David Hill spills secrets, designs that never made it

    
We almost got more butterfly keyboards and foldable workstations    


    
        By 
Avram Piltch        
    

    
        Posted in Personal Tech,
        
            2nd August 2025 11:32 GMT
        
    


    
Interview Launched in 1992, the boxy black ThinkPad with its little red nub remains the quintessential business productivity notebook. Unlike commercial offerings from competitors such as Dell and HP, Lenovo's laptop has a following of people who collect old models and celebrate each new innovation.
If you bought a ThinkPad between 1995 and 2017, it was probably designed under the oversight of David W. Hill, who served as lead designer under both IBM and Lenovo for those 22 years. We caught up with Hill, who today runs his own firm, ThinkNext Design, to talk about the history of ThinkPad, what drove him to make key design decisions, and the products he wanted to come out with but just couldn't.
[image: David Hill with a ThinkPad 700C]
David Hill with a ThinkPad 700C


In a wide-ranging conversation, Hill revealed that he tried several times to introduce additional laptops that had the famous "butterfly keyboard" found on the ThinkPad 701C. He spoke about wanting to create a portable all-in-one desktop that would fold up like a laptop. And he explained the evolution of the TrackPoint nub and the ThinkLight overhead light.
Hill's career before ThinkPad
Hill started at IBM in 1985 and spent ten years working as an industrial designer on non-ThinkPad projects, including the company's AS/400, a mid-range computer (between a mainframe and a PC) that came out in 1988. At the time, most PCs were gray or beige.
"I led the design, most notably of IBM's AS/400 Advanced series. Which was all black, which was unbelievable in the world of servers at the time," he said. "It was all black and kind of menacing looking as some people said. But now you can hardly buy a server that's not black."
ThinkPad launches in 1992
The original ThinkPads, the 300, 700, and 700C, came out in October 1992, and were designed by IBM stalwart Richard Sapper, with the idea that they would look like bento boxes. These were also the first laptops to use a pointing stick, the vaunted TrackPoint, which still appears on Lenovo's commercial laptops today. At this time, Hill was not yet on the team.
[image: ThinkPad 700C, the first ThinkPad]
ThinkPad 700C, the first ThinkPad


"I thought it was brilliant, and I still think it is," Hill said of the nub. "You know, there's some people that don't like a TrackPoint, but I think a lot of those people probably never tried one."
The butterfly keyboard
Hill took over the design reins of ThinkPad in 1995, just as the company was launching the ThinkPad 701C and its unique keyboard mechanism. The design work on this was done before he started, but he got to work with its creators John Karidis and Sapper and learn this iconic laptop's inside story. Unlike every other laptop, which has a keyboard that's the width of or shorter than the lid above it, the 701C used a butterfly-style keyboard that folded open to become larger when the laptop was in use.
[image: IBM ThinkPad 701C butterfly keyboard. Image by Raymangold22, Creative Commons 1.0]
IBM ThinkPad 701C butterfly keyboard. Image by Raymangold22, Creative Commons 1.0


"There was always a mismatch between screen size and full-size keyboard. Because when the 701C came out, that was about the biggest screen you could make," he said of the laptop with its 10-inch display. "People forget about this, but it was very difficult to make a full-color screen that was really big. You wanted to have a full-size keyboard; you ended up with a huge border around the screen."
It was Karidis who came up with the game-changing butterfly concept.
"John Karidis had this brilliant idea that the way to solve this was inspired by wooden blocks. He had a daughter and they were playing with these wooden blocks and there's two blocks that are rectangles," Hill said. "So he went to work the next day with this 'aha' moment, and he put a keyboard from a ThinkPad on a copy machine and then cut it at a diagonal with a pair of scissors and put it back together in two different directions... And then he invented this mechanism to make it actually move when you've opened the display."
[image: IBM ThinkPad 701C. Image by Ged Carroll, Creative Commons 2.0]
IBM ThinkPad 701C. Image by Ged Carroll, Creative Commons 2.0


Hill told The Register that he had wanted to make more ThinkPads with butterfly keyboards and had tried at least three times to make it happen - in one case there was a prototype where only half of the keyboard moved - but was never able to get there. Eventually, screens became big enough that there was no need to have a keyboard that expanded. However, Hill said, he thought about putting a butterfly keyboard on a netbook when they were a viable product category in the late aughts.
Changes to everyone's favorite nub
In addition to this work on ThinkPad keyboards, Hill also had influence over the design of the TrackPoint. The key improvements he oversaw were changes to the TrackPoint's red cap and its height.
"When I first started working on ThinkPad, [the TrackPoint] was rough, like it was called the 'cat tongue.' It was basically like sandpaper. And it gave you great traction, but I thought it didn't feel so great," he said. "I launched an initiative to create a new TrackPoint cap and we ended up actually developing one a lot of people called 'the Golf Tee' and then one called 'the Soft Dome.'"
[image: Four variations on the ThinkPad cap - Soft Dome, Golf Tee, Classic Dome, and Eraser Head. Image by Raymangold22, Creative Commons 1.0]
Four variations on the ThinkPad cap - Soft Dome, Golf Tee, Classic Dome, and Eraser Head. Image by Raymangold22, Creative Commons 1.0


For several years, ThinkPad owners got three types of TrackPoint cap - Soft Dome, Golf Tee, and Original Dome - and could choose among them. However, at this point, the Soft Dome design has won out with a rather large, flat top that's filled with dots for texture and an easy grip. Hill said that he also changed the height of the TrackPoint over the years, making it shorter as the laptops themselves got thinner.
[image: ThinkPad TrackPoint with soft dome top. Image by Inklein, Creative Commons 3.0]
ThinkPad TrackPoint with Soft Dome top. Image by Inklein, Creative Commons 3.0


During TrackPoint's heyday, Lenovo also licensed the technology to other companies while some competitors tried to make their own versions. Dell, Acer, HP, and Toshiba all had pointing sticks on their business laptops. However, none of these competitors were allowed to use a red cap and the feel just wasn't the same.
Another feature that Hill implemented was a scroll button for the TrackPoint, which is still in use. Today, the button sits between the left and right click TrackPoint buttons and allows you to scroll horizontally or vertically if you hold it down while pushing on the nub. In the early years of ThinkPad, there was no scroll button at all and then, in models like the ThinkPad T20 (shown below), it was in its own row below the left and right click buttons.
[image: ThinkPad T20 with its scroll button below the left/right click. Image by J-P Kama, Creative Commons 3.0]
ThinkPad T20 with its scroll button below the left/right click. Image by J-P Kama, Creative Commons 3.0


At one point, after IBM added touchpads to its laptops, Hill was almost forced to remove the TrackPoint scroll button because it was getting in the way of the pad.
"There were a lot of people who said 'well, we'll just get rid of it,'" Hill recalls. "And I said, 'whoa, wait, wait a minute. This scrolling thing with a TrackPoint is a huge advantage because I can just hold down one button and I can scroll omnidirectionally. I'm not just talking up and down. I'm all over the whole screen.'"
He eventually created a compromise where the scroll button moved in between the left and right buttons. Although touchpads have gotten a lot better over the years and every manufacturer but Lenovo has ditched its pointing sticks, Hill still believes that the TrackPoint is the best way to navigate on a laptop.
[image: ThinkPad with both middle and side TrackPoint buttons. Image by Raymangold22, Creative Commons 1.0]
ThinkPad with both middle and side TrackPoint buttons. Image by Raymangold22, Creative Commons 1.0


"It's very efficient because you don't have to take your hands off the home row [to use a TrackPoint]. And you're not wildly moving your hands around like when you're rubbing a pad or or rolling a ball with your thumb," he said.
[image: Finger touching TrackPoint. Image by Tinh te Photo, Creative Commons 1.0.]
Finger touching TrackPoint. Image by Tinh te Photo, Creative Commons 1.0


Hill said that, while he still gets new ThinkPads and uses them, he would not be interested in owning the ThinkPad X9, which is a new model that lacks a TrackPoint in an attempt to appeal to a different demographic of users than other SKUs.
ThinkLight, a better way to illuminate the keyboard
One of the features Hill is most proud of developing is the ThinkLight, an overhead light located above the screen that lit up the entire keyboard and deck. Though the advent of keyboard backlights has made the ThinkLight redundant - Lenovo discontinued it in 2013 - it offers capabilities that backlights do not. If you want to place a paper on top of your keyboard, the LED will light it up, allowing you to see more than just your key legends.
[image: ThinkLight on and off on a keyboard. Image by Ashley Pomeroy, Creative Commons 4.0]
ThinkLight on and off on a keyboard. Image by Ashley Pomeroy, Creative Commons 4.0


The idea for the ThinkLight came to Hill when he was on a flight from Japan, where IBM's Yamato Lab was located. He wanted to do some work on his laptop, but he didn't want to turn on his seat's overhead light because he felt guilty about waking up the other passengers. Then he noticed a woman on the plane with a tiny booklight attached to her book and inspiration struck.
When Hill got back to Raleigh-Durham, North Carolina, where he was based, he told his colleagues that he wanted to put an LED on the top edge of a ThinkPad and provide a switch to turn it on. His colleagues then made a prototype laptop with the ThinkLight and sent it to him. He immediately went to show it to the boss.
"So I called the general manager of ThinkPad at the time, Adalio Sanchez, and I said 'Adalio, I've got something you've got to see,'" Hill said. "So he comes down, and I took him in this little closet, and I had the model sitting there, and I said 'OK, I'm going to turn off the lights and I'm going to turn this thing on.' And so I turn off the lights. You couldn't see anything, right? I mean, you can see the display was illuminated. That's it. I pushed the little switch, and he looked at it. He said, 'We've got to make this.'"
[image: ThinkLight. Image by Tam, Creative Commons 3.0]
ThinkLight. Image by Tam, Creative Commons 3.0


Hill said he still misses the ThinkLight and notes that it was, at the time of the transition, much more cost-effective than a backlight. The former would cost 40 cents per unit while the latter added a full $12 to the bill of materials.
When designing the 25th anniversary ThinkPad, which came out in 2017, Hill brought back the ThinkLight, but he actually wanted to have - for the first time - two LEDs instead of one. The dual lights would have eliminated shadows and provided even better illumination, but unfortunately, this effort proved too costly to make it into the final product.
[image: The 25th Anniversary ThinkPad almost had two ThinkLights - Image courtesy of David Hill]
The 25th Anniversary ThinkPad almost had two ThinkLights - - Image courtesy of David Hill - Click to enlarge


The ThinkPad X300, proving that Lenovo could outdo IBM
In 2005, Chinese PC vendor Lenovo bought ThinkPad and the rest of IBM's PC division. According to Hill, IBM had been winding down its PC business for years, looking to get out of the market.
"IBM at the time was, I like to describe it as they were slowly turning off hot water in the shower," he said. "If you wouldn't notice, the budgets get a little bit smaller. The portfolio gets a little smaller. They were less interested in developing new concepts. What they're really trying to do is get the books in order and sell a business."
After the sale, Hill got to work on building the ultimate ThinkPad, the X300. When it launched in early 2008, the X300 was one of the thinnest and lightest laptops made, tipping the scales at just 2.9 pounds with a slim profile of just 0.7 to 0.9 inches thick. And it did all that with a built-in DVD burner. It was also the first ThinkPad to ship without an IBM logo on it.
[image: ThinkPad X300. Image by Sean Neakums, Creative Commons 2.0]
ThinkPad X300. Image by Sean Neakums, Creative Commons 2.0


Hill said that the X300 is the favorite ThinkPad he worked on, not only because of its thinness, but also because it proved that, under Lenovo, he could build an even better product than he had for IBM.
"There was a giant scare that this Chinese company was going to destroy ThinkPad, and it was going to become cheerful and ruin it and all this kind of stuff," he said. "And so we had this concept to build the best ThinkPad ever made that was so advanced and so well thought through that it would leapfrog anything that IBM had ever done."
The X300 was an astounding critical success. It made the cover of Business Week magazine in February 2008 and became the subject of a book by Steve Hamm called The Race for Perfect. At $2,700 to $3,000, it was very expensive for the time, but it showed that Lenovo could compete with Apple's MacBook Air, and that ThinkPad was here to stay.
Keyboard development: From seven rows to six
With their deep travel, snappy feedback, and ergonomically sculpted keys, ThinkPad keyboards have a well-deserved reputation as the best in the business. However, in 2011, there was quite a controversy as the laptops slowly moved from having seven rows of keys to six. Many ThinkPad fans did not like the change.
[image: ThinkPad X200 with seven-row keyboard. Image by Alison Upton, Creative Commons 3.0.]
ThinkPad X200 with seven-row keyboard. Image by Alison Upton, Creative Commons 3.0


The seventh row sat above the function keys and provided extra room for keys such as Scroll Lock, Pause, and, on some models, tall, double-row Esc and Delete keys. It also had more traditional, square shaped keys that were packed closer together. The six-row keyboard got rid of some of the legacy keys, had no row above function, and used an island-style layout with the appearance of more empty space between the key caps.
Hill was involved in the decision to redesign the keyboard, which he says was largely based on the changing screen aspect ratios of the time. As laptops moved to wider 16:9 displays from the earlier 16:10 and 4:3, there was less vertical real estate on the deck to play with.
[image: A ThinkPad X1 with a six-row keyboard. Image by Masaru Kamikura, Creative Commons 2.0]
A ThinkPad X1 with a six-row keyboard. Image by Masaru Kamikura, Creative Commons 2.0


"It's very difficult to make a seven-row keyboard anymore because of the aspect ratio of the display and the whole arrangement of the pieces on the inside," he said. "It's a decision that was not made lightly, however. I still like the seven-row keyboard and, as aspect ratios change, and they continue to change, I don't know. Maybe someday somebody will be interested in it again."
Years later, there was still a lot of nostalgia for the seven-row keyboard. In 2015, Hill was working on a retro ThinkPad that would become the ThinkPad 25th Anniversary edition (released in 2017). He surveyed users about what they'd want in the retro laptop and found that 80.3 percent wanted the seven-row over the six-row.
The ThinkPad mobile desktops we never got
When I asked Hill about products he wanted to come out with but never got to, he talked about an idea for portable workstations that would fold up like a laptop but have a separate keyboard and screen like a desktop when you put them on your desk. He collaborated with butterfly keyboard creator John Karidis on this concept, but couldn't make it ready for market.


	Lenovo China clones the ThinkPad X1 Carbon with an old, slow, local x86


	The Clacktop: A Thinkpad Yoga with a mechanical keyboard


	Lenovo's phantom ThinkPad X1 foldable laptop finally materializes


	Lenovo Thinkpad Z13 just has this certain Macbook Air about it...


"We did a lot of experimentation with laptops that sort of unfolded to be more like a desktop: things where the display elevated or the keyboard would remove so you could use them like a workstation, rather than just being a clamshell with a hinge, you open and close," Hill recalled. "We did a lot of experimentation with that and got close a few times, but never could completely sell it. I always thought it was an opportunity to create a new category."
Maintaining ThinkPad traditions
Even after 32 years on the market, the iconic design language of the ThinkPad remains largely unchanged. The laptops have gotten thinner, lighter, and less boxy, but most of them are still raven-black rectangles with a familiar accent of red from the TrackPoint nub.
Hill was not opposed to offering other colors as long as black was the default. In some ThinkPad lines today, you can get a silver colorway and, on occasion, there have been other colors such as the fire engine red cover on the ThinkPad Edge in 2010.
[image: ThinkPad Edge in red. Image by 246-You, Creative Commons 2.0.]
ThinkPad Edge in red. Image by 246-You, Creative Commons 2.0


"Black is a color that's highly associated with ThinkPad. It's like, Owens Corning fiberglass is pink and John Deere tractors are green and ThinkPads are black," he opined. "But it doesn't necessarily mean that you can't offer a ThinkPad in a different color. I never really had a problem with that, as long as you can still get a black one."
Hill said that his approach to ThinkPad design was to give it what he called a "purposeful evolution" where it changed to accommodate new features and developments, but the design language was always recognizable.
"I was very instrumental in creating this purposeful evolution model for ThinkPad. I didn't think that it needed to be reinvented every year. I thought it needed to be improved," Hill said. "It's the same way Porsche treats the 911 or Jeep with the Wrangler. They don't start over every year. They build on a heritage."
One thing he changed over the years was the latch system. Originally, you had to pull two latches to open the lid and Hill wanted to cut that to one latch. So he made a design where one knob moved two latches at once. Eventually, the weight distribution in laptops changed so that latches weren't necessary at all, because the systems were lighter and the lids did not fly open without them.
"You have to remember at the time [we had latches], these laptops were very thick and heavy: much, much heavier than they are today, and much more fragile. So having these latches was very important," he said. "When you close it, when it pinged, it was almost like closing the door on a Porsche 911. It has this sound of authority."
Hill also had some advice on navigating corporate politics, telling the story of a general manager of ThinkPad (whom he didn't want to name) who tried to get him to remake the designs.
"They brought him into the design studio to show him the design models for the next generation, and he looked at me kind of funny. And he said, 'These look like last year's ThinkPads. I think we need something new.' And I said, 'Well, why? What problem are we trying to solve? This could be like redecorating the best restaurant in New York City and nobody goes anymore.'"
The manager was undeterred and ordered Hill to come back to him in 90 days with an action plan for redesigning ThinkPads. Hill took the issue to his manager, the VP of marketing for IBM's PC business.
"I told him and he said, 'Don't worry about him. He'll be gone by then.' I said 'Really?' And he said 'I've got your back. Don't worry about it,'" Hill recounted. "I did nothing and he left." (r)
Correction: David Hill was not lead designer on the ThinkPad 701C as it launched just when he was joining the PC organization. The picture previously shown of an AS/400 was of a later model than the one Hill designed. Hill is pictured with a ThinkPad 700C, not a 701C.
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    Reddit is people! Which means its search might not be so damaged by AI slop

    
Community content site aims to profit from real conversation    


    
        By 
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Reddit has found that trafficking in human-authored content pays well in the AI era.
And the popular internet community website sees an opportunity to make inroads in the search business, even as web search is being swallowed by generative AI.
Company shares surged this week after Reddit reported $500 million in revenue for Q2 2025, a 78 percent increase. Net income reached $89 million, a welcome turnaround from a $10 million loss during Q2 2024.
CEO Steve Huffman said in a statement, "Reddit is built for this moment. In a world where connection is increasingly rare, our communities show how valuable human conversation and knowledge really are."
Reddit's fortunes in part can be attributed to demand from AI firms for the community site's historically human-authored posts, which they use for model training. The company's data licensing business, part of its "other revenue" line item, reached $35 million, up 24 percent year-over-year. Reddit last year struck content partnerships with OpenAI and Google. And in June this year, it sued Anthropic to halt uncompensated content scraping.
Huffman, during the company's conference call for investors, acknowledged the value of content licensing along with its limits. "What we've learned since we did those deals is that the Reddit Corpus is not essential, but appears to be growing in importance to some of the largest players on the Internet," he said.
Huffman expects Reddit will continue to learn how to structure its partnerships while also striving to build the best possible products on top of the Reddit Corpus - the company's content dataset.
In a letter to investors [PDF], Huffman emphasized the need to tend the company's core product through initiatives to preserve human authenticity - the company is struggling to block AI spam posts.


	OpenAI removes ChatGPT self-doxing option


	Tested: Microsoft Recall can still capture credit cards and passwords, a treasure trove for crooks


	Microsoft hails cloud and AI revenue for boffo earnings


	Devs are frustrated with AI coding tools that deliver nearly-right solutions


Beyond that, Reddit sees search as an opportunity, as do many other firms that expect Google to soon face a judicial order to divest Chrome as an antitrust remedy.
According to Huffman, Reddit is becoming a search destination by virtue of the breadth of discussions.
"Every week, hundreds of millions of people come to Reddit looking for advice, and we're turning more of that intent into active users of Reddit's native search," he told investors in his letter. "We're seeing good traction here as our core search product now has 70 million weekly users and Reddit Answers has grown to 6 million, up from 1 million last quarter."
Reddit Answers is an answer to other AI firms using Reddit content without referring searchers back to Reddit: "It leverages generative AI to help find, synthesize, and deliver easy to understand answers from real posts and comments from redditors," the Reddit Answers Help Site explains.
In other words, Reddit Answers uses AI to surface its community-generated content in response to a search query, rather than presenting a list of search results links. And it links back internally to the source Reddit posts.
Reddit isn't taking on Google directly by trying to index the entire web. But it doesn't need to because Google's ineffective policing of web spam and AI slop has made Google Search less appealing. For the past few years, savvy internet users have suggested appending the term "reddit" to Google Search queries as a way of improving the results.
And the proliferation of AI content online isn't helping. As researchers recently noted, up to 24 percent of the text in corporate press releases and 14 percent of UN press releases as of late 2024 appear to have been generated by LLMs. The result on Reddit is people asking, "Is anybody else absolutely SICK of seeing AI slop everywhere?"
If Reddit can keep the AI scrapers and spambots at bay through its human verification initiative and preserve its predominantly human character, the community site is likely to continue growing as people seek out authentic human-crafted content. As Huffman observed during the earnings call, "Reddit is one of the most searched for terms on Google because users around the internet go to Google with the intention of ending up on Reddit." (r)
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    CISA roasts unnamed critical national infrastructure body for shoddy security hygiene

    
Plaintext passwords, shared admin accounts, and insufficient logging rampant at mystery org    
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CISA is using the findings from a recent probe of an unidentified critical infrastructure organization to warn about the dangers of getting cybersecurity seriously wrong.
The US cybersecurity agency, along with experts from the US Coast Guard (USCG), identified myriad weaknesses in the mystery organization's approach to security, including storing credentials in plaintext.
Threat hunters did not find any signs of foul play, nor any malicious activity on the network, but published an extensive report of its findings on Thursday, highlighting risks such as:

	Insufficient logging


	Insecurely-stored credentials


	Shared local admin credentials across many workstations


	Unrestricted remote access for local admin accounts


	Insufficient network segmentation configuration between IT and operational technology assets


	Device misconfigurations


CISA's report did not explicitly state that the critical infrastructure organization in question operated in the marine industry. However, the fact that it collaborated with the USCG, and that many of its findings overlapped with those of Coast Guard Cyber Command's 2024 trends, suggests the subject of the report was of interest to both authorities.
This organization's most serious offense was sharing local admin accounts, which were protected by non-unique passwords that were stored in plaintext, according to CISA, which ranked the risks in order of severity.
The agency said "a few" of these accounts were found - only on workstations, not servers or devices - and they were shared among many hosts. Their credentials were stored in plaintext batch scripts used to create admin accounts with identical, non-expiring passwords.
"The storage of local admin credentials in plaintext scripts across numerous hosts increases the risk of widespread unauthorized access, and the usage of non-unique passwords facilitates lateral movement throughout the network," CISA wrote in its report. "Malicious actors with access to workstations with either of these batch scripts could obtain the passwords for these local admin accounts by searching the file system for strings like net user /add, identifying scripts containing usernames and passwords, and accessing these accounts to move laterally."
If an attacker gained remote, local admin access to the network of this organization, they could feasibly create new accounts, install software to maintain persistent access, disable security features, or inject malicious code.
The organization also improperly segmented its operational technology (OT) environment, which allowed standard user accounts to access the Supervisory Control and Data Acquisition (SCADA) VLAN.
Having someone gain unauthorized access to these systems would create real-world safety concerns, CISA warned. 
Within critical national infrastructure, SCADA systems monitor various pieces of OT equipment, such as sensors and valves, communications tech like radio and fiber-optic cables, and programmable logic controllers.
If an attacker could control temperature or pressure gauges, or flow rates, for example, they could theoretically create real-world hazards for workers.
CISA said its investigators found some issues concerning the facility's HVAC systems, noting improperly configured and insufficiently secured bastion hosts. When set properly, these systems prevent unauthorized access and lateral movement.


	Ex-CISA chief slams MAGA 'manufactured outrage' after sudden West Point firing


	CISA caves to Wyden, agrees to release US telco insecurity report - but won't say when


	Now everybody but Citrix agrees that CitrixBleed 2 is under exploit


	CISA warns the Signal clone used by natsec staffers is being attacked, so patch now


"Given that SCADA and HVAC systems control physical processes, compromises of these systems can have real-world consequences, including risks to personnel safety, infrastructure integrity, and equipment functionality," the report reads.
CISA also said it was unable to carry out as comprehensive a hunt for threats as it would have liked because of the organization's lack of workstation logs.
Such logs are useful in determining an organization's ability to detect unauthorized access and lateral movement when attackers deploy techniques that evade typical defenses, such as using valid accounts and circumventing EDR alerts.
"Insufficient logging can prevent the detection of malicious activity by hindering investigations, which makes detection of threat actors more challenging and leaves the network susceptible to undetected threats," CISA said.
The report includes a list of general recommendations for defenders to implement following the probe of the organization, which was carried out with its knowledge.
CISA is also known to break into federal agencies unannounced as part of red team exercises, or SILENTSHIELD assessments.
This different kind of test simulates a long-term compromise campaign using tactics that US adversaries and their state-sponsored cyber crews deploy.
One example came a year ago, again with an unspecified federal agency, and saw CISA make its way onto the network, remaining there undetected for five months.
The red teamers gained initial access to the agency's network using an unpatched critical vulnerability (CVE-2022-21587 - 9.8) affecting its Oracle Solaris enclave.
This led to a full compromise and, yes, the flaw was added to CISA's Known Exploited Vulnerability (KEV) catalog, but that occurred a week after CISA used it to gain access. (r)
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After two weeks of testimony, a Florida jury has found Tesla partially responsible for the death of one person and causing serious injuries to another in a crash where the driver was using the company's much-touted Autopilot system.
The jury awarded Dillon Angulo and the family of Naibel Benavides $329 million in Friday's verdict - $129 million in compensatory damages and $200 million in punitive charges. However, the jury found that the driver bore two-thirds of the responsibility for the crash and Tesla was only one-third responsible. That sets the compensatory damages at $43 million and, under Florida law, punitive charges are limited to three times any compensation - but that punitive fine is all on Tesla, assuming it holds up under appeal.
The case stems from a crash in Key Largo on April 25, 2019, when Tesla Model S driver George McGee struck the pair's car after running through a stop sign and a stop light. In court, he claimed he was trying to retrieve a dropped mobile phone and thought the car would take care of things.
"My concept was it would assist me should I have a failure or should I miss something, should I make a mistake, that the car would also be able to help me," he testified. "And in that case, I do feel like it failed me. I believe it didn't warn me of the car and the individuals and nor did it apply brakes."
Instead, the Tesla smashed into the couple's car at around 70 mph. Benavides died at the scene of the accident and Angulo suffered brain damage and broken bones and still requires care to this day.
The plaintiffs argued that Musk and Tesla had not only massively oversold the capabilities of the Autopilot software, but also made a wrongheaded decision not to geo-lock it to be used only on freeways, which it was designed for, instead allowing it to be used on all roads. The jury seems to have accepted at least part of that argument, finding that Tesla sold the car with a "defect" that was a "legal cause of damage" to the plaintiffs, according to the verdict form, while also finding the driver negligent.
"It is my professional opinion that Tesla's Autopilot is defective because Tesla knowingly allows the car to be operated in operational domains for which it is explicitly not designed for," testified former National Highway Traffic Safety Administration senior safety advisor Mary Louise "Missy" Cummings. "I believe that they were using that as a way to sell more cars."
When asked about Musk's boast that a Tesla with the systems would "drive safer than a human," she responded, "It wasn't true then and it isn't true now."


	Tesla to remote patch 2M vehicles after damning Autopilot safety probe


	Tesla's self-driving code may ignore stop signs, act unsafe. Patch coming ... soon


	Tesla's purported hands-free 'Elon mode' raises regulator's blood pressure


	Musk's antics and distractions are backfiring as Tesla's car business stalls


Not that the human driver of the electric car comes out of this looking good either. Alan Moore, accident reconstruction specialist for the plaintiffs, testified that in the three months before the crash, McGee had received 23 "strikeouts" from the car's Autopilot. These occur when Autopilot fires off multiple audio-visual inattentiveness warnings, then disengages for the rest of that trip. Moore said McGee had nine strikeouts in three hours just five days before the accident.
Concerns from the NHTSA led Tesla to change the strikeout system, so that now when drivers receive three or five strikeouts (depending on the vehicle's configuration), Autopilot and Full Self-Driving (Supervised) features will be suspended for one week. Tesla implemented this change through a December 2023 recall and accompanying over-the-air software update.
"Tesla's lies turned our roads into test tracks for their fundamentally flawed technology, putting everyday Americans like Naibel Benavides and Dillon Angulo in harm's way," said Brett Schreiber of Singleton Schreiber, lead attorney for the plaintiffs, in an email.
"Today's verdict represents justice for Naibel's tragic death and Dillon's lifelong injuries, holding Tesla and Musk accountable for propping up the company's trillion-dollar valuation with self-driving hype at the expense of human lives."
Tesla plans to appeal the verdict. "Today's verdict is wrong and only works to set back automotive safety and jeopardize Tesla's and the entire industry's efforts to develop and implement life-saving technology. We plan to appeal, given the substantial errors of law and irregularities at trial," a Tesla spokesperson told The Register.
"Even though this jury found that the driver was overwhelmingly responsible for this tragic accident in 2019, the evidence has always shown that this driver was solely at fault because he was speeding, with his foot on the accelerator - which overrode Autopilot - as he rummaged for his dropped phone without his eyes on the road."
"To be clear, no car in 2019, and none today, would have prevented this crash. This was never about Autopilot; it was a fiction concocted by plaintiffs' lawyers blaming the car when the driver - from day one - admitted and accepted responsibility."(r)
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An NPM package packed with cryptocurrency-stealing malware appears to have been largely AI-generated, as evidenced by its liberal use of emojis and other telltale signs.
Security shop Safety found the Kodane attack code in an npm module masquerading as "NPM Registry Cache Manager," which claimed to offer "license validation and registry optimization" for Node.js apps. But when they dug into it, the source code made very clear what the actual purpose of the software was - in the markdown docs it calls itself Enhanced Stealth Wallet Drainer and, when activated, will empty any cryptocurrency wallet it can find in Windows, macOS, and Linux systems, and send the currency to an address on the Solana blockchain.
Judging from the transaction details, the criminal behind the code has had a lot of success, as you can see from the list of successful transactions below.
[image: Kodane malware logs]
The wages of sin are quite good it seems - Click to enlarge


It's a cunning piece of malware, taking most of the money out of any crypto wallet it finds but leaving enough in there to cover the transaction fees when the main loot is removed. In all, 19 packages of the code were spammed out over the space of two days. Although Kodane is the Japanese word for child, the UTC +5 malware upload time suggests the operator could be based in Russia or Central Asia.
"The documentation included in the package is professionally written and contains believable technical details, and avoids typical red flags that might alert developers," wrote Paul McCarty, Safety's head of research.
"Similarly, the comments through the code are well written, in English, and describe the functions well. What might initially seem legitimate is actually evidence that the malware creator probably used AI to generate convincing technical documentation that disguises the true purpose of the code."


	Ripple NPM supply chain attack hunts for private keys


	North Korea targets crypto developers via NPM supply chain attack


	AI code helpers just can't stop inventing package names


	AI hallucinates software packages and devs download them - even if potentially poisoned with malware


A more detailed breakdown of the code gives even further indication that AI was used to write large chunks of it. One key giveaway is the use of emojis - something no serious developer really does.
"For some reason code generating AI platforms love to put emojis in source code. No developer that I know does this, unless they are 14," McCarty opined. "Claude, however, does this every time I use it. It's obsessed with emojis, I swear."
There are other signs that look like the fingerprints of the Claude model. For example, the code contains a number of markdown files that are formatted in the way the AI engine likes to do it, and makes frequent use of the word "Enhanced," which is another Claude habit.
There are also a lot of comments included in the code, and McCarty points out that they are well written - "totally unlike real comments made by humans," he explained. It also has a lot of messages in console.log, another favorite habit for AI-generated code that human developers tend to keep to a minimum.
Someone uploaded the malware on July 28, and security teams flagged it as malicious about two days later. All versions have now been removed, but McCarty said that more than 1,500 downloads had occurred, although Safety didn't say from how many individual IP addresses. (r)
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OpenAI has removed the option to make ChatGPT interactions indexable by search engines to prevent users from unwittingly exposing sensitive information.
The feature rollback follows reports of ChatGPT conversations being discoverable in search results, an option recently extended to ChatGPT users.
Dane Stuckey, CISO of OpenAI, announced the change in a social media post. He described it as a short-lived experiment to help people discover useful conversations.
"Ultimately we think this feature introduced too many opportunities for folks to accidentally share things they didn't intend to, so we're removing the option," he said. "We're also working to remove indexed content from the relevant search engines. This change is rolling out to all users through tomorrow morning."
Despite explicit warnings "not to share any sensitive content," ChatGPT users did so anyway, undermining their own privacy. Similar to the search advertising industry, AI vendors argue that models can do more when they have access to our data and applications, at least in the context of chatbots and agents. But giving AI models access to personal info magnifies the privacy and security risks.
The incident recalls how payment service Venmo once made user transactions public by default, until legal action forced a policy change. OpenAI, however, did not expose chats by default - users had to opt-in to expose their conversations.
OpenAI's option to tell search engines to index a given chat interaction took the form of a checkbox titled "Make this chat discoverable" in the "Share public link to chat" popup window that follows from clicking on the share icon in ChatGPT.


	Court upholds Epic win in Google Play Store antitrust battle


	New Google AI model maps world in 10-meter squares for machines to read


	Altman embraces inner Viking, raids Europe with 100K GPU supercluster in Norway


	Enterprises neglect AI security - and attackers have noticed


OpenAI has offered ChatGPT Shared Links since at least May 2023 when the company documented the feature. At the time, the company said shared links "are not indexed by search engines."
Earlier this year, the documentation changed to: "You can choose to share the article through the link or make it available to be indexed by search engines."
We note that the use of the term "article," something normally associated with human authorship, is applied to the combination of user prompt and machine response, as if the two were interchangeable.
OpenAI did not immediately respond to a request to clarify when that occurred.
OpenAI's search scrubbing effort appears to be underway but incomplete. Google Search with the site: operator for chatgpt.com/share no longer returns a list of shared, indexed chats. Bing Search returned thousands of results. DuckDuckGo also returned many. So did Brave Search. We saw personal information in many of these results.
The search result chat purge is limited in scope, however. In June 2025, OpenAI said that it faces a legal demand from a New York Times copyright claim to retain consumer ChatGPT and API customer data indefinitely. The AI biz said it's fighting that demand because it "fundamentally conflicts with the privacy commitments we have made to our users." (r)
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There are no official criteria for what constitutes membership in the upper echelon of the US military industrial complex, but a $10 billion deal that consolidates dozens of contracts under a single blanket purchase agreement sure makes it seem like Palantir has earned entry.
The US Army announced on Thursday that, rather than continue to buy Palantir products on one of 75 different contracts the branch has with the data analytics software company, it's awarding a ten-year Enterprise Agreement (EA) with the aforementioned cap of $10 billion. Like a standard blanket purchase agreement, the deal allows the Army to buy what it needs from Palantir over the course of a decade. 
It doesn't appear that the Army is awarding Palantir any new contracts based on the press release or a procurement notice published about the contract in May. According to that document, the Army had figured out that it's doing so much business with Palantir over so many separate procurement actions that it's wasting a lot of time and money.
"Consolidating these efforts under an EA will streamline future modifications and task orders under a single set of ordering instructions and terms and conditions," the May publication pointed out. "Instead of managing dozens of contracts with varying terms, the government will empower a single team to manage the contract." 
With 75 active contracts between the Army and Palantir, it's nearly impossible to track down what exactly the Army is using from Palantir, though we do have some ideas.
Palantir won its first major defense contract from the Army in 2019 when it scored $800 million to work on new battlefield intelligence software for the branch. It also scored contracts to build things like mobile battlefield intelligence trucks, and the Pentagon tapped it to develop the Maven Smart System after Google backed out of the deal following employee protests. 
More broadly, Palantir offers various data analytics tools and suites, any number of which may be in use. 


	Palantir jumps aboard tech-nuclear bandwagon with software deal


	Some English hospitals doubt Palantir's utility: We'd 'lose functionality rather than gain it'


	US Army signs up Band of Tech Bros with a suitably nerdy name


	US Army: We want to absorb private-sector AI 'as fast as y'all are building them'


Beyond the US Army and the DoD, Palantir has also worked with US Immigration officials to develop deportation software, at the IRS to help it with new software initiatives, and even at US-backed mortgage broker Fannie Mae, where the company's code has been put to use detecting fraud.
Palantir has found itself in US President Donald Trump's good graces thanks to CEO Alex Karp's previous comments about his opposition to "woke" ideology, support for DOGE, and comments about "powering the West to innate superiority." This latest contract will likely do little to assuage conspiracy-minded fears that Palantir is gobbling up and monetizing government data for the benefit of Trump and a coterie of right-wing billionaires. 
By scoring an EA, Palantir finds itself in the company of defense contractors like Boeing, Northrop Grumman, and Lockheed Martin - an elite club, to be sure.
Palantir declined to comment on this story beyond pointing to the Army press release, while the US Army didn't immediately respond to questions. (r)
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As work picks up on the forthcoming Linux 6.17, many joystick-wigglers are shocked by its millionaire dev's positively ancient AMD graphics card.
As we reported a few days ago, version 6.16 of the Linux kernel is out with new and improved Rust module support. But that means that work is now picking up on the next version, kernel 6.17.
Some of Linux Founder Linus Torvalds's messages on the Linux Kernel Mailing list have revealed the GPU in his desktop machine. The first refers to his "Radeon desktop", and a second mentions the "same old boring Radeon RX 580" and says that "lspci calls it 'Ellesmere'." This GPU came out in - pause to adopt hushed tones, as appropriate for an ancient and respected elder - April 2017. Why, that's more than eight years ago!
To the less-than-keen eyes of the Reg FOSS desk, this looks to be a reasonably capable device from its tech specs: it's a chunky dual-slot PCI-Express 3.0 x16 beast with two fans and 8GB of VRAM. Allegedly, it's driving an ASUS ProArt 5K display. At least one Reg commenter this year, "David 132," runs the same thing, and the responses he got were less than complimentary, suggesting that a modern card could be as much as - gasp! - twice as fast.
Linus could certainly afford something much beefier if he wanted: Pro Publica reckons he makes about $1.5M per year from the Linux Foundation, and he's managed to save a bit from that.
For non-gamers, though, this isn't too shabby. It's able to fling enough pixels to deliver decent refresh rates, which is all that really matters. His screen is about the same size and resolution as the one that this vulture uses in his home office, driven by a rather lower-spec GPU. Our main Linux testbeds run ancient NVIDIA GPUs, nearly twice as old, which has caused us significant driver-related grief this year. Old NVIDIA cards fall out of driver support while they're still perfectly useful for mainly 2D operation.
Back in ancient pre-COVID times, this vulture's office had multiple spare LCD displays lying around, and we ran a triple-head Linux box. Trying to find a matching pair of NVIDIA cards with the same generation of GPU - and which therefore could use the same NVIDIA driver - was a major trial. You can't run two different versions of the NVIDIA drivers at once, on either Linux or Windows. In the end, we managed to get an elderly but once-high-end AMD card with four outputs, and it worked perfectly from the first boot, with both Linux and Windows 10.
AMD kit wins here: the drivers are FOSS, and they can cover a much wider range of GPUs than NVIDIA ones. Once we got this decrepit fan heater of a graphics card, we were perfectly happy with it, and all three displays worked seamlessly. We suspect much the same applies for the kernel supremo: if you just want one big sharp screen, never mind a 2017 graphics card being too old; we suspect even a top-tier one twice that old might suffice.
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exclusive Microsoft Recall, the AI app that takes screenshots of what you do on your PC so you can search for it later, has a filter that's supposed to prevent it from screenshotting sensitive info like credit card numbers. But a The Register test shows that it still fails in many cases, creating a potential treasure trove for thieves.
Recall was introduced in 2024 as an exclusive app on Copilot+ PCs, which are laptops that come with a dedicated Neural Processing Unit (NPU) to help with AI-related tasks. Initially, researchers found serious security issues with it, and Redmond pulled it in the spring before re-introducing an ostensibly more secure version in fall 2024. These days, a screen encouraging you to enable it is part of the Windows setup experience on many new PCs.
[image: Microsoft's out of the box experience pushes you to enable Recall]
Microsoft's out of the box experience pushes you to enable Recall - Click to enlarge


Although Microsoft claims that Recall is safe and private, the software could be a goldmine of personal information if a miscreant manages to break into your system. The app has a "Filter sensitive information" setting enabled by default that's supposed to exempt personal data such as credit card numbers and passwords from capture. However, according to our tests, that filter frequently fails. And there's no way it would know to avoid potentially damaging entries in your web history that you'd rather keep private (such as things related to your medical history or personal life). Just as bad, the screenshots Recall takes are available to anyone who has your PIN number, even via remote access.
Sensitive information filtering: good, but not good enough
To find out just how well the sensitive information filter works, I took a Lenovo Yoga Slim 7x Copilot+ PC with Recall enabled and tried entering many types of personal data that no one would want getting into the wrong hands. To give credit where it's due, the tool correctly identified and excluded a lot of financial data, some passwords, and most instances of Social Security numbers.
When I logged into my bank account, Recall snagged both my bank's home page and several screens where my balance and a list of deposits appeared. On the bright side, it correctly excluded the screen with my account and ABA routing numbers on it. So an attacker would know which bank I use and how much money I have, both details that could help them, but not my credentials or account number.
Recall did a pretty good job with shopping forms. When I went to the Microsoft site and added a credit card to my account, it took a screenshot with the card number, CVC and date fields blank. And when I created my own fake web page with a credit card entry form (with the letters CC: in front of the number field), the software filtered it out.
However, when I removed text such as "checkout page" and "Enter payment info" from the form, leaving the credit card number, expiration date, and CVC, Recall captured it. Maybe it's unfair to expect the software to identify a credit card number without words like "credit card" or "pay" near it, but not all shopping forms look the same.
[image: Recall captured a credit card entry form I created]
Recall captured a credit card entry form I created - Click to enlarge


The password blocking was mixed. When I opened up Google Chrome's password manager, Recall correctly filtered it out. The tool gets extra credit for not screenshotting this sensitive info, even when I took a screenshot of it in the Snipping Tool and displayed that on-screen. It also worked when I created a text file in Notepad with the words username and password in it.
However, when I just listed usernames and passwords in a text file without those identifiers, it captured the screen. Perhaps we shouldn't expect Recall to know that a text file is full of passwords - and, no, you shouldn't keep your passwords in a text file - but many people probably have lists of their passwords without the word "password" printed next to them.
[image: Recall screenshotted a Notepad file full of passwords]
Recall screenshotted a Notepad file full of passwords - Click to enlarge


There are so many ways that people store and refer to personal data that it's impossible to imagine Recall or any software catching them all. For example, when I entered a Social Security number in a Word document with the prefix "My SS#:" before it, the tool only captured an image with the first three digits in it. However, when I made the prefix "Soc:," it captured all the digits.
[image: Recall captured a Word doc with a social security number in it]
Recall captured a Word doc with a social security number in it - Click to enlarge


When I logged into my PayPal account, Recall captured the login screen showing my username, but not my password. It correctly avoided screenshotting the account page, which showed my transactions, but if a bad actor had my username, that's some of the information they would need to get in.
[image: Recall captured by PayPal username]
Recall captured by PayPal username - Click to enlarge


In another instance, I had a photo of my passport visible on the screen and Recall correctly avoided it. However, when that photo was partially covered by another window, Recall took the screenshot.
A work in progress
When contacted about our findings, Microsoft declined to comment. To be fair, though, Microsoft doesn't claim that Recall's sensitive data filter is perfect. In a blog post from November, when it officially started giving Windows Insiders access to the feature, Principal Product Managers Amanda Langowski and Brandon LeBlanc wrote that "we'll continue to improve this functionality, and if you find sensitive information that should be filtered out, for your context, language, or geography, please let us know through Feedback Hub."
Users also have the option to block specific apps or websites from being screenshotted. To do so, you have to add them to a blacklist in Windows settings->Privacy & Security->Recall & snapshots. However, you'd have to anticipate in advance what you want to block. And, if you're really being diligent, you'd block your browser apps, which effectively makes Recall useless.
[image: You can block Recall from capturing specific apps and sites in Settings]
You can block Recall from capturing specific apps and sites in Settings - Click to enlarge


Redmond also labels Recall as a "preview" app. However, if you're pushing the app during the Windows OOBE process on new laptops, it's hard to argue that it's in beta and therefore immune from criticism.
Just how secure is Recall?
Microsoft has also made a lot of noise about Recall's security. In June 2024, after security researcher and former Microsoft employee Kevin Beaumont detailed serious problems, including the fact that Recall's database was stored in plain text, the company pulled the product out of previews for several months and made some changes.
In a September blog post from VP of Enterprise and OS Security David Weston, Microsoft detailed a number of security improvements. Most importantly, the snapshots and database are now encrypted and stored in a Virtualization-based Security Enclave (VBS). It also requires Windows Hello logins for you to view or search Recall snapshots.
"Recall snapshots are available only after you authenticate using Windows Hello credentials," Weston wrote. "Specifically, Windows Hello Enhanced Sign-in Security biometric credentials protect your privacy and actively authenticate you to query your semantic indices and view associated snapshots."
However, Weston didn't note that Windows Hello also supports using a PIN code for access, in addition to faces or fingerprints. So, if you have someone's PIN code or can guess it, you can access all of their Recall screenshots.
Lack of physical access to the PC with the Recall data is not a blocker either. I installed free TeamViewer remote desktop software on the Copilot+ laptop and was able to view my entire Recall history from a second computer. When it asked for my face, I just gave it my PIN instead.
It's also possible that the VBS enclave and encryption are not infallible.
"Attackers have prior exploited side-channel flaws in VBS and Hyper-V to infer secrets from enclaves unless hyper-threading is disabled or fully patched," Huntress Security Senior SOC Manager Dray Agha told The Register. "So, administrators must apply all mitigations promptly and patch as Recall will inevitably become vulnerable to attacks over the years, which - as we know from multiple exploited vulnerabilities over the years - many folks simply do not do. Recall is an unnecessary security and privacy risk for not that much usability gain."
Privacy risks: even worse for vulnerable users
Privacy advocates are also concerned about the consequences of the wrong people gaining access to users' personal information. In July, the makers of Brave browser announced that it would be blocking Recall by designating every tab as "private," something which Microsoft's software respects.


	Microsoft total recalls Recall totally to Copilot+ PCs


	Signal shuts the blinds on Microsoft Recall with the power of DRM


	Nothing to see here: Brave browser blocks privacy-busting Microsoft Recall


	Microsoft adds export option to Windows Recall in Europe


Peter Snyder, principal privacy researcher at Brave Software, told El Reg that the company is concerned about vulnerable users, such as domestic violence victims, being harmed by Recall screenshots. An abusive partner would be able to see that they were visiting websites that offer support, medical help, or a way to escape.
"Many users need to hide certain bits of Web browsing from people who have access to their computer or phone," Snyder said. "Recall makes it extra-difficult for Brave to provide these kinds of protections because Recall isn't designed to give software control over what is included in Recall's snapshots."
Snyder explained that Brave has a feature called "Off-the-Record," which helps users hide their browsing behavior, even from someone who has physical access to their PC. It has another feature called "Forgetful Browsing" that clears cookies and other storage from a site as soon as you leave it. Recall's screenshotting makes both of these features useless.
Whether you're the type of person who blocks cookies or just someone who doesn't want your identity stolen, there are lots of reasons to be concerned about Recall.
"I don't dispute that Microsoft has the best intentions at heart, along with doing as much as they can to ensure the security of this feature," said Sean Wright, Director of Application Security at Featurespace. "However, there are so many caveats, that I personally don't see how one would be able to have all these areas covered from a privacy and security concern." (r)
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Microsoft is discontinuing support for its Windows 11 SE variant meant to compete with ChromeOS in the education space, leaving schools that chose Microsoft over Google in the lurch just four years after the cloud-based Windows variant was released. 
Microsoft didn't formally announce the end of Windows 11 SE, instead it simply updated both the SE product overview page and FAQ this week to inform customers that support for Windows 11 SE would be ending in October 2026. 
"Microsoft will not release a feature update after Windows 11 SE, version 24H2," Redmond noted in the updates. "While your device will continue to work, we recommend transitioning to a device that supports another edition of Windows 11 to ensure continued support and security."
Note that's 24H2, not 25 - in other words, Windows 11 SE has already seen its last feature update, and now it's the slow walk toward sunset. 
For those unfamiliar with Windows 11 SE, the stripped down, cloud-based and centrally managed Windows 11 variant came out in 2021. It was designed with a look and feel akin to Google's ChromeOS, which powers the education-dominating Chromebook. Microsoft also premiered a budget-priced $250 Surface SE laptop to go along with the SE OS, with the aim to sell the devices to schools by the cartful. 
Microsoft didn't state whether the Surface SE laptop was being discontinued as well, although based on the recommendation for affected users to transition to new hardware, it doesn't look like it'll remain a priority. Microsoft does not support OS upgrades or switches on the Surface SE.


	Google's 10-year Chromebook lifeline leaves old laptops headed for silicon cemetery


	Please, FOSS world, we need something like ChromeOS


	4 in 5 Chromebooks sold to US students in Q2 as demand rises


	Google Indonesia tangled up in $600 million Chromebook corruption probe


We reached out to Microsoft with questions about the decision to kill this relatively young and narrowly focused Windows variant, but didn't immediately hear back.
With the end of Windows 11 SE, it appears Microsoft has shifted tactics in the education market: Instead of trying products that could compete with Chromebooks, Redmond is trying to convince schools that the full version of Windows 11 is great for educational uses and is definitely what they want.
Making inroads in the education space may be tough for Microsoft, with Chromebooks being dominant in the space thanks to easy management and low hardware prices. That said, educators have been noticing in recent years that cheap Chromebooks aren't able to take the abuse that children dole out on them, forcing frequent replacement spending that can add up across hundreds or thousands of devices.  (r)
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    Cybercrooks attached Raspberry Pi to bank network and drained ATM cash

    
Criminals used undocumented techniques and well-placed insiders to remotely withdraw money    
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            1st August 2025 10:00 GMT
        
    


    
A ring of cybercriminals managed to physically implant a Raspberry Pi on a bank's network to steal cash from an Indonesian ATM.
Group-IB reported the findings for the first time this week, telling The Register that the attack took place in Q1 2024 and involved the crooks paying "runners" to physically plant the devices on ATMs.
The attack was attributed to what cybersecurity pros refer to as a "threat cluster" tracked as UNC2891, which was first spotted in 2017.
We're told that participants in UNC2891's activities are neither native to nor located in Indonesia, and Mandiant previously linked them to UNC1945/LightBasin, which in turn is linked to MustangPanda and RedDelta.
Group-IB said the team successfully withdrew cash from a compromised ATM, and the attack was mitigated a few days after that first withdrawal. The researchers would not say how much money UNC2891 was able to siphon off, however.

What's in a name?


Losing track of all the different names for cybercriminal outfits? Don't know your Pandas from your Blizzards?


We're tired of the myriad names the security industry has for the same groups, too.


The good news is that it seems like the pros have had enough now as well, so provided Microsoft can wrangle all the vendors into shape, we won't have to deal with such messy nomenclature for much longer.


The criminals, or the people they paid to carry out the physical attack, connected a Raspberry Pi to a bank's network switch, the same one hooked up to the ATM that was subsequently raided.
That Raspberry Pi was equipped with a 4G modem, granting attackers remote access to the bank's internal network.
UNC2891 then deployed a backdoor known as Tinyshell to establish persistent access via a command-and-control channel and a dynamic DNS domain. The method allowed the criminals to bypass traditional network defenses such as perimeter firewalls, Group-IB said.


	NHS disability equipment provider on brink of collapse a year after cyberattack


	Minnesota governor calls in the troops after St Paul cyberattack


	Ransomware gang sets deadline to leak 3.5 TB of Ingram Micro data


	FBI: Watch out for these signs Scattered Spider is spinning its web around your org


Tinyshell connected to both the Raspberry Pi and the bank's mail server. The mail server had direct internet connectivity, which meant that when the Raspberry Pi was disconnected, the attackers still had access to the network.
After the crooks cashed out, the forensic team brought in to handle the situation struggled to locate the issue thanks to UNC2891's obfuscation techniques.
The backdoor, for example, appeared to be the LightDM display manager often used by Linux systems, demonstrating the group's skillset, which the researchers said spanned Linux, Unix, and Oracle Solaris environments.
UNC2891 also used Linux bind mounts to hide its backdoor processes, which, at the time, had not been documented in public threat reports, Group-IB said.
The technique is now recognized by MITRE's ATT&CK framework as T1564.013.
Defenders were able to stop UNC2891 from achieving its ultimate goal, which they believe was to deploy the "Caketap" rootkit to spoof authorization messages that could be used to enable further cash withdrawals.
The researchers noted that the attack serves as a reminder that bad actors using the latest tools and cunning techniques can defeat traditional incident response playbooks, and that memory and network forensics are needed to supplement the usual triage tools. (r)
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