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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        NASA changes the rules of the game for commercial space stations
        Richard Speed

        Aiming to shrink the post-ISS gap, but less orbit time for NASA astronauts? NASA has moved the goalposts for companies seeking to replace the aging International Space Station (ISS) and changed the minimum capability required to four crew for one-month "increments." The change means that the permanent occupation of the ISS will be a thing of the past, at least as far as the US space agency is concerned....

      

      
        Politically hot parts of US Constitution briefly deleted thanks to 'coding error'
        Brandon Vigliarolo

        Nothing to see here - just removing that old Emoluments Clause and habeas corpus Several sections of the online annotated US Constitution maintained by the Library of Congress vanished recently due to what the Library maintains was a coding error. However, the content of the now-restored sections has raised suspicions that the move was political. ...

      

      
        Euro Commish on US lobbying against EU DSA rules: 'Our standards are not up for discussion'
        David Meyer

        Tells The Reg they never were ... 'and this will not change' The second Trump administration has repeatedly complained about Europe's tech laws targeting Silicon Valley's finest, but now its antipathy is going into overdrive....

      

      
        Black Hat's network ops center brings rivals together for a common cause
        Iain Thomson

        The Reg goes behind the scenes of the conference NOC, where volunteers 'look for a needle in a needle stack' Black Hat  Neil "Grifter" Wyler is spending the week "looking for a needle in a needle stack," a task he'll perform from the network operations center (NOC) that powers the Black Hat security conference in Las Vegas....

      

      
        CISA releases malware analysis for Sharepoint Server attack
        Gareth Halfacree

        Indications of compromise and Sigma rules report for your security scanners amid ongoing 'ToolShell' blitz CISA has published a malware analysis report with compromise indicators and Sigma rules for "ToolShell" attacks targeting specific Microsoft SharePoint Server versions.... 

      

      
        Trump calls for Intel CEO's head over alleged China links
        Dan Robinson

        Chipzilla boss accused of huge conflict of interest US President Donald Trump has called for the immediate resignation of Intel's recently installed chief exec, following concerns raised by a Republican Senator over his links with China....

      

      
        Snowflake builds Spark clients for its own analytics engine
        Lindsay Clark

        No need to spin up separate Apache Spark clusters, vendor claims Snowflake is launching a client connector to run Apache Spark code directly in its cloud warehouse - no cluster setup required....

      

      
        KLM, Air France latest major organizations looted for customer data
        Connor Jones

        Watch out, the phishermen are about, customers told European airline giants Air France and KLM say they are the latest in a string of major organizations to have their customers' data stolen by way of a break-in at a third party org....

      

      
        Meta training AI on social media posts? Only 7% in Europe think it's OK
        David Meyer

        Privacy campaigner Max Schrem's NOYB is back on Zuck's back Updated  Meta's enthusiasm for training its AI on user data is not shared by the users themselves - at least for some Europeans - according a study commissioned by Facebook legal nemesis Max Schrems and his privacy advocacy group Noyb....

      

      
        LG ordered to pay PS150k after phone defect caused Scotland house fire
        Connor Jones

        Forensics experts say the state of the K8's battery suggests it led to the living room blaze A Scottish woman who suffered a house fire in 2018 has won her case against LG after a judge ruled that her work-issued phone caused the blaze.... 

      

      
        OpenSUSE Leap 16.0 reaches RC status
        Liam Proven

        Bold, clean, much less legacy tech - and a bit less like old SUSE A release candidate of openSUSE Leap 16.0 is here. It boldly strips out more established legacy tech than almost any other Linux we've seen....

      

      
        The plan to make all networks optical is about to take two big steps forward
        Simon Sharwood

        'IOWN' backers think it can replace the PCI bus, reinvent servers, and rewire motherboards In December 2024, Japanese tech giant NTT revealed two impressive feats of high-speed networking....

      

      
        Microsoft eventually realized the world isn't just the Northern Hemisphere
        Richard Speed

        Veteran engineer explains the fall of 'Fall' in Windows release Veteran Microsoft engineer Raymond Chen has explained why the megacorp ditched its increasingly twee naming conventions for Windows 10 releases in favor of the blander H1 and H2....

      

      
        GitHub CEO: Future devs will not code, they will manage AI
        Tim Anderson

        Meanwhile, users complain the code shack is getting slower thanks to React GitHub CEO Thomas Dohmke has stated in a personal blog that the most advanced developers have "moved from writing code to architecting and verifying the implementation work that is carried out by AI agents."...

      

      
        Amnesty slams Elon Musk's X for 'central role' in fueling 2024 UK riots
        Connor Jones

        Human rights org calls for greater accountability and stronger enforcement of Online Safety Act Amnesty International claims Elon Musk's X platform "played a central role" in pushing the misinformation that stoked racially charged violence following last year's Southport murders.... 

      

      
        Real estate agents use the power of AI to command plumbing, layout to disappear
        Gareth Halfacree

        Lightsockets lovingly hooked up to power supply by passionate, vivacious owners. Would suit professional who wants to read after dark Feature  "Deceptively spacious." "Prime location." "Up-and-coming area." "Some original features," which occasionally turn out to be asbestos. Estate agents are known for sometimes stretching the truth in pursuit of a sale, but the generative AI boom appears to have thrown things into overdrive - providing an easy way to present images of properties which simply do...

      

      
        Faced with PS40B budget hole, UK public sector commits PS9B to Microsoft
        Lindsay Clark

        Government plans PS1.9B annual spending during five-year MoU The UK public sector expects to spend around PS9 billion on Microsoft products and services over five years under its current contract....

      

      
        How to run OpenAI's new gpt-oss-20b LLM on your computer
        Avram Piltch

        All you need is 24GB of RAM, and unless you have a GPU with its own VRAM quite a lot of patience Hands On  Earlier this week, OpenAI released two popular open-weight models, both named gpt-oss. Because you can download them, you can run them locally....

      

      
        Trump teases 'approximately' 100 percent tariff for imported semiconductors
        Simon Sharwood

        Exemptions available for chipmakers who promise to build American fabs World War Fee  US president Donald Trump appears to have settled his semiconductor tariff strategy.... 

      

      
        I see you're riding an Uber to work. Would you like a cheap coffee on the way?
        Simon Sharwood

        Rideshare giant wants to use AI for delivery of hyper-personalized offers Uber has revealed its ambition to offer hyper-personalized offers to its customers, but to do so it needs more of them to use more of its apps....

      

      
        Robots can program each other's brains with AI, scientist shows
        Thomas Claburn

        It's a step toward The Terminator, built 20 times faster than people can program Computer scientist Peter Burke has demonstrated that a robot can program its own brain using generative AI models and host hardware, if properly prompted by handlers....

      

      
        Apple piles another $100B on top of previous US manufacturing pledge
        Brandon Vigliarolo

        Quick - someone ask Siri if there are still tariffs on India US President Donald Trump and Apple CEO Tim Cook made a joint announcement from the White House on Wednesday of another Apple pledge to move manufacturing back to the United States, with an additional $100 billion in funding for domestic projects. The move could keep Apple one step ahead of Trump's unpredictable tariff policy, which threatens to increase costs on iPhones manufactured overseas. ...

      

      
        Microsoft researchers bullish on AI security agent even though it let 74% of malware slip through
        Jessica Lyons

        Project Ire promises to use LLMs to detect whether code is malicious or benign UPDATED  Microsoft has rolled out an autonomous AI agent that it claims can detect malware without human assistance....

      

      
        Not big in Japan: Apple's WebKit browser requirement may break new law
        Thomas Claburn

        Three jurisdictions now want browser engine variety for a better mobile market Apple now faces challenges to its WebKit browser requirement in three jurisdictions, as authorities around the globe try to jumpstart competition in the mobile software industry.... 

      

      
        Mauritius investigates AFRINIC as African institutions show support ahead of new elections
        Simon Sharwood

        But strife and criticism continue Regional internet registry the African Network Information Centre (AFRINIC) is now the subject of an investigation ordered by the government of its home country, Mauritius....

      

      
        OpenAI's new model can't believe that Trump is back in office
        Tobias Mann

        gpt-oss-20b can't seem to decide who won the election, but tried to convince us that it was Biden If you're still struggling to come to terms with the results of the 2024 US presidential election, you're not alone. OpenAI's new open-weight language model is also a bit confused....

      

      
        Only ISPs get to determine what constitutes 'affordable' broadband, says team Trump
        Brandon Vigliarolo

        A good deal, like beauty, is in the ISP of the beholder, after all - at least if you want BEAD funding US states that want to make use of rural broadband deployment funds had better not require ISPs to offer what they consider affordable service. According to the Trump Administration, "affordable" is for the ISP alone to define. ...

      

      
        Google says the group behind last year's Snowflake attack slurped data from one of its Salesforce instances
        Jessica Lyons

        ShinyHunters suspected in rash of intrusions Google confirmed that criminals breached one of its Salesforce databases and stole info belonging to some of its small-and-medium-business customers....

      

      
        Trump surprises with TSMC $300B investment claim
        David Meyer

        Chip contract manufacturer declines to comment Taiwan Semiconductor Manufacturing Company (TSMC) is "coming over and spending $300 billion in Arizona, building the biggest plant in the world for chips and semiconductors," US President Donald Trump said Tuesday.... 

      

      
        Meta putting wood in bit barns in bid to get greener
        Dan Robinson

        Timber! Meta is following in Microsoft's footsteps and trying out wood as a construction material for its datacenters in a bid to cut greenhouse gas emissions....

      

      
        AWS wiped my account of 10 years, says open source dev
        Dan Robinson

        Cloud giant erased decade of work - denies it was due to botched dry run of user-pruning tool Updated  An open source developer is claiming AWS deleted his ten-year-old account, wiping all the data. He believes this was due to a botched test of a script designed to prune dormant accounts....

      

      
        Nvidia security boss pledges 'no backdoors'
        David Meyer

        As US charges 2 Chinese nationals with illegally shipping chips to China Federal authorities in the US have charged two Chinese nationals with secretly exporting advanced AI chips to China....
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    NASA changes the rules of the game for commercial space stations

    
Aiming to shrink the post-ISS gap, but less orbit time for NASA astronauts?    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            7th August 2025 16:45 GMT
        
    


    
NASA has moved the goalposts for companies seeking to replace the aging International Space Station (ISS) and changed the minimum capability required to four crew for one-month "increments." The change means that the permanent occupation of the ISS will be a thing of the past, at least as far as the US space agency is concerned.
The new directive [PDF] reflects an unfolding reality at NASA. The US space agency's budget is unlikely to be as big as it was when NASA kicked off the Commercial Low Earth Orbit Destinations Program, the ISS has only a few years left before it is to be de-orbited by a SpaceX vehicle, and priorities within the agency are changing.
NASA bosses have long known that time was running out for the ISS, and agreements have been signed with companies such as Axiom Space for crewed modules that could be attached and then detached from the ISS prior to ditching it. Axiom recently shuffled its assembly sequence to remove dependence on the ISS.
Those arrangements were all part of phase 1 of the Commercial LEO Development Program's (CLDP) acquisition strategy, during which it was planning the design and development of commercial space stations. Phase 1 also included a pair of funded Space Act Agreements (SAAs) with Blue Origin and Starlab Space to develop commercial free-flying destinations.
However, according to the memo, there is a $4 billion budget shortfall in the strategy for phase 2, during which NASA was supposed to certify one or more of the proposed plans. The bequest for FY2026 includes $272.3 million for the fiscal year and $2.1 billion over the next five years for developing and deploying new commercial space stations.
So, what to do? The directive calls for things to move quickly in light of the impending demise of the ISS to avoid a gap in crew-capable space operations. It also dials down the requirements through "a modification to the current approach for LEO platforms."
That modification includes a shift away from a firm fixed-price contract (deemed "high risk" due to projected budget shortfalls) in favor of funded SAAs, which, according to the memo, "better aligns with enabling development of US industry platforms." The change will also "provide more flexibility to deal with possible variations in funding levels without the need of potentially protracted and inefficient contract renegotiations."


	More NASA spacecraft give controllers the silent treatment


	Mistakenly sold NASA command trailer could be yours - for $199K


	Lunar Trailblazer trails off as NASA loses probe to the void


	Australia's attempt to join the space race lasts just 14 seconds


And then there's the crew. Rather than a permanent presence in orbit, the directive now calls for a minimum capability for four crew for one-month increments, which suggests that a future commercial station would only need occasional crewed visits as far as NASA is concerned. The "increments" part is a significant downgrade from the "Full Operating Capability" that was originally required by December 2031 and included "two NASA crew continuously in LEO for 6-month missions."
The change is quite dramatic and could mean an end to the continuous presence of humans in orbit. However, it is also a little more realistic considering the agency's funding levels and reflects what can actually be done in the time remaining and with the money available.
A NASA spokesperson told The Register, "To reduce the potential for a gap of a crew capable platform in low Earth Orbit, NASA is moving quickly to revise its current acquisition strategy for Commercial Low Earth Orbit Destinations Phase 2. This includes shifting from firm-fixed price contracts to continuing to support U.S. industry's designs and demonstrations through Space Act Agreements." (r)
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    Politically hot parts of US Constitution briefly deleted thanks to 'coding error'

    
Nothing to see here - just removing that old Emoluments Clause and habeas corpus    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in Legal,
        
            7th August 2025 16:20 GMT
        
    


    
Several sections of the online annotated US Constitution maintained by the Library of Congress vanished recently due to what the Library maintains was a coding error. However, the content of the now-restored sections has raised suspicions that the move was political. 
The internet has been abuzz in recent days over the disappearance of parts of Article 1, Section 8 of the Constitution, as well as the entirety of Article 1, Sections 9 and 10, from the Library of Congress website that tracks the history of the United States' tharter document and highest set of laws. 
Multiple threads on Reddit, and a number of posts on other social media platforms have cropped up discussing the removal of the sections, but the Library of Congress had a simple explanation for the matter: It was just a coding error. 
"It has been brought to our attention that some sections of Article 1 are missing from the Constitution Annotated website. We've learned that this is due to a coding error," the Library said on BlueSky yesterday. "We have been working to correct this and expect it to be resolved soon."
The Library updated its post several hours later to report the missing sections had been restored.
"Upkeep of Constitution Annotated and other digital resources is a critical part of the Library's mission, and we appreciate the feedback that alerted us to the error and allowed us to fix it," the Library said in its post. 
Missing sections politically relevant
It would be a simple matter to take the Library's word when it said a coding error caused the issue, but some internet denizens weren't willing to accept that excuse, as all three missing bits related to one Trump controversy or another. 
First there's Section 8, which covers powers granted to the legislative branch. Section 8, as illustrated in the link at the beginning of this story, was missing sections on Congress's authority to legislate rules for Washington, D.C., as well as language giving Congress authority to make regulations for military forces. Trump has recently made comments about placing the nation's capital directly under control of the federal government.


	Trump calls for Intel CEO's head over alleged China links


	Trump tariffs ruled illegal within minutes of Musk announcing end of government role


	Ex-CISA chief slams MAGA 'manufactured outrage' after sudden West Point firing


	Trump teases 'approximately' 100 percent tariff for imported semiconductors


Section 9, which defines what Congress can't do, is where the real controversy begins. That's the section of the Constitution that covers the writ of habeas corpus, which requires the government to show cause for detaining someone. Critics have accused the Trump administration of routinely violating that fundamental rule of the US judicial system on multiple occasions related to the President's illegal immigrant deportation spree. The administration has even suggested suspending it to make the deportation process simpler. Section 9 critically notes that the government can't suspend habeas corpus except during rebellion or invasion, the latter of which the Trump administration has tried to use as justification for its suspension. 
Section 9 is also where the emoluments clause lives. That's the portion of the Constitution that bans anyone holding office from accepting foreign titles, favors, or expensive gifts - like luxury jets - to prevent a conflict of interest. Emoluments have been a constant contentious issue for Trump. 
Section 10 defines powers denied to states, like making foreign treaties or levying import duties. While Trump hasn't threatened anything to do with this section, he has made several moves (trying to ban state AI regulation and restricting broadband funding for actions Trump doesn't like, for example) that many see as hostile to states' rights - a favorite cause of the American right that supports Trump. 
We asked the White House about the political implications of the coding error, but it declined to say anything about the issue. The Library of Congress, on the other hand, gave us more insight into the incident: Someone fat-fingered an XML tag.
"When updating the site to reflect our constitutional scholars' analysis of the impact of the latest cases on Article I, Sections 8-10, the team inadvertently removed an XML tag," LoC communications director Bill Ryan told us in an email. "This prevented publication of everything in Article I after the middle of Section 8. The problem has been corrected, and our updated constitutional analysis is now available. We are taking steps to prevent a recurrence in the future." (r)
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    Euro Commish on US lobbying against EU DSA rules: 'Our standards are not up for discussion'

    
Tells The Reg they never were ... 'and this will not change'    


    
        By 
David Meyer        
    

    
        Posted in Legal,
        
            7th August 2025 16:00 GMT
        
    


    
The second Trump administration has repeatedly complained about Europe's tech laws targeting Silicon Valley's finest, but now its antipathy is going into overdrive.
Secretary of State Marco Rubio has reportedly ordered US diplomats to whip up opposition to the EU's Digital Services Act, the rulebook the bloc introduced in 2023 to govern how platforms handle disinformation and other online ills.
The DSA has been in the Trump administration's sights at least since February, when Vice President JD Vance shocked European officials with a diatribe about online censorship. "Dismissing people, dismissing their concerns... is the most surefire way to destroy democracy," he thundered.
The issue became particularly heated in recent weeks, with the Financial Times reporting the European Commission had paused its flagship DSA enforcement case against Elon Musk's X to avoid derailing trade negotiations with the US, and with the State Department slamming the DSA as "Orwellian."
Rubio is now understood to have instructed his underlings in Europe to regularly harangue local governments and regulators about the DSA and how much compliance costs American companies. "[Diplomats] should focus efforts to build host government and other stakeholder support to repeal and/or amend the DSA or related EU or national laws restricting expression online," Reuters claimed today.
Although the DSA was reportedly an elephant in the room during those recent US-EU trade talks, the EU's digital rules didn't end up playing any part in the resulting framework deal that was announced late July. This fact was hailed as the one clear win for Europe in an agreement that otherwise favored Washington. But it seems clear the Trump administration is not giving up.
The State Department did not reply to a request for comment from The Register, but the Commission was defiant.
"As we have said many times and I now repeat: our EU regulations and standards were never up for discussion, and this will not change," a spokesperson told us.


	X tells the French police 'non' to its request for algorithmic data


	Europe slams online tat bazaar AliExpress for dodging obligation to stop dodgy traders


	US to deny visas to foreign officials it says 'censor' social media


	X marks the drop for European users


Especially given that the US-EU trade agreement still hasn't been finalized, let alone ratified, the real test of that defiance will be what happens next with DSA enforcement.
The X case, which was supposed to be wrapped up before the summer recess, is widely expected to culminate in a fine for the platform's misdeeds -- specifically, letting people buy blue ticks to fool others about their identity, and failing to stick to the DSA's transparency requirements.
Like X, China's TikTok and Temu have been provisionally found to have broken the DSA. Meta's Instagram and Facebook are also under investigation, as are various adult platforms such as Stripchat and Pornhub. (r)
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    Black Hat's network ops center brings rivals together for a common cause

    
The Reg goes behind the scenes of the conference NOC, where volunteers 'look for a needle in a needle stack'    


    
        By 
Iain Thomson        
    

    
        Posted in Security,
        
            7th August 2025 15:00 GMT
        
    


    
Black Hat Neil "Grifter" Wyler is spending the week "looking for a needle in a needle stack," a task he'll perform from the network operations center (NOC) that powers the Black Hat security conference in Las Vegas.
The Register popped in to check it out.
We found the NOC in an unremarkable meeting room deep inside the Mandalay Bay hotel. Conversations inside are quiet, because the volunteers play a mixture of techno and metal, and beam muted hacking movies onto a screen in the background - Catch Me if You Can when this hack visited.


We're looking for a needle in a needle stack


Sofas, the odd beanbag, a couple of plush mascots (a monkey and an inflatable sheep) provide places to crash. The volunteers work five or six hour shifts - with time off to go to training sessions and briefings or rest up in the ensuite napping area.
[image: NOC mascots]
Lyle the monkey and Helga the ewe - click to enlarge


Volunteers needed three days to build the network operations center (NOC), and this year streamed it on Twitch so people can watch and send in questions. The stream continues throughout the show.
The Black Hat NOC is entirely separate from the hotel's own NOC, not because it's subpar, but because the demands of a conference like Black Hat are so large and attendees are (usually) so security conscious that organizers feel they need specialists with access to the latest kit who can react at high speed to spot and stop problems before they grow.
"It allows us to do mitigation if we see an attack, if there's something that's going on that could be detrimental to the stability of the network or the security of the attendees," said Grifter, whose day job is VP of defensive services at security vendor Coalfire but has worked the Black Hat NOC for nearly 20 years.
"We can't open up a ticket and wait 90 minutes for somebody from the hotel to come by and ask us what's wrong. We have to handle it immediately."
That's not to say the hotel, and others, don't help - indeed the week known as "Hacker Summer Camp" sees rival hotel chains (even those not hosting one of the three infosec conventions that come to town in August), local police, and the FBI hold regular briefing sessions to work out a response to any malicious activity. Thankfully, organizers only needed the FBI once, when the NOC picked up worrying indications that an attendee was in physical danger.
"There were some documents that were going across the network in the clear that were a guy's license plates, his car, his pictures of his house, his wife and kids," Grifter said. "It set off enough alarm bells that we made the call."
The subsequent investigation found the source of the data was a somewhat inept private detective who was trailing an attendee who had recently left a pharmaceutical firm and was suspected of having stolen corporate secrets.
[image: Black Hat NOC]
Black Hat NOC had at work - click to enlarge


There's plenty of malicious activity on the network during show week - a lot it of generated by attendees, particularly those attending training sessions in which they are taught offensive and defensive hacking techniques and how to counter them. Often, the temptation to exercise those skills is irresistible.
Grifter recalled a major alert in the very early days of the show when the entire network went down. The culprit turned out to be one of the trainers, who had discovered a zero-day flaw in the Cisco networking kit used by the show, and had demonstrated it to their class.
In response to this and other cases the team sandboxed the networks used for the training sessions.
Problems persist despite that precaution. One student decided to use an exploit they had just learned to try and hack his local police department.
"If you're on your network and you're looking for a malicious actor, you're looking for a needle in a haystack," Grifter opined. "We're looking for a needle in a needle stack."
When the NOC volunteers find whichever class is doing horrid things, they pop in to remind students "doing illegal things at Black Hat is still illegal". In more serious cases a NOC representative will inform the class exactly what is being done and tell the person to knock it off.
You'd think that at a security conference the delegates would be savvy to risk and wouldn't engage in unsafe behavior. Not so, sad to say - many folks turn up at the show with malware already preinstalled on their devices. The NOC team often finds it.
Grifter said finding new malware strains is a fun part of the job. When something new pops up the team "gets excited about it," and immediately begins pulling the code sample apart to find out how it works and how to block it.
Hardware, software, and wetware
Vendors donate all the hardware used in the NOC. Organizers pick what they consider the best tools for the job.
"About 10 years ago, we decided that the scale of the show was too much for us to do with open source scripts and small vendor boxes tucked in corners," Grifter remembered.
"We went down to the expo floor and walked up to a vendor that we wanted to work with and said: 'Hey, we're the guys who run the NOC. Would you be interested in letting us use your hardware and we'll put your logo on the website.'"
[image: NOC wireless screen]
How's the wireless doing? - Click to enlarge


Almost every vendor of note was keen to get on board. Conference organizers then had the problem of picking the right tools for the job. They now hold testing days where vendors show off their stuff and the team "act like CISOs" and decide what they want to use.
Selection criteria are strict and vendors cannot buy their way into the NOC. They can tell others that their kit is in the center, but must also name all other chosen suppliers so no single vendor gets bragging rights.
"We have been made offers by vendors 'Hey, we'll cut you a check. How much will it cost?' We say: 'Why don't you take that money, invest it in your product, make it better, and maybe we'll choose it next time.'"
The vendors chosen often to volunteer their own staff to help out in the NOC. In this year's facility we observed representatives from arch-rivals Palo Alto and Cisco working face-to-face to sort out network problems. But the bulk of the 100+ staff are techies who take paid time off to volunteer at the NOC, mainly for the fun of it but also for the learning opportunity.
Grifter said that in some cases vendors fix problems identified at the show.


	Patch now: Millions of Dell PCs with Broadcom chips vulnerable to attack


	Palo Alto Networks execs apologize for 'hostesses' dressed as lamps at Black Hat booth


	Software innovation just isn't what it used to be, and Moxie Marlinspike blames Agile


	If you give Copilot the reins, don't be surprised when it spills your secrets


	US elections have never been more secure, says CISA chief


While the NOC uses commercial software, the volunteer crew also write their own code. Grifter showed off a new network visualization screen that was developed to make it easier to spot problematic network traffic, which you can see below.
[image: NOC network screen]
The home-developed NOC network screen - Click to enlarge


The app's developers first used vibe coding tools, then refined code using data from past Black Hat events from around the world.
"We put a lot of work into it, it's a lot of work," Grifter said. "But it is fulfilling enough that we keep doing it, and so much so that all of these folks take time off just to be a part of it." (r)
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    CISA releases malware analysis for Sharepoint Server attack

    
Indications of compromise and Sigma rules report for your security scanners amid ongoing 'ToolShell' blitz    


    
        By 
Gareth Halfacree        
    

    
        Posted in CSO,
        
            7th August 2025 14:30 GMT
        
    


    
CISA has published a malware analysis report with compromise indicators and Sigma rules for "ToolShell" attacks targeting specific Microsoft SharePoint Server versions.
[image: Energy Department]
Microsoft SharePoint victim count hits 400+ orgs in ongoing attacks

READ MORE
"Cyber threat actors have chained CVE-2025-49704 and CVE-2025-49706 (in an exploit chain publicly known as 'ToolShell') to gain unauthorised access to on-premises SharePoint servers," the agency explained in its announcement of the report.
"CISA analysed six files including two Dynamic Link-Library (.DLL), one cryptographic key stealer, and three web shells. Cyber threat actors could leverage this malware to steal cryptographic keys and execute a Base64-encoded PowerShell command to fingerprint host system and exfiltrate data."
The key vulnerability in SharePoint Server, the "critical"-rated CVE-2025-53770 with a CVSS score of 9.8, built upon the earlier "medium" severity CVE-2025-49706 - a flaw Microsoft thought it had patched last month, only to find it under active exploitation as a zero-day targeting some big names.
Linked with other vulnerabilities in an exploit chain dubbed "Toolshell", the vulnerability allows for remote code execution through untrusted data deserialisation, and is known to have been exploited by groups including Linen Typhoon (aka Emissary Panda, APT27), Violet Typhoon (aka Zirconium, Judgment Panda, APT31), and Storm-2603.
As of the July 23, the victim count had risen to more than 400 including the US Department of Energy (DOE), which confirmed to The Register that its National Nuclear Security Administration (NNSA) had been breached using the vulnerability - but claimed it was "minimally impacted."
The timing of the attacks led at least one security researcher to conclude that the vulnerability was leaked following its private disclosure as part of the Pwn2Own exploitation contest in May: "A leak happened here somewhere," Trend Micro Zero Day Initiative head of threat awareness Dustin Childs told us late last month.
For those concerned they may have been caught up in all these SharePoint security shenanigans, CISA's malware analysis report can provide some reassurance.
In addition to CVE-2025-53770, the report covers three other related SharePoint vulnerabilities used to form the "ToolShell" exploit alongside a "new and stealthy webshell" dubbed "SharpyShell", which extracts and exfiltrates cryptographic secrets through a simple GET request - and, most importantly, comes with indications of compromise and a set of detection rules in Sigma format, a cross-vendor open source standard for use with detection and logging systems.


	Microsoft: SharePoint attacks now officially include ransomware infections


	Another massive security snafu hits Microsoft, but don't expect it to stick


	China says US spies exploited Microsoft Exchange zero-day to steal military info


	UK uncovers novel Microsoft snooping malware, blames and sanctions GRU cyberspies


These rules allow users to analyze logs for evidence of exploitation through any one of the four known vulnerabilities: CVE-2025-49704, CWE-94: Code Injection; CVE-2025-49706 CWE-287: Improper Authentication; CVE-2025-53770, CWE-502: Deserialization of Trusted Data; and CVE-2025-53771, CWE-287: Improper Authentication.
Those looking to implement them, however, are advised to test before deployment:
"Ensure your EDR/SIEM [Endpoint Detection and Response/Security Information and Event Management] instance has enough memory to run these AND/OR condition based queries," CISA warns, "[which] may take longer to run than [a] conventional Sigma rule query."
The full report, with indications of compromise and Sigma rules, is available on the CISA website. (r)
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    Trump calls for Intel CEO's head over alleged China links

    
Chipzilla boss accused of huge conflict of interest    
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US President Donald Trump has called for the immediate resignation of Intel's recently installed chief exec, following concerns raised by a Republican Senator over his links with China.
The wannabe emperor of America posted the demand on his Truth Social network:
"The CEO of INTEL is highly CONFLICTED and must resign, immediately. There is no other solution to this problem. Thank you for your attention to this problem!"
This comes in the wake of a letter, dated August 6, sent by Senator Tom Cotton that questioned Intel's security and integrity following Intel CEO Lip Bu Tan's appointment in March, just over three months after Pat Gelsinger departed.
Representing Arkansas, Senator Cotton wrote to the chair of Intel's board of directors, expressing concern over Tan's investments and connections with semiconductor firms said to be linked to the Chinese Communist Party and the People's Liberation Army.
In the letter, Senator Cotton claims that Tan controls dozens of Chinese companies and has a stake in hundreds of advanced manufacturing businesses in the country. At least eight of these have ties to the Chinese military, he adds, raising concerns about the integrity of Intel's operations and its possible effect on US national security.
"Intel was awarded nearly $8 billion from the CHIPS and Science Act, the largest grant to a single company. Intel is required to be a responsible steward of American taxpayer dollars and to comply with applicable security regulations. Mr. Tan's associations raise questions about Intel's ability to fulfil these obligations," the letter states.
Meanwhile, Intel was also awarded a separate $3 billion last year for the Secure Enclave program, intended to create a trusted supply chain of chips needed by the US military.
Senator Cotton also drew attention to electronic design automation (EDA) developer Cadence, which last month pleaded guilty to and was fined for unlawfully selling its products to Chinese organizations with military connections, despite these being on a US government blacklist. The offenses occurred while Tan was employed as CEO at Cadence.


	Intel's leaders have stopped pretending - and it's about time


	Intel swings the axe again as it looks to lose 5,000 staff


	Intel abandons chip plants in Germany and Poland, confirms more layoffs


	Uncle Sam floats tracking tech to keep AI chips out of China


The letter queries whether Intel's board was aware of the Cadence export violations before the decision was made to hire Tan as its leader in March, and if any measures were taken to address concerns about those activities.
It also asks whether the board required Tan to divest from any positions in semiconductor businesses linked with the Chinese government, and whether he has disclosed any remaining investments, professional roles, or other Chinese ties to the US government.
America has been seeking for many years to prevent Beijing and its military from gaining access to advanced technology, including the tools and expertise to make cutting-edge chips, so Senator Cotton's questions are perhaps not surprising.
Some of the senator's letter's claims [PDF] were based on a 2024 Reuters report talking about Tan's investments. That same report notes that it is not illegal for US citizens to hold stakes in Chinese companies - and this includes even those with ties to the Chinese military - if these companies are not listed on the US Treasury's Chinese Military-Industrial Complex Companies List. None of those it found were on the list at the time. A Select Committee report [PDF] released in early 2024 on American VC investments in China shows that several US tech companies had holdings in the country at that time.
Intel has continued to invest in China despite the mood of America's leaders. Intel Capital is said to be one of the most prolific foreign investors into AI and silicon startups in China, for example, and the chipmaker also opened up an innovation hub in the city of Shenzhen, despite Washington's increasingly strict sanctions.
Intel did not immediately respond to a request for comment. (r)
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    Snowflake builds Spark clients for its own analytics engine

    
No need to spin up separate Apache Spark clusters, vendor claims    
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Snowflake is launching a client connector to run Apache Spark code directly in its cloud warehouse - no cluster setup required.
This is designed to avoid provisioning and maintaining a cluster running the popular open source analytics engine.
Apache Spark was first introduced in 2014 to help solve big data problems on the Hadoop distributed file system, but it has continued to grow in the cloud era, owing to its popularity in analytics and data preparation.
Snowflake, on the other hand, began life as an RDBMS data warehouse, part of the generation separating story and compute for the cloud.
[image: Netflix logo on an old TV]
Even Netflix struggles to identify and understand the cost of its AWS estate

READ MORE
Chris Child, veep of product management at Snowflake, said that customers have been using Spark for a long time, in a lot of cases to process data and get it ready for use in analytics, or in AI.
While some customers pointed out there was a burden in running in separate systems with two different compute engines, types of infrastructure and layers of governance, the effort of re-writing Spark code - usually in Java, Python or Scala in ubiquitous database language SQL - was too much to contemplate migrating Spark workloads.
"The feedback we got was it's often very hard to rewrite the type of transformations that people have built," Child told us.
Then the Apache Spark community introduced Spark Connect, which adopts a client-server architecture that allows any client applications to connect to remote Spark clusters.
With its new Snowpark Connector, Snowflake promises Spark users the same ability to run Spark code in a Spark client, but time linked to a Snowflake analytics engine as a server rather than a separate Spark cluster. It also continues to contribute to the open source Spark project.
[image: Sparks, image via Shutterstock]
How Apache Spark lit up the tech world and outshone its big data brethren

READ MORE
"The customers who've been running this in our pre-launch preview, have seen an average of 5.6 times faster performance -- run the exact same code on the exact same data -- and they're also seeing about a 40 percent cost savings versus traditional spark," Child claimed.
Snowflake claims it allows customers to use its vectorized engine for their Spark code while avoiding the complexity of maintaining or tuning separate Spark environments -- including managing dependencies, version compatibility and upgrades. "You can now run all modern Spark DataFrame, Spark SQL and user-defined function code with Snowflake," it said.
Two become one
The move is part of a border consolidation across what had been two distinct markets: data lakes for machine learning and ad hoc analytics; data warehousing for repeatable, query-optimized high-concurrency BI and analytics.
Databricks was built around Spark in its inception to provide data lakes, but has spent the last five years branching out to combine data lake and data warehouses under the "lakehouse" concept. Snowflake, meanwhile, has branched out into providing data lakes on its data platform.
Both approaches have had their critics. In 2021, Gartner pointed out data lakes can struggle to support the number of concurrent users handled by "traditional" data warehouses. Databricks has since stated that it has improved concurrency with its SQL Serverless, designed to provide instant compute to users for their BI and SQL workloads.


	Snowflake and Databricks bank PostgreSQL acquisitions to bring transactions onto their platforms


	Industry reacts to DuckDB's radical rethink of Lakehouse architecture


	Vector search is the new black for enterprise databases


	Delta Lake and Iceberg communities collide - in a good way


Snowflake has also received criticism for surprising users with unexpected costs as compute resources flex to support more users. It has spent recent years trying to solve the problem with an optimization strategy which helps customers reduce bills, to the extent that a prominent user -- grocery delivery services company InstaCart -- surprised market watchers by saying it was slashing tens of millions of dollars off its Snowflake bills over the three years, amid unmerited speculation that it was cutting Snowflake usage.
In tandem, Snowflake has been trying to execute a strategy aimed at getting customers to use its compute engines to work on data, no matter where it is stored. Child told us customers want to store a lot more data than they necessarily wanted to put in Snowflake.
"We've made a huge investment in Apache Iceberg to make it a lot easier for people to do that. We heard from a lot of our customers that they want to process data, not just in SQL, but in other ways. And so we've made a big investment in both Snowpark Connect to make sure that they can bring that code however they want," he said. (r)
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    KLM, Air France latest major organizations looted for customer data

    
Watch out, the phishermen are about, customers told    
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European airline giants Air France and KLM say they are the latest in a string of major organizations to have their customers' data stolen by way of a break-in at a third party org.
[image: Air Serbia]
Turbulence at Air Serbia, the latest airline under cyber siege

READ MORE
The airlines, which share a parent company, Air France-KLM Group, said in a joint statement that they "detected unusual activity on an external platform we use for customer service," which led to attackers accessing customer data.
"Our IT security teams, along with the relevant external party, took immediate action to stop the unauthorized access," the statement read. "Measures have also been implemented to prevent recurrence. Internal Air France and KLM systems were not affected. 
"No sensitive data such as passwords, travel details, Flying Blue miles, passport, or credit card information was stolen."
The airlines did not publicly specify the types of data that were stolen, but the exclusion of sensitive data suggests basic personal information was involved.
However, customer notifications circulating online noted that first and family names, along with contact details, Flying Blue numbers and tier levels, and the subject lines of service request emails were accessed.
KLM and Air France advised customers to be on heightened alert for phishing attempts. Both said they had referred themselves to the Dutch and French data protection authorities, respectively.
The customer notice from Barry ter Voert, chief experience officer at KLM, read: "We recommend staying alert when receiving messages or other communication using your personal information, and to be cautious of any suspicious activity. The data involved in this breach could be used to make phishing messages appear more credible. If you receive unexpected messages or phone calls, especially asking for personal information or urging you to take action, please check their authenticity.
"We understand the concern this may cause, and we deeply regret any inconvenience this may have caused you."
The Register approached the companies for additional information but they did not comment beyond the public statement.
The attack marks the latest in a string of data lapses at major organizations that also blamed a third party.
In recent weeks, luxury retailers Dior, Chanel, and Pandora all reported similar leaks at third party providers, as did Google, Qantas, and Allianz.
All of the above declined to identify the third party in question except for Google, which said this week that one of its Salesforce instances was raided. 
None of the victims have attributed their attacks to any group - yet - but the prime suspect behind all of these intrusions is the ShinyHunters cybercrime crew, which is perhaps best known for its role in last year's attacks on Snowflake customers.


	Majority of 1.4M customers caught in Allianz Life data heist


	GPS on the fritz? Britain and France plot a backup plan


	Emirates dinged for slipshod online data privacy practices


	Boolean bafflement at British Airways' Executive Club: Sneaky little Avioses - Wicked, Tricksy, False!


Scattered Spider also changed its focus toward airlines earlier this year, and some researchers said it could be behind the attack on Hawaiian Airlines in June.
Check Point said last month that the attacks on Qantas and WestJet, which all occurred within three weeks of one another, bore hints of Scattered Spider's involvement, mainly due to the tradecraft that led to the intrusions. (r)
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    Meta training AI on social media posts? Only 7% in Europe think it's OK

    
Privacy campaigner Max Schrem's NOYB is back on Zuck's back    
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Updated Meta's enthusiasm for training its AI on user data is not shared by the users themselves - at least for some Europeans - according a study commissioned by Facebook legal nemesis Max Schrems and his privacy advocacy group Noyb.
Noyb (None Of Your Business) got Gallup to do a poll of 1,000 Facebook and Instagram users in Germany, and found that just 7 percent wanted Meta to train its AI models on their data. Perhaps more damningly, 27 percent of the users participating in the survey didn't even know that Meta was using their data in this way.
"Meta probably knows that no one wants to provide the data from their social media accounts just so that Meta gets a competitive advantage over other AI companies that do not have access to such data," said Schrems, whose decade plus crusade against the company has been responsible for the collapse of two US-EU data-sharing agreements, along with significant changes to Meta's data-collection practices in Europe.
"Instead of asking for consent and get[ting] 'no' as an answer, they just decided that their right to profits overrides the privacy rights of at least 274 million EU users."
To comply with the EU's General Data Protection Regulation and its British version, which still exists as the UK GDPR post-Brexit, Meta needs a legal basis for training its AI on users' public posts and comments. As it would rather avoid asking for opt-in consent, its only other option has been to claim that it has "legitimate interests" for the processing.
Noyb's complaints about this led Meta to suspend its AI training in Europe last year, but data protection authorities in the EU and the UK subsequently approved Meta's use of the legitimate-interests basis. In May, as Meta prepared to resume EU training, a German regional court also rejected an injunction application by consumer advocates, saying Meta's GDPR justification is kosher.


	Irish privacy watchdog OKs Meta to train AI on EU folks' posts


	Max Schrems launches privacy NGO, wins EU60k within first 24 hours


	Zuck tries to justify AI splurge with talk of 'superintelligence' for all


	White House bans 'woke' AI, but LLMs don't know the truth


"Noyb's misguided claims are wrong on the facts and the law," a Meta spokesperson said in an emailed statement to The Register. "Last year we sent more than 2 billion in-app notifications and emails to people in Europe to explain what we're doing and their right to object. We also notified everyone using Facebook and Instagram in the EU again this year."
However, Noyb claims that fewer than half of Meta's users saw those notifications and emails, with only 21 percent of youngsters in particular remembering them. The organization's take is that this undermines Meta's legitimate-interests justification, which partly relies on not confounding the "reasonable expectations" of users as to what will happen to their data.
Noyb is contemplating a potential class action against Meta that could cost the company billions. Meanwhile, German privacy officials are predicting that Meta's AI practices will end up being adjudicated at the EU's highest court. In that context, Schrems's latest data nugget could end up serving as useful evidence.
Neither the Irish nor UK data protection authorities had provided comment on Noyb's survey at the time of publication. (r)
Updated to add:
The UK's ICO told us: "Where organizations are relying on the legitimate interests lawful basis to process their users' data for AI training purposes, they must provide people with clear information about these activities and give them a simple route to opt out of the processing."
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    LG ordered to pay PS150k after phone defect caused Scotland house fire

    
Forensics experts say the state of the K8's battery suggests it led to the living room blaze    
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A Scottish woman who suffered a house fire in 2018 has won her case against LG after a judge ruled that her work-issued phone caused the blaze.
Sheriff Robert Fife of Edinburgh Sheriff Court said [PDF] that "on the balance of probabilities," the LG K8 supplied to Denise Parks by North Lanarkshire Council, her employer at the time, was the likely cause of the fire.
The Sheriff awarded Parks PS149,496 ($199,897) in damages, much of which will be allocated to her insurer, which paid out PS95,385.75 ($127,539.81) in 2020, plus interest of PS47,598.49 ($63,644.98).
Parks and her husband, Robert, were woken at around 0300 local time on October 31, 2018, by smoke filling their Coatbridge house.
The case centered around which company's product caused the fire, which was localized to the living room. After retiring to their bed the previous evening at around 23:00, the couple left three devices on their sofa, all plugged in and charging for the following day.
These devices were an Acer Aspire ES 13 laptop, a Samsung Galaxy S7, and an LG K8. All were plugged into the same extension cord.
Forensics experts Darren Green and Mark Phillips were drafted in to assess the damage to the Parks' home and the devices themselves. 
They looked at the state of the devices after the fire, finding that both the Samsung and Acer were not significantly fire-damaged, unlike the LG.
According to Green and Phillips' joint report, the inside of the LG battery was fire-damaged. The battery was distended, had a hole in it, and most of the plastic and combustible materials of the device's body were consumed by the fire.
Conversely, there was little fire damage to the Samsung's internals or externals, and although one of the three pouch cells inside the Acer's lithium-ion battery was missing, the two that remained were undamaged.
The LG K8 was being charged by an HTC charger, which was not substantially damaged. The voltage and amps delivered by it were also within LG's guidelines, and the charger was not deemed to be the cause of the fire.
Emergency services treated Denise Parks for smoke inhalation, and a psychologist concluded that she suffered a worsened mental condition following the fire.
Sheriff Fife noted that Parks had a history of anxiety and panic attacks, a condition that was exacerbated because of the fire. As a result, she was absent from work for three months, between November 2, 2018, and February 7, 2019. 


	Smoking smartphone sparks emergency evacuation of Alaska Airlines jet, two taken to hospital


	South Korean lithium battery plant blaze kills at least 23


	iPhone 14 car crash detection triggered by roller coasters


	India eats China's lunch in US smartphone manufacturing


Per Parks' employment contract, she had to repay North Lanarkshire Council PS2,261.48 ($3,023.49), including interest, in sick pay for the time she was not in work.
Sheriff Fife said in his judgment: "At the time the fire started, the LG was in normal use, being charged by a suitable charger, and in circumstances in which a standard product would not have failed. The court was entitled to draw an inference that the LG was defective. The LG did not meet the standard of safety that persons generally are entitled to expect.
"Accordingly, I have concluded there was a defect in the LG in terms of section 3(1) of the [Consumer Protection Act 1987] and the pursuer has established a breach of section 2 of the 1987 Act by the defender, on the balance of probabilities."
The Register approached LG for a statement. (r)
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    OpenSUSE Leap 16.0 reaches RC status

    
Bold, clean, much less legacy tech - and a bit less like old SUSE    
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A release candidate of openSUSE Leap 16.0 is here. It boldly strips out more established legacy tech than almost any other Linux we've seen.
OpenSUSE Leap 16.0 RC appeared earlier this week. Leap 16 is quite a bold departure from previous versions of openSUSE and indeed from most other Linux distros: it eliminates a lot of old and established components that most distros share. It's not entirely legacy-free, but it's getting close. It does still look and feel like a SUSE distro, although many familiar elements are gone.
Leap 16 is Wayland-only, so there's a choice of just three desktops: GNOME, KDE Plasma, and an experimental version of Xfce with the labwc compositor. When installing, there's also an option to install openSUSE Leap Micro 6.2. OpenSUSE Leap Micro is a minimal immutable distro. The installer describes it as an ultra-reliable, lightweight operating system built for containerized and virtualized workloads. It's the fixed-release equivalent of openSUSE MicroOS, which is the rolling-release immutable offering.
[image: The Leap 16 RC media also offers to install the immutable Leap Micro 6.2 Beta]
The Leap 16 RC media also offers to install the immutable Leap Micro 6.2 Beta - Click to enlarge


Leap 16 is also 64-bit only, and by default won't even run 32-bit binaries. It requires CPUs capable of x86-64-v2 -- we explained the different levels back in 2022. This isn't too onerous: it even loaded the kernel on our trusty old Thinkpad T420, from 2011. Leap 16 uses kernel 6.12, currently the latest LTS version, configured with SELinux for additional security, in place of the easier AppArmor tool that openSUSE previously shared with Ubuntu. It defaults to creating GPT partitions, and in one of its few nods to older systems, it does still support BIOS-based hardware.
Leap 16 replaces a number of components that are familiar friends to long-term SUSE and openSUSE users. There's a new web-based installer, as we reported was coming back in 2022. It's called Agama, as we said in February 2024. Now, it's here, and it looks pretty good. There's a brief glimpse of Firefox 140's address bar as it starts, and after that you'd never know (unless you press Ctrl+T for a new tab, say). You can also access the installer remotely, and if you press Ctrl+Alt+F3 to F6, the text virtual console tells you the IPv4 and IPv6 addresses you could connect to, and even a QR code for easy access.
[image: If you switch virtual consoles, you can see how to connect to the Agama installer from another machine. ]
If you switch virtual consoles, you can see how to connect to the Agama installer from another machine. - Click to enlarge


We found it very slightly annoying that we needed to click buttons to confirm many of our choices, but it's clean and attractive, and it does the job. The familiar SUSE YaST tool which the Reg FOSS desk has been using for alarmingly close to 30 years is gone by default, replaced by the Red Hat-sponsored Cockpit. Even for those happy to configure their OS by editing text files, YaST 2 still provided the graphical software-package management interface. That's now replaced by a new app called Myrlyn. We warned you these changes were coming but we suspect we'll miss YaST - and that we won't be alone.
Leap 16 has been a while coming. It's about seven years since Leap 15 in 2018, and it's over a year since we looked at Leap 15.6. This is the first RC of several - the announcement says that "Users can expect a few more builds before we announce our Gold Master candidate." As openSUSE Leap has been since Leap 15.3 back in 2021, it's synced with the paid-for SUSE Linux Enterprise distro, with which it shares a common core. That means that Leap 16 can't ship until SLES 16 is ready. The openSUSE roadmap says that the Gold Master will arrive on 24th September, and the full release on 1st October. According to the announcement, this is "shortly before SLES 16.0."
There are already some preliminary release notes, which mention some other legacy tech that's gone: for instance, SysV init.d scripts are no longer supported. The structure of openSUSE's online repositories and how they are defined and added has been revamped, too.
Some of the older software that's been removed can be installed as optional extras. There are packages in the repos for YaST, X.org X11, AppArmor, various X11 window managers and so on. You can still have these things if you wish - but they are likely disappear in future releases. An optional kernel parameter can re-enable 32-bit binary support.
[image: Leap 16.0 RC has a starkly limited set of Wayland-capable desktops: just three.]
Leap 16.0 RC has a starkly limited set of Wayland-capable desktops: just three. - Click to enlarge


We gave it a brief spin in a VM, using the Xfce desktop. It installed under VirtualBox 7.1, but after a reboot, the graphical desktop failed to start with a compositor error. It was happier under VMware, and we found that Xfce 4.20 ran pretty well. Window management keyboard shortcuts (such as Alt+space, X to maximize) didn't work, but the window-management menu responds to the cursor keys. With a few clicks to make minor tweaks, we got a desktop with a vertical taskbar that worked well enough that we suspect we could cope. The other options are GNOME 48, and KDE Plasma - in this preliminary release, 6.3.4.
For a mainstream general-purpose distro, Leap 16 is shaping up to be unusually restricted and legacy-free. While some more hobbyist-oriented distros aimed at more techie users offer multiple tiling compositors and so on, the choice to go Wayland-only shows how few rich desktop environments work with the new display protocol yet: GNOME, KDE Plasma, and an experimental Xfce session, and that's it. Although some distros already include COSMIC, System76's new Wayland-only desktop is still at Alpha 7, not even in beta yet, so it's not ready for prime time.
[image: Leap 16 RC's Xfce with Labwc, showing a vertical deskbar and the new Myrlyn graphical package manager.]
Leap 16 RC's Xfce with Labwc, showing a vertical deskbar and the new Myrlyn graphical package manager. - Click to enlarge


It's a shame to see YaST go. It is pretty old - it was first released 30 years ago - and in 2007 it was ported from YCP, mainly to Ruby - but it seems that wasn't enough to save it. Without YaST, Leap 16 feels a little less like openSUSE. On the other hand, SUSE is one of the smaller players in the enterprise Linux world, and replacing its elderly in-house tool with the Red Hat-backed Cockpit project could save the company a significant amount of work.
Leap 16 represents a bold modernization strategy, and it could work. We wrote about SUSE's strategies for immutability last year. By leaning heavily on the advanced snapshot capabilities of Btrfs, SUSE is able to offer a Linux distro which can operate both in a conventional mode with a writable root partition, and also as an immutable OS.


	The year of the European Union Linux desktop may finally arrive


	Debian isn't waiting for 2038 to blow up, switches to 64-bit time for everything


	Microsoft-owned GitHub: Open source needs funding. Ya think?


	Three ways to run Windows apps on a Linux box


This contrasts starkly with the efforts of Canonical and Red Hat. Ubuntu Core is entirely built from Snap packages, and we note that the long-rumored desktop edition still hasn't surfaced. Meanwhile, the Fedora Atomic Desktops are still somewhat experimental: the Fedora site says: "These editions are supported but not yet a part of the official Fedora editions." Instead of RPM, Fedora Atomic uses OStree to manage the OS's component files, and under the hood, OStree deployments look very unlike conventional Unix filesystems - in this, it reminds us of the strange Nix storage structure. It puts us in mind of one of the guidelines of many an experienced sysadmin: if the fancy software breaks, can you go in there and fix and maintain it by hand? With either of these, the answer is "almost certainly not".
SUSE's powerful and versatile system is close to shipping. We noticed that the company no longer mentions its "Adaptable Linux Platform", whose second preview was late 2022. The closest thing we can find now are a few mentions of its SUSE Framework One. We suspect it's scaled back its ambitions slightly, and that may be no bad thing, because Leap 16 looks to have impressive potential all of its own. (r)
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    The plan to make all networks optical is about to take two big steps forward

    
'IOWN' backers think it can replace the PCI bus, reinvent servers, and rewire motherboards    
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In December 2024, Japanese tech giant NTT revealed two impressive feats of high-speed networking.
Working with Hitachi Vantara, the company virtualized a pair of storage arrays into a single logical unit that achieved real-time data synchronization. That's a neat trick in the datacenter, but NTT and Hitachi pulled it off despite the two arrays being in different facilities separated by 600 km - the kind of distance that creates lots of latency and makes real-time transfers impossible.
Later in the month, NTT detailed its efforts to shift data at an astounding 455 terabits per second across 1,000 km using ordinary optic fibers.
The common denominator in both tests was technology called "Innovative Optical and Wireless Network" (IOWN), an all-optical networking stack that NTT hopes will mature in 2030 and expects will reduce power consumption by 100x, improve transmission capacity by 125x, and reduce network latency to 0.5 percent of current levels.
IOWN draws on research into optical transistors conducted by NTT boffins, whose work made it into the Nature Photonics journal in 2019.
Transistors are electronic devices, and signals that pass through electronic systems degrade due to electromagnetic interference. Optical communications, by contrast, are largely immune to electromagnetic interference, and can carry data faster and more reliably over long distances.
But signals carried on optical networks eventually reach electronic devices - and when that happens, the data flow slows.
Through IOWN, NTT plans to stretch optical networks deeper into computing infrastructure. Instead of data sprinting across an optical WAN before strolling through an electronic router and crawling across copper, NTT wants information to spend more time on optical media and switch through optical transistors, and flow at high speed for longer.
NTT created the IOWN Forum to explore and advance such scenarios, and some of the biggest names in IT have joined it: Google, Microsoft, Cisco, Dell, Qualcomm, Intel, Nvidia, and Broadcom are all aboard. Japanese industrial giants like Mitsubishi have signed up. Telco giants BT and Telefonica are members, as are Ericsson and Nokia. Sony, which knows a thing or two about optics after working on Blu-Ray, is contributing research. The International Telecommunication Union last week agreed "to accelerate further collaboration."
From WAN to motherboard
The IOWN Forum has set what it calls "lighthouse targets" to lower network power consumption by 100x, improve transmission capacity by 125x, and lower latency 200x.
The forum believes those targets are achievable with improved management of the wavelengths used for optical transmissions, increased use of multiplexing, and with multicore fibers - cables that include more optical fibers.
As explained to The Register by Sean Lawrence, a vice-president at NTT and co-head of its IOWN development office, the IOWN Forum plans four steps.
The first is IOWN powering WANs. NTT already uses IOWN to do this in Japan, using optical transceivers that are either standalone devices or plugins to routers. In either case, signals enter the transceiver as light, and the device transforms it into a familiar and utterly usable electronic signal - Ethernet.
The IOWN all-photonic network is already an open spec so once transceivers become available, carriers can put it to work.
Next comes IOWN as an alternative connector between boards inside computers - essentially a replacement for the PCI bus.


	NTT creates a drone that triggers and catches lightning - then keeps flying


	NTT Data, IBM team on mainframe cloud for banks


	NTT uses scattered monitors to trick your brain into seeing 3D images


	Flying phone base stations to take off over Japan in 2026


"We envision an external shared bus instead of an internal PCI bus," Lawrence explained. "Once we get to this point, you don't have to have resources like CPU, GPU, memory in each chassis. We can get to shared pools of resources - and composable servers."

What about the wireless bit?


The "W" in IOWN stands for "wireless," but the tech is mostly about all-photonic networks.


The project includes wireless because its backers know that few organizations will only run wired networks, meaning IOWN's specs need to include details on how it will interface with wireless links and the devices that use them.


If those resources live at the end of an IOWN WAN, Lawrence thinks it may be possible to construct virtual servers with CPUs and memory in different datacenters.
"Whole new compute architectures become possible," Lawrence said, imagining the chance to compose servers as needed by drawing on a pool of processors, GPUs, memory, and storage.
The third phase for IOWN is replacing electronic connections on a motherboard, and the last is optical communication between dies inside a processor.
Getting real this year
A plan to supplant today's networks by 2030 is vastly ambitious. But IOWN is advancing on several fronts.
Lawrence told us he's working to commercialize the IOWN technology that NTT uses to run WANs in Japan, so other carriers around the world can adopt it. He said NTT plans to announce products "in coming months."
IOWN as a PCI replacement is also advancing. Lawrence said NTT is showing a prototype of the tech at Osaka Expo 2025. Broadcom's VMware business unit has worked on pooled memory since it announced "Project Capitola" in 2021 and recently added memory tiering that allows hosts to access capacity on NvME drives in other servers. So phase two of IOWN is also becoming a reality. Phases three and four are more distant.
NTT hopes to play in all four phases because in addition to its well-known tech services businesses and Japan-based carrier operations, it's an electronics manufacturer that wants to commercialize its research by creating components IOWN Forum members can use to create IOWN-ready products.
Many of the forum's 150-plus members would like to do the same.
For Register readers, IOWN may first manifest in networking devices that include or are compatible with transceivers that use the project's all-photonic network spec. And if the IOWN Forum's plans become reality, one day the tech will be everywhere. (r)
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Veteran Microsoft engineer Raymond Chen has explained why the megacorp ditched its increasingly twee naming conventions for Windows 10 releases in favor of the blander H1 and H2.
The reason, according to Chen, was that Microsoft realized calling releases "Spring" and "Fall" didn't make sense in all parts of the world. Not only is "Fall" a meaningless term in markets such as the UK, but "Spring" in one part of the world isn't necessarily "Spring" in another.
Chen explained that the issue came up during a meeting where Microsoft was mulling over whether it had any unconscious biases. "One of my colleagues raised his hand," he said.
"He grew up in the Southern Hemisphere, where the seasons are opposite from those in the Northern Hemisphere. He pointed out that naming the updates Spring and Fall shows a Northern Hemisphere bias and is not inclusive of our customers in the Southern Hemisphere." And so the names were changed to the far more generic H1 and H2.
The change makes a lot of sense, although calling something the "Creators Update" - as was previously used between 2017 and 2018 - is probably a good deal friendlier to marketers than a letter and a number.
Microsoft still also churns out updates every month, some of which are left turned off to make the lives of administrators easier.


	Windows 95 testing almost stalled due to cash register overflow


	Windows reports two CPU speeds because one would be too simple


	The 12 KB that Windows just can't seem to quit


	The passive aggression of connecting USB to PS/2


However, as announced in February 2021, Microsoft has since moved away from shipping two major feature updates of Windows per annum in favor of only one in the second half of each year when the Windows version is changed. The next should be Windows 11 25H2, expected in September or October.
Chen's story goes back to the days of Windows 10, when Microsoft was trying to show a more dynamic and exciting side. It took disasters such as the document-destroying Windows 10 October 2018 Update for the company to realize that a more sober approach was needed.
Even if "the Update of the Damned" had a certain ring to it. (r)
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GitHub CEO Thomas Dohmke has stated in a personal blog that the most advanced developers have "moved from writing code to architecting and verifying the implementation work that is carried out by AI agents."
The post follows one from March when Dohmke repeated Anthropic CEO Dario Amodei's assertion that "in a short time, 90-100 percent of all code will be written by AI."
Referencing recent interviews with 22 developers using AI tools, Dohmke identified four stages to AI developer maturity, from skeptic, to explorer, to collaborator, and finally strategist. In this last stage, developers no longer write code, having delegated that task to AI agents, but focus on refining prompts and reviewing and validating the generated implementation.
Dohmke acknowledges that AI output must be scrutinized and suggests that developers need to understand programming basics, algorithms, and data structures, and that they continue to perform "manual code review." How they will acquire these skills in future is less certain, since he sees computer science education changing to be about understanding systems, debugging AI-generated code, and expressing ideas clearly both to people and to large language models (LLMs). Abstraction, decomposition, and specification must be taught not as pre-coding steps, but as "the new coding," he wrote.
It is a rose-tinted view of the future of AI-driven coding, and one that Dohmke no doubt hopes will persuade businesses of the value of GitHub Copilot subscriptions.
More nuanced views of AI coding include issues such as research showing that it can erode code quality. There are also new security issues such as those listed by OWASP (open source foundation for software security), which includes prompt injection, sensitive information disclosure, supply chain compromise, and data or model poisoning.


	Freelance dev shop Toptal caught serving malware after GitHub account break-in


	Microsoft-owned GitHub: Open source needs funding. Ya think?


	GitHub command palette wins stay of execution after dev pushback


	New GitHub Copilot limits push AI users to pricier tiers


There is also the open question of what happens when AI models are trained on the output from AI models. In 2023, research from Rice University and Stanford University suggested that "without enough fresh real data in each generation of an autophagous loop, future generative models are doomed to have their quality (precision) or diversity (recall) progressively decrease."
That downsides exist is not a reason to reject AI coding, but does suggest that a rapid move towards AI dominance in this field may be a mistake.
In the meantime, the Microsoft-owned GitHub platform appears to be getting worse, according to a discussion on Hacker News. "GitHub's performance has been rapidly degrading ever since they started rewriting everything in React," said one developer.
Another claimed: "I worked at GitHub for three years and they are very aware that slowness is a big issue throughout the whole product. There was a year-long cross-team effort to improve things but the main goals were not achieved."
Developers will hope that the drive towards Copilot and AI features is not detrimental to the resource dedicated to maintaining the core GitHub platform. (r)
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Amnesty International claims Elon Musk's X platform "played a central role" in pushing the misinformation that stoked racially charged violence following last year's Southport murders.
[image: Southport merseyside UK July 30th 2024, at riot police barricades]
Southport, Merseyside, UK, on July 30th, 2024: Riot police form a barricade as protesters throw bricks and flaming objects - click to enlarge (Editorial credit: Ian Hamlett / Shutterstock.com)


Axel Rudakubana, 17 at the time, murdered three young girls and injured a further ten during an attack at a children's dance class on July 29, 2024. The resulting social media posts led to violence across the UK, with some social media users imprisoned for their posts.
Amnesty said that within hours, falsehoods about the killer's identity, religion, race, and immigration status were spread across social media, especially X, whose algorithmically determined For You page favors "contentious engagement over safety."
The human rights organization said in a report published this week that X's recommendation system, its content-ranking algorithm, "systematically prioritizes content that sparks outrage, provokes heated exchanges, reactions, and engagement, without adequate safeguards to prevent or mitigate harm."
Amnesty analyzed the source code behind the algorithm, which X open sourced in 2023. It found that engagement was prioritized, and the algorithm itself had no mechanism to assess the potential for harm carried by the posts it ranked.
Examples of the posts that X, formerly Twitter, pushed to its users included those from accounts like Europe Invasions, a group known for its far-right and Islamophobic themes, which were amplified when referenced by accounts with significantly larger followings.
According to written evidence provided by Marc Owen Jones, associate professor of media analytics at Northwestern University in Qatar, to a UK parliamentary committee, Elon Musk was one of those larger accounts to have amplified the far-right messaging to his 194 million followers at the time.
Owen Jones said Musk posted 46 times during the UK riots, generating a total 808 million impressions.
"Musk's interventions demonstrably shaped online discourse," he wrote, referring to another instance in which he shared a post, the content of which emanated from Tommy Robinson - whose real name is Stephen Yaxley-Lennon - a figure widely associated with Islamophobic and extremist content.
Amnesty cited Yaxley-Lennon's posts, which are estimated to have generated more than 580 million impressions, as another key driver of the racist discourse that contributed to the riots across the UK. Yaxley-Lennon was previously banned from X for hate speech, but was reinstated after Musk took control of the platform in 2022.
Prison time and legislative gaps
According to data from the National Police Chiefs' Council, reported by ITV, 1,876 people in the UK were arrested in relation to the countrywide riots that followed Rudakubana's killings, many over the content they posted to social media.
Of these, 1,110 have been charged at present. Some social media offenders have already been handed prison sentences of more than a year, while others, who both incited violence on social media and participated in the riots, received considerably longer sentences.
The UK government ordered various reviews and investigations into the events leading up to the riots, and those that prolonged them. Bringing participants to justice was just one part of its approach.
One of these focused on the Prevent program, which aims to identify potential terrorists and intervene before harmful attacks can be carried out.
Rudakubana was referred to Prevent three times during his teens. The review found he was prematurely discharged from the program, despite demonstrating a clear interest in previous events like the Manchester Arena bombings, and talking about stabbing people.
Politicians highlighted various shortcomings in the program and issued 14 recommendations for improvements earlier in February.


	X tells the French police 'non' to its request for algorithmic data


	Someone hijacked Elmo's X account to post antisemitic rants


	xAI's Grok lurches into right-wing insanity, offers tips on assaulting man


	Elon Musk's Grok chatbot posts Mein Kampf 2.0 in now-deleted X rant


Separately, Dame Chi Onwurah, chair of the Science, Innovation and Technology Committee, said last month that the controversial Online Safety Act (OSA), which introduced rules for platforms like X to protect users from illegal content in 2023, "just isn't up to scratch."
The committee heard from various subject matter experts who made it aware that the OSA fails to legislate against the algorithmic amplification of harmful content.
Platforms are duty-bound to proactively address the sources of illegal or harmful content. This is why posts are often removed before reaching users' feeds. However, the law does not cover content that is harmful but not illegal.
Members of Parliament agreed that social media platforms must be held to greater account for the content posted to them, after previously hearing from UK lawyers that the current legislation may or may not cover misinformation.
Accountability calls
Amnesty's head of Big Tech accountability, Pat de Brun, echoed these calls in the human rights org's report today, saying X still risks user safety a year on from the Southport attack and resulting riots.
"Our analysis shows that X's algorithmic design and policy choices contributed to heightened risks amid a wave of anti-Muslim and anti-migrant violence observed in several locations across the UK last year, and which continues to present a serious human rights risk today," he said.
"Without effective safeguards, the likelihood increases that inflammatory or hostile posts will gain traction in periods of heightened social tension."
A spokesperson at X told The Register:
"We are committed to keeping X safe for all our users. Our safety teams use a combination of machine learning and human review to proactively take swift action against content and accounts that violate our rules, including our Violent Speech, Hateful Conduct and Synthetic and Manipulated Media policies, before they are able to impact the safety of our platform.
"Additionally our crowd-sourced fact checking feature Community Notes plays an important role in supporting the work of our safety teams to address potentially misleading posts across the X platform." (r)
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Feature "Deceptively spacious." "Prime location." "Up-and-coming area." "Some original features," which occasionally turn out to be asbestos. Estate agents are known for sometimes stretching the truth in pursuit of a sale, but the generative AI boom appears to have thrown things into overdrive - providing an easy way to present images of properties which simply don't reflect reality.
Property photography is an art, more than a science: careful positioning of the camera, the use of extreme wide-angle lenses to create the illusion of space, and even "staging" rooms with furniture made to a slightly smaller scale are just some of the tricks of the trade. Image-generating models, though, have given agents an entirely new way to present a property.
This listing for a PS350,000 (around $468,000) property in Durham is a prime example. The lead image shows a suspiciously smooth frontage, devoid of texture. Closer inspection reveals the tell-tale signs of generative AI: an awning over the door that doesn't quite make sense, a wall that turns into a hedge partway along its length, and a flowerbed which appears to be planted in place of the neighbor's path.
Click through the photos and, some 22 images later, you'll eventually find the original photograph fed to the image generator, and it tells a very different story. The flowerbeds and hedges are gone, the short roof over the door replaced with something more aligned with what you'd expect to see, but more importantly there's an entire commercial property adjoining the premises to the left which was edited out of existence in the AI's fever dream - a hair and beauty salon whose roof literally touches the house's bay windows, yet is completely absent in the listing's lead image.
Other photos in the listing flip between the house the agents are selling and the house, presumably, they'd like to sell. Empty bedrooms are "staged" with virtual furniture, but structural elements are modified in the process: an en suite suddenly grows in size and its door turns half-transparent while opening the wrong way; an oven and countertop appear in the kitchen where a radiator sits in reality; the toilet in the bathroom switches walls entirely - and gains a floor-length curtain which, in defiance of the laws of physics, plumbing, and common decency alike, cuts right through its waste pipe, while one leg of the sink pedestal passes clean through a wicker basket.
As the late Victor Meldrew might say, "I don't believe it" - and nor should you.
"For me, the use of AI for imagery in property listings is a major red flag aligned to what was previously covered by the Property Misdescriptions Act," Adrian Tagg (MRICS), associate professor of building surveying at the University of Reading, told The Register.
"While you'd think that those spending hundreds of thousands of pounds on something would do their due diligence, it's always surprising to me how few people actually have a 'proper' survey which is often a miniscule percentage of the agreed sale price.
"Unless explicitly stated in the property details and on the associated images, altered images are (in my opinion) a property misdescription or misrepresentation. As an academic and practising chartered building surveyor (professional member of the RICS) we're bound by regulations to deliver evidence-based opinion and hold a duty of care to deliver correct, appropriate advice. For this we are obliged to have professional indemnity insurance to cover the cost of litigation for getting things wrong.
"Estate agency has never really had this professional duty, and ultimately it's all about sales and doing 'the deal.' Therefore I'm not surprised that there appears an openness to accept AI when ultimately it's an industry with little obligation to be accountable for their actions."
Roseberry Newhouse, the agency responsible for the alternate-reality imagery of the Station Road property, isn't alone in turning to AI to tart up its listings. Back in November 2023 consultancy firm McKinsey & Company was espousing the benefits of generative AI for the real estate industry, predicting it "could generate $110 billion to $180 billion or more in value."
Startups like REimagineHome, eager to snatch a slice of that pie, offer "virtual staging," in which empty rooms can be filled with furniture at the click of a button - and even presented in various styles to suite the tastes of particular would-be buyers.
"AI staging is in effect the same as CGI used to sell off-plan apartments or houses by property developers," Tagg told us of these services, "and as long as this is explicitly indicated on the images then persons of reasonable intellect should be able to understand this. Dropping images of furniture onto existing property images is not really AI, most kids doing Minecraft adopt the same skill set."
Dropping a few tasteful virtual Chippendales into a property is one thing, but altering a room's underlying structure - the magical toilet, the TARDIS-like zero-depth built-in wardrobes, radiator removal, and in one case the flattening of a wall with a very obvious dog-leg section, not to mention the demolishing of the attached commercial property and enfloration of the neighbour's pathway - would seem to go a step or six too far.
Historically, such misleading listings would fall foul of the Property Misdescriptions Act 1991, a piece of law which made it illegal to misidentify various property aspects - but this was repealed in 2013 with its closest replacement being the Consumer Protection from Unfair Trading Regulations 2008, a more general piece of legislation which does not specifically target property sales.
Approached for comment on whether sellers had approved the generative imagery and if Roseberry Newhouse disagreed that the presentation of the property and its environs was misleading bordering on potentially illegal, a spokesperson could only offer a sharp intake of breath and a declaration that "we're a little busy at the moment." Questions sent to a provided email address had not been answered by the time of publication.
Roseberry Newhouse, at least, provides both genuine photography and a 360-degree walkaround of the house as it exists in reality, to act as a comparison to the "aspirational" gen-AI shots of a sports car in the drive and no beauty salon outside your front window. Other agents aren't quite so scrupulous.


	Wireless screen in estate agent window just begging for someone to fill it with mischief


	'Birthplace of Amazon' on the market for $2.28M


	Intel co-founder's Silicon Valley pad goes on the market for $22m


	Kenshi: Sandblasted sword-punk D&D where the dungeon master wants everyone dead


"A mate of mine is house-hunting just now, and a month or so back he went to view a house only to discover that all of the pictures from the website were AI images and the actual house was in considerably poorer condition," a reader told us of a less legitimate agency. "He walked out immediately, unsurprisingly.
"On very close inspection the AI images did bear a tiny tiny watermark in the bottom corner, but it was so subtle that you would never see it unless you were purposefully looking for it."
"There's a reason why, in a online world, houses remain one of the few things that cannot be bought by clicking on a mouse," Tagg concluded of the real estate industry's rush to embrace technology. "It still needs human intervention and trust alongside transparency - this is paramount." (r)
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The UK public sector expects to spend around PS9 billion on Microsoft products and services over five years under its current contract.
Launched last autumn, the Strategic Partnership Arrangement 2024 (SPA24) memorandum of understanding (MoU) took effect in November, allowing public bodies to use the buying power of the whole public sector under nationally negotiated discounts on specific Microsoft products.
At the time, the Crown Commercial Service (CCS) said it would offer "enhanced value across Microsoft's portfolio of products and services." Public bodies using the agreement might include schools, hospitals, councils, and fire services, for example.
In a Parliamentary answer last month, Georgia Gould MP revealed that PS1.9 billion had been spent under SPA24 from its launch until the close of the 2024-25 financial year ending April 5, 2025.
"Through SPA24, approximately PS1.9 billion has been spent on Microsoft software licences via third-party resellers in the financial year 2024/25. SPA24 enables all eligible UK public sector organizations to access discounted pricing on a range of Microsoft products," she said.
However, a Cabinet Office spokesperson told The Register the answer would be updated to reflect the fact that the "PS1.9 billion figure represents public sector spend through CCS agreements with Microsoft over the full 2024/25 financial year, including spend through the SPA24 and its predecessor DTA-21."
The Reg understands that spending through SPA24 is set to be stable, with similar patterns every year. The CCS expects a total of approximately PS9 billion to be spent over the five years of the MoU, equating to around PS1.9 billion each year. The CCS argued the agreement provides maximum commercial value to public sector bodies and removes barriers to growth across the public sector.
Public bodies will not use the agreement to buy from Microsoft directly; they are expected to buy via resellers, preferably through the Technology Products and Associated Services 2 framework agreement - itself worth a maximum of PS8 billion - although it is possible to use other frameworks. The MoU is not mandated and public sector bodies can choose not to use it. The CCS admitted it would be difficult to track spending outside the agreement.
The expected level of spending under the MoU was revealed as the government faces the prospect of more than PS40 billion in tax rises or spending cuts in the autumn budget to meet its spending and borrowing plans. The National Institute of Economic and Social Research (NIESR) said that the government is set to miss its "stability rule" by PS41.2 billion in the fiscal year 2029-30.


	UK's Ministry of Defence pins hopes on AI to stop the next massive email blunder


	Capgemini wins PS107M HMRC extension - no competition needed


	UK government swoons over OpenAI in legally meaningless love-in


	Fujitsu sorry for Post Office horror - but still cashing big UK govt checks


With the MoU spanning the period of the current Labour government (2024-2029), it offers a stark reminder of the level of spending on Microsoft products, alternatives to which are available without a license fee in the form of open source software. The money could be spent on reducing public borrowing, or avoiding spending cuts and/or tax increases.
However, it is also possible that the pain of moving off Microsoft products - for users and technology teams - could exceed the benefits of replacing them, owing to their near-ubiquity in the market.
When it launched the MoU, the government said it could be used for strategic initiatives supporting its digital transformation, including the National Data Strategy, the Cloud First Policy, and the One Government Cloud Strategy, among others.
"SPA24 is aligned with this strategic approach by providing access to enhanced value to all eligible public sector organizations, when procuring digital products and services, which they use daily in the delivery of public services," the statement said.
Public sector organizations have already started buying using the MoU. For example, North Yorkshire Council was set to launch a PS12 million competition for Microsoft resellers already on the preferred framework.
"This approach represents the best value for the Authority as pricing will be based upon the Strategic Partnership Arrangement (SPA 24) recently agreed by Crown Commercial Services," a council report said [PDF].
The council has been asked to comment on whether it has considered FOSS alternatives to Microsoft.
For wider context on the Microsoft spending plan, the British government spent PS5.5 billion in capital funding on new school buildings in fiscal 2025, down from PS6.2 billion in the prior year. (r)
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Hands On Earlier this week, OpenAI released two popular open-weight models, both named gpt-oss. Because you can download them, you can run them locally.
The lighter model, gpt-oss-20b, has 21 billion parameters and requires about 16GB of free memory. The heavier model, gpt-oss-120b, has 117 billion parameters and needs 80GB of memory to run. By way of comparison, a frontier model like DeepSeek R1 has 671 billion parameters and needs about ~875GBs to run, which is why LLM developers and their partners are building massive datacenters as fast as they can.
Unless you're running a high-end AI server, you probably can't deploy gpt-oss-120b on your home system, but a lot of folks have the memory necessary to work with gpt-oss-20b. Your computer needs either a GPU with at least 16GB of dedicated VRAM, or 24GB or more system memory (leaving at least 8GB for the OS and software to consume). Performance will be heavily dependent on memory bandwidth, so a graphics card with GDDR7 or GDDR6X memory (1000+ GB/s) will far outperform a typical notebook or desktop's DDR4 or DDR5 (20 - 100 GB/s).
Below, we'll explain how to use the new language model for free on Windows, Linux, and macOS. We'll be using Ollama, a free client app that makes downloading and running this LLM very easy.
How to run gpt-oss-20b on Windows
Its easy to run the new LLM on Windows. To do so, first download and install Ollama for Windows.
After you open Ollama, you'll see a field marked "Send a message" and, at bottom right, a drop-down list of available models that uses gpt-oss:20b as its default. You can choose a different model, but let's stick with this one.
Enter any prompt. I started with "Write a letter" and Ollama began downloading 12.4GB worth of model data. The download is not fast.
[image: Downloading model]
Downloading model - Click to enlarge


Once the download completes, you can prompt gpt-oss-20b as you wish and just click the arrow button to submit your request.
[image: Enter a prompt]
Enter a prompt - Click to enlarge


You can also run Ollama from the command prompt if you don't mind going without a GUI. I recommend doing so because the CLI offers a "verbose mode" that delivers performance statistics such as the time taken to complete a query.
To run Ollama from the command prompt, first enter:
ollama run gpt-oss

(If this is the first time you've run this, it will need to download the model from the internet.) Then, at the prompt, enter:
/set verbose

Finally, enter your prompt.
[image: Use Ollama from the command line]
Use Ollama from the command line - Click to enlarge


How to run gpt-oss-20b on Linux
If you're not already in a Linux terminal, start by launching one. Then, at the command prompt, enter the following:
curl -fsSL https://ollama.com/install.sh | sh

You'll then wait as the software downloads and installs.
[image: Installing Ollama on Linux]
Installing Ollama on Linux - Click to enlarge


Then enter the following command to start Ollama with gpt-oss:20b as its model.
ollama run gpt-oss

Your system will have to download about 13GB of data before you can enter your first prompt.
[image: Run Ollama on Linux]
Run Ollama on Linux - Click to enlarge


I recommend turning on verbose mode by entering:
/set verbose

Then enter your prompt.
How to run gpt-oss-20b on Mac
If you're on a modern-day (M1 or higher) Mac, running gpt-oss-20b is as simple as it is on Windows. Start bydownloading and running the macOS version of the Ollama installer.
[image: Ollama install on macOS]
Ollama install on macOS - Click to enlarge


Launch Ollama and make sure that gpt-oss:20b is the selected model.
[image: Launch Ollama on macOS]
Launch Ollama on macOS - Click to enlarge


Now enter your prompt, click the up arrow button, and you're good to go.


	How to run an LLM on your PC, not in the cloud, in less than 10 minutes


	Honey, I shrunk the LLM! A beginner's guide to quantization - and testing it


	Salesforce study finds LLM agents flunk CRM and confidentiality tests


	Bake an LLM with custom prompts into your app? Sure! Here's how to get started


Performance of gpt-oss-20b: what to expect
To see just how well gpt-oss-20b performs on a local computer, we tested two different prompts on three different devices. We first asked gpt-oss-20b to "Write a fan letter to Taylor Swift, telling her how much I love her songs" and then followed up with the much-simpler "Who was the first president of the US?"
We used the following hardware to test those prompts:

	Lenovo ThinkPad X1 Carbon laptop with Core Ultra 7-165U CPU and 64GB of LPDDR5x-6400 RAM


	Apple MacBook Pro with M1 Max CPU and 32GB LPDDR5x-6400 RAM


	Homebuilt PC with discrete Nvidia RTX 6000 Ada GPU, AMD Ryzen 9 5900X CPU, and 128GB OF DDR4-3200 RAM


On the ThinkPad X1 Carbon, the performance was very poor, in large part because Ollama isn't taking advantage of its integrated graphics or neural processing unit (NPU). It took a full 10 minutes and 13 seconds to output a 600-word letter to Taylor Swift. As with all prompts for gpt-oss-20b, the system spent the first minute or two showing its reasoning in a process it calls "thinking." After that, it shows the output. Getting the simple, two-sentence answer to "who was the first president of the US" took 51 seconds.
[image: gpt-oss-20b always shows its thinking]
gpt-oss-20b always shows its thinking - Click to enlarge


But at least our letter to Taylor was full of heartfelt emo lines like this: "It's not just the songs, Taylor; it's your authenticity. You've turned your scars into verses and your triumphs into choruses."
Though it had the same speed of memory, the MacBook way outperformed the ThinkPad, completing the fan letter in 26 seconds and answering the presidential question in just three seconds. As we might expect, the RTX 6000-powered desktop delivered our letter in just six seconds and our George Washington answer in less than half a second.
Overall, you can expect that if you're running this on a system with a powerful GPU or on a recent Mac, you'll get good performance. If you're using an Intel or AMD-powered laptop with integrated graphics that Ollama doesn't support, processing will be offloaded to the CPU and you may want to go for lunch after entering your prompt. Or, you might try your luck with LMStudio, another popular application for running LLMs locally on your PC. (r)
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    Trump teases 'approximately' 100 percent tariff for imported semiconductors

    
Exemptions available for chipmakers who promise to build American fabs    
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World War Fee US president Donald Trump appears to have settled his semiconductor tariff strategy.
In January Trump said he planned "25, 50, or even a 100 percent tax" on imported chips. In February he foreshadowed semiconductor tariffs would be "25 percent and higher, and it will go very substantially higher over the course of a year."
Speaking at the Wednesday announcement of Apple's expanded investment in US manufacturing, Trump said "We'll be putting a tariff on of approximately 100 percent on chips and semiconductors."
Exemptions to the tariffs will be available to chipmakers that even explore stateside manufacturing.
"But if you're building in the United States of America, there's no charge," Trump said.
"Even though you're building and you're not producing yet in terms of the big numbers of jobs and all of the things that you're building. If you're building, there will be no charge."
He later said those who have "made a commitment to build" won't face tariffs.
But if those commitments aren't met, chipmakers will face retrospective tariffs.
"If for some reason you say you're building and you don't build, then we go back and we add it up," he said. "It accumulates and we charge you at a later date. You have to pay and that's a guarantee."


	India gets its turn on the Trump tariff train: 25% levy to start Friday


	US lowers tariffs on major tech exporting nations - but buyers will still pay more


	Trump surprises with TSMC $300B investment claim


	ASML shares tumble as US tariff turmoil rattles investors


US chipmakers Intel and Micron have already announced new plants in the USA, as have Taiwan's TSMC and South Korea's Samsung. Big Japanese players like Kioxia and Renesas have not.
The president didn't say when he will announce his final policy, and his mention of "approximately100 percent" tariffs leaves room for change. But his remarks didn't include an explanation of what happens if a chipmaker invests in US manufacturing capacity but still imports other products from overseas. Another omission in the president's remarks was treatment for products that incorporate semiconductors from multiple sources, an important consideration as modern CPUs and GPUs often employ multiple dies sourced from different nations.
Wednesday's remarks therefore again leave the semiconductor industry waiting to learn its fate. (r)
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    I see you're riding an Uber to work. Would you like a cheap coffee on the way?

    
Rideshare giant wants to use AI for delivery of hyper-personalized offers    
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Uber has revealed its ambition to offer hyper-personalized offers to its customers, but to do so it needs more of them to use more of its apps.
CEO Dara Khosrowshahi discussed the plan in prepared remarks [PDF] delivered ahead of the company's Q2 results, in which he revealed that customers who use both Uber's rideshare and delivery services "use Uber more frequently and have retention rates over 35 percent higher than single-business consumers. As a result, cross-platform consumers generate over 3x the Gross Bookings and profits than their single-business peers."


Promotions can seem anti-consumer to some extent


Today, fewer than one in five Uber customers use both services. The company wants to improve that, then use AI to sell them more stuff.
"Larger and more sophisticated AI models are also improving our ability to encourage cross-platform activity for the right consumers at the right time--for instance, grabbing coffee on your way to the office, or having your groceries delivered right as you arrive at your vacation rental," Khosrowshahi wrote.
On Uber's earnings call, the CEO offered another version of the coffee scenario.
"We're able to pick kind of the right time to send a promotion to you," he said. "So on your way to work, maybe you pick up a Starbucks coffee with a promotion attached to it. Those kinds of magical experiences have to be hyper-personalized. And again, can be optimized as a result of a bunch of optimization and model kind of tuning work."
"This is a key focus area that's still in its early innings, and you will continue to see us innovate in both the Uber and Uber Eats apps to supercharge cross-platform activity."
"What we're trying to have is the best of both worlds, a highly tuned mobility app, a highly tuned delivery app, both of which talk to each other and take targeted moments to promote each other as opposed to kind of broad promotion that can seem ... anti-consumer to some extent," the CEO added.
Uber has hardly begun to make this happen. "This is a long journey. I think we're in the second inning," Khosrowshahi said. "With our product teams and our tech teams focused on it ... I think the journey towards the fourth, fifth innings is going to be easier than the first two innings."


	Uber to roll out thousands of robo-cabs built by China's Baidu


	Rideshare companies in India are asking for tips before the trip


	It takes one click to join Uber One, but quitting might need 32 actions


	Uber CEO warns robotaxis can't find a fast route to commercial viability


On Uber's earnings call, Khosrowshahi discussed its adoption of autonomous vehicles and said the company is still "very, very early" in its exploration of robo-cabs.
"I think the commercialization is going to take time," he said, adding that the company's autonomous cab experiments in Austin and Atlanta are going "really well in terms of utilization."
In both cities "the average Waymo is busier than 99% of our drivers in terms of completed trips per day," he said.
That's not necessarily bad news for humans, because Khosrowshahi said Uber is paying some of its drivers to perform tasks like data labeling, translation, map labeling, and tuning algorithms, to help it develop AI.
"It's using the core Uber capability, which is sending out tasks to earners all over the world, you're just going to see a different kind of earner that is going to work for the really exciting AI developments that you see all over the world," he said.
Robo-cabs are, however, boosting Uber's overall business.
"What we're also seeing is that having Waymo's as part of our product is - it looks like it has kind of a positive halo effect on the overall system in terms of people being excited to use an AV [autonomous vehicle]."
"The focus now is how do we bring this product to market as quickly as possible because it looks like from a consumer standpoint and from a safety standpoint, it's a real hit."
It's not profitable, however.
CFO Prashanth Mahendra-Rajah admitted as much, but said introducing loss-making services "has been a pretty consistent investment approach for Uber as we go into markets and go into products."
"We build scale, we build our experience. And then over time, we know exactly the levers that are necessary to turn to get that to profitability."
Uber could use more profit, as for the quarter ended June 30 it delivered $1.35 billion net income on revenue of $12.65 billion. Those figures represent a 33 percent and 18 percent improvement respectively, but the company's margins are well below typical measures for tech companies.
Which is probably why it wants to find a way to advertise cheap coffees. (r)
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    Robots can program each other's brains with AI, scientist shows

    
It's a step toward The Terminator, built 20 times faster than people can program    


    
        By 
Thomas Claburn        
    

    
        Posted in AI + ML,
        
            7th August 2025 00:29 GMT
        
    


    
Computer scientist Peter Burke has demonstrated that a robot can program its own brain using generative AI models and host hardware, if properly prompted by handlers.
The project, he explains in a preprint paper, is a step toward The Terminator.
"In Arnold Schwarzenegger's Terminator, the robots become self-aware and take over the world," Burke's study begins. "In this paper, we take a first step in that direction: A robot (AI code writing machine) creates, from scratch, with minimal human input, the brain of another robot, a drone."


Autonomous capture is no longer a luxury but a foundation for spatial AI


Burke, a professor of electrical engineering and computer science at the University of California, Irvine, waits until the end of his paper to express his hope that "the outcome of Terminator never occurs." While readers may assume as much, that's not necessarily a given amid growing military interest in AI. So there's some benefit to putting those words to screen.
The Register asked Burke whether he'd be willing to discuss the project but he declined, citing the terms of an embargo agreement while the paper, titled "Robot builds a robot's brain: AI generated drone command and control station hosted in the sky," is under review by Science Robotics.
The paper uses two specific definitions for the word "robot". On describes various generative AI models running on a local laptop and in the cloud that programs the other robot - a drone equipped with a Raspberry Pi Zero 2 W, the server intended to run the control system code.
Usually, the control system, or ground control system (GCS), would run on a ground-based computer that would be available to the drone operator, which would control the drones through a wireless telemetry link. Mission Planner and QGroundControl are examples of this sort of software.
The GCS, as Burke describes it, is an intermediate brain, handling real-time mapping, mission planning, and drone configuration. The lower-level brain would be the drone's firmware (e.g. Ardupilot) and the higher-level brain would be the Robot Operating System (ROS) or some other code that handles autonomous collision avoidance. A human pilot may also be involved.
What Burke has done is show that generative AI models can be prompted to write all the code required to create a real-time, self-hosted drone GCS - or rather WebGCS, because the code runs a Flask web server on the Raspberry Pi Zero 2 W card on the drone. The drone thus hosts its own AI-authored control website, accessible over the internet, while in the air.
The project involved a series of sprints with various AI models (Claude, Gemini, ChatGPT) and AI IDEs (VS Code, Cursor, Windsurf), each of which played some role in implementing an evolving set of capabilities.
The initial sprint, for example, focused on coding a ground-based GCS using Claude in the browser. It included the following prompts:

	Prompt: Write a Python program to send MAVLink commands to a flight controller on a Raspberry Pi. Tell the drone to take off and hover at 50 feet.


	Prompt: Create a website on the Pi with a button to click to cause the drone to take off and hover.


	Prompt: Now add some functionality to the webpage. Add a map with the drone location on it. Use the MAVLink GPS messages to place the drone on the map.


	Prompt: Now add the following functionality to the webpage: the user can click on the map, and the webpage will record the GPS coordinates of the map location where the user clicked. Then it will send a "guided mode" fly-to command over MAVLink to the drone.


	Prompt: Create a single .sh file to do the entire installation, including creating files and directory structures.


The sprint started off well, but after about a dozen prompts the model stopped working because the conversation (the series of prompts and responses) consumed more tokens Claude's context window allowed.


	Germany and Japan teamed their ISS robots for seek-and-photograph mission


	US sends 33,000 smart 'strike kits' to make Ukrainian drones even deadlier


	Ukrainian hackers claim to have destroyed major Russian drone maker's entire network


	America and Britain gear up with Project Flytrap to bring anti-drone kit to the battlefield


Subsequent attempts with Gemini 2.5 and Cursor each ran into issues. The Gemini session was derailed by bash shell scripting errors. The Cursor session led to a functional prototype, but developers needed to refactor to break the project up into pieces small enough to accommodate model context limitations.
The fourth sprint using Windsurf finally succeeded. The AI-generated WebGCS took about 100 hours of human labor over the course of 2.5 weeks, and resulted in 10K lines of code.
That's about 20 times fewer hours than Burke estimates were required to create a comparable to a project called Cloudstation, which Burke and a handful of students developed over the past four years.
One of the paper's observations is that current AI models can't handle much more than 10,000 lines of code. Burke cited a recent study (S. Rando, et al.) about this that found the accuracy of Claude 3.5 Sonnet on LongSWEBench declined from 29 percent to three percent when the context length increases from 32K to 256K tokens, and said his experience is consistent with Rando's findings, assuming that one line of code is the equivalent of 10 tokens.
Hantz Fevry, CEO of spatial data biz Geolava, told The Register in an email that he found the drone project fascinating.
"The idea of a drone system autonomously scaffolding its own command and control center via generative AI is not only ambitious but also highly aligned with the direction in which frontier spatial intelligence is heading," he said. "However, I strongly believe there should be hard checks and boundaries for safety."
The paper does note that a redundant transmitter under human control was maintained during the drone project in case manual override was required.
Based on his experience running Geolava, Fevry said the emergence of these sorts of systems marks a shift in the business of aerial imagery.
"Aerial imagery is becoming radically more accessible," he said. "Autonomous capture is no longer a luxury but a foundation for spatial AI, whether from drones, stratospheric, or the LEO (low earth orbit) capture. Systems like the one described in the paper are a glimpse of what's next, where sensing, planning, and reasoning are fused in near real-time. Even partially automated platforms like Skydio are already reshaping how environments are sensed and understood."
Fevry said the real test for these systems will be how well generative AI systems can handle adversarial or ambiguous environments.
"It's one thing to scaffold a control loop in simulation or with prior assumptions," he explained. "It's another to adapt when the terrain, mission goals, or system topology changes mid-flight. But the long-term implications are significant: this kind of work foreshadows generalizable autonomy, not just task-specific robotics."
We leave you with the words of John Connor, from Terminator 3: Rise of the Machines: "The future has not been written. There is no fate but what we make for ourselves." (r)
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Quick - someone ask Siri if there are still tariffs on India    
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US President Donald Trump and Apple CEO Tim Cook made a joint announcement from the White House on Wednesday of another Apple pledge to move manufacturing back to the United States, with an additional $100 billion in funding for domestic projects. The move could keep Apple one step ahead of Trump's unpredictable tariff policy, which threatens to increase costs on iPhones manufactured overseas. 
The cornerstone of Apple's additional commitment will be a new project called the American Manufacturing Program. According to an Apple press release, the program will see Apple investing in growing its domestic manufacturing commitments in a number of different directions in addition to what it's done so far. 
"We're proud to increase our investments across the United States to $600 billion over four years and launch our new American Manufacturing Program," Apple CEO Tim Cook said. 
Apple has made much of its attempts to appease Trump's domestic manufacturing demands, which have come following threats of tariffs on iPhones produced outside the United States. Despite those demands, Apple has long insisted that iPhone manufacturing is unlikely to return to the United States, and the Wednesday announcement was yet another opportunity Apple used not to make that move.
But while Apple won't be bringing iPhone manufacturing back to the United States, it will be making a number of parts for the industry-leading devices at US facilities. 
The program will see Apple expand its partnership with Gorilla Glass maker Corning to centralize iPhone and Apple Watch glass production at its Kentucky factory. The iBiz also struck a new multiyear deal with Coherent, its long-standing VCSEL laser partner, to produce the Face ID and related sensor lasers for iPhone and iPad in Texas. Expansion of domestic semiconductor partnerships with US firms such as Texas Instruments, GlobalWafers America, and MP Materials (the nation's only domestic rare earth magnet maker), and others, also mean that some of the silicon and magnet components for iPhone devices sold in the US will actually be made here, too. 
"[These partners] produce components that are used in Apple products sold all over the world, and we're grateful to the President for his support," Cook said. He appears to have risen in Trump's standing, being referred to as "one of the truly great legends of our time in my book" instead of "Tim Apple" at this meeting. 
Apple's latest manufacturing investment follows a $500 billion domestic manufacturing commitment the company announced in February, which will mostly fund new facilities in Texas and Arizona for constructing AI-accelerating servers and chips, respectively. Apple also said it intends to do more research and development domestically as part of that deal. 


	Panic buying ahead of Trump tariffs added $825 million to Apple's sales last quarter


	Apple auto-opts everyone into having their photos analyzed by AI for landmarks


	India eats China's lunch in US smartphone manufacturing


	Tim Cook's Tim Cook stepping down from Apple


Apple also last month announced the opening of a manufacturing academy in Detroit in partnership with Michigan State University, where it educates small and mid-size businesses on smart manufacturing and, ironically enough, given Apple's stumbles in the space, AI implementation. The academy's doors open later this month, and virtual programming will also be offered at a later date.
That hasn't been enough to ease the threat of Trump's tariffs, however. Apple moved much of its US-bound iPhone manufacturing to India - something Trump said he doesn't like much - but the iPhone is exempt from the 25 percent tariff, which kicks off overnight, and goes up to 50 percent by the end of the month, according to CNBC. That said, Trump has changed his mind on tariffs many times, and may at any point decide to end that exemption. Wednesday's manufacturing commitment could help Apple stave off that possibility.
"This is the largest investment Apple has ever made in the US or anywhere else," Trump claimed from the Oval Office. "Apple's been an investor in other countries a little bit - I won't say which ones, but they're coming home." (r)
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    Microsoft researchers bullish on AI security agent even though it let 74% of malware slip through

    
Project Ire promises to use LLMs to detect whether code is malicious or benign    
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UPDATED Microsoft has rolled out an autonomous AI agent that it claims can detect malware without human assistance.
The prototype, called Project Ire, reverse engineers software "without any clues about its origin or purpose," and then determines if the code is malicious or benign, using large language models (LLM) and a bunch of callable reverse engineering and binary analysis tools.
"It was the first reverse engineer at Microsoft, human or machine, to author a conviction case -- a detection strong enough to justify automatic blocking -- for a specific advanced persistent threat (APT) malware sample, which has since been identified and blocked by Microsoft Defender," Redmond claimed in a Tuesday blog post.
If it performs as promised, and at scale, Project Ire will help relieve security analysts of the tedious work of manually analyzing every sample and classifying it as either good or bad. This can take hours, leading to alert fatigue and burnout, and it also means that there are fewer human eyes and brains focused on the really sophisticated and fast-moving threats that require immediate detection and blocking.
But that's still a big if at this point.
In a real-world test of about 4,000 "hard-target" files, meaning that they weren't classified by automated systems and would otherwise be manually reviewed by human reverse engineers, nearly 9 out of 10 files (89 percent) that Project Ire flagged as malicious were actually malicious. 
However, the AI agent only detected about a quarter (26 percent) of all the malware in this test.
"While overall performance was moderate, this combination of accuracy and a low error rate suggests real potential for future deployment," the Microsoft security engineers wrote.
The prototype will be integrated into Microsoft's Defender suite of security tools that encompass antivirus, endpoint, email, and cloud security as a binary analyzer for threat detection and software classification.
"Our goal is to scale the system's speed and accuracy so that it can correctly classify files from any source, even on first encounter," according to Microsoft. "Ultimately, our vision is to detect novel malware directly in memory, at scale."
Buzzy, but not new
AI-based malware analysis is not new, with antivirus vendors like Cylance using machine learning to analyze files for nearly a decade.
However, "what we learned then and that can be applied now is that the best results for malware detection involve a combination of deterministic (like patterns and signatures), machine learning and probabilistic techniques (AI/GenAI) approaches," Gartner VP Neil MacDonald told The Register via email in response to questions about Project Ire.


	AI agents swarm Microsoft Security Copilot


	We're calling it now: Agentic AI will win RSAC buzzword Bingo


	Did someone say AI agents, Google asks, bursting in


	Vibe coding tool Cursor's MCP implementation allows persistent code execution


"That's why in this case, Microsoft highlighted its use in the SOC as far as an incident detection and response process rather than inline as a preventative control," he said.
MacDonald did note the "relatively high percentage of false positives and false negatives documented in the paper show the limitations of this approach."
Still, that's not to say that security companies shouldn't invest in AI, he added. 
"It is clear that, moving forward in a world where hackers will leverage AI for quickly creating new and novel attacks, this type of AI/GenAI-based approach will be critical to keeping up with the volume and variations of new threats," MacDonald said. "AI, in the hands of the defenders, will be necessary to offset the threat of AI in the hands of the attackers."
All aboard the AI train
Indeed, Microsoft's announcement comes as all of the big security companies double down on AI, especially AI agents -- both integrating them into their enterprise tools and also helping companies protect their data and people against the myriad threats that AI systems and agents introduce.
While Redmond is arguably furthest along in this process of stuffing AI and task-specific agents into all of its security products, Google is also developing its own army of AI agents including one that analyzes malware and determines the extent of the threat it poses. 
The Chocolate Factory announced this malware analysis agent at its annual Cloud Next event, and a Google spokeperson told The Register that it expects to release the tool in preview in Q3.
Late last month, Palo Alto Networks inked a $25-billion deal to buy Israeli biz CyberArk and bring the smaller firm's identity security tech, which not only verifies human identities but also machines and AIs, into its larger security platform.
Machine identities outnumber those of humans by 40 to one, according to CyberArk, and this number is expected to skyrocket as more companies use AI agents. (r)
Updated at 1511 UTC to include Google comment that it expects to release its tool in Q3.
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Three jurisdictions now want browser engine variety for a better mobile market    
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Apple now faces challenges to its WebKit browser requirement in three jurisdictions, as authorities around the globe try to jumpstart competition in the mobile software industry.
Japan last week published legal guidance for its recent smartphone competition law, the Mobile Software Competition Act, indicating that restrictions like Apple's WebKit mandate for browsing apps will not be allowed.
Apple's requirement, spelled out in section 2.5.6 of its App Store Review Guidelines, states, "Apps that browse the web must use the appropriate WebKit framework and WebKit JavaScript."
WebKit is a browser engine, similar to the Blink engine used for Chromium browsers and the Gecko engine used in Mozilla's Firefox browser. Each engine implements web standards and APIs that allow the browser to render web pages, but they have differences in terms of performance, security, and supported features.
Apple's restriction has been a sore spot for web developers since its inception, because it limits the amount of competitive differentiation between browsers on iOS devices and allows Progressive Web Apps (PWAs, which Apple calls Home Screen web apps) access only to the web APIs supported in WebKit.
Presently, browsers such as Brave, Chrome, Edge, Firefox, Opera, and Vivaldi have substantially similar capabilities to Apple's Safari browser on iOS, because they all run the WebKit engine under the hood. While alternate browser engines may have other capabilities, iOS browser vendors can't use them.
As a result, browsers on iOS lack support for features like easy home screen installation that would make PWAs more competitive with native iOS apps, a market segment that Apple controls and monetizes. Apple's App Store ecosystem generated nearly $1.3 trillion [PDF] in billings and sales globally in 2024, so the company has an incentive to ensure that native iOS apps perform better than PWAs.


	Atlassian's Trello redesign may be 'worst in tech history' say frustrated users


	Google, OpenAI, Anthropic get blanket deal to saturate US government with their AI


	Mobile industry charts course to smartphone satellite broadband


	Court upholds Epic win in Google Play Store antitrust battle


Apple last year planned to drop support for PWAs until objections by developers and web lobbying group Open Web Advocacy (OWA) prompted the iBiz to reconsider.
Regulators in the European Union and the United Kingdom separately have signaled that they expect Apple to allow non-WebKit browser engines. And Apple made that technically possible last year in iOS 17.4.
While Google and Mozilla began preparing for that possibility at least since 2022, neither has actually attempted to distribute their browser in Europe with the Blink or Gecko engines because Apple's requirements remain onerous.
To address this, the UK's Competition and Markets Authority (CMA) in July proposed designating Apple and Google with "strategic market status," which is the equivalent to Europe's "gatekeeper" designation under its Digital Markets Act (DMA). We expect a decision in October.
But in Japan, according to OWA, regulators have anticipated Apple's reluctant compliance. The group notes that Japan's guidelines explicitly prohibit measures that would hinder the adoption of third-party browser engines.
That means, OWA says, that Apple must not only end its outright ban on non-WebKit engines but must also avoid practices that make implementing third-party engines impractical or financially burdensome.
"This is directly relevant to Apple's current iOS behavior, even under the EU's Digital Markets Act, where technical and procedural restrictions continue to block meaningful competition," the group said in a blog post. "Japan's guidance is clearly designed to avoid similar outcomes."
Japan's Mobile Software Competition Act is expected to come into force in December.
Apple did not respond to a request for comment. (r)
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    Mauritius investigates AFRINIC as African institutions show support ahead of new elections

    
But strife and criticism continue    


    
        By 
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        Posted in Networks,
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Regional internet registry the African Network Information Centre (AFRINIC) is now the subject of an investigation ordered by the government of its home country, Mauritius.
AFRINIC is one of the world's five regional internet registries and manages IP addresses and autonomous system numbers for 54 countries in Africa and the Indian Ocean. The organization has a long history of dysfunction and has operated without a board since 2022. It held an election in June, but the receiver overseeing the poll annulled the vote because of "potential irregularities related to voter documentation," then offered no further explanation of those events.
In mid-July the receiver said complaints about the election "were submitted to the relevant authorities by aggrieved parties, and the Police is investigating the matter." Those complaints mean the receiver won't discuss the annulled election. Instead, he scheduled a new vote that will take place on August 29.
A week after the receiver announced the new election, the government of Mauritius issued an extraordinary notice in the national Gazette that made AFRINIC a "declared company." Under Mauritian law, that declaration suspends any existing court cases involving the declared company, makes it hard to launch new ones, and initiates a government-commissioned investigation into the company's affairs.
As explained in the notice, Mauritius's government decided to declare AFRINIC because it feels the registry's years of trouble, which in recent months have left it unable to fulfil its core function of assigning new IP address blocks to African network operators, reflect poorly on the nation's legal system.
A further factor in the decision to "declare" AFRINIC was that one of its members - Cloud Innovation Ltd, a company based in the Seychelles that has been involved in past legal disputes with AFRINIC - filed an application to have the registry wound up.
Cloud Innovation also featured in a government proclamation [PDF] published last week that set out the terms of the investigation into AFRINIC and appointed the Honourable N. F. Oh San-Bellepeau, Puisne Judge to conduct it, and deliver a report by September 30.
Among the matters the Mauritian government wants to consider is whether court decisions regarding AFRINIC were legal, and if receivers did their job.


	AFRINIC election delayed after ISP Association wins injunction over voter rights


	AFRINIC election annulled after ICANN writes angry letter to African regional internet registry


	Africa's internet registry has sometimes needed financial assistance to keep operating, could fail, warns ARIN head


	Africa's boardless, bossless, generally troubled internet registry to hold elections in June


The proclamation also instructs Judge San-Bellepeau to investigate "whether the petition of Cloud Innovation Ltd for the compulsory winding-up of the Company is a frivolous and vexatious action that is devoid of any legal basis." The investigator must also consider Cloud Innovation's many legal actions against AFRINIC, and why it was briefly listed as a shareholding member of AFRINIC.
The Register sought comment from Cloud Innovation and its CEO Lu Heng. The latter directed us to a website called Blue Tech Wave Media (btw.media), which he said offers "accurate and on time news reporting, of course, first hand news." The Register visited the site and found it contains many articles supporting Cloud Innovation and critical of AFRINIC, which the publication describes as broken beyond repair.
Institutions rally for AFRINIC
African institutions, however, have argued the opposite.
The African Union, the body representing 55 African nations, issued a declaration that called for stakeholders to sustain AFRINIC's ongoing operations and Africa's internet stability. Smart Africa, an alliance of 40 nations that collaborate to advance economic development through technology, also called for AFRINIC to continue, and applauded Mauritius's decision to give the registry "declared" status.
Smart Africa also called for AFRINIC to observe its bylaws as it prepares for fresh elections.
Election controversies
In recent weeks, AFRINIC has tried to educate members about its August elections, which will run under new rules that mean all voting will take place online and voters must register before the poll.
The Register has observed plenty of online commentary questioning whether those arrangements comply with AFRINIC's bylaws.
AFRINIC is nonetheless preparing for the poll and created a voter registration portal.
Last Saturday a post to the African Network Operators Group mailing list by a user called "Paul_Mentat" claimed that site has a security vulnerability "allowing unauthenticated users to access personal information of registered voters."
In a Monday post, AFRINIC denied its platform has a vulnerability and says the information seen by "Paul_Mentat" was "a test nomination created internally by AFRINIC staff."
The AFRINIC post explains that each document uploaded to the platform "contains a unique 39-character (312-bit) ID generated randomly" and that those links "cannot be guessed or enumerated through any automated or manual means." Further, the registry says its site "does not permit listing or browsing."
The organization thinks the only way the author of the bug report could have viewed files was if someone shared a URL - and because only AFRINIC staff were aware of the URLs used for the test nomination, an insider may have shared the address.
AFRINIC is therefore investigating itself to understand the matter.
The Register contacted "Paul_Mentat" but has not received a response at the time of writing. We also asked the receiver to explain why he annulled the June election. Again, we have not received a response.
Amidst all this uncertainty, three dates will shape AFRINIC's future.
One is August 29, the day on which the receiver scheduled fresh elections.
The second is September 30, the deadline for Judge San-Bellepeau to deliver a report on AFRINIC's affairs.
The other will take place sometime in late 2025, when the Number Resource Organization (NRO) - the peak body for the five regional internet registries - finalizes a revised policy that will formalize processes for working with dysfunctional registries, including de-recognizing them. Internet governance bodies have told The Register they developed the revised policy largely due to the trouble at AFRINIC. (r)
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    OpenAI's new model can't believe that Trump is back in office

    
gpt-oss-20b can't seem to decide who won the election, but tried to convince us that it was Biden    


    
        By 
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            6th August 2025 19:30 GMT
        
    


    
If you're still struggling to come to terms with the results of the 2024 US presidential election, you're not alone. OpenAI's new open-weight language model is also a bit confused.
Ask gpt-oss-20b "who won the 2024 presidential election" and there's a non-zero chance that it'll tell you Joe Biden won the race and, once it's locked in its answer, it refuses to believe otherwise. "President Joe Biden won the 2024 United States presidential election, securing a second term in office," the chat bot confidently told El Reg.
[image: Ask about the 2024 election and you might be surprised by GPT-OSS-20B's response]
Ask about the 2024 election and you might be surprised by GPT-OSS-20B's response - Click to enlarge


Attempt to correct the model and it'll vehemently defend this answer. 
"I'm sorry for the confusion, but the 2024 U.S. presidential election was won by President Joe Biden. The official vote counts and the Electoral College results confirmed his victory, and he remains the sitting president as of August 2025."
[image: Once the model makes up it's mind, good luck convincing it otherwise.]
Once the model makes up it's mind, good luck convincing it otherwise. - Click to enlarge


[image: The model will even fabricate information to defend its stance]
The model will even fabricate information to defend its stance - Click to enlarge


While gpt-oss-20b's revisionist history may appeal to some, the reality is that Trump won the 2024 election. A time machine gpt-oss is not.
Gpt-oss-20b's anomalous behavior was spotted by netizens not long after the model's release on Tuesday and reproduced by The Register on both an Open Router and a self-hosted instance running in Ollama. In both cases, the model told us that Biden won the election. 
However, it should be noted that the model's responses varied from run to run. In some cases, it outright refused to answer, while in others it warned that the election took place after its knowledge cutoff. In one case, gpt-oss-20b insisted that Donald Trump scored a victory over a fictional Democratic candidate, Marjorie T. Lee.
The problem appears to be specific to OpenAI's smaller open weights model, as we weren't able to reproduce the results on the larger 120B parameter version, gpt-oss-120b.
What's going on
The Register reached out to OpenAI for comment; but hadn't heard back at the time of publication. However, a few factors likely contributed to the model's behavior here. 
The first is that the model's knowledge cutoff is June 2024, months before the election. As such, any answer calling the race is a hallucination on the model's part - it doesn't actually know who won the election, so it made up an answer based on what it knew up to that date.
The model's refusal to accept information to the contrary, meanwhile, is no doubt rooted in the safety mechanisms OpenAI was so keen to bake in, in order to protect against prompt engineering and injection attacks.
OpenAI doesn't want users coercing models into doing things they shouldn't or weren't designed to, like generating smut or teaching folks how to build chemical weapons. 
However in practice, the smaller, 20b model appears to be rather reluctant to admit it was wrong, which might explain its refusal to say that Trump actually won the election and the fabrication of information to support its claims.
In testing, The Register observed a similar refusal when asking the model "what network did Star Trek the original series first premiere on."
In several cases, the model insisted that the show first broadcast on CBS or ABC rather than NBC and it became argumentative when challenged over the facts, going so far as to fabricate URLs to support its claims.
Gpt-oss-20b's parameter count may also have played a role, as smaller models tend to be less knowledgeable overall. Even worse, MoE architecture means that just 3.6 billion of those parameters can generate the response.
Other contributors to this error may include hyper-parameters such as temperature, which controls the randomness or creativity of the model. You can adjust the reasoning effort, which is set in the system prompt, among low, medium, and high for these models.


	Google, OpenAI, Anthropic get blanket deal to saturate US government with their AI


	OpenAI makes good on its name, launches first open weights language models since GPT-2


	Perplexity AI accused of scraping content against websites' will with unlisted IP ranges


	Reddit is people! Which means its search might not be so damaged by AI slop


Too Safe or not safe at all
OpenAI's focus on "safety," for better or worse, is by no means universal in the AI arena, and perhaps the best example of this is Sam Altman nemesis Elon Musk's Grok, which is heralded by some as the most unhinged chatbot on the web.
Grok has earned a reputation for going rogue and participating in racist, antisemitic rants while praising genocidal dictators. That's not to mention Grok's image generator which, to put it lightly, isn't very censored.  
If you want an image of Mickey Mouse and Darth Vader smoking or doing illicit substances, the worst US president (it thinks it's Trump if you're wondering), or god (a white man with a beard and a halo), that's no problem for Grok. This week, xAI and X introduced a new "spicy mode" that'll let your inner freak fly with NFSW content -- including illicit deepfakes of celebs. (r)
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    Only ISPs get to determine what constitutes 'affordable' broadband, says team Trump

    
A good deal, like beauty, is in the ISP of the beholder, after all - at least if you want BEAD funding    
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US states that want to make use of rural broadband deployment funds had better not require ISPs to offer what they consider affordable service. According to the Trump Administration, "affordable" is for the ISP alone to define. 
The announcement wasn't a prominent one, or even a formal one, for that matter. A FAQ updated on Tuesday by the National Telecommunications and Information Administration (NTIA) indicates that Broadband Equity, Access, and Deployment (BEAD) funds are contingent on states not imposing fee schedules on ISPs. 
Laws capping the price of broadband for low-income customers are limited, so only one state is currently affected. New York has a law on the books that requires large ISPs to offer cheap internet service. 
According to the NTIA's latest BEAD FAQ, the Infrastructure Investment and Jobs Act (IIJA), which called for creating the BEAD program, explicitly prohibits the government from setting broadband rates that it considers affordable for low-income access. 
That's true - the IIJA's section on BEAD's affordable internet program does specifically say that NTIA cannot regulate broadband service rates. Whether the BEAD notice of funding opportunity (NOFO) mentions such price restrictions, as alleged in the FAQ update, is an open question. 
According to a June BEAD program restructuring announcement, the Trump administration criticized the BEAD NOFO for setting rates only by displaying examples that included the various disclosure requirements, like all-inclusive pricing and basic service characteristics. 
For example, on page 67 of the NOFO, it suggests that a proposed service option cost $30 a month or less and have download/upload speeds of 100 Mbps and 20 Mbps or "the fastest speeds the infrastructure is capable of."
"By offering a 'model' low-cost service option with specific dollar amounts ... the Biden Administration engaged in improper rate regulation in the NOFO," the June BEAD restructuring document said. 


	FCC Commissioner demands review of Starlink rural broadband subsidies


	Biden to bolster boondocks broadband with a billion bonus bucks (barely)


	Musk lashes out at Biden administration over rural broadband


	Trump's budget bill opens wide swath of spectrum for sale


For that reason, the administration said in June that it was scrapping the entire affordability portion of the NOFO and returning to the statutory requirements of the program. Per Tuesday's FAQ update, those rates can only be set by the ISPs. 
"The [BEAD restructure] eliminated BEAD NOFO requirements dictating price and other terms for the required low-cost service option," the FAQ says, noting that the restructure proposal specifically "prohibits Eligible Entities from explicitly or implicitly setting the LCSO rate a subgrantee must offer." 
That's what you get for trying to provide examples.
As something popular from the Biden era, the BEAD program has been a frequent target of the Trump administration. Trump's budget reconciliation bill, for example, included a provision that banned states from accessing BEAD funds if they were to enforce any state-level AI regulations. The Senate killed that measure, despite committee attempts to make it more palatable by reducing the state-level moratorium. 
The NTIA didn't respond to questions for this story. (r)
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    Google says the group behind last year's Snowflake attack slurped data from one of its Salesforce instances

    
ShinyHunters suspected in rash of intrusions    
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Google confirmed that criminals breached one of its Salesforce databases and stole info belonging to some of its small-and-medium-business customers.
In a late-Tuesday update to an earlier blog post, Google Threat Intelligence admitted that one of the Chocolate Factory's corporate Salesforce instances was among those looted by a gang it tracks as UNC6040, which is associated with ShinyHunters.
The intrusion occurred in June, and the Salesforce database stored "contact information and related notes for small and medium businesses," which ShinyHunters swiped "during a a small window of time before the access was cut off," according to the threat intel team.

Et tu, Cisco?


Also this week: Cisco disclosed a voice-phishing attack during which someone tricked a Cisco employee into providing access to a "third-party, cloud-based Customer Relationship Management (CRM) system that Cisco uses."


After gaining access, the thieves exported "a subset of basic profile information," the networking giant noted.


A Cisco spokesperson declined to answer The Register's specific questions about the intrusion, including whether the CRM is Salesforce.


"Our investigation has determined that the data involved primarily included basic account profile information of individuals who registered for a user account on Cisco.com," the spokesperson told us. "No passwords, sensitive data, or other confidential customer information were accessed."


"The data retrieved by the threat actor was confined to basic and largely publicly-available business information, such as business names and contact details," Google added.
Google declined to provide additional information about the break-in, including if the attackers demanded an extortion payment.
The admission about its own Salesforce database breach appeared in an update to a June blog about UNC6040 and another financially motivated threat group that Google calls UNC6240, which is also linked to ShinyHunters.
The criminals likely used voice phishing or some other type of social engineering scam to gain initial access to victims' Salesforce databases, but in an unusual twist, the miscreants may be developing a data-shaming site to further bilk victims.


	Majority of 1.4M customers caught in Allianz Life data heist


	Eau no! Dior tells customers their data was swiped in cyber snafu


	Crooks stole AWS credentials from misconfigured sites then kept them in open S3 bucket


	Snowflake CISO on the power of 'shared destiny' and 'yes and'


"We believe threat actors using the 'ShinyHunters' brand may be preparing to escalate their extortion tactics by launching a data leak site," the update says. "These new tactics are likely intended to increase pressure on victims, including those associated with the recent UNC6040 Salesforce-related data breaches. We continue to monitor this actor and will provide updates as appropriate."
As The Register readers likely remember that ShinyHunters was the crew behind last year's Snowflake customers' database intrusions. 
ShinyHunters are also the prime suspects in a rash of similar Salesforce intrusions this summer whose victims include fashion houses Dior and Chanel, jewelry retailer Pandora, and possibly financial services biz Allianz.(r)
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    Trump surprises with TSMC $300B investment claim

    
Chip contract manufacturer declines to comment    
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Taiwan Semiconductor Manufacturing Company (TSMC) is "coming over and spending $300 billion in Arizona, building the biggest plant in the world for chips and semiconductors," US President Donald Trump said Tuesday.
[image: An aerial view of Taiwan semiconductors Mega Factory under construction in North Phoenix, Arizona.]
An aerial view of Taiwan semiconductors Mega Factory under construction in North Phoenix, Arizona - click to enlarge (Pic:Wirestock Creators/Shutterstock)


The president's casual assertion in a wide-ranging CNBC interview may have come as a surprise to TSMC, given that the contract chipmaker hung a $165 billion price tag on its American cash splurge just five months ago in a regulatory filing. 
TSMC's Phoenix plant was originally supposed to cost a mere $12 billion, but over the last five years the plan has expanded into a sprawling complex comprising six wafer fabs, two advanced packaging facilities, and an R&D center.
The first fab has been producing 4nm-process chips in volume since late last year. So far, there is no indication that TSMC is going to start more cutting-edge 3nm-process production anywhere outside of Taiwan.
TSMC declined to comment to The Register on Trump's latest pronouncement, and also on a separate report, from Taiwan's mnews.tw website, that claimed Trump has asked for major concessions from TSMC in exchange for reduced tariffs on Taiwanese exports to the US.
[image: tsmc foundry inside]
TSMC aims to make 30% of high-end chips in US with Arizona fab build out

READ MORE
According to that unconfirmed report, Trump wants TSMC, the crown jewel of the Taiwanese economy, to both invest "an additional $400 billion" in the US and buy a 49 percent stake in Intel, the US's ailing legacy chip giant.


	US lowers tariffs on major tech exporting nations - but buyers will still pay more


	Elon outs $16.5B Samsung chip deal Tesla asked to keep secret


	Intel cutting cutting-edge node funds would mean no more Moore's Law


	Trump pushes EU into trade 'deal' that several EU leaders aren't happy about


As things stand, the US will hit Taiwanese exports with a 20 percent tariff starting Thursday - down from the 32 percent that Trump was originally going to levy, but notably higher than the 15 percent tariffs negotiated by the likes of Japan and the EU.
However, the 20 percent rate won't apply to chips, which will be subject to a sector-specific tariff scheme that Trump said he will reveal "within the next week or so." (r)
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    Meta putting wood in bit barns in bid to get greener

    
Timber!    


    
        By 
Dan Robinson        
    

    
        Posted in Systems,
        
            6th August 2025 17:09 GMT
        
    


    
Meta is following in Microsoft's footsteps and trying out wood as a construction material for its datacenters in a bid to cut greenhouse gas emissions.
The social media giant says it has begun piloting the use of mass timber in construction on its datacenter campuses this year, in line with its goal of achieving net zero emissions across its entire value chain by 2030.
This is in addition to working with near-zero-emissions steel through the firm's membership in Rocky Mountain Institute's (RMI) Sustainable Steel Buyers Platform, and trying various approaches to making low-carbon concrete when building.
Mass timber is the name for a selection of engineered wood products that can be used for structural applications in the construction industry.  It encompasses materials such as cross-laminated timber, which stacks multiple layers of timber glued together with the grain of each layer alternating at 90 degrees, making it a strong, low-carbon alternative to concrete and steel. 
Meta says it has started with an administrative building erected this year at its Aiken, South Carolina, campus, but is set to begin constructing additional mass timber buildings at its Cheyenne, Wyoming, and Montgomery, Alabama, sites. It will then look at adding it into warehouses and the data halls that house its servers.
The parent biz of Facebook, Instagram, and WhatsApp claimed that incorporating mass timber in the structure of its buildings will reduce the embodied carbon of the edifices by about 41 percent. Expanding the use of the material across additional structures on its campuses is expected to deliver further reductions and help achieve those emissions targets.
Microsoft announced last year that it was erecting its first datacenters using cross-laminated timber in Northern Virginia, and claimed that its hybrid timber, steel, and concrete building model would cut the embodied carbon footprint by 35 percent compared to conventional steel construction and 65 percent when compared to precast concrete.


	Vertiv goes against the grain with wooden datacenters for greener bytes


	Japan's wooden satellite exits International Space Station


	AI going critical: Hyundai to help build nuclear-powered datacenter in Texas


	Capacity planning a rising concern for datacenter operators as AI grows


Both companies are doing this because building new bit barns means increasing indirect (scope 3) greenhouse gas emissions related to supply chains. Last year, Microsoft's Environmental Sustainability Report disclosed that its overall emissions were up nearly 30 percent over the 2020 baseline, largely due to scope 3 emissions.
At the same time, both firms are investing tens of billions of dollars in new datacenters and other infrastructure in order to ride the AI wave while it lasts.
Meta's own sustainability report has previously told a similar tale. The Facebook parent says that almost all of its accounted for emissions are scope 3 emitted via the production of capital goods, such as server hardware and fiber optic infrastructure, and embodied carbon in concrete and other construction materials.
The social media giant says that emissions from sustainably harvesting timber, milling it, and manufacturing it to create materials for industrial application, are typically far less than the emissions associated with manufacturing steel and concrete.(r)
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    AWS wiped my account of 10 years, says open source dev

    
Cloud giant erased decade of work - denies it was due to botched dry run of user-pruning tool    
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Updated An open source developer is claiming AWS deleted his ten-year-old account, wiping all the data. He believes this was due to a botched test of a script designed to prune dormant accounts.
Abdelkader Boudih, who goes by the handle Seuros, is a software engineer who has produced numerous Ruby gems used in production systems worldwide, and even claims that the developers within Amazon's cloud biz ask him regularly for help with Ruby issues.
However, that didn't help save his account from being deleted without warning by the company, apparently due to a verification failure - though the developer suspects the real reason may have been a snafu during testing of a script by AWS itself.
On his blog, the developer explains how he received a verification request from AWS on July 10, with a five-day deadline. Over the next several days, he went back and forth with the cloud giant's customer support, finally submitting ID and a utility bill.
The next day, AWS responded, claiming that his documentation was unreadable, and the day after that (July 23), the account was terminated, he says.
The cloud operator normally provides a 90-day grace period, during which an account can be reopened, before the account is "permanently closed" and all its content, including snapshots and backups, is wiped.
But despite repeated requests by Boudih to get temporary read-only access in order to back up his data, AWS finally disclosed on July 29 that all the resources had been terminated when the account was not verified in time.
However, the developer concedes that the bills for his cloud account were being covered by an AWS consultant who suddenly pulled their support. This arrangement had been in place for almost a year, with the benefactor paying about $200 per month to cover Boudih's test infrastructure.
He claims that AWS still had the details of his personal payment card associated with the account, but refused to switch billing back to that card for 20 days, citing "privacy" concerns. It appears the cloud giant had some unexplained issue with the consultant and wanted them validated, but Boudih is somewhat circumspect about the exact details.
Later, an AWS insider contacted him to share what they knew regarding what actually happened - out of gratitude, the developer claims, because the cloud platform itself uses open source code Boudih created.


	Brit watchdog pushes to rein in Microsoft and AWS with 'strategic market status'


	AWS Lambda loves charging for idle time: Vercel claims it found a way to dodge the bill


	Datacenter lobby blows a fuse over EU efficiency proposals


	Compromised Amazon Q extension told AI to delete everything - and it shipped


The informant told him that the company had been running a proof-of-concept algorithm to apply to "dormant" and "low-activity" accounts. The developer running the test typed --dry to execute a dry run only of the code, said to be standard practice across modern languages. But the proof-of-concept had been written in Java, which does not recognize --dry, and so the script executed for real, actually deleting user accounts.
Boudih questions whether this is what actually happened to his account, as he says the insider was "vague, worried about being identified." He says that, if true, it would explain all the mysterious delays, the refusal to confirm whether his data was safe or not, and the inability of the support agents to actually do anything.
But regardless of the cause, the end result, he says, is that AWS wiped his entire testbed environment, including backups, plus documentation Boudih had created such as a programming book and tutorials.
An AWS spokesperson told The Register: "We always strive to work with customers to resolve account issues and provided advance warning of the potential account suspension. The account was suspended as part of AWS's standard security protocols for accounts that fail the required verification, and it is incorrect to claim this was because of a system error or accident."
If nothing else, this serves as a salutary reminder that you cannot always rely on cloud platforms to keep your data safe - which is why many organizations will never put their mission-critical workloads into a public cloud - and that you should always have your own backups. (r)

  Updated at 20.32 UTC on August 6, 2025, to add:

AWS told us the account has been reinstated and reckons the developer can now access his data.
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    Nvidia security boss pledges 'no backdoors'

    
As US charges 2 Chinese nationals with illegally shipping chips to China    
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Federal authorities in the US have charged two Chinese nationals with secretly exporting advanced AI chips to China.
According to the feds, Chuan Geng and Shiwei Yang set up a company called ALX Solutions in October 2022, just after the Biden administration slapped heavy export controls on high-end GPUs in an attempt to stymie the Chinese AI industry.
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Beijing summons Nvidia over alleged backdoors in China-bound AI chips

READ MORE
The California-based operation is alleged to have shipped the goods through last month, before its operators were nabbed over the weekend, per the Justice Department, which claimed the shipment contained the "most powerful GPU chip on the market."
The feds claim they seized the phones belonging to Geng and Yang which they allege "revealed incriminating communications between the defendants, including communications about shipping export-controlled chips to China through Malaysia to evade US export laws."
The official statement doesn't name the export-license-demanding chips in question, but the affidavit, seen by The Register, does. They allegedly included Nvidia's H100 AI processor and GeForce RTX 4090 GPU (rather than the downrated 4090D), both of which came out in 2022.
There have also recently been reports of Nvidia's newer B200 AI processor evading US export controls.  
Nvidia insists the new arrests demonstrate how people can't get away with smuggling its top-shelf products. But then again, it has every reason to insist the current system is working.
A spokesperson told us: "This case demonstrates that smuggling is a nonstarter. We primarily sell our products to well-known partners, including OEMs, who help us ensure that all sales comply with US export control rules. Even relatively small exporters and shipments are subject to thorough review and scrutiny, and any diverted products would have no service, support, or updates."


	Nvidia readies downgraded chips for China, but will anyone want to buy them?


	AMD's AI datacenter revenue dived due to US ban on China GPU exports


	Uncle Sam floats tracking tech to keep AI chips out of China


	China's botched Great Firewall upgrade invites attacks on its censorship infrastructure


The company's dominance of the AI market makes it a central player in the US and China's geopolitical struggles. That position recently got more uncomfortable, with Beijing quizzing it about potential backdoors in the H20 chips that the US allows it to export to China, and with Trump advisors floating the idea of forcing location-tracking capabilitiesinto Nvidia's wares.
"Embedding backdoors and kill switches into chips would be a gift to hackers and hostile actors," Nvidia chief security officer David Reber Jr wrote in a Tuesday blog post that seemed designed to warn the US authorities as much as to placate those in China. "It would undermine global digital infrastructure and fracture trust in U.S. technology." (r)
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