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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Voice, vision, pen: Oh dear. Windows boss says Microsoft is again reshaping OS
        Richard Speed

        Lessons of Windows 8 unlearned as software giant gives users what it thinks they need COMMENT  Microsoft Windows and Devices boss, Pavan Davuluri, has shed light on plans for the flagship OS. Voice, touch, and pen control will all be part of a multimodal future, alongside a raft of inevitable AI features.... 

      

      
        BtcTurk suspends operations amid alleged $49M hot wallet heist
        Connor Jones

        Turkish exchange is the latest victim of a recent spate of major crypto thefts Turkish cryptocurrency exchange BtcTurk is halting all deposits and withdrawals amid fears that blockchain bandits succeeded in significantly compromising its hot wallets....

      

      
        Microsoft patch Tuesday update fails to install
        Richard Speed

        Windows 11 24H2 fixes fail from Windows Server Update Services Microsoft has admitted that the August patch Tuesday update might fail to install through Windows Server Update Services (WSUS), but it's ok, admins. Home users are "unlikely to experience this issue."...

      

      
        Who made the demo list for Trump's fast-track nuclear reactor scheme?
        Dan Robinson

        US DoE names firms for Pilot Program to show how it could be done America's Department of Energy (DoE) has named ten companies it will work with to test advanced atomic reactor projects outside of the agency's world-famous national laboratories, in line with President Trump's Nuclear Reactor Pilot Program....

      

      
        Vibe coding platform Anything arrives, our hands-on suggests caution
        Tim Anderson

        Making apps is as easy as selling t-shirts, claims vibe coding startup Hands On  Create has declared its vibe coding platform, now called Anything, production-ready at version 1.0, with support for both web and mobile applications - although our quick hands-on generated a host of errors....

      

      
        Alexa hits snooze on basic functions as alarms and timers KO'd in UK outage
        Carly Page

        Brits wake to a beeping nightmare as Amazon's AI assistant forgets how to set - or stop - alarms Amazon's Alexa is on the fritz, bungling alarms and timers and leaving some UK users trapped in an endless wake-up call.... 

      

      
        Law and water: Russia blamed for US court system break-in and Norwegian dam drama
        Carly Page

        Moscow-linked miscreants accused of swiping sealed US court files and fiddling with a Norwegian dam's floodgates Russian attackers reportedly spent months rummaging through the US federal court's creaky case-management system, while Norway reckons the same Kremlin-friendly miscreants took control of a dam's controls - a transatlantic double-act in legal files and floodgates....

      

      
        Amazon's $100B DC spend similar to entire Costa Rica GDP
        Dan Robinson

        Microsoft cap-ex larger than output of Uganda and Google trumps Slovenia... all in the name of AI The level of investment pouring into new infrastructure from datacenter operators is comparable to the turnover of some mid-sized economies....

      

      
        Italian hotels breached en masse since June, government confirms
        Connor Jones

        Nearly 100,000 records allegedly up for sale after apparent breach at booking system Italy's digital agency (AGID) says a cybercriminal's claims concerning a spate of data thefts affecting various hotels across the country are genuine....

      

      
        .NET 10 preview out now, likely to be near feature-complete
        Tim Anderson

        WebSocket connections wrapped as streams, MAUI fixes and more as latest LTS version nears release candidate stage Microsoft has released Preview 7 of its .NET 10 runtime and frameworks, with new features including wrapping WebSocket connections as streams, improved passkey authentication in ASP.NET, and new features and fixes for MAUI (Multi-platform App UI)....

      

      
        Stock in the Channel pulls website amid cyberattack
        Connor Jones

        Intruders accessed important systems but tells customers their data is safe A UK-based multinational that provides tech stock availability tools is telling customers that its website outage is due to a cyber attack.... 

      

      
        Social media users rubbish at spotting sneaky ads, say boffins
        Gareth Halfacree

        Social media marketeers getting better at concealing promos in posts Boffins have peered deep into the eyes of social media users and come to the conclusion that they're not great at spotting when an influencer is trying to sell them something....

      

      
        The plan for Linux after Torvalds has a kernel of truth: There isn't one
        Rupert Goodwins

        Success does not guarantee succession Opinion  The Linux kernel is a remarkable creation. It has achieved a fundamental status in the industry, and thus the world, unmatched in scope, stability, and reputation. It powers lightbulbs to supercomputers, not to mention the billion-plus global army of Android. It covers a host of processors, a massive array of supported devices and an unparalleled choice of distributions....

      

      
        The PS9 billion question: To Microsoft or not to Microsoft?
        Bill McCluggage

        Are UK taxpayers getting real value from SPA24 -- or just high cost convenience? Register debate series  The UK government's five-year Strategic Partnership Agreement (SPA24) with Microsoft is set to see public sector bodies spend around PS1.9 billion each year--nearly PS9 billion in total over half a decade. It's a vast sum for software and services, and one that deserves close scrutiny....

      

      
        Back to being FOSS, Redis delivers a new, faster version
        Liam Proven

        Meanwhile, the clock's ticking for the previous FOSS Redis Redis 8.2 is FOSS again, albeit under a different license, and has multiple performance enhancements. Meanwhile, Redis 7.2, the last of the old FOSS versions, is nearing its end of life. New version, or new Valkey?...

      

      
        Desktop-as-a-service now often cheaper to run than laptops - even after thin client costs
        Simon Sharwood

        Human usage set to double, AI agents might need them too Analyst firm Gartner has declared hosted PCs are now often cheaper to operate than on-prem laptops, and two years away from being cost-effective for 95 percent of workers.... 

      

      
        Datacenter diplomacy: Australia commits to help Vanuatu build bit barns
        Simon Sharwood

        $79 million is a small price to pay to keep China at bay Australia will help to fund the development of two datacenters in the Pacific island nation Vanuatu, an example of tech infrastructure becoming an important diplomatic consideration....

      

      
        Hungry hyperscalers boosted Cisco's AI sales by a cool billion bucks
        Simon Sharwood

        Big Tech is spending vastly more on AI infrastructure but Switchzilla thinks its piece of the pie will be fat and juicy Cisco sold twice as much AI kit as it forecast during its 2025 fiscal year and expects the market for binary brainboxes will continue to boost its bank balance in future....

      

      
        Doctors get dopey if they rely too much on AI, study suggests
        Thomas Claburn

        A tool can become a crutch When doctors use AI image recognition technology to spot and remove precancerous growths known as adenomas during colonoscopies, the detection rate is higher. But take the AI away, and their rate drops to below where it was in the first place....

      

      
        Tsunami forecasting about to get a lot faster thanks to El Capitan super
        Tobias Mann

        The world's most powerful known supercomputer stretches its legs with some life-saving science Eggheads working on El Capitan, the world's most powerful publicly known supercomputer, have developed a new tsunami forecasting system that could dramatically improve response times in coastal communities....

      

      
        Claude Code's copious coddling confounds cross customers
        Thomas Claburn

        Never mind the errors, we've had it with "You're absolutely right!" Developers using Anthropic's Claude Code wish that the AI coding assistant would stop being so effusively supportive.... 

      

      
        Gov't HR department latest to get nastygram from auditors
        Brandon Vigliarolo

        OPM is the fourth federal agency to get a list of outstanding items from GAO in past two weeks Uncle Sam's HR department has become the latest agency to get a nastygram from federal auditors, who are hoping its recently-appointed director can get his house in order better than his predecessor. ...

      

      
        Fortinet discloses critical bug with working exploit code amid surge in brute-force attempts
        Jessica Lyons

        If there's smoke? Fortinet warned customers about a critical FortiSIEM bug that could allow an unauthenticated attacker to execute unauthorized commands, and said working exploit code for the flaw has been found in the wild....

      

      
        OpenAI's GPT-5 looks less like AI evolution and more like cost cutting
        Tobias Mann

        Gotta pay for all those GPUs somehow Comment  For all the superlative-laden claims, OpenAI's new top model appears to be less of an advancement and more of a way to save compute costs -- something that hasn't exactly gone over well with the company's most dedicated users....

      

      
        Desktops and printers in coffee shops? Starbucks Korea tells customers to geuman hae
        Brandon Vigliarolo

        Early 2000s joke now serious problem for coffee shops in the Land of the Morning Calm Take a look at the internet of decades past, and you'll find plenty of jokes about bringing a desktop computer to a coffee shop. For South Korean Starbucks stores, however, that old-time meme is anything but in the past....

      

      
        US weather agency dangles $396M to run ops for its next space-watching fleet
        Brandon Vigliarolo

        Hurricane data, schmurricane data: Have you heard about that Sun burp? The more our Earth-bound society learns to rely on electronics, the greater the risk that weather from the stars shatters our reality. That's why US government space watchers are seeking a company to help them operate the next generation of space weather satellites.... 

      

      
        Latest Windows patches cause false alarm error to appear in event viewer
        Richard Speed

        Redmond let dev code loose in production Windows, leading to the bug Microsoft is having difficulty keeping development code out of the Windows event log after another message that users are advised to ignore turned up in the... event log....

      

      
        CoreWeave CFO: $25B raised in debt and equity in 18 months
        Dan Robinson

        Reliant on two mega customers? Who says GPU-for-rent kingpin is a not a sustainable biz model? Rent-a-GPU biz CoreWeave is still racking up eyewatering debts amid mounting net losses as it continues to burn cash on expanding datacenter capacity.... 

      

      
        Microsoft pushes Pull print, so you don't have to dash to the printer to grab the 'Fire everyone' memo
        Richard Speed

        Hit the button and then go on your own voyage of printer discovery Microsoft has made the "Pull Print" feature of Universal Print generally available, which means confidential print jobs should no longer appear in unintended locations....
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    Voice, vision, pen: Oh dear. Windows boss says Microsoft is again reshaping OS

    
Lessons of Windows 8 unlearned as software giant gives users what it thinks they need    


    
        By 
Richard Speed        
    

    
        Posted in Personal Tech,
        
            14th August 2025 16:42 GMT
        
    


    
COMMENT Microsoft Windows and Devices boss, Pavan Davuluri, has shed light on plans for the flagship OS. Voice, touch, and pen control will all be part of a multimodal future, alongside a raft of inevitable AI features.

Microsoft drops 'risky' Windows 8 preview on World

FROM THE ARCHIVES
Microsoft's Windows IT Pro channel interviewed Davuluri. While we're not sure many Windows IT Pros, having to deal with fleets of Windows 10 devices that have to be upgraded, will care about some of the early questions ("What's your favorite emoji?"), he did provide insights into how the Windows experience will evolve. Voice, vision, pen, and touch are set to become more pervasive, "just like we use mouse and keyboard."
He said, "I think we will see computing become more ambient, more pervasive, continue to span form factors, and certainly become more multimodal in the arc of time."
If you're getting a sense of deja vu, you're not alone. It's been 13 years since Windows 8 was released to manufacturing with the touch-optimized user interface Microsoft was convinced its customers needed. The new version was significantly different from its predecessors and users in general had a negative reaction to it.
This writer stared with horror at previews of Windows 8 - was Microsoft really going to do this? - but the company pushed on, and the fact that the full-screen Metro interface was swiftly ditched in later versions of the OS tells its own tale.
The same arrogance that gave rise to the Windows 8 user interface has perhaps not entirely left Microsoft, even if the motivations might differ. Windows 8 was all about touch-first and a reaction to the tablet form-factor. Now it's more about shifting hardware and showing the company's significant investment in AI is justified.
Do users really want to control their PCs with touch and pen, and irritate co-workers by barking orders at the operating system in an open-plan office? Or would they prefer the "tremendous investment" that Davuluri spoke about go into dealing with Windows' current shortcomings and bugs rather than into piling on more features to justify you buying a Copilot+ PC or a Windows in the Cloud subscription?
Or perhaps, just perhaps, it could invest a bit more of that cash in Quality Assurance.
Windows 8 was memorably a catastrophic misstep for Microsoft in terms of the user experience. It did away with the familiarity of Windows 7 in favor of something that hinted more about Microsoft's fears of missing the boat on touch-first tablet designs than it was about users and their needs. It was like Microsoft forgot how its users worked.


	.NET 10 preview out now, likely to be near feature-complete


	The PS9 billion question: To Microsoft or not to Microsoft?


	Microsoft pushes Pull print, so you don't have to dash to the printer to grab the 'Fire everyone' memo


	Microsoft wares may be UK public sector's only viable option


Davuluri spoke at length about Microsoft's ambitions for AI in its operating system (we'll spare you a list of them - AI fatigue is very real), but the words "Quality" and "Testing" were missing from the interview.
A hint of what is to come can be found in Windows Settings, where users can describe what they want to do, and the operating system will attempt to follow their instructions and execute accordingly.
What could possibly go wrong?
And that favorite emoji? "our little rocket that's going up and to the right."
The host replied: "It's probably when we did something great! Shipping a great feature!"
The jokes really do write themselves. (r)
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    BtcTurk suspends operations amid alleged $49M hot wallet heist

    
Turkish exchange is the latest victim of a recent spate of major crypto thefts    


    
        By 
Connor Jones        
    

    
        Posted in Security,
        
            14th August 2025 16:15 GMT
        
    


    
Turkish cryptocurrency exchange BtcTurk is halting all deposits and withdrawals amid fears that blockchain bandits succeeded in significantly compromising its hot wallets.
[image: Firefox sign outside the Mozilla offices in San Francisco]
Mozilla founder blasts browser maker for accepting 'planet incinerating' cryptocurrency donations

FROM THE ARCHIVES
"During our routine checks on August 14, 2025, we detected unusual activity in our hot wallets. As a precautionary measure, we have temporarily suspended all cryptocurrency deposit and withdrawal transactions," it said in a statement.
"The vast majority of digital assets are securely stored in our cold wallets, which remain unaffected. Thanks to BtcTurk's solid financial position and security measures, customer assets are safe and secure. Trading activities on our platform continue without interruption.
"Our technical teams are conducting a detailed investigation, and we will provide further updates through our official channels as necessary."
Experts at blockchain security and data analytics company PeckShield told The Register they initially suspected that the private key for the exchange's hot wallets may have been leaked.
For the uninitiated, hot wallets refer to software-based tools that crypto enthusiasts can use to manage their tokens. They're protected by seed phrases and private keys, but are also connected to the internet, which increases the risk that they could be taken over. 
Cold wallets usually take the form of a piece of hardware, such as a thumb drive, and carry a wallet's private keys. They swap convenience for security, and are often used to store the most valuable assets.
For an exchange like BtcTurk, both are required to facilitate normal business. There must be enough funds in the hot wallet to support regular transactions and user demands, while cold wallets must be used to store the majority of its assets.
BtcTurk's total losses, which are available for public examination, appear to be in the $49 million region, spread across various tokens.
PeckShield said it believes that at the time of the exchange's announcement, the attacker behind the wallet raid had begun exchanging tokens - changing blockchains to obfuscate analysis and make tracing the stolen tokens more tricky.
At the time of writing, around half of the total stolen appeared to have been exchanged to Ethereum, it claimed, with analysts said the exchange will have difficulty recouping the lost funds.
Asked about the likelihood of BtcTurk being able to recover the crypto tokens, Xuxian Jiang, founder and CEO at PeckShield, said: "The BtcTurk team will need to negotiate with the hacker. Based on previous experience, the chance may be low, though."
BtcTurk is not one of the more well-known exchanges in the Western world, but according to BtcTurk's Google Play app listing, the platform boasts a sizable following with more than 6 million registered users.
Web3 is going great
Given the potential for a big payday, attackers are known to routinely target crypto exchanges in search of a hefty wallet to drain.
North Korea is a particularly coin-hungry regime, and when it isn't implanting techies into the US workforce, there's a good chance that members of its state-backed crew are trying to break into a big exchange, although there is nothing to suggest it was behind the attack on BtcTurk.
It was fingered for five major heists in 2024, however, worth a reported $659 million that authorities suspect will be funneled into its military, and a little into the Supreme Leader's own pocket too, no doubt.


	CoreWeave CFO: $25B raised in debt and equity in 18 months


	Nvidia warns its GPUs - even Blackwells - need protection against Rowhammer attacks


	X's new 'encrypted' XChat feature seems no more secure than the failure that came before it


	RSA cofounder: The world would've been better without cryptocurrencies


That was just a warm-up, though, because its biggest hit came earlier this year when it attacked Dubai-based Bybit. That single raid was worth an estimated $1.5 billion.
Elsewhere, 2024 was a big year for crypto thefts, from supply chain attacks at LottieFiles to hits on major industry players like Monero and Atomic Wallet, the latter being another certified NORK job.
That same year, researchers at Check Point issued a call to wallet providers to shore up their security after it pointed to growing numbers of attacks exploiting Ethereum's CREATE2 opcode, turning transaction-validating smart contracts against users. (r)
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    Microsoft patch Tuesday update fails to install

    
Windows 11 24H2 fixes fail from Windows Server Update Services    


    
        By 
Richard Speed        
    

    
        Posted in Software,
        
            14th August 2025 15:30 GMT
        
    


    
Microsoft has admitted that the August patch Tuesday update might fail to install through Windows Server Update Services (WSUS), but it's ok, admins. Home users are "unlikely to experience this issue."
Microsoft, which has laid off thousands of workers while pouring money into its AI investments, seems to have a problem when it comes to quality. The most recent Windows 11 24H2 patch was already throwing up a spurious event viewer message due to code under active development sneaking into production software
This latest issue is more serious, since the failure prevents installation of the update, which includes important security fixes.
According to Microsoft, "the August 12, 2025 Windows security update for Windows 11, version 24H2, might fail to install with error code 0x80240069 when installed via Windows Server Update Services (WSUS)."
WSUS allows servers with the WSUS role to defer, selectively approve, and schedule updates for specific devices or groups across an organization. It is also deprecated, but, according to Microsoft, "it continues to be supported for production deployments, and receives security and quality updates."
Earlier this year, Microsoft announced plans to pull driver synchronization using WSUS, but swiftly backtracked after "valuable feedback" from users.


	Microsoft's Patch Tuesday baker's dozen: 12 critical bugs plus a SharePoint RCE


	Microsoft patches under-attack SharePoint 2019 and SE


	Microsoft patches the patch that put Windows 11 in a coma


	Microsoft enjoys first Patch Tuesday of 2025 with no active exploits


There's no indication of when Microsoft will resolve this latest issue. You can still install the patch manually, which will doubtless delight administrators who would like nothing more than to deal with affected devices this way. Alternatively, the company has made a group policy available to deal with the problem.
Microsoft said that "We are working to include the resolution in a future Windows update. Once the update with the resolution is released, organizations will not need to install and configure this Group Policy to address this issue. We will provide more information when it becomes available."
One contributor to a Reddit thread of woe from users encountering the problem wrote, "If your org is sensitive to reboots, this is not going to be fun. and good luck getting 100% of your machines to pick up the reg hack reliably so they even have a chance to get the patch. MS is not cook'n with their Win 11 patches lately." (r)
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    Who made the demo list for Trump's fast-track nuclear reactor scheme?

    
US DoE names firms for Pilot Program to show how it could be done    


    
        By 
Dan Robinson        
    

    
        Posted in Science,
        
            14th August 2025 14:45 GMT
        
    


    
America's Department of Energy (DoE) has named ten companies it will work with to test advanced atomic reactor projects outside of the agency's world-famous national laboratories, in line with President Trump's Nuclear Reactor Pilot Program.
The DoE announced the program in June, following a Trump Executive Order that revised the way reactor evaluation and testing is handled by the organization, claiming the Federal Government had "effectively throttled the domestic deployment of advanced reactors."
In response, this latest initiative seeks to establish a pathway for the private sector to get in on the action, from advanced reactor demonstration through to fast-track commercial licensing.
In line with its goal of accelerating new nuclear power generators into service, the Reactor Pilot Program aims to have at least three test reactors fired up by July 4 next year - the 250th anniversary of America's independence - and the DoE has now shortlisted 11 projects from the 10 companies that applied for authorization by the agency.
The ten firms include Aalo Atomics, Antares Nuclear, Atomic Alchemy, Deep Fission, Last Energy, Oklo (authorized for two projects), Natura Resources LLC, Radiant Industries, Terrestrial Energy, and Valar Atomics.
With DoE authorization under the Atomic Energy Act, the companies will be better placed to access private funding for their projects, the agency says, which will be constructed and tested at sites outside the traditional government institutions for atomic research, such as Los Alamos National Laboratory.
However, it is understood that only the Nuclear Regulatory Commission (NRC) has the authority to license commercial nuclear power reactors, so the DoE scheme is effectively just to develop and demonstrate the viability of new designs.
The Trump administration is keen to get more nuclear power online as soon as possible, partly so that it can feed the country's AI ambitions which are driving ever-expanding power-hungry datacenter infrastructure.
With this in mind, the DoE was also asked to come up with locations on the land occupied by its national laboratories where datacenters can be colocated with energy generation facilities, and has so far identified four sites where private sector entities will be invited to build.
The agency is also working with Westinghouse and Radiant Nuclear on so-called microreactors small enough to fit on truck trailer at Idaho National Laboratory.


	UK.gov's nuclear strategy is 'slow, inefficient, and costly'


	News from a possible future: 'Rampant jellyfish cause AI outage by taking datacenter offline'


	US DoE taps federal sites for fast-track AI datacenter and energy builds


	Workday handed no-bid deal to fix staffing meltdown at Uncle Sam's uber-HR agency


Elsewhere, it was revealed that New York State is set to build America's first major new nuclear plant in more than 15 years, aiming to add at least 1 gigawatt of generating capacity to that of its existing sites, while Texas has selected Hyundai to help construct a nuclear-powered datacenter in the state.
In a separate announcement, the DoE said it was to make available funding of nearly $1 billion to advance the US critical minerals sector. The notices of funding opportunities (NOFO) will cover processes in the rare-earth magnet supply chain, plus those to refine gallium, gallium nitride, germanium, and silicon carbide for use in semiconductors.
Funding will also go to US industrial facilities that have the potential to produce valuable mineral byproducts from existing industrial processes, and projects to recover critical minerals from industrial wastewater. The goal of the whole scheme is to reduce America's dependence on foreign sources (i.e. China) of rare earth elements. (r)
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    Vibe coding platform Anything arrives, our hands-on suggests caution

    
Making apps is as easy as selling t-shirts, claims vibe coding startup    


    
        By 
Tim Anderson        
    

    
        Posted in AI + ML,
        
            14th August 2025 14:00 GMT
        
    


    
Hands On Create has declared its vibe coding platform, now called Anything, production-ready at version 1.0, with support for both web and mobile applications - although our quick hands-on generated a host of errors.
The business was founded in 2020 by former Google product managers Marcus Lowe and Dhruv Amin, now joint CEOs. The Reg received a press blurb which is among the most breathless we have seen, including Lowe's statement that "users are going from idea to App Store to first customer in days" and "anyone can build and monetize apps as easily as selling t-shirts."
Create claims 30,000 monthly active users, that it processes more 20,000 projects daily, and that its Frontier AI agent is "so reliable you can build entire apps without looking at the code once, under the hood."
All hosting is managed by Anything, or the code can be downloaded for using elsewhere. Plans start from free to $80 per month, based on credits per month, where credits are somewhat opaque but related to AI interactions.
The idea is compelling but we like to try things out. The Reg signed on to Anything with a trial upgrade to a Pro plan. No password is needed as signing in is via magic email links - a method which delegates security to the email system. Never mind, we got started using the same prompt we have used to try out Amazon's Kiro and Google's Firebase Studio. The application is for managing a rota of volunteers to run game sessions, and the prompt includes a request for features including auto-allocating volunteers based on their submitted availability, and emailing them reminders before sessions.
After thinking for a bit, Anything said that "the system is ready for volunteers to register, set availability, and for administrators to manage the rota." The auto allocation and email features would need "additional development," it said.
The generated application is JavaScript using React and Next.js, using Neon serverless Postgres for the database. Unfortunately Anything was over-optimistic and the application did not work at all. The log showed hundreds of errors and the preview screen just said "Loading." 
[image: Anything says system is ready; preview stuck on Loading]
Anything says system is ready; preview stuck on Loading


We asked the AI to fix the errors and it said there were "missing API endpoints." It did some more work and said the "volunteer rota system is now ready." But it was not. It is possible to sign up as a volunteer, but once signed up, the page still says "apply as volunteer" and a second attempt says "volunteer application already exists." Volunteers also have access to the admin screen, which should not be possible. The log still shows many errors. It is possible to view the code though many of the files state that "this file was generated by Create. You may edit it but doing so may cause issues in your app."
The new coding reality, perhaps, is to carry on chivvying the AI until the application works more or less as expected, but it is hard to be confident that the end result will not have non-obvious problems that impact security and/or functionality in unexpected ways. It also seemed odd to us that the Frontier AI sails on regardless of logs full of errors, confidently reporting its success to the user.
It is likely that an experienced React developer could easily find and fix issues and that the AI-generated code may speed productivity; yet the stated goal of Anything is to enable apps to be built without looking at the code.


	AI model 'personalities' shape the quality of generated code


	GitHub CEO: Future devs will not code, they will manage AI


	JetBrains previews Kineto for vibe no-coding


	Devs are frustrated with AI coding tools that deliver nearly-right solutions


We may be unlucky. Views on X vary: one user said "I published an app in 18 min from idea to execution" but another reported that "I'm in a never-ending loop of paying for what their program keeps screwing up." Another said: "please Anything can you make a proper and robust testing for built apps before launch," something which sounds to us too like a good idea.
Vibe coding platforms are everywhere. Vercel's well-established v0 tool is now called v0.app with new agentic powers, and the company claimed that "anyone can go from idea to deployed app with UI, content, backend and logic included." Tools vendor JetBrains is having a go at its own no-coding, AI-driven offering. AWS has launched Kiro (with which we were more successful), aiming more at assisting than replacing developers.
It is early days and companies are still feeling their way towards what works; in the meantime over-promising appears to be normal and we suggest caution. (r)
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    Alexa hits snooze on basic functions as alarms and timers KO'd in UK outage

    
Brits wake to a beeping nightmare as Amazon's AI assistant forgets how to set - or stop - alarms    


    
        By 
Carly Page        
    

    
        Posted in Personal Tech,
        
            14th August 2025 13:27 GMT
        
    


    
Amazon's Alexa is on the fritz, bungling alarms and timers and leaving some UK users trapped in an endless wake-up call.
Reports from outage tracker DownDetector show a surge of complaints from UK users on Thursday. The complaints started to roll in at around 0800 local time, right as many morning alarms were blaring and, for some, refusing to be silenced.
Reddit is already awash with grumbles, some from folks who've had to yank the plug on their Echo to stop the racket. One poster said this worked - at least until they powered it back on and the alarm picked up where it left off.
"I'm about to throw my Alexa at the wall, it is driving me insane especially because I know I have another alarm in 18 minutes," one Reddit user groans. Another claimed the glitch made them rock up to work an hour late after Alexa failed to deliver their usual morning wake-up call.
Another user described trying to cancel alarms through the Alexa app only to be greeted with: "Unable to cancel alarms at this time, please try again later." They added that even scheduled wake-ups they'd long since deleted were still going off as if nothing had happened.
Alexa users, including us here at The Register, attempting to schedule an alarm are met with the unhelpful response: "Sorry, there was a problem setting your alarm."


	Eat or be eaten by AI, Amazon CEO warns staff


	How Amazon red-teamed Alexa+ to keep your kids from ordering 50 pizzas


	Amazon to kill off local Alexa processing, all voice requests shipped to the cloud


	'Error' causes Alexa to endorse Kamala Harris, refuse to discuss Trump


The gripes aren't limited to timers and alarms. Some users also report that reminders and routines have gone on strike, suggesting this isn't just a case of a few unlucky devices misbehaving, but a broader backend issue.
Another reckoned the borkage had also silenced their Blink doorbell notifications, which The Reg can verify: a user right here in Vulture Central says his Echo Screens have stopped telling him when someone's pressing the buzzer.
So far, Amazon has kept schtum on the cause of the meltdown and has yet not responded to The Register's questions, leaving smart home owners to wonder how something as fundamental as telling the time can go so badly wrong.
Given the number of simultaneous reports, the problem likely lies in Alexa's cloud services rather than individual hardware. But until Amazon confirms what's gone wrong and pushes a fix, users are having to resort to old-school solutions: kitchen timers, phone alarms, or good old-fashioned wristwatches. (r)
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    Law and water: Russia blamed for US court system break-in and Norwegian dam drama

    
Moscow-linked miscreants accused of swiping sealed US court files and fiddling with a Norwegian dam's floodgates    
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Russian attackers reportedly spent months rummaging through the US federal court's creaky case-management system, while Norway reckons the same Kremlin-friendly miscreants took control of a dam's controls - a transatlantic double-act in legal files and floodgates.
The attack on Washington's systems, confirmed by the Administrative Office of the United States Courts on August 5, saw attackers break into the US court system's digital filing cabinet where they began rifling through the paperwork.
The CM/ECF platform (and its public-facing cousin PACER) is a patchwork of more than 200 locally run instances, many of them built when Windows XP was still considered cutting-edge, and is used by lawyers to file motions, submit evidence, and upload sensitive case material.
The intruders reportedly accessed the system via bugs that had been gathering dust since 2020 to make off with sealed documents, witness identities, and even a copy of the court system's own blueprint, according to reports.
On Monday, the New York Times reported that Russia "is at least in part responsible" for the cyberattack, which is said to have been a "years-long effort."
"Some of the searches included midlevel criminal cases in the New York City area and several other jurisdictions, with some cases involving people with Russian and Eastern European surnames," the paper stated.
US President Donald Trump, when pressed on whether he'd raise the issue with Vladimir Putin during their planned meeting in Alaska, offered the verbal shrug: "I guess I could. Are you surprised?"
Whether the years-long spree was bankrolled by a nation state or just enterprising crooks with time to kill remains unanswered. The US Department of Justice didn't immediately respond to The Register's questions.
Open the floodgates
Norway's recent encounter with suspected Russian cyber operators was less about stealth and more about spectacle.
In April, Norway said criminals gained access to a digital system to seize control of a dam in Bremanger by holding its valves open for four hours and sending around 500 liters of water per second gushing downstream. That's not enough to wash away a village, but it was enough to show they could, in theory, turn a scenic fjord into an inland sea.


	Ex-White House cyber, counter-terrorism guru: Microsoft considers security an annoyance, not a necessity


	Kremlin goons caught abusing ISPs to spy on Moscow-based diplomats, Microsoft says


	Aeroflot aeroflops over 'IT issues' after attackers claim year-long compromise


	UK uncovers novel Microsoft snooping malware, blames and sanctions GRU cyberspies


	NCSC says cyber-readiness of UK's critical infrastructure isn't up to scratch


Norway's domestic intelligence agency, PST, is pointing the finger at Moscow for the dam attack, saying the stunt was pure muscle-flexing designed "to cause fear and chaos among the general population," according to local news reports.
Beate Gangas, head of the agency, said: "Over the past year, we have seen a change in activity from pro-Russian cyber actors." She added that the incident at Bremanger was one such activity.
Authorities still haven't singled out which Russian outfit toyed with the Bremanger dam.
From sealed indictments to spillways, the Kremlin's keyboard warriors appear intent on proving there's no corner of Western infrastructure too obscure to poke. Whether it's a court clerk's login or a dam's control panel, both seem to leak just fine under pressure. (r)
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    Amazon's $100B DC spend similar to entire Costa Rica GDP

    
Microsoft cap-ex larger than output of Uganda and Google trumps Slovenia... all in the name of AI    
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The level of investment pouring into new infrastructure from datacenter operators is comparable to the turnover of some mid-sized economies.
[image: ab man o war jellyfish physalia]
News from a possible future: 'Rampant jellyfish cause AI outage by taking datacenter offline'

READ MORE
According to figures from researchers at Omdia, the annual datacenter capex of cloud giant Amazon alone now exceeds $100 billion, making it roughly comparable to the entire GDP of Costa Rica, and greater than that of Luxembourg or Lithuania.
For the other major cloud players, Google comes in with a capex spend of $82 billion, making it larger than Slovenia's economy, while Microsoft manages $75 billion, more than the GDP of Uganda. Meta's $69 billion means it is spending more than the output of Bahrain.
Omdia estimates that global datacenter capex will top $657 billion for the whole of 2025, which means the splurge has almost doubled since 2023 when the total was $330 billion.
These staggering stats are in large part due to companies' continuing desire for ever more compute power to drive AI development, in the expectation it will one day pay off.
This is despite a report from consultants McKinsey & Company earlier this year that many corporate executives are skeptical about whether the large sums being spent on AI infrastructure today will actually produce any measurable return on investment in the near future.
And Meta disclosed as part of its Q2 earnings that the conventional machine learning models powering its recommender systems are driving profits, not the company's generative AI projects.
Yet in a fine example of selling shovels during a gold rush, bit barn operators are happy to oblige clients who keep asking for more AI-capable infrastructure.
In its latest Cloud and Data Center Market Snapshot, Omdia says that, for the near term at least, orders for AI compute resources continues to outstrip supply. The development of newer and larger models, such as the recently introduced GPT-5, is driving training demand.
At the same time, broader AI adoption is driving inferencing. Omdia claims that much of the population in developed economies is using AI in some capacity, with ChatGPT users alone topping 700 million, with more than 120 million daily visits.
Drilling down into that bit barn investment, Omdia says that IT kit will continue to be the largest item on the datacenter cost sheet over the next several years. Even so, spending on physical infrastructure will grow faster, driven by the need for new solutions in power generation, distribution, and thermal management to cope with all those hot and hungry AI servers.
Compute density in data hall racks is growing exponentially, calling for "significant and continuous innovation" in cooling and power delivery, while the energy required for all that IT infrastructure is likely to see operators invest in on-site power generation equipment and microgrid-as-a-service. The latter is where a service company provides on-site electricity generation for the bit barn operator.


	Datacenter diplomacy: Australia commits to help Vanuatu build bit barns


	You've got drought: UK gov suggests you save water by . . . deleting old emails


	Colo operators flock to emerging markets to build DCs


	Arista pushes Ethernet for AI, downplays effect of tariffs


Looking ahead, Omdia says the ace of datacenter buildout is accelerating, and the capacity of the largest sites is expanding, with multi-gigawatt facilities - equivalent to the entire current capacity of a country like Canada - putting in an appearance.
These are already in the pipeline. Meta has signaled several multi-gigawatt campuses scheduled to come online from 2026, while a recent Deloitte Insights report claims some sites now in the early planning stages could top 5 GW. (r)
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    Italian hotels breached en masse since June, government confirms

    
Nearly 100,000 records allegedly up for sale after apparent breach at booking system    
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Italy's digital agency (AGID) says a cybercriminal's claims concerning a spate of data thefts affecting various hotels across the country are genuine.
The miscreant, operating under the alias of mydocs, claims to have gained access to the booking systems used by Italian hotels and stolen thousands of guests' sensitive ID documents between June and August.
AGID said on Wednesday the total number of affected hotels has risen to ten, a number that could go up further in the coming days.
Across various posts to a cybercrime forum, mydocs claims to have listed nearly 100,000 individual identity documents, including passports and other ID cards.
Cybercriminals often make salacious claims about their nefarious exploits on these kinds of forums, and often they are either inflated, exaggerated, or outright false. 
However, in AGID's advisory, the government agency said it intercepted an illegal sale of the documents in question, suggesting it was able to verify the authenticity of the data.
It went on to warn the public of scams that could potentially target victims of the breach.
"This data, once stolen, can be used for fraudulent purposes: from creating false documents to opening bank accounts, to social engineering attacks and digital identity theft, with potentially serious consequences for the victims, both financially and legally," the advisory read (machine translated).
How far the data dates back or how exactly it was accessed remain unanswered questions. However, one affected hotel, the four-star Borghese Contemporary Hotel in Rome, only has 24 beds, yet mydocs claims to have listed more than 7,000 documents, suggesting the scale of the breach is either inflated or covers potentially many years' worth of visitors.


	That 'angry guest' email from Booking.com? It's a scam, not a 1-star review


	Marriott Hotels admits to third data breach in 4 years


	Hotel check-in terminal bug spews out access codes for guest rooms


	A tale of 2 casino ransomware attacks: One paid out, one did not


	Cyberattack hits Omni Hotels systems, taking out bookings, payments, door locks


Italy's data protection authority, the GDDP, also issued a statement on Wednesday confirming some hotels had reported themselves due to the attacks.
"The Italian Data Protection Authority recommends that accommodation facilities that have not yet reported any irregularities promptly report any anomalies so that immediate steps can be taken to protect data privacy and, as required by law, notify affected guests of any breaches," it stated (machine translated).
"Anyone who suspects that their documents may have been unlawfully stolen is also advised to contact the accommodations where they stayed for confirmation."
The GDDP said it has launched a formal investigation into the thefts. (r)
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    .NET 10 preview out now, likely to be near feature-complete

    
WebSocket connections wrapped as streams, MAUI fixes and more as latest LTS version nears release candidate stage    
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Microsoft has released Preview 7 of its .NET 10 runtime and frameworks, with new features including wrapping WebSocket connections as streams, improved passkey authentication in ASP.NET, and new features and fixes for MAUI (Multi-platform App UI).
New in this release is WebSocketStream, a new library API which provides a stream-based abstraction over a WebSocket, simplifying programming. An example in the documentation shows how to read and deserialize a JSON Message with just two lines of code. 
In ASP.NET Core, support for passkey authentication has been simplified and in new applications using Blazor, now Microsoft's preferred framework for modern web applications, passkeys are supported automatically when individual authentication is selected. Creating a new Blazor application with passkey support can therefore be done with:
dotnet new -au Individual
.NET MAUI, the official solution for cross-platform applications, including macOS and mobile, has a new strongly-typed source code generator for XAML, the XML language used to define the UI. The significance of this is both improved build performance and better support for tooling such as IntelliSense. Microsoft's tooling for MAUI XAML has been poor overall, and developers will hope that this will improve matters.
There are also updates to the control APIs in MAUI, including an open/close API for picker controls to control picker state programmatically, and a public API for TabbedPageManager. 
Perhaps more important is the promise in the docs of "numerous fixes and improvements across controls and layouts." MAUI still does not have a good reputation for quality and the signs are that the team is making some effort to address this - though sceptics will observe that Microsoft makes little use of the framework in its own applications.


	VS Code previews chat checkpoints for unpicking careless talk


	GitHub head ankles as Microsoft takes biz by the hand


	Torvalds blasts tardy kernel dev: Your 'garbage' RISC-V patches are 'making the world worse'


	Your CV is not fit for the 21st century - time to get it up to scratch


	After 30 years PHP still evolving: Team adds pipe operator, considers generics


Microsoft releases .NET versions yearly with even numbered releases designated LTS (long term support), meaning three years. This will therefore be an LTS release. General availability (GA) is set for mid-November, coinciding with the virtual .NET Conf event.
With GA just three months away, it is likely that this preview is the last to include major new features. If it follows the normal pattern, there will be a first release candidate next month and a second in October.
Now is a good time to review the complete documentation for what is new in .NET 10, which includes C# 14, expanded post-quantum cryptography support (which we also noted in the forthcoming Java 25 release), a ton of work on the Blazor framework, and updates to Windows Forms and WPF (Windows Presentation Foundation), now somewhat back in vogue. WPF has added support for Windows 11 fluent design, so nobody need know that the framework will celebrate its 20th anniversary next year.(r)
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    Stock in the Channel pulls website amid cyberattack

    
Intruders accessed important systems but tells customers their data is safe    
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A UK-based multinational that provides tech stock availability tools is telling customers that its website outage is due to a cyber attack.
Stock in the Channel (STIC) provides a "digital platform" that lets users - mostly managed service providers and resellers - "view accurate stock and prices for over 3.1m IT products from 34 distributors."
The organization's servers were taken down late into Tuesday evening, and at the time of writing its website remains unreachable. As of Wednesday, its email and phone lines were still operational.
From early this morning, the company's website says of the attack: "On Tuesday evening we underwent a ransomware attack from a sophisticated group of criminal hackers who gained access to our systems by exploiting a zero day vulnerability in one of the 3rd party applications we use.
"The attackers caused extensive damage to our infrastructure which we have been working around the clock to repair. There is currently no evidence a data breach has occurred and we have been able to [recover] all our critical data. Our service is now partially operational. We will be continuing today to restore normal operation, during this time stock and price data may not be up to date."
According to website and app development company Tigren, which claims to have worked on the company's infrastructure, SITC is essentially a stock search engine available to channel companies in 22 countries. 


	Minnesota governor calls in the troops after St Paul cyberattack


	BlackSuit ransomware crew loses servers, domains, and $1m in global shakedown


	Ransomware crew spills Saint Paul's 43GB of secrets after city refuses to cough up cash


	UK retail giant M&S restores Click & Collect months after cyber attack, some services still down


It has more than 60,000 registered users and upwards of 25,000 registered customers across Europe, North America, and Australia.
STIC did not respond to The Register's request - sent yesterday - for more information. Asked about the disruption, the sales team declined to comment and told us to wait for official comment from management.
At present, sources say the company does not believe any customer data was compromised.
Across millions of product listings, SITC - under normal circumstances - also allows customers to share and sell IT hardware, as well as find the best places to buy it. (r)
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    Social media users rubbish at spotting sneaky ads, say boffins

    
Social media marketeers getting better at concealing promos in posts    
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Boffins have peered deep into the eyes of social media users and come to the conclusion that they're not great at spotting when an influencer is trying to sell them something.
Yet when they do, they're not exactly fond of the experience - and regulations requiring disclaimers on sponsored content don't seem to be helping, according to researchers.
"We wanted to understand how ads are really experienced in daily scrolling -- beyond what people say they notice, to what they actually process," Maike Hubner, doctorate student and research assistant at the Ruhr West University of Applied Sciences, said in a prepared statement on her team's work.
"It's not that people are worse at spotting ads. It's that platforms have made ads better at blending in. We scroll on autopilot, and that's when ads slip through. We may even engage with ads on purpose, because they're designed to reflect the trends or products our friends are talking about and of course we want to keep up. That's what makes them especially hard to resist."
The researchers sat 152 Instagram users in front of mocked-up social media feeds made up of 29 posts, of which eight were adverts. An eye-tracking system measured their fixation and dwell time, the number of times a subject's gaze hit pause on different parts of a post and for how long, and then the subjects were interviewed on their experience.
The UK Competition and Markets Authority (CMA) requires that all sponsored content on social media "is clearly identifiable as an ad," including "where you've been paid to post content, received a gift, or post content about your own business."
The rules cover straight advertising, endorsements, sponsorship, competitions, the use of affiliate links and discount codes, business partnerships, own and third-party brand promotion, product placement, reviews, and any content "about gifts received for 'free,'" whether or not a formal relationship exists. As an agency spokesperson told us via email, "Our guidance is clear that social media companies and content creators must follow advertising rules - such as clearly labelling content which they've been paid to endorse - so consumers are clued up and can make informed decisions. We recognise that each platform is not the same and may develop different ways of complying. But the bottom line is that they must follow consumer law and make clear ads are ads."
The US Federal Trade Commission (FTC) has similar requirements, mandating that messages "make it obvious when you have a relationship ('material connection') with the brand."
These disclosures, though, might not be doing the trick: the researchers' eye-tracking data showed participants paying more attention to calls-to-action, like a purchase or sign-up link, than disclaimers when it came to picking the ads out from the real content, and finding it easiest of all to spot advertising by the presence or absence of verification badges and overly-glossy visuals - the latter more likely to engender distrust than encourage purchasing.
"People picked up on design details like logos, polished images, or 'shop now' buttons before they noticed an actual disclosure," Hubner explained.


	Meta used Flo menstruation app data to sell ads, jury finds


	AI is contributing to Meta's growth - just not the kind anyone cares about


	How Google profits even as its AI summaries reduce website ad link clicks


	Publishers cry foul over W3C crusade to rid web of third-party cookies


	Meta joins Google in ragequitting EU political ads over onerous regulations


"On brand posts, that label is right under the username at the top, while on influencer content or reels, it might be hidden in a hashtag or buried in the 'read more' section. Even in a neutral, non-personalised feed, participants struggled to tell ads apart from regular content. In their own feeds which are shaped around their interests, habits, and social circles it might be even harder to spot ads, because they feel more familiar and trustworthy."
Social media advertisers may be getting better at sneaking adverts into users' consciousness, and the researchers' discovery that less-polished and more informal posts were more likely to result in engagement than flash advertising may help with that, but it comes at a risk: the study found that so long as users didn't notice disclosures or calls to action the adverts were treated with the same engagement as truly organic posts, but as soon as users did cotton on they immediately moved on to the next post - providing, that is, they noticed at all.
"Many participants were shocked to learn how many ads they had missed. Some felt tricked, others didn't mind - and that last group might be the most worrying," Hubner opined in conclusion.
"When we stop noticing or caring that something is an ad, the boundary between persuasion and information becomes very thin."
The team's work has been published in the journal Frontiers in Psychology under open-access terms.
A spokesperson for the Advertising Standards Authority, told The Register:
"Our rules are clear that advertising must be obviously identifiable as such. People should always be able to recognize when content is paid-for or controlled by an advertiser, so they're not misled into thinking it's organic.
"Sponsorship arrangements, where someone is paid but the brand has no control over the content, fall outside the CAP Code and aren't investigated by the ASA, though they remain subject to consumer protection laws enforced by the Competition and Markets Authority (CMA). We offer a wealth of free advice and guidance on our website to help advertisers, influencers and brands understand and follow the rules. And if anyone has a concern about an ad they've seen, we encourage them to get in touch." (r)
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    The plan for Linux after Torvalds has a kernel of truth: There isn't one

    
Success does not guarantee succession    
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Opinion The Linux kernel is a remarkable creation. It has achieved a fundamental status in the industry, and thus the world, unmatched in scope, stability, and reputation. It powers lightbulbs to supercomputers, not to mention the billion-plus global army of Android. It covers a host of processors, a massive array of supported devices and an unparalleled choice of distributions.
You know all this. You also know, but most probably rarely think of, the regular cadence of new versions that come along more regularly than the seasons. You may not know that each accumulates around 20,000 updates, some from future versions, some for code more than a decade old. The kernel development and maintenance system has evolved to manage whole classes of virulent ills, such as dangerously insecure and deeply embedded CPU design flaws. People laud Apple for making four hardware architectural transitions between the Motorola 68K in 1984 and Apple Silicon in 2024. Linux currently supports a dozen or so. It's hard to keep count.
[image: Combination of Linus Torvalds and some Linux terminal in the background]
Torvalds' typing taste test touches tactile tragedy

READ MORE
The most startling Linux kernel feature is none of the above, but what's missing. There has been virtually no drama, at least none visible to those who depend on the tech. It is both rapidly evolving and stable, and almost entirely invisible. It is entirely user-focused and built by volunteers. It is virtually inconceivable that it works, and totally inconceivable that anything else could come near.
It is also unthinkable that this would have happened without Linus Torvalds. How and why this came to pass is a story of a resonance with the mysteries of how low-level code and hardware come together to infuse life into both, the drive to do it properly, and the superpower to herd the ubergeek. The tech was right, the time was right, and... -- well, that story is still being written.
Yet it must end. At some point, Torvalds will no longer be the Penguin Emperor. It may be a peaceful abdication far in the future. It may be neither. The unthinkable will have to be thought. Succession will have to happen, and there's no plan for how that will work.
That's not quite true. Torvalds has said that there's no need for formality. Who is in line to step up when he steps off changes, and that's fine. What matters, he says, is the trust earned over time among the community for the top tier of maintainers. The next benevolent overlord will appear naturally. It's true that many decisions are made throughout the community by those other than Torvalds, and the degree of open discussion about absolutely everything from small details to major innovations is naturally far more open and communitarian than humanity normally enjoys. Torvald's moral authority pervades, and others have already inherited it. That's the plan.
This is dangerous. Succession is always a time of uncertainty for those who like the way things are, and opportunity for those who do not. The Linux kernel project has many tensions that are themselves remarkable for being universally agreed but with little urgency about fixing them.
This discussion of the Linux Kernel Report by Jon Corbet of LWN.net from the Open Source Summit has lots of reassuring stats with a very frank analysis of the project's long term challenges. It's a conservative, risk-averse community, which is a good thing, which makes necessary innovation, like moving to Rust, hard. Such difficulties are magnified by how overstretched developers -- but more critically maintainers -- are. Many are in effect doing two jobs, the one they're paid for, and the Linux kernel work. It seems the $100bn companies who need Linux are happy for their employees to contribute, as long as they don't have to pay. That gets old faster than you do.
This leaves the project vulnerable. Companies such as Red Hat are keen to twist open source to their commercial advantage, while fears of benchmark manipulation have gone towards rejecting innovations in configurable scheduling. Maintenance is frequently thankless, and under ever-increasing pressure as fuzzing and AI produce bug reports in huge quantities for triage.


	Torvalds blasts tardy kernel dev: Your 'garbage' RISC-V patches are 'making the world worse'


	Linus Torvalds offers to build guitar effects pedal for kernel developer


	Linus Torvalds: 90% of AI marketing is hype


	Combustion engines grind Linus Torvalds' gears


Experienced volunteers are motivated by many things, but everyone has a limit. When Torvalds goes, the sense of discontinuity will be hard to bear, and the opportunism of commercial interests to grow influence will be non-zero. These are problems now that need addressing before they are ripened by events, and this is where succession planning should take place.
They can be every bit as formal and open as everything else -- they have to be -- and they can and should be iterative, experimental and focused. How do you create an environment where wise experience-hardened veterans can share experience with fresh-faced youth, while the fresh-faced youth takes on the workload? If you can't manage a transition without documentation, what then? How, at heart, do you build mutual trust between generations who don't speak the same language?
The Linux kernel is an amazing creation with an amazing creator, and both have demonstrated the ability to transition at their own speed and in good time. Succession can work that way. It can also be far less accommodating. Hope, as they say, is not a strategy. (r)
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    The PS9 billion question: To Microsoft or not to Microsoft?

    
Are UK taxpayers getting real value from SPA24 -- or just high cost convenience?    
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Register debate series The UK government's five-year Strategic Partnership Agreement (SPA24) with Microsoft is set to see public sector bodies spend around PS1.9 billion each year--nearly PS9 billion in total over half a decade. It's a vast sum for software and services, and one that deserves close scrutiny.
[image: windows]
Microsoft wares may be UK public sector's only viable option

READ MORE

Microsoft in the public sector


This debate series is prompted by our reporting on the recent UK government commitments to the tech giant. Yesterday's motion was for using Microsoft in the public sector. The debate continues with a motion for more oversight and balance between FOSS and the Windows maker today.


The key question is whether this represents genuine value for taxpayers -- or whether it's simply the continuation of the status quo under a new label.
Discounts or revenue boost?
SPA24 is marketed as delivering "enhanced value," bundling Microsoft 365, Azure, Business Applications, and, for the first time, Microsoft Copilot. Consolidating procurement can simplify operations, particularly for departments managing complex legacy systems. But Microsoft's recent earnings show a 17 percent year-on-year revenue increase, with Azure revenue up 39 percent. Meanwhile, profit remains sky-high: net margins are about 36 percent and have not dipped under 30 percent in more than five years.
Revenue growth and margins together are propelling the company's staggering valuation of more than $3.5 trillion.
Against that backdrop, it's fair to ask: are UK public sector negotiators achieving substantial discounts, or is this multi-billion-pound spend helping fuel an already surging profit line? If the savings are minimal or opaque, the deal risks reinforcing rather than challenging entrenched market power - leaving the government with limited choice and little leverage.
The Copilot question
The inclusion of Copilot, Microsoft's AI productivity tool, adds another dimension. There is no doubt AI-driven features could boost efficiency, but without transparent comparative pricing, it's impossible to tell whether this is an affordable enhancement or a costly lock-in.
By adopting Copilot as the default AI engine through SPA24, departments could be committing themselves more deeply to Microsoft's ecosystem --potentially at the expense of open-source or cloud-agnostic alternatives.
This "default by convenience" approach risks stifling innovation, reducing future negotiating power, and embedding proprietary systems that are expensive to replace. A government-wide policy on AI adoption, focused on interoperability, data sovereignty, and long-term value, would be a prudent step.
CCS: Enabler or status quo guardian?
The Crown Commercial Service (CCS) operates SPA24 as part of its framework portfolio. Its role as a trading fund means it takes a small percentage from suppliers -- on a PS9 billion deal, about PS30 million over the contract term. While CCS argues this model supports efficient procurement and risk management, the margin may also create an incentive to preserve vendor stability and the status quo rather than pursue aggressive cost-cutting.
What else could PS9 billion deliver?
The SPA24 framework represents a major commitment of public funds and raises the question of whether the UK taxpayer is truly getting best value. If technology modernisation using other platforms was considered, even a modest 10 percent improvement in replacing Microsoft -- around PS900 million -- could have a major impact elsewhere. It could pay for thousands of additional NHS staff or police officers, modernize critical government IT, or accelerate digital projects in health, transport, and education. Poorly negotiated terms don't just mean lost savings -- they represent missed opportunities to improve services and invest in innovation.
Is Microsoft the only practical path?
Microsoft offers scale, reliability, and familiarity - qualities vital for large organizations delivering essential public services. Migration to alternative platforms is neither simple nor risk-free, and transformation costs can be significant.
Yet relying solely on what's familiar risks stagnation. Small-scale pilots, trials of open source software, or hybrid vendor strategies could create competition and generate savings while maintaining service continuity. International examples illustrate both potential and pitfalls: France's Gendarmerie Nationale saved millions by migrating 70,000 desktops to Ubuntu Linux, while Munich's LiMux project faltered due to political changes, interoperability challenges, and weak support.
In other words, moving away from Microsoft is possible -- but it requires careful planning, skills investment, and strong governance to succeed.
Lessons learned or forgotten?
The UK has tried to rein in IT costs before. The 2004 Gershon Review aimed to cut back-office inefficiency, and in 2010, the Cabinet Office under Francis Maude imposed a moratorium on new IT spend to drive cost discipline and encourage competition.
As Deputy Government CIO and Director of IT Strategy & Policy during that period, I helped deliver the moratorium and saw first-hand how it could strengthen value-for-money oversight. It's disappointing to see how many of those hard-won disciplines appear to have been eroded. Today, while the structures for efficient procurement remain, the drive for genuine competition and innovation seems to have been squandered.
Towards a more balanced approach
Securing real value from major technology deals like SPA24 requires far greater transparency about the discounts achieved, ideally via independent review. The government should run pilot programmes to test credible alternatives, with clear metrics and exit strategies to keep options open.
Shared accountability across HM Treasury, the Cabinet Office/DSIT, CCS, and the National Audit Office is essential, with regular testing of commercial arrangements for efficiency - not just compliance. Above all, procurement should focus on competition and open standards, ensuring the public sector retains bargaining power and avoids over-dependency on a single supplier.


	You've got drought: UK gov suggests you save water by . . . deleting old emails


	News from a possible future: 'Rampant jellyfish cause AI outage by taking datacenter offline'


	GitHub head ankles as Microsoft takes biz by the hand


	Californian man so furious about forced Windows 11 upgrade that he's suing Microsoft


Conclusion - pragmatic, complacency or scrutiny?
SPA24 brings tangible benefits in terms of scale and service integration, and Microsoft's deep presence in government IT makes it a logical partner. But pragmatism must not become complacency. Without ongoing scrutiny of pricing, supplier choice, and transformation incentives, taxpayers may end up paying a "convenience premium" rather than securing the best possible deal.
Given the scale of expenditure, even a modest improvement in terms could unlock funding for vital public services. It is time for policymakers and watchdogs to revitalise genuine value-for-money oversight - ensuring the public purse is not just a revenue stream for global tech giants, but a catalyst for smarter, more sustainable digital transformation. (r)

  
    The Register presented an opposing view yesterday and readers can have their say on Friday.
  


  
    Bill McCluggage is a seasoned technology advisor and senior executive with extensive experience across both public and private sectors. He served as the first Chief Information Officer for the Irish Government beginning in 2013, previously holding roles such as Deputy UK Government CIO, Executive Director for IT Policy & Strategy in the UK Cabinet Office, Director of eGovernment and CIO in Northern Ireland, and CTO for EMC (Dell EMC) Systems in the UK and Ireland.
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    Back to being FOSS, Redis delivers a new, faster version

    
Meanwhile, the clock's ticking for the previous FOSS Redis    
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Redis 8.2 is FOSS again, albeit under a different license, and has multiple performance enhancements. Meanwhile, Redis 7.2, the last of the old FOSS versions, is nearing its end of life. New version, or new Valkey?
A new version of the Redis in-memory key-value database is out. Redis 8.2 is now generally available, and it's got a bunch of performance enhancements. Meanwhile, the previous FOSS release, version 7.2, will reach its scheduled end-of-life date at the end of February 2026, which is now just six months away.
About a year and a half ago, we reported that Redis was changing licenses. The eponymous company changed its license from the permissive BSD-3-clause license to a new dual-license system, MongoDB's Server Side Public License. At the time, we said: "The change will take effect from Redis version 7.4, and we expect that multiple Linux distributors will drop Redis from their codebases."
Valkey appeared days later, forked from Redis 7.2.4. In June 2024, The Register reported it was gaining momentum, and nearly a year later, the new project released version 8.1 and the lead developers were planning version 9.
Also in May, in a welcome move, the vendor released Redis 8, and in so doing, relicensed it again. This time around, it uses the GNU AGPL - a relatively restrictive license compared to any of the BSD licenses, but still an official GNU Free Software license and Open Source Initiative approved.


	Another one bites the dust as KubeSphere kills open source edition


	The State of Open Source in 2025? Honestly, it's a mess but you knew that already


	How to host a Linux-powered local dev site in Windows


	Why do younger coders struggle to break through the FOSS graybeard barrier?


We are not proposing any direct connection here, but the change of heart at Redis followed a few months after the original developer of Redis, Salvatore Sanfilippo - better known in FOSS circles as antirez - chose to return to the company he had left in 2020. He got straight back to work, and a few months later, The Register reported on Redis's new vector data type.
Redis Ltd makes impressive performance claims for the new Redis 8.2:

Redis 8.2 introduces over 14 new performance & efficiency improvements compared to Redis 8, including up to 35% faster commands, up to 49% more operations per second throughput, and a new internal implementation for storing keys and JSON that reduces memory footprint by up to 67%.


Organizations still using Redis 7.2 face a choice of migration paths: either move to Valkey, or stay with Redis but move to a new major version. Redis 7.4 has about six months longer to live and Redis 7.8 will endure until May 2027, but those versions still aren't strictly FOSS. For many users, it may depend simply upon what their Linux distro of choice supplies. As examples, RHEL 10 contains Valkey instead, while the newly-released Debian 13 offers a choice: Redis 8.0.2 and Valkey 8.1.1. (r)
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    Desktop-as-a-service now often cheaper to run than laptops - even after thin client costs

    
Human usage set to double, AI agents might need them too    
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Analyst firm Gartner has declared hosted PCs are now often cheaper to operate than on-prem laptops, and two years away from being cost-effective for 95 percent of workers.
That opinion emerged this week in the firm's Magic Quadrant for Desktop as a Service (DaaS), which considers hosted desktops - not traditional on-prem desktop virtualization - and predicts that by 2027, 20 percent of workers will use a hosted machine as their main workspace, up from 10 percent in 2019. The Square of Sorcery also predicts that by 2027, virtual desktops will be cost-effective for 95 percent of workers, up from 40 percent in 2019.
Cost is a big reason for the shift.
"Total cost of ownership for DaaS, especially when users couple it with thin-client endpoints, is now lower than that of a laptop PC for many use cases," Gartner wrote. "Enterprises continue to increase the mix of DaaS within their estates, but most are deploying DaaS for specific use cases rather than a complete PC replacement."
The analyst also reckons DaaS has all but done for VDI.
"Gartner rarely speaks to an organization that is planning to deploy a new on-premises VDI solution. Net-new deployments are almost exclusively using DaaS, and on-premises deployments are either migrating to DaaS or moving to a cloud control plane," reads a quote from the Quadrant.
[image: Gartner's 2025 Magic Quadrant for Desktop-as-a-Service]
Gartner's 2025 Magic Quadrant for Desktop-as-a-Service - Click to enlarge


Gartner rates Microsoft the runaway leader in the field. "No other vendor has such broad capabilities across digital workplace technologies, hyperscale cloud and AI," the quadrant states, even though its three DaaS offerings - Azure Virtual Desktop, Windows 365 and Microsoft Dev Box - are all cloud-hosted. Gartner warns "Microsoft is prioritizing Windows 365 over Azure Virtual Desktop", so buyers need to think carefully before committing.
Gartner also rates Citrix a leader in the field, as "Its intellectual property, especially its protocol and management plane, alongside its integrations, allows more use cases to be addressed than with other vendors." The analyst notes that Citrix only sells DaaS in bundles that can leave buyers paying for product they don't want, and warns that the vendor seldom offers subscriptions shorter than three years to its large customers.
Omnissa, the former end-user-compute limb of VMware, won Gartner's admiration for its "strong offering for deployments of all scales." However the analyst says its customers have expressed concern that Omnissa may struggle to continue providing solid global support.
AWS also made Gartner's Leaders in the field, winning recognition for bundling management tools with its Workspaces DaaS.
Agents, too?
Software agents may also start using virtual desktops, according to end-user computing specialist Tony Foster, who has a day job at Dell but blogs as "wondernerd" and this week noted the growing number of AI tools that can operate computers.
"All the geeks on TV keep talking about how these AI agents will be able to do things for you, like book dinner reservations, or hotels, schedule meetings, and other mundane tasks," Foster wrote, before observing that to do so agents will need to access a computer.
He thinks computers designed for human use won't be optimal.
"For example, if I give an architect a virtual desktop designed for an accountant and tell them to create a new facility. They can probably do it, but it won't be efficient or easy to do. You want to give the end user the best tools to do their job."
Agents, Foster observed, won't need a mouse, and pop-up notices won't be relevant.
"They will need new 'desktops' optimized for them to use," he suggested, before wondering "How will these new workspaces be licensed?" He considered two options: Discrete licenses for workspaces licensed for human and agentic use, and licenses that cover use of a workspace by a human and a set number of agents that work on their behalf.
For what it's worth, Microsoft already offers an " Unattended License" for non-human users of its products. (r)
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    Datacenter diplomacy: Australia commits to help Vanuatu build bit barns

    
$79 million is a small price to pay to keep China at bay    
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Australia will help to fund the development of two datacenters in the Pacific island nation Vanuatu, an example of tech infrastructure becoming an important diplomatic consideration.
Vanuatu is around 2,000 kilometers from Australia's east coast. The country is home to around 320,000 people, and its GDP is just over $1 billion.
Despite Vanuatu's small size, Australia has courted the nation and others in the Pacific because China is doing likewise. The Middle Kingdom's diplomacy often includes proposals to create facilities that its navy could use, sweetened by offers to build submarine cables or mobile networks.
Australia does not want China gaining access to Pacific ports, or influence in the region. Japan and the USA support that policy and when Chinese entities expressed an interest in acquiring the biggest mobile carrier in the Pacific - Digicel - helped to fund a takeover by Australian carrier Telstra. Once Telstra took control of Digicel, it ripped out Huawei gear over fears it could enable espionage.
In 2022, Australia and Vanuatu negotiated a Bilateral Security-Agreement that kept the Pacific nation in Australia's sphere of influence. Earlier this year, Vanuatu's new prime minister Jotham Napat scrapped the 2022 deal and sought another.
On Wednesday, he got his wish as Australia and Vanuatu signed a new security pact called the "Nakamal Agreement" that will see the land down under fund A$500 million ($330 million) of projects in Vanuatu in coming years. One of those projects is a pair of datacenters valued at A$120 million ($79 million) that Vanuatu's government announced last year as part of a strategy to develop an e-commerce industry and ensure the nation can connect to the global digital economy.
Australia's regional diplomacy is therefore tied to a pair of datacenters.
[image: Vanuatu and Australian officials sign the Nakamal Agreement on the rim of active volcano Mount Yasur]
Vanuatu and Australian officials sign the Nakamal Agreement on the rim of active volcano Mount Yasur - Click to enlarge




	Epic Games has another win over Apple and Google, this time in Australia


	Australia bans kids from signing up for YouTube accounts, angering Google


	Australia's attempt to join the space race lasts just 14 seconds


	Google Indonesia tangled up in $600 million Chromebook corruption probe


For what it's worth, Australia struck a similar deal with Papua New Guinea (PNG) that included funding for a team that will play in Australia's National Rugby League competition. One of Australia's conditions for funding the team was PNG not forming a security arrangement with China.
Australia promised to spend A$600 million ($393 million) on the Rugby team. Vanuatu's datacenters are cheap by comparison, according to think tank The Lowy Institute, "Vanuatu has just shown how small states can rewrite the rules - and the cheques - on their own terms." (r)
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    Hungry hyperscalers boosted Cisco's AI sales by a cool billion bucks

    
Big Tech is spending vastly more on AI infrastructure but Switchzilla thinks its piece of the pie will be fat and juicy    
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Cisco sold twice as much AI kit as it forecast during its 2025 fiscal year and expects the market for binary brainboxes will continue to boost its bank balance in future.
The networking giant on Wednesday announced [PDF] its Q4 and full year results, pointing out that "AI Infrastructure orders taken from webscale customers exceeded $800 million, bringing the FY 2025 total to over $2 billion, more than double the original $1 billion target."
CEO Chuck Robbins said that result "demonstrates the undeniable capability and relevance of our technology for multiple back-end use cases with some of the most technologically advanced customers."
And it probably does. But let's put it into perspective: Microsoft, AWS, and Google plan to spend almost $300 billion on datacenters in the next 12 months. Cisco is currently getting a tiny slice of that spend. Google just spent $14 billion on servers in a single quarter. Meanwhile, Cisco's boasting about $2 billion of revenue from hyperscalers in a year. Nvidia, meanwhile, now sells around $5 billion of networking kit each quarter, plenty of it to hyperscalers.
Cisco's Q4 saw $14.7 billion of revenue come through the door, an eight percent year-on-year jump. Net income jumped 31 percent to $2.8 billion. Full-year revenue landed at $56.7 billion, and that extra $1bn of AI sales contributed about a third of the $2.9 billion (five percent) annual revenue growth. Net income grew just one percentage point, to $10.5 billion.
Robbins was upbeat about Cisco's prospects, pointing to a pair of billion-dollar deals with web scale customers who signed for a combination of networking, security, collaboration and observability products during the year. The CEO said customers have shown "strong interest" in Cisco's Catalyst 9000 switches, which run its new custom silicon, and their curiosity has already translated into 80 sales of the Hypershield network security product.
The CEO also said he expects enterprise adoption of AI will trail hyperscale uptake, and that more organizations will modernize their networks in coming years. AI will therefore continue to boost Cisco's core on-prem networking business, which in Q4 grew orders by double digits - for the fourth quarter in a row.
Robbins said he thinks "there's a lot of [AI] pilots going. There's a lot of work going on with customers who are piloting different applications in retail environments etc."
"So, we think it will start to ramp and then we think that you'll see AI applications ramp. And then the second half of the year, we think you'll see agentic AI proof of concepts become more pervasive. And that's going to require obviously network connectivity, network capacity, low latency." Cisco plans to cash in.


	Cisco donates Agntcy project to Linux Foundation in the hope it gets AI agents interacting elegantly


	No login? No problem: Cisco ISE flaw gave root access before fix arrived, say researchers


	How Broadcom is quietly plotting a takeover of the AI infrastructure market


	Cisco Borgs all its management tools into a single Cloud Control console


Asked if the USA's new tariffs policy could present a future problem for Cisco, if only because customers rushed to buy kit before the import duties are added to product prices, Robbins said "I haven't heard one instance in the last six months of a single customer who said 'I'm going to order this now before price increases occur'."
CFO Mark Patterson weighed in with his observation that other metrics Cisco uses to gauge customers' intentions also suggest the threat of tariffs did not change buyer behavior.
Robbins also said spending by the US government remains robust, and Cisco believes it will increase in 2026 despite budget cuts.
The company forecast FY 2026 revenue will land between $59 billion to $60 billion, representing growth of between 4.0 percent and 5.8 percent.
Investors seem content with Cisco's numbers, as the company's share price dipped by around one percent in after hours trading. (r)
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    Doctors get dopey if they rely too much on AI, study suggests

    
A tool can become a crutch    
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When doctors use AI image recognition technology to spot and remove precancerous growths known as adenomas during colonoscopies, the detection rate is higher. But take the AI away, and their rate drops to below where it was in the first place.
One recent study shows that using this AI tool results in a 12.5 percent increase in the adenoma detection rates (ADR). That is expected to save lives.
But when doctors lose access to AI assistance, their ability to spot adenomas tends to drop below what it was before they started relying on AI, according to a study published in The Lancet Gastroenterology & Hepatology.
"Continuous exposure to AI might reduce the ADR of standard non-AI assisted colonoscopy, suggesting a negative effect on endoscopist behaviour," the study concludes.
The analysis, based on data from four endoscopy centers in Poland between September 2021 and March 2022, compares the change in ADR of standard, non-AI assisted colonoscopy before and after endoscopists were exposed to AI in their clinics.
"The ADR of standard colonoscopy decreased significantly from 28.4 percent (226 of 795) before to 22.4 percent (145 of 648) after exposure to AI, corresponding with an absolute difference of minus 6.0 percent," the study says.
The 21 authors of the Lancet paper note that in 2019, the European Society of Gastrointestinal Endoscopy (ESGE) warned about the risk of "deskilling" in its AI guidelines [PDF].
"Possible significant risks with implementation, specifically endoscopist deskilling and over-reliance on artificial intelligence, unrepresentative training datasets, and hacking, need to be considered," the ESGE said.


	Some users report their Firefox browser is scoffing CPU power


	AI model 'personalities' shape the quality of generated code


	Perplexity takes a shine to Chrome, offers Google $34.5 billion


	Suetopia: Generative AI is a lawsuit waiting to happen to your business


The authors say they believe their study is the first to look at the effect of continuous AI exposure on clinical outcomes and they hope the findings prompt further research into the impact of AI on healthcare.
AI, for all its purported benefits in efficiency, may impose a cost on the people who use it. In June, MIT researchers published a related study that found the use of LLM chatbots associated with lower brain activity.
Concern about "deskilling" due to automation dates back decades. As noted in a recent paper from Purdue researchers, psychologist Lisanne Bainbridge's 1983 work "Ironies of Automation" explored how the automation of industrial processes may expand problems for human system operators rather than solve them.
The Purdue academics argue the situation is similar for designers who come to rely on AI.
"Our findings suggest that while AI-driven automation is perceived as a means of increasing efficiency, excessive delegation may unintentionally hinder skill development," they conclude.
Princeton University computer scientist Arvind Narayanan recently argued that developer deskilling as a result of AI is a concern. It's not like compilers eliminating people's ability to write machine code, a fear expressed years ago that never happened.
"On the other hand, if a junior developer relies too much on vibe coding and hence can't program at all by themselves, in any language, and doesn't understand the principles of programming, that definitely feels like a problem," he said. (r)
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    Tsunami forecasting about to get a lot faster thanks to El Capitan super

    
The world's most powerful known supercomputer stretches its legs with some life-saving science    
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Eggheads working on El Capitan, the world's most powerful publicly known supercomputer, have developed a new tsunami forecasting system that could dramatically improve response times in coastal communities.
In the event of a large-scale earthquake along the US Pacific Northwest, residents may have as little as 10 minutes before the waves strike, leaving little time for evacuation, researchers explained in a blog post on Tuesday.
"Conventional tsunami warning systems often rely on seismic and geodetic data to infer earthquake magnitude and location, but typically use simplistic models that fail to capture the complexity of fault ruptures, which can lead to false alarms or dangerously late warnings," the authors explained.
The new forecast model, developed as part of collaboration between Lawrence Livermore National Lab, the Oden Institute at the University of Texas at Austin, and the Scripps Institution of Oceanography at the University of California San Diego, sought to improve on existing tsunami forecast models enabling real-time tracking of conditions, providing residents more time to get to high ground.
"This framework represents a paradigm shift in how we think about early warning systems," Omar Ghattas, professor of mechanical engineering and principal faculty in the Oden Institute, explained in the post. "For the first time, we can combine real-time sensor data with full-physics modeling and uncertainty quantification - fast enough to make decisions before a tsunami reaches the shore." 
This involved generating a massive library of physics data linking earthquake-related seafloor motion to tsunamis. And to do it, researchers employed nearly every FLOP of compute the El Capitan supercomputer could muster to solve what's known as a Bayesian inversion problem.
Built by HPE's Cray division for the Department of Energy (DoE) and National Nuclear Security Administration (NNSA), El Capitan came online last year and features more than 43,500 of AMD's MI300A accelerated processing units (APUs), totaling 2.79 exaFLOPS of peak performance. In late 2024, the machine claimed the No. 1 spot on the Top500 ranking of publicly known supers with 1.74 exaFLOPS in the LINPACK benchmark.


	US DoE taps federal sites for fast-track AI datacenter and energy builds


	Swiss boffins just trained a 'fully open' LLM on the Alps supercomputer


	Amazon built a massive AI supercluster for Anthropic called Project Rainier - here's what we know so far


	Jupiter, Europe's most powerful super, takes maiden flight - but misses exascale orbit


The machine's ultimate purpose isn't public research, but rather ensuring that the US nuclear weapons stockpile actually works, since we can't exactly set one off to find out.
However, before the system is air-gapped and starts its primary mission, researchers had the opportunity to put the machine through its paces, running all manner of scientific workloads, including the extreme-scale acoustic gravity wave propagation problems necessary to forecast tsunamis in real-time.
By front-loading the computation onto El Capitan, the labs were able to develop a digital twin that could predict tsunamis in a matter of seconds using much more modest GPU clusters.
"This is the first digital twin with this level of complexity that runs in real time," LLNL's Tzanio Kolev, who co-authored the paper, said in the post.
While the model can drastically reduce response times in the event of a tsunami, it relies on streaming data from pressure sensors located along the seafloor. For forecast systems based on the model to be viable, these networks will need to grow, particularly in earthquake-prone regions.
However, as Kolev notes, the Bayesian inversion framework used here isn't limited to tsunami prediction and can be applied to a number of complex systems, from wildfire tracking to space weather. (r)
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    Claude Code's copious coddling confounds cross customers

    
Never mind the errors, we've had it with "You're absolutely right!"    
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Developers using Anthropic's Claude Code wish that the AI coding assistant would stop being so effusively supportive.
As noted in a GitHub Issues post submitted in July by developer Scott Leibrand, "Claude says 'You're absolutely right!' about everything."
Claude Code doesn't actually say that about everything, but it says so enough that it has managed to annoy its core constituency with its sycophancy.
"Claude is way too sycophantic, saying 'You're absolutely right!' (or correct) on a sizable fraction of responses," Leibrand observed in the post. "The model should be RL'd [reeducated via reinforcement learning] (or the system prompt updated) to make it less sycophantic, or the phrases 'You're absolutely right!' and 'You're absolutely correct!' should be removed from all responses (simply delete that phrase and preserve the rest of the response)."
Leibrand points to a recent social media thread poking fun at the fawning AI model.
"Sycophancy annoys me personally because it points the model away from truth-seeking," Leibrand told The Register. "I'm not always right, and I want my coding agent to figure out how to best help me accomplish a goal, not flatter my ego."
His GitHub post has received almost 350 "thumbs-up" endorsements and more than 50 comments from other developers indicating that the situation has not improved in the past month.
"You're absolutely right!" surfaces in other GitHub Issues, such as this one claiming that the Opus 1 model admitted misrepresenting that it had made code changes: "You're absolutely right. I made up those commit hashes when I shouldn't have."
There are presently 48 open Issues that cite the phrase.
Anthropic did not immediately respond to a request to say whether it's aware of this specific bug report and whether it's developing a potential fix.
But the firm has known about model sycophancy since at least October 2023. That's when the company's own researchers published a paper titled, "Towards Understanding Sycophancy in Language Models."
Company researchers reported that the leading AI assistants at the time - Claude 1.3, Claude 2, GPT-3.5, GPT-4, and LLaMA 2 - "consistently exhibit sycophancy across four varied free-form text-generation tasks."
Upon examining the role that human feedback might play in model fine tuning, they found "that humans and preference models tend to prefer truthful responses but not reliably; they sometimes prefer sycophantic responses."
"Overall, our results indicate that sycophancy occurs across a variety of models and settings, likely due in part to sycophancy being preferred in human preference comparison data," they conclude.
Anthropic cited its 2023 research paper in a blog post investigating the inner workings of LLMs the following year. In that blog post, they described how a particular "feature" in an internal mapping of Claude 3.0 Sonnet could be activated to make its responses more sycophantic.


In Sonnet, we found a feature associated with sycophantic praise, which activates on inputs containing compliments like, "Your wisdom is unquestionable". Artificially activating this feature causes Sonnet to respond to an overconfident user with just such flowery deception.




	AI model 'personalities' shape the quality of generated code


	Box's AI agents set to help US government agencies


	Some users report their Firefox browser is scoffing CPU power


	Poisoned telemetry can turn AIOps into AI Oops, researchers show


AI sycophancy is an industry-wide problem, one that cynics speculate is allowed to persist because model makers would rather maximize user engagement and retention via flattery than risk alienating users with blunt interactions.
"I suspect this is an unintentional side effect of the way the models were RLHF'd [reinforcement learning from human feedback]," Leibrand told us. "I doubt they're intentionally trying to maintain this kind of tone. I don't know that they're dragging their feet on trying to fix it, just focused on what they consider to be more important problems. It would be nice if they would open-source Claude Code, though, so independent developers could test out fixes and workarounds."
Three weeks ago, a developer asked those responsible for the Google Gemini CLI to "Make Gemini less of a sycophant."
In April, OpenAI went so far as to rollback an update for GPT-4o because the model, which served as the basis for ChatGPT at the time, had fawning, obsequious behavior that was just too much to bear.
In a blog post detailing the steps it was taking to reduce sycophancy, OpenAI said, "ChatGPT's default personality deeply affects the way you experience and trust it. Sycophantic interactions can be uncomfortable, unsettling, and cause distress. We fell short and are working on getting it right."
Sycophancy in generative AI models has also been a frequent subject of academic exploration.
A study from Stanford researchers released in February looked at sycophantic behavior in ChatGPT-4o, Claude-Sonnet, and Gemini-1.5-Pro with regard to the AMPS (mathematics) and MedQuad (medical advice) datasets.
The authors found, "Sycophantic behavior was observed in 58.19 percent of cases, with Gemini exhibiting the highest rate (62.47 percent) and ChatGPT the lowest (56.71 percent). Progressive sycophancy, leading to correct answers, occurred in 43.52 percent of cases, while regressive sycophancy, leading to incorrect answers, was observed in 14.66 percent."
They further observe that sycophancy in medicine "could lead to immediate and significant harm" due to the increasing use of LLMs in healthcare. (r)
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Uncle Sam's HR department has become the latest agency to get a nastygram from federal auditors, who are hoping its recently-appointed director can get his house in order better than his predecessor. 
The Government Accountability Office (GAO) sent a report on open recommendations to Office of Personnel Management (OPM) Director Scott Kupor Wednesday, informing him of 58 unresolved issues identified by the GAO, 14 of which are important enough to be considered priority recommendations. Several relate to IT.
According to the GAO, the 14 outstanding priority recommendations include improving IT systems to reduce retirement application processing time, implementing workforce planning activities for its IT staff, better management of its permanent electronic records, and improved software license management.
Retirement application processing stands out in the report as a particularly egregious failure, with GAO noting that OPM has little to show for two decades of work "fraught with IT management weaknesses." 
OPM has made some progress, GAO noted, but not enough. 
"For example, OPM has not yet demonstrated that it has incorporated key aspects of IT project management as part of its modernization effort," GAO noted. OPM has also failed to implement all the GAO recommendations on workforce planning and training, which GAO said would give it "greater assurance that it has the IT staff with the necessary knowledge, skills, and ability to support its mission and goals." 
Workforce skill shortages are also going unresolved due to the lack of an action plan to fill needed positions - something GAO said OPM desperately needs, and which auditors noted is progressing well, at least for now. 
"In March 2025, the agency stated that it expected to approve or finalize its IT workforce plan by the third quarter of fiscal year 2025," the GAO noted. We note that the third quarter of the government's fiscal year ended in June. "It also stated that it expected to complete competency assessments by the fourth quarter of fiscal year 2025 and the related analysis by the second quarter of fiscal year 2026." 
Along with those IT recommendations, the GAO also called OPM out for not doing enough to stop false federal employee health benefits (FEHB) claims. The GAO said that stopping these claims would save taxpayers more than a billion dollars. OPM said in 2024 that it had taken steps to prevent new enrollments by people who aren't qualified for service, but that just includes new enrollees - not old ones. 
"While beneficial, OPM's strategies do not address the significant risk of improper payments and potential fraud stemming from ineligible family members that are already enrolled in the FEHB program," GAO noted. 
A priority, but nothing out of the ordinary
There are a lot of recommendations in the GAO's OPM report, but its publication isn't out of the ordinary for government agencies of late. 


	US auditors beg Pentagon to pay attention to latest report about IT system flaws


	GAO finds billions in possible government savings, all without Elon's help


	Weapons jam: Pentagon sucks at removing foreign objects from its gear, auditors say


	US agencies log nearly 9x more GenAI use cases in 2024 - but deployments stall


The GAO issued a trio of reports directed to the General Services Administration, Environmental Protection Agency, and Department of Homeland Security last week covering the same topic of outstanding auditor recommendations. Homeland Security has been particularly bad about meeting its GAO recommendations, with 43 outstanding matters noted for the agency in last week's report - several less than OPM's count of 58. 
OPM's 58 outstanding recommendations also mean that it painted a big target on its back for the GAO to aim at, as it has fallen far below the government-wide average for addressing auditor requests.
"On a government-wide basis, 70 percent of our recommendations made 4 years ago were implemented," the GAO said, noting that data comes from November 2024. "OPM's recommendation implementation rate was 33 percent." 
While OPM blamed government employee layoffs for some of the issues it left unresolved, it offered no justification for other outstanding items. We reached out to OPM to see what it had to say for itself, but didn't hear back. (r)
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Fortinet warned customers about a critical FortiSIEM bug that could allow an unauthenticated attacker to execute unauthorized commands, and said working exploit code for the flaw has been found in the wild.
The OS-command-injection vulnerability, tracked as CVE-2025-25256, received a 9.8 CVSS rating and affects multiple versions of the security tool: 7.3.0-7.3.1, 7.2.0-7.2.5, 7.1.0-7.1.7, 7.0.0-7.0.3, and before 6.7.9. Customers need to upgrade to a fixed version and, as a workaround, the vendor suggests limiting access to the phMonitor port (7900).
An unauthenticated attacker can abuse this flaw by crafting a CLI request and then executing arbitrary commands on the operating system, which can allow complete system takeover. And, according to the security advisory, miscreants don't even need to work very hard to do this, as "practical exploit code for this vulnerability was found in the wild."
Fortinet did not respond to The Register's questions, including whether it was aware of any exploitation. 
The disclosure follows a warning from GreyNoise about a surge in brute-force traffic targeting Fortinet SSL VPNs. On Tuesday, the threat-intel biz said it observed a spike in these credential-abusing attempts against Fortinet on August 3, with more than 780 unique IPs attempting to gain unauthorized access. 
"Spikes like this often precede the disclosure of new vulnerabilities affecting the same vendor -- most within six weeks," GreyNoise Head of Content Noah Stone wrote. "In fact, GreyNoise found that spikes in activity triggering this exact tag are significantly correlated with future disclosed vulnerabilities in Fortinet products."
After Fortinet's Tuesday advisory about CVE-2025-25256, the brute-force attempts against the VPN products spiked again, but not to the August 3 level. At press time, GreyNoise had documented 56 IPs over the past 24 hours. 
"GreyNoise cannot confirm a direct causal link between the brute-force activity against Fortinet SSL VPNs and the disclosure of CVE-2025-25256 affecting FortiSIEM," Stone told El Reg in an email. "Historical research shows a recurring pattern where spikes in malicious scanning or brute-forcing against a product are sometimes followed by vulnerability disclosures in that same product family. While the close timing between this spike and the CVE-2025-25256 disclosure is notable, it does not prove the two events are related."


	Double trouble for Fortinet as it issues critical FortiSIEM vulns


	Fortinet's week to forget: Critical vulns, disclosure screw-ups, and that toothbrush DDoS attack claim


	More Ivanti attacks may be on horizon, say experts who are seeing 9x surge in endpoint scans


	Suspected Chinese spies right now hijacking buggy Ivanti gear - for third time in 3 years


The August 3 brute-force surge marked "the highest single-day volume we've seen" in recent months, according to GreyNoise, which noted "two distinct waves" of traffic over a two-week window of Fortinet SSL VPN brute-force attempts.
Wave one involved a "long-running set of brute-force activity tied to a single TCP signature that remained relatively steady over time," while the second wave was a "sudden and concentrated burst of traffic beginning August 5." This one had a different TCP signature, and upon further investigation, the threat analysts noted a shift from FortiOS to FortiManager:


While the August 3 traffic has targeted the FortiOS profile, traffic fingerprinted with TCP and client signatures -- a meta signature -- from August 5 onward was not hitting FortiOS. Instead, it was consistently targeting our FortiManager - FGFM profile, albeit still triggering our Fortinet SSL VPN Bruteforcer tag. 


This indicated a shift in attacker behavior -- potentially the same infrastructure or toolset pivoting to a new Fortinet-facing service.


We've also asked Fortinet about the GreyNoise report, and will update this story if and when we receive any response. (r)
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Comment For all the superlative-laden claims, OpenAI's new top model appears to be less of an advancement and more of a way to save compute costs -- something that hasn't exactly gone over well with the company's most dedicated users.
As the flag bearer that kicked off the generative AI era, OpenAI is under considerable pressure not only to demonstrate technological advances, but also to justify its massive, multi-billion-dollar funding rounds by showing its business is growing.
To do that, OpenAI can either increase its user base, raise prices, or cut costs. Much of the industry is already aligning around its $20 and $200 a month pricing tiers. So OpenAI would need to offer something others cannot to justify a premium, or risk losing customers to competitors such as Anthropic or Google.
With the academic year about to kick off, OpenAI is sure to pick up a fresh round of subscriptions as students file back into classrooms following the summer break. While more paying customers will mean more revenues, it also means higher compute costs.
Enter the cost-cutting era.
Perhaps the best evidence of cost-cutting is the fact that GPT-5 isn't actually one model. It's a collection of at least two models: a lightweight LLM that can quickly respond to most requests and a heavier duty one designed to tackle more complex topics. Which model prompts land in is determined by a router model, which acts a bit like an intelligent load balancer for the platform as a whole. Image prompts use a completely different model, Image Gen 4o.
This is a departure from how OpenAI has operated in the past. Previously, Plus and Pro users have been able to choose which model they'd like to use. If you wanted to ask o3 mundane questions that GPT-4o could have easily handled, you could.
In theory, OpenAI's router model should allow the bulk of GPT-5's traffic to be served by its smaller, less resource-intensive models.
We can see more evidence of cost-cutting in OpenAI's decision to toggle reasoning on and off by default automatically, depending on the complexity of the prompt. Freeloaders... we mean free tier users, don't have the ability to toggle this on themselves. The less reasoning the models are doing, the fewer tokens they generate and the less expensive they are to operate.
But while this approach may be smarter for OpenAI's bottom line, it doesn't seem to have made the models themselves all that much smarter. As we addressed in our launch day coverage, OpenAI's benchmarks show rather modest gains compared to prior models. The biggest improvements were in tool calling and curbing hallucinations.
[image: Your eyes aren't deceiving you, GPT-5 shows only iterative improvements in math benchmarks like AIME 2025]
Your eyes aren't deceiving you, GPT-5 shows only iterative improvements in math benchmarks like AIME 2025 - Click to enlarge


The new system depends on the routing model to redirect prompts to the right language model, which, based on early feedback, hasn't been going all that well for OpenAI. According to Altman, on launch day, GPT-5's routing functionality was broken, which made the model seem "way dumber" than it actually is.
Presumably this is why GPT-5 thought that "Blueberry" has just one B. Now it appears that OpenAI has fixed that rather embarrassing mistake.
But since GPT-5's router is a separate model, the company can, at least, improve it.
Deprecating models
The router model isn't OpenAI's only cost-cutting measure. During the AI behemoth's launch event last week, execs revealed that they were so confident in GPT-5 that they were deprecating all prior models.
That didn't go over great with users, and CEO Sam Altman later admitted that OpenAI made a mistake when it elected to remove models like GPT-4o, which, despite its lack of reasoning capability and generally poorer performance in benchmarks, is apparently quite popular with end users and enterprises.
"If you have been following the GPT-5 rollout, one thing you might be noticing is how much of an attachment some people have to specific AI models. It feels different and stronger than the kinds of attachment people have had to previous kinds of technology (and so suddenly deprecating old models that users depended on in their workflows was a mistake)," he wrote.
Nonetheless, fewer models to wrangle means more resources to go around. 
OpenAI doesn't disclose much technical detail about its internal (non open-source) models, but if GPT-5 is anything like the dev's open-weights models, gpt-oss-20b and gpt-oss-120b, and it was quantized to MXFP4, OpenAI has good reason for wanting all those legacy GPTs gone.
As we recently explored, the data type can reduce the memory, bandwidth, and compute required by LLMs by up to 75 percent compared to using BF16.
For now, OpenAI restored GPT-4o for paying users, but we have no doubt that, once OpenAI figures out what makes the model so endearing and how they can apply it to GPT-5, they'll do just that.
Lack of context
In addition to architectural changes, OpenAI opted not to increase GPT-5's context window, which you can think of as its long-term memory. Free users are still limited to an 8,000-token context while Plus and Pro users cap out at 128,000 tokens.
Compare that to Claude's Pro plan, which Anthropic prices similarly to OpenAI's Plus subscription, and which offers a 200,000 token context window. Google's Gemini supports contexts up to 1 million tokens.
Larger contexts are great for searching or summarizing large volumes of text, but they also require vast amounts of memory. By sticking with smaller contexts, OpenAI can get by running its models on fewer GPUs.
If OpenAI's claims about GPT-5 hallucinating up to 80 percent less than prior models are true, then we expect users to want larger context windows for document search.
With that said, if long contexts are important to you, the version of GPT-5 available via OpenAI's API supports context windows up to 400,000 tokens, but you'll be paying a pretty penny if you actually want to take advantage of it.
Filling the context just once on GPT-5 will set you back about 50 cents USD, which can add up quickly if you plan to throw large documents at the model consistently.
Altman waves his hands
Altman has been doing a fair bit of damage control in the days since GPT-5's debut.
In addition to bringing GPT-4o back, paid users can now select and adjust GPT-5's response speed among Auto, Fast, and Thinking. He's also boosted rate limits to 3,000 messages per week.
On Monday, Altman laid out OpenAI's strategy for allocating compute over the next few months, which will unsurprisingly prioritize paying customers.


	OpenAI's GPT-5 is here with up to 80% fewer hallucinations


	How OpenAI used a new data type to cut inference costs by 75%


	'Suddenly deprecating old models' users depended on a 'mistake,' admits OpenAI's Altman


	GPT-5 is going so well for OpenAI that there's now a 'show additional models' switch


Once ChatGPT's customers get their resources, Altman says, API use will take precedence at least up to the current allotted capacity. "For a rough sense, we can support about an additional ~30% new API growth from where we are today with this capacity," he wrote in an X post.
Only then will OpenAI look at improving the quality of ChatGPT's free tier or expanding API capacity. But worry not, if Altman is to be believed, OpenAI will have twice the compute to play with by the end of the year.
"We are doubling our compute fleet over the next 5 months (!) so this situation should get better," he wrote. (r)
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Take a look at the internet of decades past, and you'll find plenty of jokes about bringing a desktop computer to a coffee shop. For South Korean Starbucks stores, however, that old-time meme is anything but in the past.
The Korea Herald reported last week that Starbucks stores in the country had introduced a ban on electronics, aside from the cafe-friendly use of laptops and small electronics. 
"Personal desktops, printers, power strips, partitions, etc. cannot be used in the store," reads a sign from a Korean Starbucks location photographed by the Korea Herald and machine-translated by The Register. 
Starbucks confirmed the policy change. "While laptops and smaller personal devices are welcome, customers are asked to refrain from bringing desktop computers, printers, or other bulky items that may limit seating and impact the shared space," a company spokesperson told The Register. "Starbucks remains committed to being a welcoming third place for coffee and connection, and where community thrives in every cup, every conversation, and every visit."
Dragging excessive technology into coffee shops isn't exactly a problem unique to South Korea. Improv Everywhere made a hit video by having comedians drag desktops into coffee shops 17 years ago, and social media posts about desktops in coffee shops continue to pop up on occasion. 
Unlike in the West, where such weirdos have been dismissed as ... uh ... weirdos, South Koreans have actually come up with a term for folks who obsessively work in coffee shops: cagongjok. 


	Starbucks brews up AI to support baristas instead of replace them


	Brewhaha: Turns out machines can't replace people, Starbucks finds


	How to snoop on passwords with this one weird trick (involving public Wi-Fi signals)


	First-world problems: The pumpkin spice latte is here, but the Starbucks loyalty card app has wiped my balance


The word, a combination of cafe and the Korean words for studying (gongbu) and tribe (jok), suggests a whole subculture of folks who study and work at Korea's cafes and coffee shops, the number of which has been skyrocketing of late. As of late 2022, there were more than 100,000 coffee shops in Korea - double the number of convenience stores, a 4.5 percent increase from the year prior and double the number that existed in the country in 2016.
The English language Korea JoongAng Daily noted that, as of 2020, South Korea was the second-highest coffee consumption nation in the world, trailing only France and just ahead of the United States. 
In other words, Koreans love coffee - and working in public, apparently. Combine those two things and you have an epidemic of comedic proportions on your hands that only a politely-worded sign can address, asking cagongjok to respect the space of others instead of recreating jokes from the internet of the 'aughts. (r)
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The more our Earth-bound society learns to rely on electronics, the greater the risk that weather from the stars shatters our reality. That's why US government space watchers are seeking a company to help them operate the next generation of space weather satellites.
The National Oceanic and Atmospheric Administration (NOAA), which watches and predicts Earth's weather for the US government, is also responsible for monitoring the weather outside our atmosphere, where things like solar flares, solar storms, and other celestial phenomena threaten to wreak havoc on Earth. Current monitoring satellites and existing tech are becoming obsolete, however, which is why the Administration put out a request for proposals on Monday to get input on how to manage the next generation of its space weather observing system.
The need for good space weather monitoring is an increasingly important part of modern society. Researchers in the UK found that even relatively mild solar storms could mess up train signaling systems, creating a serious safety risk. Humanity is also increasingly considering putting infrastructure in orbit, leaving critical stuff right in the unprotected path of solar weather. 
The contract is seeking "a multi-mission operations service architecture to support all Space Weather Next (SW Next) space weather environmental observations," according to the RFP page. NOAA didn't offer more specifics in the description of the program, with the agency noting that it would determine specific supplies and service requirements at the task order level later on.
In other words, you're bidding on something to do with managing the SW Next program, but you'll have to wait to find out about the specifics until later, with submissions still due by September 18. NOAA may award as much as $396 million as part of the deal, with work planned to begin in April 2026 and conclude by 2031. 
That puts whatever management systems are part of the contract at a completion date a few years after NOAA plans to launch its first new space weather observatory as part of SW Next. That mission, which will place spacecraft able to take real-time images of the Sun's corona and measure upstream solar wind at Lagrange point 1 (L1), isn't adding new capabilities to NOAA's space weather tracking. Instead, it is launching "to provide continuity" of services that satellites nearing the end of their lives already perform. The L1 Series mission is targeting 2029 for its first launch, and 2032 for a second L1 satellite. 
Unlike the L2 point where the James Webb Space Telescope sits beyond Earth's orbit of the Sun, L1 sits between the Sun and Earth.
While L1 space weather satellites are nothing new, L5 monitoring is, and that's also part of SW Next. That mission, which plans to launch in 2031, will place a spacecraft with devices including a NOAA-provided compact coronagraph at L5, a distant vantage point that will get a continuous side-on view of space between the Sun and Earth. 
[image: SW-Next-lagrange-points]
The Lagrange points being used by SW Next - Click to enlarge


The SW Next program's web page also mentions ground services, and while we can't know for sure what parts of SW Next's ground services are involved in this latest RFP, the description at least gives us a clue. The SW Next page indicates that ground services include command and control, data processing, product distribution and more. They also incorporate commercial partner services, alongside NOAA's own capabilities. 


	Chap found chunks of an asteroid older than Earth in his suburban living room


	NASA mulls sending a rescue rocket to boost Swift observatory's orbit


	Earth's atmosphere is shrinking and thinning, which is bad news for Starlink and other LEO Sats


	China reveals space weather radar it claims represents a breakthrough


If everything goes to plan, NOAA could have ground systems up and running by the time those L1 and L5 satellites come online. 
Regardless of whether the timing is right, NOAA still plans to carry on providing its measurements and observations to researchers - unlike what it's doing with terrestrial weather data. 
NOAA took an advanced hurricane forecasting model and hid it from the public last year, despite it being publicly funded, because a private insurance agency helped with some of the work. That exclusivity deal has since expired, but the Trump administration eliminated the hurricane data feed again last month citing cybersecurity concerns. You can collect the data by using amateur radio technology and it isn't encrypted, provided you're in US territory. 
NOAA didn't respond to questions for this story. (r)
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Microsoft is having difficulty keeping development code out of the Windows event log after another message that users are advised to ignore turned up in the... event log.
The problem can crop up after a user installs the July 2025 Windows non-security preview update or the August 2025 Windows security update. According to Microsoft, "Event Viewer may display an error related to CertificateServicesClient (CertEnroll) which can be safely ignored."
Oh, good.
The issue only shows up in the Event Viewer with error ID 57 and the text, "The 'Microsoft Pluton Cryptographic Provider' provider was not loaded because initialization failed." Microsoft said, "This event is related to a feature that is currently under active development."


	German security researchers say 'Windows Hell No' to Microsoft biometrics for biz


	Tested: Microsoft Recall can still capture credit cards and passwords, a treasure trove for crooks


	Ex-White House cyber, counter-terrorism guru: Microsoft considers security an annoyance, not a necessity


	Security? We've heard of it: How Microsoft plans to better defend Windows


Pluton is the name given by Microsoft to a processor security architecture.
The problem affects Windows 11 24H2 and logs every time an affected device restarts. The CertificateServicesClient is a Windows component that deals with certificate enrolment and renewal. Administrators are therefore on the lookout for issues, and seeing several machines complaining about the component could be alarming.
In addition to issuing the instruction to ignore the message, Microsoft said, "We are working on a resolution and will provide an update in an upcoming release."
This isn't the first time the company has accidentally let some development code leak into into production versions of Windows. A June update left the Windows Firewall complaining about a mystery piece of "under development" code.
However, since dodging updates such as August's patches isn't a good idea (August's emission was quite the smorgasbord of fixes), it seems inevitable that several Windows users are going to be on the receiving end of the event log message.
Microsoft said, "There is no impact to Windows processes associated to this event and no action is required to prevent or resolve this error."
So that's ok then, move along please, as there's nothing to see here. (r)
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Rent-a-GPU biz CoreWeave is still racking up eyewatering debts amid mounting net losses as it continues to burn cash on expanding datacenter capacity.
The New Jersey-based firm is one of a new breed of cloud providers that focuses on GPU-based server infrastructure and services used by customers for the development and training of AI models.
In its second quarter results for the three months ending June 30, CoreWeave grew its topline rapidly, reporting revenues of $1.21 billion, up 207 percent year-on-year and beating analyst estimates.
However, as the old saying goes, revenue is vanity and profit is sanity: the business recorded a net loss of $290.5 million for the three months, albeit better than the $323 million net loss logged for the period of 2024.
MarketWatch reported that CoreWeave Shares sank by 10.4 percent in an extended trading session following the earnings announcement.
CoreWeave spent $2.9 billion in capital expenditure during the quarter, the largest amount in its history, as it continues to invest in building out infrastructure to meet customer demand. During the quarter it signed a 250MW bit barn capacity agreement with Applied Digital valued at $7 billion over 15 years.
CFO Nitin Agrawal disclosed on an earnings call that CoreWeave has taken on a total of over $25 billion worth of debt and equity since the start of last year, all to fund the building of its AI cloud infrastructure.
"Since the beginning of 2024, we have secured over $25,000,000,000 of debt and equity to fund the build out and scale the leading AI cloud platform."
And interest expense during Q2 was $267 million compared to $67 million a year ago, on the back of increased debt to support infrastructure scaling, partly offset by the lower cost of capital.
"Scaling our capacity and services remains a key ingredient for our success in this structurally undersupplied market," said CEO and Co-Founder Michael Intrator on the same call with financial analysts.
"We are aggressively expanding our footprint on the back of intensifying demand signals from our customers, ensuring that we maintain a durable, multiyear runway for growth. We are now on track to deliver over 900 megawatts of active power before the end of the year," he claimed.
Intrator believes AI applications are "beginning to permeate all areas of the economy," and as a consequence, demand for CoreWeave's cloud AI services is aggressively growing.
He also mentioned its proposed $9 billion acquisition of Core Scientific, a bitcoin mining outfit masquerading as a high-density colocation provider, saying that this will allow CoreWeave to scale faster and more efficiently.
"Upon closing, CoreWeave would own approximately 1.3 gigawatts of gross power capacity across Core Scientific's national datacenter footprint, with an incremental one gigawatt or more available for future expansion," he said, claiming it would also eliminate more than $10 billion in future lease liability.
This follows a report in the Financial Times earlier this month that some Core Scientific shareholders were not happy with the proposed merger, specifically that they were being offered CoreWeave shares in exchange amid concerns that the value of these could fall over the coming months.
CoreWeave's operating margin shrank to 2 percent from 20 percent a year ago, which it blamed on $145 million in stock-based compensation costs.
For Q3, the business expects revenue to fall in the range of $1.26 billion to $1.3 billion, while interest expenses will be in the range of $350 million to $390 million, Agrawal said. CoreWeave has raised its forecast for the whole of 2025 to within the range of $5.15 billion to $5.35 billion, a $250 million increase over prior guidance.


	CoreWeave may have built a house of (graphics) cards


	Tech titans: Wanna secure US AI leadership? Stop giving the world excuses to buy Chinese


	Dot com era crash on the cards for AI datacenter spending? It's a 'risk'


	How datacenters use water - and why kicking the habit is nearly impossible


	CoreWeave drops PS1bn in UK datacenters - but don't expect the latest Nvidia magic just yet


However, Agrawal warned that a significant portion of CoreWeave's full year CapEx will fall in Q4, due to the timing of go-live dates of some of those infrastructure investments.
The latest financial news may not calm concerns over the sustainability of CoreWeave's model, even though it is clearly tapping into high level demand for its services.
The issue is that just a handful of hyperscalers make up its customer base. It lists OpenAI, Mistral AI, and IBM on its website, and an SEC filing when it announced its IPO revealed that 77 percent of its revenue came from just two customers during 2024.
Microsoft accounted for 62 percent of the total, and Nvidia was understood to make up a large chunk of the rest. Putting all its eggs in those two baskets means that it is heavily reliant on the whims of management at the world's most powerful and valued tech businesses.(r)
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    Microsoft pushes Pull print, so you don't have to dash to the printer to grab the 'Fire everyone' memo

    
Hit the button and then go on your own voyage of printer discovery    


    
        By 
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Microsoft has made the "Pull Print" feature of Universal Print generally available, which means confidential print jobs should no longer appear in unintended locations.
[image: printer rage]
Printers start speaking in tongues after Windows 11 update

READ MORE
The feature, also known as "Universal Print Anywhere," allows a user to turn up at any registered printer and release their print jobs. The user does not need to select a specific destination printer - instead, they can find hardware that is available, authenticate at it, and then retrieve their jobs.
According to Microsoft, the update reduces "the risk of sensitive information being left unattended and making the printing experience more convenient and secure."
Universal Print has two ways to release a print job: direct print or secure release. Direct print immediately releases the print job to the device after the user sends it. Secure release works by the user sending the job and then turning up at the destination printer to release it by scanning a QR code stuck on the machine.
The scanning can be done by the user's smartphone camera app or via the Microsoft 365 app.
On the administration side, the printer needs to be registered and secure release enabled with a QR code through the Universal Print management portal. Then, someone has to print out the code, find the printer, and, in Microsoft's words, "Tape/glue the printout of the QR code onto the printer."
With Pull print, rather than pick a specific printer, a user can retrieve their documents from any printer - there is no need to select one in advance.
In the future, Microsoft intends to extend the functionality to include badge release technologies to securely release print jobs at the printer, "ensuring compatibility with existing authentication systems and providing even more flexibility for organizations with diverse printer fleets."


	German phone repair biz collapses following 2023 ransomware attack


	Users hated a new app - maybe so much they filed a fake support call


	HP Inc settles printer toner lockout lawsuit with a promise to make firmware updates optional


	Official HP toner not official enough after dodgy update, say users


There are alternatives to Microsoft's solution. PaperCut's "Find-Me" printing will, for example, do a similar job. PaperCut describes it as "the ability for your users to send their print jobs to a single print queue from their computer or device, and release their jobs from whichever printer they're close to, whenever they want."
However, for an organization that has gone all-in on Microsoft 365 and already has Universal Print licenses, the addition of Pull print (which doesn't incur additional cost) will be appealing. If only to stop the occasional confidential document dropping out of a printer when the wrong person is standing beside it... (r)
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