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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Hijacker helper VoidProxy boosts Google, Microsoft accounts on demand
        Jessica Lyons

        Okta uncovers new phishing-as-a-service operation with 'multiple entities' falling victim Multiple attackers using a new phishing service dubbed VoidProxy to target organizations' Microsoft and Google accounts have successfully stolen users' credentials, multi-factor authentication codes, and session tokens in real time, according to security researchers....

      

      
        Arm wrestles away 25% share of server market thanks to Nvidia's home-grown CPUs
        Tobias Mann

        Still far short of the 50% market share Arm infra chief was hoping for Nvidia isn't the only one riding the AI boom. During the second quarter, Arm CPUs captured a quarter of the server market, according to a recent Dell'Oro Group report....

      

      
        Appeals court blocks Trump bid to ax top copyright official in AI spat
        Carly Page

        It all started with a May report saying that some bot training may need licensing or permission A US appeals court has thrown a wrench into the White House's attempt to oust US Copyright Office director Shira Perlmutter, ruling that the president likely has no authority to fire her.... 

      

      
        Senator demands to know status of 'duplicate' Social Security database 'immediately'
        Brandon Vigliarolo

        It's a Republican pressing after DOGE whistleblower flags hostile work environment A US Senator is demanding answers after a Social Security Administration (SSA) employee who blew the whistle on Department of Government Efficiency (DOGE) dealings involuntarily resigned last month, citing workplace hostility in response to his concerns. ...

      

      
        Monty Widenius 'heartbroken' at the extent of Oracle's MySQL job cuts
        Lindsay Clark

        Original author of open source database 'not surprised' but 'saddened' as critics slam vendor's layoffs Oracle has instigated "widespread layoffs" across its core MySQL development team, sparking concern about the future of one of the world's most popular open-source databases....

      

      
        AI-powered penetration tool, an attacker's dream, downloaded 10K times in 2 months
        Jessica Lyons

        Shady, China-based company, all the apps needed for a fully automated attack - sounds totally legit Villager, a new penetration-testing tool linked to a suspicious China-based company and described by researchers as "Cobalt Strike's AI successor," has been downloaded about 10,000 times since its release in July....

      

      
        Microsoft drops .NET 10 RC 'go-live' with 55,000 words on why it's faster
        Tim Anderson

        Benchmark bonanza shows big wins across JSON, compression, JIT, and more The first release candidate of .NET 10 is out, complete with a "go-live" license, meaning that Microsoft supports production use. The company has also detailed performance improvements in this long-term support release, translating to real-world savings for users....

      

      
        Walmart's bet on AI depends on getting employees to use it
        Thomas Claburn

        The technology isn't the hard part, says enterprise business services SVP, it's managing people At Walmart, "everybody's using AI every day across the enterprise," according to David Glick, senior vice president of the retail behemoth's enterprise business services.... 

      

      
        Anti-DDoS outfit walloped by record packet flood
        Carly Page

        FastNetMon says 1.5 Gpps deluge from hijacked routers, IoT kit nearly drowned scrubbing shop A DDoS mitigation provider was given a taste of the poison it tries to prevent, after being smacked by one of the largest packet-rate attacks ever recorded - a 1.5 billion packets per second (1.5 Gpps) flood that briefly threatened to knock it off the internet....

      

      
        Nano11 cuts Windows 11 down to size, grabbing just 2.8 GB of disk space
        Richard Speed

        Slicing Windows 11 to the bone while Microsoft piles on the features How low can Windows 11 go? Storage-wise, it can take up less than 3 GB, as demonstrated by some impressive engineering from the same individual behind the Nano11 "diet" build....

      

      
        Spectre haunts CPUs again: VMSCAPE vulnerability leaks cloud secrets
        Thomas Claburn

        AMD Zen hardware and Intel Coffee Lake affected If you thought the world was done with side-channel CPU attacks, think again. ETH Zurich has identified yet another Spectre-based transient execution vulnerability that affects AMD Zen CPUs and Intel Coffee Lake processors by breaking virtualization boundaries....

      

      
        US tosses $134M pocket change at fusion pipe dream
        Dan Robinson

        That won't even warm the plasma America's Department of Energy (DOE) has earmarked $134 million in funding for two programs aimed at securing US leadership in emerging fusion technologies. The move comes amid renewed interest in nuclear power sparked by surging datacenter energy demands....

      

      
        Senator blasts Microsoft for 'dangerous, insecure software' that helped pwn US hospitals
        Carly Page

        Ron Wyden urges FTC to probe failure to secure Windows after attackers used Kerberoasting to cripple Ascension Microsoft is back in the firing line after US Senator Ron Wyden accused Redmond of shipping "dangerous, insecure software" that helped cybercrooks cripple one of America's largest hospital networks.... 

      

      
        Neo4j cozies up to Microsoft as 'property sharding' promises to overcome scalability struggle
        Lindsay Clark

        Graph database fave also punts for transactional workloads Neo4j has introduced "property sharding" which, according to one analyst, will help overcome its earlier struggles with scalability, while also allowing transactional workloads on the same system....

      

      
        Microsoft folds Sales, Service, Finance Copilots into 365
        Richard Speed

        $50 standalone bots now bundled in $30 package Microsoft is re-badging its Sales, Service, and Finance Copilots and slashing what it charges for them....

      

      
        Brussels faces privacy crossroads over encryption backdoors
        Iain Thomson

        Over 600 security boffins say planned surveillance crosses the line Europe, long seen as a bastion of privacy and digital rights, will debate this week whether to enforce surveillance on citizens' devices....

      

      
        Attacker steals customer data from Brit rail operator LNER during break-in at supplier
        Connor Jones

        Major UK player cagey on specifics but latest attack follows string blamed on 'third party' suppliers One of the UK's largest rail operators, LNER, is the latest organization to spill user data via a third-party data breach....

      

      
        Experts scrutinized Ofcom's Online Safety Act governance. They're concerned
        Connor Jones

        Academics and OSA stakeholders say watchdog needs to amend how controversial legislation is enforced Industry experts expressed both concern and sympathy for Ofcom, the Brit regulator that is overseeing the Online Safety Act, as questions mount over the effectiveness of the controversial legislation.... 

      

      
        BAE Systems surfaces autonomous submarine for military use
        Dan Robinson

        Battery powered now, fuel-cells tomorrow - all packed in a shipping box Following a series of trials, defense biz BAE Systems says it is readying an autonomous military submarine for the end of next year....

      

      
        Microsoft puts last remnants of original Edge browser on life support
        Richard Speed

        Not yet gone and not yet forgotten, but on their way Microsoft has added a raft of web components to its list of deprecated features, including legacy Edge developer tools and hosted web apps....

      

      
        Dashboard anxiety plagues IT pros' nights, weekends, vacations
        Richard Speed

        Admins can't stop checking their portals, survey finds A new survey confirms what many IT pros already know: downtime doesn't exist, with dashboards and alerts intruding on their free time....

      

      
        'Questing Quokka' enters UI freeze as Ubuntu 25.10 nears release
        Liam Proven

        Rust coreutils, TPM encryption, and GNOME 49 line up for October debut The Quokka is a small, furry, and perpetually smiling marsupial from Australia. It's very cute - and now it's freezing....

      

      
        Just because you can render a Doom-like in SQL doesn't mean you should
        Richard Speed

        CedarDB pushed to the limit in improbable gaming experiment The world has moved on from making Doom run on increasingly ridiculous devices. Now it's all about porting it to the most inappropriate of languages. Cue DOOMQL, a version of the shooter written in pure SQL.... 

      

      
        NASA bars Chinese citizens from its facilities, networks, even Zoom calls
        Simon Sharwood

        You don't need to be a rocket scientist to figure out the reasons why NASA has barred Chinese nationals from accessing its premises and assets, even those who hold visas that permit them to reside in the USA....

      

      
        Beijing went to 'EggStreme' lengths to attack Philippines military, researchers say
        Simon Sharwood

        Ovoid-themed in-memory malware offers a menu for mayhem 'EggStreme' framework looks like the sort of thing Beijing would find handy in its ongoing territorial beefs Infosec outfit Bitdefender says it's spotted a strain of in-memory malware that looks like the work of Chinese advanced persistent threat groups that wanted to achieve persistent access at a "military company" in the Philippines....

      

      
        VMware to lose 35 percent of workloads in three years - some to its friends at 'proper clouds'
        Simon Sharwood

        Gartner says migrations remain a risky multi-year nightmare, but selective re-platforming can pay off More than a third of workloads currently running under VMware will run on another platform by 2028, with its own trusted hosting partners pushing some customers to make the move....

      

      
        OpenAI reportedly on the hook for $300B Oracle Cloud bill
        Tobias Mann

        Tick tock Sam, just fifteen months before your first bill is due OpenAI will pay Oracle $300 billion over the course of five years to fuel Sam Altman's AI ambitions by providing five gigawatts of compute capacity....

      

      
        Akira ransomware crims abusing trifecta of SonicWall security holes for extortion attacks
        Jessica Lyons

        Patch, turn on MFA, and restrict access to trusted networks...or else Affiliates of the Akira ransomware gang are again exploiting a critical SonicWall vulnerability abused last summer, after a suspected zero-day flaw actually turned out to be related to a year-old bug.... 

      

      
        AI can't be woke and regulators should be asleep, Senator Cruz says
        Iain Thomson

        We went through two hours of Senate hearings so you didn't have to Video  As the Trump administration pushes to loosen federal rules on AI, Senator Ted Cruz (R-TX) has introduced legislation to give AI developers a two-year waiver from certain regulations, renewable for up to a decade....

      

      
        Cadence invites you to play with Nvidia's biggest iron in its datacenter tycoon sim
        Tobias Mann

        Using GPUs to design better bit barns for GPUs? It's the circle of AI With the rush to capitalize on the gen AI boom, datacenters have never been hotter. But before signing that multi-billion dollar purchase order on GPUs, Cadence Systems suggests using a few of them to simulate whether that fancy new bit barn of yours can actually handle the heat....
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    Hijacker helper VoidProxy boosts Google, Microsoft accounts on demand

    
Okta uncovers new phishing-as-a-service operation with 'multiple entities' falling victim    


    
        By 
Jessica Lyons        
    

    
        Posted in Cyber-crime,
        
            11th September 2025 19:39 GMT
        
    


    
Multiple attackers using a new phishing service dubbed VoidProxy to target organizations' Microsoft and Google accounts have successfully stolen users' credentials, multi-factor authentication codes, and session tokens in real time, according to security researchers.
Okta Threat Intelligence uncovered the ongoing attacks, and told The Register that several different criminals and cybercrime gangs are using VoidProxy. The company has issued a detailed report on its findings.
"We have observed the targeting of multiple industries across multiple geographies, each of which reflects the priorities of the individual customer" of the phishing-as-a-service operation, the threat hunters said via email, in response to The Register's questions.
The phishes target any Google and Microsoft accounts, from small businesses to large enterprises, we're told. And while Okta didn't have a confirmed victim count, "we have observed high-confidence account takeovers in multiple entities," the threat intel team told us. "By extension, we expect Microsoft and Google will have observed a larger number of ATO events, given that VoidProxy proxies non-federated users directly with Microsoft and Google servers."
"We regularly see new phishing campaigns like this pop up, which is why we design durable protections to keep users safe from these types of attacks, including defenses against domain spoofing, phishing links, and compromised senders," a Google spokesperson told The Register. "We also agree with the report's recommendation that users adopt passkeys as a strong protection against phishing."
Google declined to answer The Register's specific questions, including how many account takeovers it had seen. Microsoft did not respond.
While Okta observed the attacks as beginning around January, the researchers said that they have linked these phishing campaigns to VoidProxy ads on the dark web from as far back as August 2024. 


We have observed high-confidence account takeovers in multiple entities


"The activity is ongoing," the threat intel team said via email. "We are detecting new infrastructure and generating alerts for customers on a daily basis."
Here's how the attacks work. First, the criminals send phishing lures from legitimate, albeit compromised, email accounts from providers including Constant Contact, ActiveCampaign (Postmark app), NotifyVisitors, and others.
These emails have a link to a URL shortening service (like TinyUrl) embedded within the communication, and the malicious link redirects the victim several times before they land on the first-stage phishing site. The phishing websites are hosted on low-cost domains such as .icu, .sbs, .cfd, .xyz, .top, and .home, and placed behind Cloudflare, which hides the real IP address and makes it more difficult for network defenders to take down the host.
After completing a Cloudflare CAPTCHA challenge, thus ensuring the victim is a human and not a bot, the user is sent to the phishing site, which looks exactly like a Google or Microsoft account sign-in page. This service also redirects accounts protected by third-party single sign-on (SSO) providers like Okta.
Attacker-in-the-Middle
The page looks completely legit to the user, who likely then enters their login credentials. But instead of signing on to their actual Microsoft or Google account, this info is sent to the VoidProxy's attacker-in-the-middle (AiTM) proxy server, where the AiTM attack plays out.
"It's here that the sophisticated, multi-layered nature of VoidProxy comes into play," the report says.
AiTM attacks happen when criminals secretly position themselves between two parties - such as a user and a website - to intercept login and banking credentials, or to listen in on communications and manipulate data flowing between them.
In this stage of the attacks, the core proxy server, which is hosted on ephemeral infrastructure, captures and relays sensitive information like usernames, passwords, and MFA responses to legitimate Microsoft, Google, and Okta services. These legit services validate and authenticate the users' information and then issue a session cookie, which is also intercepted by the proxy server.
"A copy of the cookie is exfiltrated and made available to the attacker via their admin panel," the report says. "The attacker is now in possession of a valid session cookie and can access the victim's account."


	Dev snared in crypto phishing net, 18 npm packages compromised


	Drift massive attack traced back to loose Salesloft GitHub account


	What the Plex? Streaming service suffers yet another password spill


	AI-powered penetration tool, an attacker's dream, downloaded 10K times in 2 months


And all of these features are offered for sale to other criminals via VoidProxy's phishing-as-a-service operation. 
Customers (aka criminals) receive a full-featured administrative panel that allows them to manage and monitor their phishing campaigns, and a dashboard for each campaign tracks how many credentials and cookies have been stolen on a daily basis. These campaigns and stolen data are also displayed by region with maps of each country showing the victim count. 
Okta recommends enrolling in strong authenticators such as Okta FastPass, using FIDO2 WebAuthn (passkeys and security keys), and enforcing phishing-resistance in policy to avoid falling victim to VoidProxy attacks.
The report authors also tell us that they encourage industry partners - like Microsoft and Google - "to continue to support and advocate for industry standards like Interoperability Profile for Secure Identity in the Enterprise (IPSIE). 
"A consistent adherence to these standards could, for example, ensure impacted parties can sign a user out of both their device and all their browser apps in real-time whenever a user interacts with known malicious infrastructure," the threat intel team told The Register. (r)
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        Original URL: https://www.theregister.com/2025/09/11/nvidias_graceblackwell_drives_arms_cpu/
    

    Arm wrestles away 25% share of server market thanks to Nvidia's home-grown CPUs

    
Still far short of the 50% market share Arm infra chief was hoping for    


    
        By 
Tobias Mann        
    

    
        Posted in Systems,
        
            11th September 2025 18:58 GMT
        
    


    
Nvidia isn't the only one riding the AI boom. During the second quarter, Arm CPUs captured a quarter of the server market, according to a recent Dell'Oro Group report.
That's up from 15 percent of the server market a year ago, Dell'Oro analyst Baron Fung tells El Reg.
The driving force behind this trend is the adoption of Nvidia's Grace-Blackwell rack-scale compute platforms like the GB200 and GB300 NVL72.
Each of the 120-kilowatt machines is equipped with 72 Blackwell GPUs and 36 of Nvidia's Grace CPUs. The 72-core chips, first introduced in 2022, are based on the British chip designer's Arm Neoverse V2 architecture and have been optimized to maximize data movement by taking advantage of Nvidia's custom NVLink-C2C interface.
The first of these systems began shipping in small volume late last year. A refreshed version of the racks based on Nvidia's Blackwell Ultra architecture began trickling out in the second quarter with neocloud operators like CoreWeave being among the first to take delivery.
To be clear, these machines shouldn't be confused with Nvidia's air-cooled B200 and B300 boxes, which are still relying on Intel CPUs to wrangle the GPUs.
According to Fung, a year ago, Arm's server share was driven almost exclusively by custom cloud silicon like AWS Graviton. Now he says that Grace revenues are comparable to cloud GPUs.
Amazon Web Services (AWS) has been dealing in custom Arm silicon going back to 2018. However, it's only in the last few years that Microsoft and Google have taken the RISC instruction set seriously with their Cobalt and Axion CPUs, respectively.
As with Graviton, these chips are used for a combination of internal workloads and customer-facing cloud workloads.
As strong as Arm's datacenter gains may be, 25 percent is a far cry from the 50 percent target Arm infrastructure chief Mohamed Awad was hoping to nab by the end of 2025.
Arm could see its market share grow as more chip designers bring server chips to market. Nvidia is already working on a new Arm-based CPU using custom cores called Vera.
Qualcomm and Fujitsu are also working on new and/or refreshed server chips, both of which have been qualified for use with Nvidia's NVLink Fusion tech, which means we may see versions of Nvidia's Superchip architecture based on more than just its own CPUs before long.
Arm's ambitions aren't limited to server domination either. Last summer, CEO Rene Haas predicted that, by 2029, half of all Windows PCs sold would be Arm powered.


	Nvidia's context-optimized Rubin CPX GPUs were inevitable


	Arm bets on CPU-based AI with Lumex chips for smartphones


	Chip designer SiFive aims to cram more RISC-V cores into AI chips


	AMD Ryzen CPUs fry twice in the face of heavy math load, GMP says


Arm isn't the only one seeing gains amid the AI boom. According to Dell'Oro, the ongoing AI expansion cycle drove the server and storage component market to 44 percent YoY growth in Q2.
SmartNIC and data processing unit (DPU) sales have roughly doubled since last year amid a shift toward Ethernet for AI compute clusters. At the same time, Fung tells us that custom AI ASICs are now shipping in volumes comparable to GPUs, though he notes that GPUs still account for the majority of accelerator revenues.
Looking ahead, Dell'Oro expects the server and storage system component market to grow 46 percent in 2025. (r)
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    Appeals court blocks Trump bid to ax top copyright official in AI spat

    
It all started with a May report saying that some bot training may need licensing or permission    


    
        By 
Carly Page        
    

    
        Posted in Legal,
        
            11th September 2025 18:28 GMT
        
    


    
A US appeals court has thrown a wrench into the White House's attempt to oust US Copyright Office director Shira Perlmutter, ruling that the president likely has no authority to fire her.
The DC Circuit's ruling grants Perlmutter an injunction, meaning she keeps her job while the case grinds on. The court said the Copyright Act makes clear that only the Librarian of Congress, not the president, can remove the register of copyrights, adding that Trump's effort to install two executive branch officials - US deputy attorney general Todd Blanche and associate deputy attorney general Paul Perkins in the roles of librarian of Congress and register of copyrights, respectively - was "likely unlawful". 
In other words, the White House can't just email the nation's top copyright official and tell her to pack up her desk.
For tech firms, this is more than just political theater. The Copyright Office's AI report - the one that allegedly triggered the firing - warned that commercial AI training that competes with original works may require permission or licensing, a position that could add major costs for model builders. If the office's leadership could be swapped out whenever its findings upset the White House, the already murky copyright rules around AI could become even harder to navigate.
The battle started back in May, when Perlmutter released the report questioning whether tech firms can scrape creators' work without paying for it and still claim fair use. Less than 24 hours later, the Presidential Personnel Office said she was "terminated effective immediately." The White House then appointed an acting librarian of Congress, who in turn installed an acting register. Perlmutter sued, arguing her firing was unlawful and that it undermined Congress's ability to get independent advice on copyright policy at a time when AI is rewriting the rules.
"When Perlmutter's AI Report was released, the President allegedly disagreed with the recommendations," the judges wrote in Wednesday's ruling. "And the next day -- a Saturday -- the White House Presidential Personnel Office notified Perlmutter by email that she had been terminated from her position 'effective immediately.'"


	AI can't be woke and regulators should be asleep, Senator Cruz says


	Anarchy in the AI: Trump's desire to supercharge US tech faces plenty of hurdles


	How many federal agencies does it take to regulate AI? Enough to hold it back


	No chips for you! Senator wants Americans to get first dibs on GPUs, restrict sales to others


The court agreed Perlmutter had a strong case and said losing her position would cause "irreparable harm", not just to her, but to Congress, which relies on the office for research and recommendations on thorny issues like AI training data. The majority opinion also noted that keeping her in place serves the public interest because lawmakers are in the middle of deciding how copyright law should handle generative AI.
Not everyone on the bench was convinced. Judge Walker argued that even if the firing was improper, leaving a potentially unlawful removal uncorrected does more harm than letting the president's pick run the office. But for now, Perlmutter stays.
The case is almost certain to head for further appeals, so expect more courtroom drama before this power struggle is settled. In the meantime, Perlmutter is back at her desk, and AI companies will be watching her next move very closely. (r)
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    Senator demands to know status of 'duplicate' Social Security database 'immediately'

    
It's a Republican pressing after DOGE whistleblower flags hostile work environment    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in Public Sector,
        
            11th September 2025 18:01 GMT
        
    


    
A US Senator is demanding answers after a Social Security Administration (SSA) employee who blew the whistle on Department of Government Efficiency (DOGE) dealings involuntarily resigned last month, citing workplace hostility in response to his concerns. 
Republican Senator Mike Crapo (it's pronounced Cray-poe), chairman of the Senate Finance Committee, sent a letter to the SSA's commissioner, Frank Bisignano, giving him just two weeks to provide answers to concerns raised last month by now-former SSA Chief Data Officer Charles Borges. The former CDO's whistleblower complaint alleged DOGE had duplicated a critical database filled with taxpayer information, known as Numident, to a test cloud environment that wasn't managed by Borges or SSA, and which allegedly is without any oversight controls.


As Chairman of the Senate Committee on Finance, I must take very seriously every allegation made by a protected whistleblower ... I consider the protection and security of PII held by the agency to be a matter of first importance


Numident is used to store records of every person who has ever applied for a Social Security Card in the United States. 
Crapo's questions are numerous, but one with a much shorter deadline stands out: He wants to know whether that duplicate database "was accessed, leaked, hacked, or disseminated in any unauthorized fashion," and he wants it "immediately upon receipt of this letter."
"As Chairman of the Senate Committee on Finance, I must take very seriously every allegation made by a protected whistleblower," Crapo added. "Further, given the large amount of sensitive data under SSA's control, I consider the protection and security of PII held by the agency to be a matter of first importance."
The SSA didn't directly answer questions about its response to Crapo, instead sending us an identical statement to the one it provided when we covered the original whistleblower complaint last month. 
"We are not aware of any compromise to this environment and remain dedicated to protecting sensitive personal data," an SSA spokesperson said, while maintaining that Numident data is stored "in secure environments that have robust safeguards in place to protect vital information." That doesn't explain the security of the alleged unauthorized copy of Numident. We pointed this out to the SSA, but haven't heard back.
Borges' complaint was primarily about the Numident copy, but he also raised concerns over his beliefs that DOGE had allegedly committed numerous "systemic data security violations" as well as violations of SSA protocols and federal data privacy laws in its time at the SSA. 


	Dems fret over DOGE feeding sensitive data into random AI


	Whistleblower describes DOGE IT dept rampage at America's labor watchdog


	Dems look to close the barn door after top DOGE dog has bolted


	Judge cites big OPM records leaks from 2015 in DOGE slapdown


In response to his concerns, Borges said in his resignation letter late last month that SSA's actions created a hostile work environment that made it impossible for him to fulfill his duties ethically or lawfully, caused significant distress, and effectively forced him from his role as chief data officer.
"After reporting internally to management and externally to regulators serious data security and integrity concerns impacting our citizens' most sensitive personal data, I have suffered exclusion, isolation, internal strife, and a culture of fear, creating a hostile work environment and making work conditions intolerable," Borges wrote in his letter to Bisignano. "SSA's actions against me [have made] my duties impossible to perform legally and ethically." 
In addition to his demand for answers about the integrity of the alleged Numident duplicate, Crapo is also demanding to know how SSA dealt with Borges' internal complaints, details about its use of cloud storage and data security mechanisms, and asks about how it assessed the risk of giving agency employees the ability "to transfer data from the Numident database to a private cloud within SSA's AWS cloud environment." 
Neither Crapo's office nor the Senate Finance Committee responded to questions for this story. (r)
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    Monty Widenius 'heartbroken' at the extent of Oracle's MySQL job cuts

    
Original author of open source database 'not surprised' but 'saddened' as critics slam vendor's layoffs    


    
        By 
Lindsay Clark        
    

    
        Posted in Databases,
        
            11th September 2025 17:40 GMT
        
    


    
Oracle has instigated "widespread layoffs" across its core MySQL development team, sparking concern about the future of one of the world's most popular open-source databases.


It looks like multiple great, tenured people were laid off from MySQL team at Oracle - Peter Zaitsev


[image: Larry Ellison photo by drserg via Shutterstock]
Mega-and-MAGA deals position Oracle's Larry Ellison to overtake Elon

READ MORE
Around 70 members of the team behind the open source database have been shown the door as part of Oracle's latest round of redundancies, according to one high-level source in the MySQL community.
The Register has asked Oracle to respond and clarify its position and we'll update this article if we hear back.
Michael "Monty" Widenius, who co-authored the original MySQL in the 1990s, posted that he was "Heartbroken to hear about the widespread layoffs at MySQL last week, and while I'm not surprised that Oracle is going in this direction with MySQL, it still saddens me that it's come to this."
In the early 2000s, MySQL became the M in LAMP, the de facto standard used to build web-facing systems, which also included the Linux operating system, Apache web server, and programming languages such as Perl, PHP, or Python. Social media companies, including Twitter and Facebook, as well as a league of fledgling internet companies, based their infrastructure on MySQL.
The open source database was initially owned by MySQL AB, a Swedish company, until it was bought by Sun Microsystems in 2008. Oracle then bought Sun in 2009.
Although the early part of Oracle's management of MySQL has attracted praise, more recently, concerns have emerged over Big Red's continuing custodianship of the system.


	PostgreSQL 18 eyes analytics boost and distributed future


	I was a part-time DBA. After this failover foul-up, they hired a full-time DBA


	What a difference 2 years makes: MariaDB buys back SkySQL


	Users of PostgreSQL in the cloud say the uptime just ain't up to it


In 2024, Peter Zaitsev, who worked as a performance engineer at MySQL, said Oracle's MySQL development efforts had become swayed by Heatwave, a proprietary analytics database service based on MySQL.
[image: asteroid]
Oracle boasts $455B backlog from AI boom, but not all its new friends will live to pay up

READ MORE
Community sources told The Register that Oracle's open source MySQL team has become part of the Heatwave unit, meanwhile Oracle is prioritizing resources on AI.
Zaitsev, who helped found open source database consultancy Percona, said in a post this week: "It looks like multiple great, tenured people were laid off from MySQL team at Oracle. My heart goes out to impacted individuals, yet I also wonder if it is another significant step by Oracle towards slowly killing MySQL Community edition."
Widenius went on to fork MySQL to create MariaDB, a company which experienced a disastrous flotation in late 2022 before being taken private last year, returning its core product to a more permissive open source model.
In his post, Widenius said: "Fifteen years ago, we wanted to solidify a future for the next generation of MySQL and that's exactly what we're doing with MariaDB." (r)
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    AI-powered penetration tool, an attacker's dream, downloaded 10K times in 2 months

    
Shady, China-based company, all the apps needed for a fully automated attack - sounds totally legit    
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Villager, a new penetration-testing tool linked to a suspicious China-based company and described by researchers as "Cobalt Strike's AI successor," has been downloaded about 10,000 times since its release in July.
The package, published on Python Package Index, operates as a Model Context Protocol (MCP) client and integrates multiple security tools. It includes Kali Linux, which legitimate defenders use to automate penetration testing, and it contains hundreds of tools that can also be used to launch cyber attacks at scale. Villager also contains DeepSeek AI models to automate testing workflows, plus a ton of other AI tools like a database of 4,201 AI system prompts to generate exploits and other mechanisms to make it difficult to detect.
"Like Cobalt Strike, it can be used for legitimate purposes but it is also ready to be used maliciously without expertise needed since it is fully automated," Dan Regalado, principal AI security researcher at Straiker, told The Register. "And we see downloads every day, not massively but consistently."
In a report published today and shared with The Register, the AI security company's Regalado and fellow researcher Amanda Rousseau said they recorded an average of 200 downloads every three days during their investigation, totaling 9,952 downloads across multiple operating systems, including Linux, macOS, and Windows.
And they traced the AI-powered pen-testing tool to a Chinese organization called Cyberspike.


Like Cobalt Strike, it can be used for legitimate purposes but it is also ready to be used maliciously without expertise needed since it is fully automated


Cyberspike first appeared in November 2023, when the domain cyberspike[.]top was registered under Changchun Anshanyuan Technology Co., which is listed as an AI and application software development provider.
However, the company doesn't appear to have a website or any other indications to suggest that it's a legitimate business. Plus, Changchun Anshanyuan's earlier product line called Cyberspike was uploaded to VirusTotal in December 2023. 
After analyzing the binaries, Straiker discovered that the entire Cyberspike software suite was related to AsyncRAT, a remote-access trojan with capabilities including remote desktop access, Discord account compromise, keystroke logging, webcam hijacking, and other surveillance functions.
"Our analysis confirms that Cyberspike integrated AsyncRAT into its red teaming product, with additional plugins to well-known hacktools like Mimikatz as well," Regalado and Rousseau wrote. "These integrations demonstrate how Cyberspike repackaged established hacktools and offensive tools into a turnkey framework designed for penetration testing and probably malicious operations."


	China is using AI to sharpen every link in its attack chain, FBI warns


	It looks like you're ransoming data. Would you like some help?


	Crims laud Claude to plant ransomware and fake IT expertise


	ChatGPT used for evil: Fake IT worker resumes, misinfo, and cyber-op assist


Regalado told The Register that no one has talked about Cyberspike previously. "We are the first ones," he said. 
"The company is very suspicious because it is registered in China with a valid physical place - but we do not think there is an office there - and there is no employee information," Regalado added. "Plus their website was shut down early in 2024. All the code from Villager has words in Chinese, and the creator is also from that country. But we can see that Villager is still using the company's domain, which suggests the team is still using the infrastructure."
From capture the flag to AI-powered exploits
The Cyberspike crew released its new Villager pen-testing tool on PyPI on July 23. 
The author @stupidfish001, is a former capture the flag (CTF) player for the Chinese HSCSEC team, which is significant because these competitions in China provide a recruiting and training pipeline for skilled hackers and Beijing's cybersecurity and intelligence agencies looking to hire them.
Villager itself includes several components for pen testing - or attacking someone's system, depending on who is using the AI framework. It uses MCP Client Service (Port 25989) for central message passing and coordination, along with a database of 4,201 AI system prompts to generate exploits and make real-time decisions. It also auto-creates isolated Kali Linux containers for network scanning, vulnerability assessment, and penetration testing. 
Villager also integrates with Pydantic AI to enforce formatting rules on AI outputs, and it configures a container to have a 24-hour, self-destruct feature to wipe activity logs and forensic evidence of the software tool.
All of this makes it very easy to use Villager to launch attacks, both aimed at a single web application, in which it uses AI to adjust the exploit based on what it finds. According to the report:


If WordPress is detected, Villager automatically launches WPScan within a Kali container; if an API endpoint is identified, it shifts to browser automation to probe authentication flows. The task verification system ensures each step succeeds before proceeding.


Or, it can develop a more complex, multi-tool attack chain:



	Browser automation discovers client-side prototype pollution vulnerability


	Direct code execution crafts specialized payloads


	Kali container monitors network traffic for successful exploitation


	Upon success, persistence mechanisms are deployed via OS execute




Regalado says he wants to make companies aware of this previously undocumented threat, and the speed at which attackers are adopting AI for nefarious purposes.
"Attackers are moving really fast, automating attacks with AI," he said. "Defenders should be also using AI-based products to defend at the same speed." (r)
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    Microsoft drops .NET 10 RC 'go-live' with 55,000 words on why it's faster

    
Benchmark bonanza shows big wins across JSON, compression, JIT, and more    
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The first release candidate of .NET 10 is out, complete with a "go-live" license, meaning that Microsoft supports production use. The company has also detailed performance improvements in this long-term support release, translating to real-world savings for users.
There are no feature changes in the SDK and languages (C#, F#, and Visual Basic) since the previous beta, but there are some tweaks to ASP.NET Core and the Blazor framework, and enhancements to Entity Framework Core including SQL Server vector search and improved support for complex types. Microsoft has a full list of what is new since .NET 9.
A significant experimental option has appeared in the cross-platform framework MAUI (multi-platform app UI), which is to use the CoreCLR runtime in place of Mono on Android. This is "not intended for production use," the release notes state, and results in an undesirable increase in application size. Mono was the earliest cross-platform and open source implementation of .NET, eventually acquired by Microsoft along with Xamarin, but unifying the core runtime across all platforms would now be an advantage. Native AOT (ahead-of-time) compilation is in development too. Mono is also used on iOS and macOS in MAUI, though Native AOT is the default for release builds.
Microsoft partner software engineer Stephen Toub posts each year on performance improvements in .NET, with the latest 55,000-word piece detailing optimizations in version 10 and benchmark results using the popular BenchmarkDotNet library. This is a good read not only for the results, but for better understanding of .NET internals. Some of the items show a dramatic difference; improvements to the way thread pool queues work mean that specially crafted code that times out after 20 seconds on .NET 9 now completes in 4 ms.
Another example is in the System.IO.Compression API. Toub tells us that since .NET 9 the native zlib library was changed to a modernized fork of the original, called zlib-ng. Improvements in this library, and a fixed regression, mean that some compression, decompression, and update operations are faster by 65 percent or more.
Developers will also find significant improvements in JSON serialization and deserialization, collection operations, JIT (just-in-time) compilation, cryptography, and many more.
This performance work means developers get more efficient applications without changing their code. Technical fellow Ian Griffiths at Endjin, whose application AIS.NET parses location and identity data from commercial ships, posts each year about the impact of this, showing gains in message throughput, which for .NET 9 were 9 percent and in previous releases have been up to 27 percent.
[image: The AIS.NET application shows noticeable performance gains with each new version of .NET]
The AIS.NET application shows noticeable performance gains with each new version of .NET


Another .NET user reported that "in my company running maybe 20K servers on .NET, we get a 10-20 percent CPU decrease every time we upgrade to the next major."


	Microsoft's first preview of Visual Studio 2026: Deeper AI and a design refresh


	Atlassian's move to cloud-only means customers face integration issues and more


	Anthropic's Claude Code runs code to test if it is safe - which might be a big mistake


	Microsoft inches toward Rusty Windows drivers, production use still a no-no


Results like these suggest that upgrading is worthwhile for .NET developers irrespective of language changes and new framework features.
That said, .NET code will not usually perform as well as languages designed to compile to native code, such as C, C++, Swift, Rust, or Go. C# inventor Anders Hejlsberg, who now works on TypeScript, caused some upset in the .NET community earlier this year when he chose Go rather than C# for a high-performance TypeScript compiler.
Another concern for .NET users is that although the platform is open source, some of Microsoft's tooling is not. "It's just a shame that an otherwise really well-rounded language still lacks first-party open source tooling. It's unbelievable that in 2025 Microsoft still locks things as essential as a debugger behind proprietary licensing," said one developer.
Visual Studio Community Edition and the C# Dev Kit for VS Code are free for individuals or small companies but require a commercial license for enterprise use.
The download page for the .NET 10 RC states that it is only compatible with Visual Studio 2026, suggesting that we can expect this to be generally available at the same time as .NET 10 in November, though developers report that it actually also works with the latest Visual Studio 2022. (r)
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    Walmart's bet on AI depends on getting employees to use it

    
The technology isn't the hard part, says enterprise business services SVP, it's managing people    
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At Walmart, "everybody's using AI every day across the enterprise," according to David Glick, senior vice president of the retail behemoth's enterprise business services.


...it took a couple of years for the tools to get good enough, [to] hallucinate less, [to have] less bias, but also for us to get comfortable. And I think the beginning of this year was at the point where we started building agents


In a conversation on Wednesday with Atif Rafiq, founder of AI infrastructure startup Ritual, at the AI Infra Summit in Santa Clara, California, Glick explained that Walmart CEO Doug McMillon for the past few years has been pushing the company to go all-in on AI.
The hardest part of that transformation hasn't been the technology. It's been getting people to use it.
Glick recounted how a year ago at the same conference, he was preparing to go on stage and heard people in the preceding session talking about how the most challenging element of digital transformation is change management.
He explained, "I was standing in the back saying, 'No, we're engineering, and engineering does all the work. And that's the hardest part, to actually write the code.' And then as I thought about it throughout the day, I was like, actually, writing code, we know how to do that, and it's getting easier and easier using AI. But it is, in fact, the change management."
The issue in large companies, he said, is that everyone wants to be included, but "we're moving people's cheese" - in reference to a business leadership book on dealing with change.
To bring everyone along for the ride, Glick's goal has been to make everyone use AI, not just software engineers.
"So the exciting part is not just engineers building things," he said. "The engineers will build full enterprise-scale agents and whatnot. But every single person at Walmart is figuring out how to use AI in their jobs."
Glick acknowledged that only 10 or 20 percent of Walmart's associates - as employees are called - will do "vibe coding" or build software agents in their respective roles. But he suggested that AI tools are changing what Walmart looks for in its technical staff.
[image: AI]
OpenAI eats jobs, then offers to help you find a new one at Walmart

READ MORE
"Like when I was writing code, it was 'Can you put the semicolon in the right spot?' Or 'Can you close parentheses every time you open them?'" Glick explained. "And then it was like, 'Can you malloc() and free()?' And then you're like, 'Oh, Java, you don't need to malloc() and free() anymore.' And now it's like, I think, it's curiosity, persistence, resilience, tenacity, and grit."
Glick argues that the "the future belongs to the curious."
He explained, "What we found is the people, whether they're in the product team or the design team or the engineering team or the business team, the people who are succeeding most with AI are the ones who are most curious."
His approach at Walmart has been to dive in and try things, to iterate rapidly.
"I've been at Walmart a little over two and a half years, and ever since I started, we've been talking about Gen AI and how we need to be a leader in Gen AI and Doug has told us he wants everybody using AI every day," he said. "And it took a couple of years for the tools to get good enough, [to] hallucinate less, [to have] less bias, but also for us to get comfortable. And I think the beginning of this year was at the point where we started building agents."


	AI pricing is currently in a state of 'pandemonium' says Gartner


	AI can't be woke and regulators should be asleep, Senator Cruz says


	How many federal agencies does it take to regulate AI? Enough to hold it back


	Microsoft's first preview of Visual Studio 2026: Deeper AI and a design refresh


The approach Glick advocates is cross-functional, mixing the roles of developer, designer, and product manager. "I think we don't even have a new vernacular for this," he said. "We start with vibe coding and vibe designing and vibe PRD (product requirements document) and this and that."
Is that a "viber"? he wondered. A designer? Even Glick's own role appears to be fluid - he said he feels like the chief marketing officer of AI at Walmart.
Walmart's AI bet has been accompanied by a change in the business processes needed to deal with AI. Glick said Walmart has 14 separate security processes, one of which involved compliance and had a backlog of weeks or months before projects would be approved.
"So we called the chief compliance officer and said, 'Hey, if we can build an agent in a week, it can't take you two months to approve our agent,'" Glick recalled. "And so she went in and built a new process. It's still equally as safe. It leveraged AI and leveraged technology, but now the backlog is zero days instead of 60 days. So that is a great example of push, push, push, and see what we can automate."
In terms of change management, Glick said, "I like to say we're running projects with a stopwatch instead of a calendar now because we can turn these things while we sit with the business users. And so one of the things I've tried very hard is to go sit with the business users and show them what this can do because they don't really have any concept. All they know is that IT is the bottleneck or tech is the bottleneck ... In six months or in a year, tech will not be the bottleneck."
Glick described his goal as empowering engineers to be able to take a laptop to a store or fulfillment center and, before they come home, to have built an agent or something that makes the lives of the associates in that facility better.
"We have lots of things that we're trying to do," he said. "We're trying to grow revenue. We're trying to cut costs. But if you can change people's lives, that's better than all that stuff." (r)
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    Anti-DDoS outfit walloped by record packet flood

    
FastNetMon says 1.5 Gpps deluge from hijacked routers, IoT kit nearly drowned scrubbing shop    
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A DDoS mitigation provider was given a taste of the poison it tries to prevent, after being smacked by one of the largest packet-rate attacks ever recorded - a 1.5 billion packets per second (1.5 Gpps) flood that briefly threatened to knock it off the internet.
FastNetMon, the network monitoring outfit brought in to fight the attack, said the UDP flood was launched from thousands of compromised routers and IoT devices spread across more than 11,000 networks worldwide.
The attack targeted a DDoS scrubbing vendor in Western Europe whose job is to keep other people's services online during incidents just like this.
FastNetMon spokesperson Outi Maria Pietilanaho declined to name the targeted vendor, however, she told The Register that FastNetMon had observed another incident of almost exactly the same scale (1.49 Gpps), targeting another DDoS scrubbing provider in Eastern Europe,
She said this "strongly suggests activity from the same botnet."
"The second attacked entity received an extortion email connected to the attack via their website contact form," she said. Pietilanaho also confirmed compromised routers were MikroTik branded.
London-based FastNetMon, which brags that its DDoS detection and mitigation software can run on a network of any scale, said it leaned on its automated detection systems, enabling the targeted customer to detect the flood within seconds.
The quick reaction reportedly prevented a total collapse, but the company said that the scale of the packet storm makes this one of the most significant events of its kind.


	DDoS is the neglected cybercrime that's getting bigger. Let's kill it off


	AWS, Cloudflare, Digital Ocean, and Google helped Feds investigate alleged Rapper Bot DDoS perp


	Arch Linux takes a pounding as DDoS attack enters week two


	US cops wrap up RapperBot, one of world's biggest DDoS-for-hire rackets


Unlike record-breaking bandwidth floods that grab headlines for their terabit-per-second numbers, this one was all about raw packet rate, a metric that can cripple mitigation systems by sheer processing overhead long before bandwidth saturation occurs.
"Our platform reacted in real-time and blocked this attack in seconds, saving the target from a major outage," said FastNetMon founder Pavel Odintsov, who added that ISPs need to get serious about filtering attack traffic closer to the source if they don't want their customers' routers becoming free artillery for botnet operators.
The attack comes just days after Cloudflare said it had mitigated an 11.5 Tbps DDoS attack, showing that adversaries are probing the limits of both bandwidth and packet processing capacity. (r)
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    Nano11 cuts Windows 11 down to size, grabbing just 2.8 GB of disk space

    
Slicing Windows 11 to the bone while Microsoft piles on the features    
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How low can Windows 11 go? Storage-wise, it can take up less than 3 GB, as demonstrated by some impressive engineering from the same individual behind the Nano11 "diet" build.
The Nano11 installation media itself is a mere 2.2 GB while the installed OS tips the scales at just 2.8 GB.
"You pretty much can't get any tinier than this," said the author of the script that takes the work they did for Tiny11 Core and goes further in the quest for the smallest possible version of Windows 11 that will still boot to a desktop and remain usable ... kind of.
The developer, NTDEV, released an update to Tiny11 earlier this month, which allows adventurous users to create Windows 11 install images without many of the components that Microsoft deems essential, such as Copilot and the new Outlook. Even Teams doesn't need to be there.
The update, according to NTDEV, is also Windows 11 25H2-ready, and images should come out smaller thanks to the use of LZX compression (although the developer warned, "keep in mind that this takes a while and it uses A LOT of RAM, so be patient.")
Satisfying as it might be to remove the Windows 11 bloat, a health warning has to be applied to Tiny11 - it isn't sanctioned by Microsoft and is best for testing. T
Which brings us on to Nano11, a script that takes the debloating to extremes. As well as the usual suspects (Clipchamp, News, Weather, and so on), Nano11 cuts deeper. You didn't need Windows Update, did you? Or any of the system services? Or Windows Defender?
The list goes on, and the developer warns, "You cannot add back features or languages in an image created with this script!"


	Why Windows 95 left a handy power saving feature on the cutting-room floor


	Microsoft readies Windows 11 25H2 while Windows 10 circles the drain


	Microsoft open-sources the 6502 BASIC coded by Bill Gates himself


	Microsoft veteran's worst Windows bug was Pinball running at 5,000 FPS


	How Windows 11 is breaking from its bedrock and moving away


"The resulting OS is not serviceable. This means you cannot add languages, drivers, or features, and you will not receive Windows Updates. It is intended only for testing, development, or embedded use in VMs where a minimal, static environment is required."
But goodness, it is small. It is not really usable as a daily driver (the author warns, "It goes without saying that Nano11 is NOT for daily use!") However, it could be handy as a quick and dirty way to try something out in a VM.
Nano11 is an impressive feat of engineering. It also demonstrates that the bloat in Windows 11 is a definite choice by Microsoft - it does not have to be that way. While undoing those choices is not for the faint of heart, there is a certain level of satisfaction to be drawn from removing a Windows component that nobody wanted or asked for. (r)
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    Spectre haunts CPUs again: VMSCAPE vulnerability leaks cloud secrets

    
AMD Zen hardware and Intel Coffee Lake affected    
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If you thought the world was done with side-channel CPU attacks, think again. ETH Zurich has identified yet another Spectre-based transient execution vulnerability that affects AMD Zen CPUs and Intel Coffee Lake processors by breaking virtualization boundaries.
The attack, dubbed VMSCAPE (CVE-2025-40300), is said to be the first Spectre-based exploit that allows a malicious guest user in a cloud environment to leak secrets from the hypervisor in the host domain without code changes - injected Return-oriented programming gadgets - and in default configuration.
The technique is described in a paper [PDF] published on Thursday, "VMSCAPE: Exposing and Exploiting Incomplete Branch Predictor Isolation in Cloud Environments," by Jean-Claude Graf, Sandro Ruegge, Ali Hajiabadi, and Kaveh Razavi. The paper is set to be presented at the 47th IEEE Symposium on Security and Privacy.
Cloud computing depends upon virtualization to securely partition physical computing resources into virtual ones, managed by a hypervisor. VMSCAPE targets the Kernel Virtual Machine (KVM) and QEMU (Quick Emulator), as the hypervisor and as the userspace component of the hypervisor in the host.
"VMSCAPE can leak the memory of the QEMU process at the rate of 32 B/s on AMD Zen 4," the authors state in their paper. "We use VMSCAPE to find the location of secret data and leak the secret data, all within 772 s, extracting the cryptographic key used for disk encryption/decryption as an example."
AMD Zen 1-5 processors are affected, as are Intel Coffee Lake processors, which debuted in 2017. Hardware fixes aren't feasible, the authors say, so Linux maintainers have addressed the issue in software. This comes at a cost, however, in terms of performance overhead.
Spectre, a set of vulnerabilities based on processor microarchitecture, has allowed attackers to access sensitive host memory to varying degrees since its disclosure in 2018, alongside another flaw known as Meltdown.


	Bug bounties: The good, the bad, and the frankly ridiculous ways to do it


	Intel ghosts researcher who found web apps spilled 270K staff records


	Torvalds blasts tardy kernel dev: Your 'garbage' RISC-V patches are 'making the world worse'


	AMD warns of new Meltdown, Spectre-like bugs affecting CPUs


One of these is known as Spectre v2 or Branch Target Injection, a way to abuse CPU indirect branch predictors, which control speculative execution - executing predicted instructions before they're called for in code, in order to improve performance.
Various mitigations have been developed and deployed to defend against Spectre-based attacks, generally at the cost of performance. These include: Indirect Branch Restricted Speculation (IBRS), Enhanced IBRS (eIBRS), Automatic IBRS (AutoIBRS), Indirect Branch Prediction Barrier (IBPB), and Single Threaded Indirect Branch Predictor (STIBP).
But, to date, Spectre v2 attacks have not had much impact because, as the authors note, they assume the attacker has the ability to run local code on the user's system.
The ETH Zurich boffins took a look at the way AMD and Intel processors handle host-guest boundaries and found the separation isn't sufficient on AMD Zen CPUs and older Intel CPUs. The branch target buffer (BTB) entries between host and guest are not isolated, so the branch predictor mingles predictions across host and guest domains. VMSCAPE exploits this with the help of a set of new attack primitives that the researchers call vBTI (virtualization Branch Target Injection).
An AMD spokesperson told The Register that a Security Brief will be issued that acknowledges the potential vulnerability. But the fix will be in software.
In a statement provided to The Register, an Intel spokesperson said, "Existing mitigations on Intel processors can be used to mitigate this issue. Intel has previously provided guidance for Branch Target Injection (BTI), Branch History Injection (BHI), and Indirect Target Selection (ITS), and Intel engineers are working with Linux to ensure that the appropriate mitigations for these issues as described in these guidance documents are applied to Linux userspace hypervisor software. Linux mitigations are expected to be available on the VMSCAPE public disclosure date, and a CVE for this issue will be assigned by Linux."
The Linux patch, we're told, will be ported to various Linux distributions after its release.
The authors proposed a mitigation called "IBPB-on-VMExit" that Linux developers have optimized under the name "IBPB before exit to userspace." According to the researchers, the overhead depends on the workload and the frequency of userspace exits.
"For emulated devices (default for QEMU), userspace exits are much more frequent than for virtualized devices (commonly used in enterprise systems)," the authors observe in a summary note. "Our benchmarking indicates an overhead of ~10 percent when using an emulated device."
With Zen 4, the authors' benchmark testing suggests "a marginal 1 percent overhead" post-patch.
The Linux mitigation is said to be active for all affected systems, including Zen 5 and even recent Intel CPUs that were not exploitable such as Lunar Lake and Granite Rapids. (r)
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    US tosses $134M pocket change at fusion pipe dream

    
That won't even warm the plasma    
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America's Department of Energy (DOE) has earmarked $134 million in funding for two programs aimed at securing US leadership in emerging fusion technologies. The move comes amid renewed interest in nuclear power sparked by surging datacenter energy demands.
[image: fusion]
Fusion won't avert need for climate change 'sacrifice', says nuclear energy expert

READ MORE
The DOE funding will be split between the Fusion Innovative Research Engine (FIRE) initiative, which gets $128 million, and the Innovation Network for Fusion Energy (INFUSE) program, which will receive a much smaller $6.1 million.
There's an old joke that says nuclear fusion power is 30 years away and always will be, which perhaps explains why the DOE is only committing such modest sums, in comparison with the billions being pumped into the semiconductor industry.
FIRE was formed with the goal of developing a fusion innovation ecosystem around centrally managed teams called "Collaboratives." These are charged with bridging the DOE's own basic science research programs and nascent fusion industries in the US.
With INFUSE, the DOE says it has selected 20 projects that accelerate private-sector fusion energy development by reducing barriers to collaboration between businesses and national laboratories or universities. What these barriers are isn't stated.
Projects selected include research into materials science, laser technology development, high-temperature superconducting magnet assessment, and machine learning for fusion modeling and simulation.
The DOE claims these initiatives represent a significant step forward in advancing fusion energy research, and ultimately supporting the development of technologies crucial for US national security, energy security, and defense.
The DOE notes that fusion has the potential to provide abundant, reliable energy, if it can be made to work. This would be a godsend with datacenter energy use set to more than double by the end of the decade, plus the move to electric vehicles and electrification of industrial processes all putting strain on energy supply.
Secretary of Energy Chris Wright claimed these programs are set to open up "the next frontier of American energy."
 "Fusion power holds the promise of limitless, reliable, American-made energy, and programs like INFUSE and FIRE ensure our innovators have the tools, talent, and partnerships to make it a reality," he stated.


	Physicist models new use for nuclear waste: Turning it into super-rare fusion fuel


	Google to buy power from fusion energy startup Commonwealth - if they can ever make it work


	UK dumps PS2.5 billion into fusion pipe dream that's already cost millions


	Fusion eggheads claim modeling fix for particle escape - at least in stellarators


[image: plasma]
Burning plasma signals step forward in race for nuclear fusion as researchers get bigger capsule for their 192-laser experiment

READ MORE
However, an article published by The Bulletin of the Atomic Scientists last year quoted plasma physicist Bob Rosner as stating that commercial-scale, tokamak-style fusion will not be a reality in his lifetime, "and I think not in my children's lifetime, or my grandchildren's lifetime."
Despite the difficulties in making fusion power a reality, it continues to attract a steady drumbeat of investment. In June, for example, the UK government stumped up an extra PS2.5 billion ($3.4 billion) for the spherical tokamak for energy production (STEP) project, built on the site of a former coal power station in Nottinghamshire.
Google also agreed in June to purchase fusion energy from Commonwealth Fusion Systems (CFS), even though its ARC power plant is still under development, and startup Helion scored another $425 million in funding earlier this year.
Microsoft had previously agreed to site a 50 MW fusion power plant from the firm at one of its datacenters in Washington State - if a commercially fusion solution ever materializes. (r)
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    Senator blasts Microsoft for 'dangerous, insecure software' that helped pwn US hospitals

    
Ron Wyden urges FTC to probe failure to secure Windows after attackers used Kerberoasting to cripple Ascension    


    
        By 
Carly Page        
    

    
        Posted in Cyber-crime,
        
            11th September 2025 13:15 GMT
        
    


    
Microsoft is back in the firing line after US Senator Ron Wyden accused Redmond of shipping "dangerous, insecure software" that helped cybercrooks cripple one of America's largest hospital networks.
[image: Cartoonish composition of a crook shrugging in front of the Microsoft Office icons]
Microsoft rewarded for security failures with another US government contract

READ MORE
Wyden's letter [PDF], delivered to FTC chair Andrew Ferguson on September 10, paints Microsoft not just as a careless vendor, but as a danger to national security.
"I urge the FTC to investigate Microsoft and hold the company responsible for the serious harm it has caused by delivering dangerous, insecure software to the US government and to critical infrastructure entities, such as those in the US healthcare sector," Wyden wrote.
"Without timely action, Microsoft's culture of negligent cybersecurity, combined with its de facto monopolization of the enterprise operating system market, poses a serious national security threat and makes additional hacks inevitable."
The case stems from last year's ransomware attack against Ascension, a Catholic nonprofit that runs more than 140 hospitals across the US. According to new information Wyden's office obtained from Ascension, a contractor using a company laptop ran a Bing search and clicked on a malicious result, which downloaded malware onto their device. Attackers then used well-known weaknesses in Microsoft's default configurations to escalate privileges, move laterally through the network, and deliver ransomware across thousands of machines.
The attack disrupted surgeries, forced doctors and nurses to revert to pen and paper, and led to the theft of personal and medical data belonging to roughly 5.6 million patients.
Wyden points to a decades-old vulnerability known as "Kerberoasting" as a key factor in the breach. The attack relies on the fact that Microsoft continues to use RC4 as its default encryption algorithm, a choice security researchers have warned against for years. Although more secure options like AES exist, Redmond hasn't made the switch, a decision Wyden argues "needlessly exposes its customers to ransomware and other cyber threats."
He said Microsoft has known about this for years but has failed to act decisively, noting that a promised patch to disable RC4 by default has yet to materialize nearly a year after being announced. The senator also criticized the company for burying its security guidance in an obscure Friday blog post rather than proactively warning customers.


	Kidney dialysis giant DaVita tells 2.4M people they were snared in ransomware data theft nightmare


	Pentagon ends Microsoft's use of China-based support staff for DoD cloud


	Surprise, surprise: Chinese spies, IP stealers, other miscreants attacking Microsoft SharePoint servers


	Microsoft admits it 'cannot guarantee' data sovereignty


Adding fuel to the fire, Wyden argued that Microsoft's defaults are stacked against its users. Password policies do not enforce the long, complex passwords needed to resist Kerberoasting attacks, and many customers are unaware of the risk until it is too late. In his letter, Wyden accused the software giant of putting profit over security, claiming it has built "a multibillion-dollar secondary business selling cybersecurity add-on services to those organizations that can afford it," likening Microsoft to "an arsonist selling firefighting services to their victims."
The senator framed Microsoft's behavior as part of a pattern, recalling the 2023 hack of US government email accounts by suspected Chinese spies, which a federal review board blamed on "inadequate" security culture at the company. Because Microsoft dominates the enterprise operating system market, Wyden warned, its decisions set the baseline for security across government and critical infrastructure - and its failings put everyone at risk.
Wyden's call for an FTC investigation is an attempt to force accountability. He wants regulators to compel Microsoft to ship secure defaults, deliver the long-delayed RC4 update, and provide plain-English guidance to customers about the risks they face. If the FTC takes up the case, it could mark a turning point in how Washington polices vendors whose software underpins critical services but repeatedly lands them in the headlines for all the wrong reasons.
For Microsoft, which has spent months promising a new "secure by design" era under its Secure Future Initiative, Wyden's letter is a sharp reminder that not everyone is convinced Redmond is serious about change. Whether the FTC decides to act may determine if this is just another round of public shaming or the start of a much deeper reckoning for one of the most powerful companies in tech. (r)
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    Neo4j cozies up to Microsoft as 'property sharding' promises to overcome scalability struggle

    
Graph database fave also punts for transactional workloads    
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Neo4j has introduced "property sharding" which, according to one analyst, will help overcome its earlier struggles with scalability, while also allowing transactional workloads on the same system.
[image: Illustration of some Gnu / wildebeest against orage VT100 terminals logged into Unix like systems ]
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READ MORE
The graph database stalwart -- used by customers including BT Group, risk insight company Dun & Bradstreet, and chemicals giant BASF -- launched Infinigraph earlier this month promising a new distributed graph architecture in its self-managed offering. The system will also soon be available in Microsoft's AuraDB DBaaS and as part of Fabrics, the Redmond software company's data lake and analytics platform.
Graph databases group data according to nodes and edges as opposed to the columns and rows of relational databases, in the hope that the structure is more apt for the analysis of networks of relationships, for example, between groups of companies or individuals using social media.
As well as newfound scalability, Infinigraph would allow the system to accommodate transactional workloads as well as the analytics use cases graph databases are known for.
Sudhir Hasbe, Technology President at Neo4j, said: "Infinigraph sets a new standard for enterprise graph databases: one system that runs real-time operations and deep analytics together, at full fidelity and massive scale. We're giving builders the power to create intelligent systems that transform data into knowledge, scale without limits, and solve their biggest data challenges - without added complexity or cost."
Neo4j said Infinigraph works using a feature it calls "property sharding," which stores the graph's structure (the nodes and relationships) in a single graph shard that preserves the structure of the graph as a cohesive unit. These property shards can then be distributed across different machines in a cluster to achieve horizontal scalability without sacrificing graph traversals -- or searches -- which happen completely within the graph shard.
Infinigraph also promises to run both transactional and analytics workloads on the same system, thereby avoiding extract-transform-load (ETL) pipelines, sync delays, or redundant infrastructure, Neo4j said.
But the system is unlikely to win over transactional workloads from RDBMS systems, said Robin Schumacher, senior research director and analyst at Gartner.
"While the new release won't necessarily take traditional operational use cases away from existing DBMS vendors, it will enable the company to tackle larger workloads that fit well into the standard graph use cases, which may also have mixed workloads of quickly traversed transactions and longer-running analytical queries," he told The Register.
He added that Neo4j had previously struggled with scalability, a view which has been borne out among users.
For example, in 2021, car manufacturer Jaguar Land Rover rejected leading graph database Neo4j because of scalability concerns, opting for rival TigerGraph, which the head of data and analytics said performed better as a distributed system.
Schumacher said Infinigraph might go some way to allaying these concerns. "Neo4j has always been one of the first solutions thought of by those looking for a DBMS to address graph use cases, however its historical reputation has been one of struggling with scalability - a weakness exploited by its nearest competitors. The company's Infinigraph release is aimed at removing that shortcoming while also delivering more administrative simplicity and better support for graph-driven systems that contain both transactional and analytical traffic."
However, other concerns - over cost - persist. Earlier this year, The Register revealed that Neo4j lost out to rival Memgraph due to cost at US space agency NASA, which had previously used the incumbent database to bring together data from the space agency's various enterprise applications to understand the relationship between knowledge, skills, abilities, tasks and technologies (KSATTs), and occupations, roles, and training.


	NASA jettisons Neo4j database for Memgraph citing costs


	FYI: An appeals court may kill a GNU GPL software license


	Manifest file destiny: Declare your funding needs via JSON


	Graph database shows Biden outspends Trump in social media ad war


What's more, debate has raged about whether developers and data scientists need a separate database system for graph at all. Andy Pavlo, an associate professor of databaseology at Carnegie Mellon University, has argued these type of tasks can be just as well performed in an RDBMS.
For example, PostgreSQL has a graph extension called Apache AGE which provides graph database functionality. Microsoft offers PostgreSQL as part of its Cosmos DB DBaaS and supports the graph extension. (r)
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    Microsoft folds Sales, Service, Finance Copilots into 365

    
$50 standalone bots now bundled in $30 package    
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Microsoft is re-badging its Sales, Service, and Finance Copilots and slashing what it charges for them.
The software and cloud biz has confirmed the addition of "role-based AI solutions" to Microsoft 365 for sales, service, and finance.
The theory is that by integrating Copilot into specific sectors of an organization, a sales team can request information such as a list of deals at risk of falling through, service teams can more effectively find resolutions to customer queries, and the finance department can streamline tasks like financial reconciliation.
As Directions on Microsoft's Mary Jo Foley noted, an awful lot of it appears to be fiddling with the branding of products previously sold as individual Copilots.
There was already a Copilot for Sales, a Copilot for Service, and even a Copilot for Finance (which became Finance agents, but never made it out of preview).
They weren't cheap. Copilot for Sales was $50 per user per month, with an annual commitment, but at least customers would get Microsoft 365 Copilot to sweeten the deal. Reports emerged last week that Microsoft was planning to bundle the Sales, Service, and Finance Copilots into the $30 per user per month Microsoft 365 Copilot, addressing some of the Copilot fragmentation within the company and the possible issue of customers balking at pricing.


	Microsoft hits pause on Copilot ... in SQL Server Management Studio


	Let us git rid of it, angry GitHub users say of forced Copilot features


	UK government trial of M365 Copilot finds no clear productivity boost


	Tech talent biz Andela trains up devs in GitHub Copilot


The branding tweaks are small. Foley said: "Until this week, Microsoft also had begun rebranding its Copilot for Service as 'Microsoft 365 Copilot Service Agent.' But now that branding seemingly has changed to 'Microsoft 365 Copilot for Service.'" The changes reflect a recognition that Microsoft's Copilot-all-the-things approach might be confusing. After all, its historic practice of slapping "Copilot" on a product hasn't necessarily meant the product had anything to do - technically or otherwise - with its siblings in the Copilot stable.
Directions on Microsoft analyst Wes Miller said: "If nothing else, it's good to see Microsoft realizing the chaos the 'single brand' of Copilot has created for this fleet of disparate and disconnected services.
"Hopefully this is the beginning of a trend to harmonize the branding - and ideally the licensing - of Microsoft's broad range of Copilots." (r)
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    Brussels faces privacy crossroads over encryption backdoors

    
Over 600 security boffins say planned surveillance crosses the line    
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Europe, long seen as a bastion of privacy and digital rights, will debate this week whether to enforce surveillance on citizens' devices.
Representatives from member states will meet on Friday to consider legislation critics call Chat Control, aka "laying down rules to prevent and combat child sexual abuse," which seeks to require ISPs or messaging app providers to scan user content or backdoor encryption so that intelligence agencies can do it themselves. It's the latest attempt in a three-year campaign by some in the community to allow government agencies unprecedented access to private communications.
The proposed legislation has been in the works since 2022 but immediately drew fire from security professionals. After being rejected by EU member states repeatedly, this latest attempt has come at the request of the Danish delegation, which currently holds the EU presidency, and should go to a full vote next month.
An open letter signed by more than 600 security academics, practitioners, and stakeholders has called on the proposals to be dropped and claimed they are unworkable and highly intrusive. It also points out that the false positive detection rate for such a serious crime is unacceptable and could lead to many people being unfairly smeared.
One signatory, Matthew Green, associate professor of computer science at the Johns Hopkins Information Security Institute, told The Register that the plans, if implemented, would be a "national security disaster."
He pointed out that if encryption backdoors were implemented, adversarial nations would see it as a "Manhattan Project" which could be used to expose all data, and if client-side scanning was used then it would create a privacy nightmare.
The revised legislative proposals call for systems to be set up to find all current "and new" forms of CSAM, but decline to give any guidance as to how this seemingly impossible task would be achieved. Government and military communications would be exempt from the plan.
"It is science fiction," fellow signatory Bart Preneel, the Belgian cryptographer and former president of the International Association for Cryptologic Research, told us. "The latest draft extends the detection order to new CSAM - it is assumed that AI can do this in a reliable way 'quod non.'" This is a Latin term loosely translated as "which it does not."
While there are plenty of companies that would love to provide this service, they lack the technical expertise to do so, he pointed out. Also, the best estimates show around a 10 percent false positive rate for client-side scanning - which could see a huge number of people accused of crimes they didn't commit.


	EU attempt to sneak through new encryption-eroding law slammed by Signal, politicians


	European Court of Human Rights declares backdoored encryption is illegal


	German Digital Affairs Committee hearing heaps scorn on Chat Control


	Scanning phones to detect child abuse evidence is harmful, 'magical' thinking


If passed, the legislation would require encrypted app makers like WhatsApp, iMessage, Signal, Telegram, and Tuta to find ways to enforce such scanning - something they have neither the ability nor the desire to do.
Similar legislation has passed in the UK, but with an admission that the plans for message scanning are unworkable at the moment. Attempts to enforce them have failed, and drawn the ire of the US government, which has warned it would not look on such proposals favorably.
Signal, possibly the gold standard of end-to-end encrypted services, has said it will fight any moves to enforce such rules. Tuta spokesperson Hanna Bozakov told us that the company would not comply and would consider moving outside the EU if the legislation passed, but only after fighting it in the courts.
"First of all, we will sue, because we are pretty certain that this will not stand up in court," she said. "You can't do this because we have privacy rights in the EU Constitution, and you can't just overwrite this."
However, sources told The Register that some EU members might be getting cold feet about the plans. Two people told us that the German delegation, which has previously been highly skeptical of the proposals, could ask for a delay for further consideration. We'll see on Friday what happens. (r)
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    Attacker steals customer data from Brit rail operator LNER during break-in at supplier

    
Major UK player cagey on specifics but latest attack follows string blamed on 'third party' suppliers    
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One of the UK's largest rail operators, LNER, is the latest organization to spill user data via a third-party data breach.
It confirmed the incident on Wednesday, saying customer contact details and "some information about previous journeys" was accessed at a third-party supplier.
[image: attacker]
Drift massive attack traced back to loose Salesloft GitHub account

READ MORE
London North Eastern Railway (LNER) did not name the third party responsible for the intrusion, but assured that whichever company it was, it does not store details such as bank accounts, payment cards, or passwords.
"We will provide further updates as more information becomes available," it said in its most recent statement.
A factsheet supplied to customers confirms that the attack has not impacted its ticketing or rail services, which focus on long-distance inter-city services with the main hubs being in Edinburgh, Leeds, London, Newcastle, and York.
However, customers are advised to be wary of potential phishing attempts.
"Please be cautious of unsolicited communications, especially those asking for personal information. If in doubt, do not respond."
LNER said customers do not need to inform their bank about the incident, and while it fell short of recommending a password reset, it said: "It is always good practice to maintain a secure password and to change passwords regularly."
The rail operator did not confirm who was behind the intrusion, or whether it was related to the ongoing attacks on high-profile organizations connected to Salesloft Drift, although experts say it's a possibility.
"Information relating to this breach is vague, so it's hard to say exactly how this attack was executed," said William Wright, CEO at Closed Door Security.


	Deutsche Bahn train hits 405 km/h without falling to bits


	A software-defined radio can derail a US train by slamming the brakes on remotely


	Deutsche Bahn stands to lose EU400M if it has to do Huawei with Chinese kit


	Train operator phlunks phishing test by teasing employees with non-existent COVID bonus


"We know it occurred on a supplier to LNER, but we don't know if it was an insider breach, where an employee at the supplier gained access to LNER data, or if the data was accessed by a threat actor that exploited the supplier to gain access to its systems. 
"If it does turn out to be the latter, then the incident could be related to the recent attacks on Salesforce, which have been affecting organizations globally.
"Regardless of how the attack was executed, LNER customers should take note of the advice offered by the organization."
The Register asked LNER for more details, including how many customers are affected, whether the attackers still have access to company data, and more.
LNER refused to comment further at this stage. (r)
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    Experts scrutinized Ofcom's Online Safety Act governance. They're concerned

    
Academics and OSA stakeholders say watchdog needs to amend how controversial legislation is enforced    


    
        By 
Connor Jones        
    

    
        Posted in Legal,
        
            11th September 2025 09:30 GMT
        
    


    
Industry experts expressed both concern and sympathy for Ofcom, the Brit regulator that is overseeing the Online Safety Act, as questions mount over the effectiveness of the controversial legislation.
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Marc Andreessen wades into the UK's Online Safety Act furor

READ MORE
The UK's Communications and Digital Committee heard from academic and industry leaders this week about various aspects of how the Online Safety Act (OSA) is being enforced, many of whom criticized the regulator's recent comments.
Particular attention was given to Ofcom's previous claim that the OSA could potentially have prevented situations similar to the Southport riots which broke out in 2024, had it been in force at the time.
The riots broke out in the aftermath of the Southport knife attack, where three girls aged from six to nine were stabbed to death while attending a summer holiday dance class. The idea is that such regulations might have stopped the misinformation over the attacker's background, identity, and motive that stoked the violence and led to rioters gathering to attack local businesses and mosques.
The attacker was a local British teen, born in Cardiff, with a Christian background and Rwandan parents who'd moved to the UK before he was born. Because the killer was underage at the time, police did not release information about him, and false info was spread by far-right leaning individuals who blamed immigrants and Muslims, leading to mobs attacking both people and businesses they believed were linked to the groups across the country. They dismantled brick walls of local homeowners to produce projectiles, set fire to cars at random, looted shops and smashed up windows, injured 50 police officers and hurt three police dogs after throwing bricks at them.


What Ofcom actually said


While the regulator didn't explicitly say the OSA could have prevented the riots, a letter [PDF] from its chief exec Melanie Dawes to Peter Kyle in October 2024 suggested that was the case.


In the letter, Dawes references the riots and how they illustrated the need for social platforms to tighten their crisis protocols, which the OSA has now done.


Bernard Keenan, lecturer in law at University College London, said Ofcom's claims raise "dangerous expections" about the OSA's capability.
He told the committee: "We're playing with questions of counterfactuals and causality, and I don't think anybody can really determine what difference it would have made. But, from the perspective of civil liberties and human rights, I am pretty concerned by this thinking and this statement from Ofcom.
"I don't think Ofcom is doing itself any favors by making this kind of claim."
He added: "Riots happened before social media, and there are structural and political reasons why they do erupt. The triggers are obviously changing, but to say that Ofcom could have been in a position to more directly influence events, I think raises dangerous expectations of what this act could do, how we might measure its success, and how we might circle back to try to [clamp down further].
"It implies a form of political causality that they're in no position to assert."
Beatriz Kira, assistant professor in law at the University of Sussex, poured more cold water over Ofcom's suggestions, saying that communications offences are only deemed so under the OSA if the sender knowingly transmits false information with intention of causing serious harm.
That is outlined in section 179 of the OSA, and by the word of the law, the misinformation spread shortly before the riots would not have been in scope of the regulations anyway.
"A lot of the people who shared the content were worried because precisely they thought it was real," she told the committee. 
"They thought they act[ed] on the understanding that the information they were sharing and resharing was real and not false. So, they're not committing a false communications offence in that sense."
The majority of the shared information on social media platforms such as X at the time would not have been illegal even had the OSA been in force. 
The real issue stemmed from the amplification of the content that led to the riots, which in itself may not inherently violate the new legislation.
The discussions echoed those recently chaired by the Science and Technology Committee on the matter in July, which poked holes in the OSA and concluded that it was unfit to counter misinformation.
Conflated technology
Kira also responded to the committee's questions about Ofcom's proposals to change in-scope communications platforms' recommender systems, more commonly referred to as their algorithms, and whether they could limit the spread of illegal content online.
She said that Ofcom's proposals to reform recommender systems are, in fact, proposals to introduce new content moderation tools. In effect, the regulator was conflating the two.
Ofcom wants to prevent potentially harmful content from being pushed to users' feeds. It has not explained how exactly it will enforce this, but in Kira's view, it suggests a two-step process:

	Platform makes preliminary assessment about potential legality


	If it's probably illegal, it does not get recommended until the post passes a second check


Kira said this is unlikely given how many platforms operate, and conflates the function of amplification with the tools of content moderation that the platforms also have at their disposal.
Recommender systems are specifically designed to serve content to users that engages them, whether they like it, agree with it, or not.
"What Ofcom is actually describing [in] the proposal is something else," said Kira. "Ofcom is focusing on the description of something that is demotion as a content moderation tool."
Social media platforms already demote certain types of content; they reduce the visibility of these posts and do it to a decent degree of success.
"They have terms of services that tell users what type of content they reduce the volume of; they don't recommend, they demote.
"And this is really helpful too, but I don't think that Ofcom is quite engaging with the problem of recommender systems [which] here is very much focused on demotion."
Sympathy over Swiss cheese legislation
Ofcom is the regulator tasked with enforcing the OSA, and while it had a say in its drafting, ultimately lawmakers had the last say on what the final product looked like.


	The UK Online Safety Act is about censorship, not safety


	Wikimedia Foundation loses first court battle to swerve Online Safety Act regulation


	Amnesty slams Elon Musk's X for 'central role' in fueling 2024 UK riots


	Banning VPNs to protect kids? Good luck with that


"I see Ofcom is really in a really difficult position here in terms of regulating recommended systems, and this is because a lot of the concerns and the worries and the criticism towards the systems doesn't really focus on the legality or legality of content," said Kira.
The scope of the OSA also narrowed as it passed through the Houses of Parliament. A provision to include "awful but lawful" content, as the assistant professor put it - content that most people would not want to see but is not illegal - was removed from the OSA as it passed through the houses to become law.
"So Ofcom is left with an Act now that only allows it to act within the very limited scope of harmful to children or illegal content, and that means that a lot of what could be done in terms of the systems approach to recommended systems, they're not able to do because they don't have that kind of leverage," Kira added.
For all of Ofcom's apparent faults, in the academics' view, Keenan also defended the regulator over criticism that it is implementing the appropriate regulations too slowly.
VPNs
A widely discussed workaround to the OSA's safeguards for children online has been the surge in VPN and proxy use across the UK since the law came into force.
The children's commissioner, Rachel de Souza, has called for VPNs to be banned in an update to the legislation. She believes VPN providers should implement "highly effective age assurance" measures to ensure under-18s are not finding an easy way around the age filters on adult sites, for example.
While a VPN ban is unlikely to come in the form of legislation, the technology provides an easy way for the very people whom the OSA intends to protect to bypass it entirely.
Dan Sexton, CTO at the Internet Watch Foundation, which provides databases to online platforms to hash-match potentially illegal content against a known list of harmful or abusive media, said VPNs are not the issue.
Asked if there's anything the government can do to stop children using VPNs, Sexton suggested the committee was looking at the problem in the wrong way.
He said: "If children are using VPNs to bypass, then that's bad because that hasn't worked and they're accessing pornography. But if it stops half the children, that's half the children that were viewing pornography that are now not, and that's good.
"So, VPNs are not the reason to throw out age verification."
He went on to say: "In this case, I would say, if anything, it's the failure of other countries to not protect children. 
"It's not OK in France or Hungary or America for those children to be able to view pornography anymore... the damage to them is no different to the damage to the UK. So, actually, the issue there is actually not because we've done it first, but if other countries also prevented pornography from being viewed by children, then the VPN wouldn't help."
Sexton said that while it would be possible to enforce De Souza's recommendation that VPN providers implement the same age verifications as in-scope platforms, users will always find a way around these guardrails.
"None of these [suggestions] are perfect," however, it could mean that a tech-savvy 17-year-old could find a way around this, while a nine-year-old remains protected.
Going further, the government could look at which VPNs children are using and see where they're finding that access - via app stores, browser plug-ins, etc - and find ways to introduce friction at each stage.
"Just like age verification makes it harder for children, you could also make it harder for children to access a VPN. 
"So if you did that on an app store, if that tackles 70 percent of the cases, you're already making it smaller and smaller and smaller. Just like children might have used fake IDs for 17-year-olds to enter bars and things, they're not the ones you're trying to protect, actually, it's really the child on the bus to school at age 11, which is being protected."
A spokesperson at Ofcom, told The Register:
"We've always been clear that our job is not to tell platforms which posts or accounts to take down - it's to make sure sites and apps have appropriate systems and processes in place to comply with their duties in the Online Safety Act.
"Following the Southport riots, we said that had the Act been in force at the time, it would have provided a firm basis for urgent engagement with online services on the steps they were taking to protect UK users from harm. We did not say we that we could or would have intervened on individual pieces of content.
"We're under no illusion that the Act won't eliminate all harm online, but we do believe it will bring about improvements in platforms' safety measures and help combat the spread of illegal content."
The Ofcom spokesperson added: "We will carefully consider all feedback we receive on these proposals - including the evidence Dr Kira provided to the committee - before making our final decisions next year."
The committee will hear from civil society organizations on the same issues at a follow-up meeting next week. (r)
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    BAE Systems surfaces autonomous submarine for military use

    
Battery powered now, fuel-cells tomorrow - all packed in a shipping box    
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Following a series of trials, defense biz BAE Systems says it is readying an autonomous military submarine for the end of next year.
The uncrewed sub, dubbed Herne, is officially known as an extra-large autonomous underwater vehicle (XLAUV). It was designed to monitor and help protect underwater infrastructure, possibly in light of the growing threat of sabotage to undersea cables.
However, BAE Systems says Herne can conduct a wider range of missions, including supporting anti-submarine warfare and undertaking covert surveillance. Trials in late 2024 saw the craft conduct a pre-programmed intelligence, surveillance, and reconnaissance mission.
BAE has now confirmed a 10-year agreement with Canadian outfit Cellula Robotics to continue development of Herne, with the expectation the pair will deliver a working craft by the end of 2026.
Although described as extra-large, Herne can fit into a standard 40-foot shipping container, perhaps an indication of how it might be transported for deployment. The uncrewed sub is said to have a range of up to 5000 kilometers (about 3,100 miles) with up to 45 days endurance, at depths of 5000 meters (about 16,400 feet).
Herne is battery powered, but BAE is looking at other options, such as hydrogen fuel cells. It is configured with a large and flexible cargo space, capable of fitting a wide range of mission-specific payloads, which could include depth charges or other underwater weapons.
Scott Jamieson, managing director at BAE Systems' Maritime and Land Defence Solutions, said it was aiming to keep up a rapid pace of development for Herne.
"It's a game changer in the underwater battlespace and will enable us to offer our customers a cost-effective autonomous capability providing them with more endurance, efficiency and scale, whilst keeping their people out of harm's way," he stated.
However, this isn't the only uncrewed submarine being developed in Britain. Earlier this year, the Royal Navy unveiled Excalibur, a similar-sized vessel designed to serve as a demonstration, so it will not perform operational duties but instead "shape future concepts."


	Brit soldiers tune radio waves to fry drone swarms for pennies


	UK patches air defense with 6 extra Land Ceptor missile launchers


	British arms dealer BAE behind F-35 electronics first in line for US CHIPS funds


	Rise of the swimming machines: US sub launches and recovers a drone


On the surface, the Royal Navy's ASW Spearhead program, which is all about detecting and tracking hostile submarines, is understood to be bearing fruit.
According to the Ministry of Defence, a modern computer interface for Sonar 2087 has been developed that makes it easier for operators to see and understand underwater threats. Sonar 2087 is towed behind a sub-hunting frigate to spot undersea vessels at some distance.
ASW Spearhead has also delivered enhancements for the Royal Navy's Merlin anti-sub helicopters in the shape of acoustic systems that can process more sonobuoy channels and combine signals from multiple sources. A sonobuoy is a small sonar device dropped from helicopters to help detect submarines. (r)
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    Microsoft puts last remnants of original Edge browser on life support

    
Not yet gone and not yet forgotten, but on their way    
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Microsoft has added a raft of web components to its list of deprecated features, including legacy Edge developer tools and hosted web apps.
While they are not yet removed, when components arrive on the deprecated features list it signifies that Microsoft has ceased active development and is in the process of phasing them out.
The components - Legacy Web View, Hosted and Windows Web Applications, Legacy Progressive Web Apps, and the EdgeHTML developer tools are built on the EdgeHTML engine, which debuted in 2015 as the Edge browser in Windows 10 before being ditched a few years later when Microsoft changed tack in favor of Chromium.
Excising EdgeHTML from Microsoft's products is an ongoing challenge. Dvelopers by and large steered clear of it, as evidenced by Edge's pitiful showing in various web statistics, but the engine found its way into the company's applications whenever web content needed to be displayed or HTML rendered.
Microsoft's advice is for affected users to migrate to WebView2 or Chromium-based PWAs. The company unveiled a production-ready version of the Chromium-based WebView2 in 2020 after spending years telling developers that the EdgeHTML-based WebView control was the one true way if web content was needed in a WPF or Windows Forms application.


	Microsoft Edge takes a victory lap with some high-looking usage stats for 2024


	Microserfs ordered back to the office, given 10 days to appeal


	Microsoft doing light work with Analog Optical Computer prototype


	Microsoft brings 365 suite on-prem as part of sovereign cloud push


Adding EdgeHTML components to the deprecated features list is a sign that Microsoft is preparing to draw a line under this part of Windows' history. A look at the support pages for Hosted Web Apps, for example, serves as a reminder of all the technologies and ideas that the company has abandoned in the last few years. Microsoft said the apps "Look great across all Windows-based devices, including PCs, tablets, phones, HoloLens, Surface Hub, Xbox and Raspberry Pi."
Heck, you can even "Integrate with Cortana voice commands."
Microsoft has shared some of its history in the form of open source versions of File Manager and 6502 BASIC. The deprecated features list, on the other hand, provides insight into Micrsoft's more recent past, with some projects past their prime or representing software dead-ends, while others were perhaps prematurely killed off or as a result of infighting.
Whatever the reason, killing components and apps that go back to Windows 8 and 8.1 shows that Microsoft is determined to move on. Any developers who still care would be wise to do the same. (r)
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    Dashboard anxiety plagues IT pros' nights, weekends, vacations

    
Admins can't stop checking their portals, survey finds    
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A new survey confirms what many IT pros already know: downtime doesn't exist, with dashboards and alerts intruding on their free time.
[image: Someone holding a shattering clock]
Early mornings, late evenings, weekends. Useless users always demand support

READ MORE
More than half of the 616 IT professionals surveyed (52 percent) said they checked dashboards during nights, weekends, or vacations, with 59 percent saying past outages had left them more obsessive about making sure that everything is working. A third of IT pros said they felt compelled to check in at least once an hour.
But that's OK - it should be possible to get alerts when things aren't looking healthy, right?
While a whopping 62 percent of respondents said a dashboard alert had helped prevent a major outage, even more - 76 percent - said the relentless pings disrupted their personal lives, particularly during evenings and weekends. Almost half (43 percent) reported receiving alerts multiple times a day, which often leads to notification overload.
One user said: "False positives or unnecessary alerts constantly interrupt our flow. It's exhausting."
A worrying 30 percent of respondents said they'd experienced downtime because they hadn't reviewed their dashboard before a problem went from being a warning to a full-blown outage.


	Not again! Microsoft blames config tweak for 365 outage in parts of North America


	News from a possible future: 'Rampant jellyfish cause AI outage by taking datacenter offline'


	IBM Cloud hit by Severity One incident with the same symptoms as other recent SNAFUs


	Google agrees to pause AI workloads to protect the grid when power demand spikes


	14-hour+ global blackout at Ingram Micro halts customer orders


The study was commissioned by Liquid Web, a hosting outfit that is no stranger to dashboards. CTO Ryan MacDonald called for prioritization in dashboard user interface design as a way to reduce friction. He said: "The next generation of dashboards won't just monitor infrastructure, they'll restore control."
MacDonald also pointed to the use of AI - of course he did - as a way to "boost confidence and reduce noise."
Perhaps. Just over half (54 percent) of respondents believed that AI-generated summaries would save time, and slightly fewer (53 percent) said they'd speed up incident response.
[image: outage]
Ubuntu users left waiting after Canonical's servers take weekend off

READ MORE
However, while 34 percent would trust AI summaries more than a human technician (which arguably says more about the humans involved), 27 percent would trust them less. 39 percent remained unsure.
Although the survey highlights the inability of IT professionals to switch off, the solution - better dashboards and reporting - might not address the core problem. Rather than reducing friction in the user interface, the question needs to be asked: why do IT pros have so little faith in their systems and alerting workflows that they feel the need to keep checking in, even during downtime?
Liquid Web might have suggestions, but a lack of system resilience also needs to be addressed before harassed admins can truly relax and turn away from the baleful glow of the portal. (r)
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    'Questing Quokka' enters UI freeze as Ubuntu 25.10 nears release

    
Rust coreutils, TPM encryption, and GNOME 49 line up for October debut    
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The Quokka is a small, furry, and perpetually smiling marsupial from Australia. It's very cute - and now it's freezing.
Ubuntu "Questing Quokka" - which will be 25.10 - was already in Feature Freeze but now it's also in UI Freeze.
We've kept you informed of the plans since what we dubbed the Pudgy Puffin back in April, and while most of those things are coming true, there are also some last-minute changes.
We knew the plan was that Questing would swap GNU coreutils for Rust. Well, the new sudo-rs is now in place.
There's been a lot of recent development activity in the Rust Coreutils project. Version 0.2 appeared on September 6. As Linux benchmarking site Phoronix reports, the big gains are in performance. Until recently, the new Rusty tools were about ten times slower than the traditional GNU versions implemented in C, but as of this release, they have leapfrogged the older versions and are now 50 percent faster. This probably won't make much visible difference to most people in daily use, but safer and faster sounds like a good combination.
This version has been included in what Ubuntu calls a pocket. Since then, though, a new version 0.2.2 appeared, just yesterday at the time of writing.
The work-in-progress release notes contain some more nuggets of info. The TPM-backed full-disk encryption, which we covered in July, seems to have made it in, because there's at least one outstanding bug. Although it has yet to see a finished release, the latest builds use kernel 6.17. This means there's a small risk that Questing will ship with a release candidate kernel, and get updated to the final version post-release. Questing is only an interim release, with a mere nine months of support ahead - its end of life is July 2026, a few months after 26.04, the next LTS release.
Back in July, we looked at systemd 258, a major and slightly delayed release. Agent P's team is still working on it: release candidate 4 appeared recently. That's too late for Questing, which will still use systemd 257.
For a taste of what's coming, although it hasn't reached alpha yet, daily builds are available. A beta is expected in about a week, and the final release is scheduled for October 9.
Gnomic utterances, prophesying X
From its beginnings 21 years ago, Ubuntu releases were synced with the semi-annual releases of the GNOME desktop, so that a new version of Ubuntu would always come with the freshest GNOME. The default edition of Questing will use GNOME 49, and back in June we reported that this was planned to be Wayland-only.
Well, it seems that this decision from the GNOME team was maybe a little premature. The GNOME 49 release candidate is out, and it contains a surprise. Its developers have re-enabled X11 in the GDM login screen.


	Ubuntu users left waiting after Canonical's servers take weekend off


	Linux Mint 22.2 polishes the desktop, but kernel updates are the real deal


	Linux Lite relief: 7.6 keeps it simple, shiny, and mostly slim


	Ubuntu 24.04.3: Noble Numbat point release slips out quietly


The provisional Questing release notes link to the GNOME 49 Alpha release announcement, which mentions some significant changes. The new Showtime movie player replaces Totem. Papers, which appeared back with GNOME 48, now replaces the Evince document viewer. Perhaps less visibly for most people, the new Manuals replaces the old Devhelp documentation browser.
The new Ptyxis terminal emulator looks likely, too. This is GPU-accelerated, like the Ghostty terminal emulator we looked at in January - but unlike that, or the popular Alacritty, which we last saw in CachyOS, Ptyxis is closely integrated with GNOME.
If you don't get on with GNOME, and many do not, other desktops are available in alternate Ubuntu flavors. For instance, a new version of the Budgie desktop, version 10.9.3, just appeared. Although it's only a minor point release, this is the first in a year, and judging from the Budgie flavor's file manifest, it might have just made it under the wire. Budgie is built from some of the GNOME foundations, and this version aligns those with GNOME 49, which has meant forking a couple of components that have now been subsumed into GNOME Shell.
Most of Ubuntu's alternative desktops still support good old X.org, and X11 does seem to be refusing to die. The controversial XLibre fork is now up to its 11th release. We're not expecting Ubuntu to adopt it in the foreseeable future, but a growing list of distros either do or are working on it. (r)
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    Just because you can render a Doom-like in SQL doesn't mean you should

    
CedarDB pushed to the limit in improbable gaming experiment    
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The world has moved on from making Doom run on increasingly ridiculous devices. Now it's all about porting it to the most inappropriate of languages. Cue DOOMQL, a version of the shooter written in pure SQL.
The "pure SQL" part is important. There have been attempts to get Doom-like games up and running in the past. The excellent DuckDB-DOOM, for example, appeared earlier this year and used SQL for the game logic (including 3D raycasting and rendering), but the author of DOOMQL, Lukas Vogel, wanted to take things further and do everything in SQL.
Oh, and it had to be multiplayer too. After all, a database server is just like a traditional game server, right? How hard could it be?
To be clear from the outset, implementing a Doom-like game (and rendering it) in something like SQL is unlikely to produce visuals that rival the pixel prowess of the '90s original. In fact, its appearance made this writer nostalgic for 3D Monster Maze on the Sinclair ZX81, although DOOMQL, which Vogel reckons will run at 128 x 64 pixels at 30 frames per second, is a definite step up.
Vogel used CedarDB for database services, but said: "To be honest, the database nerd in me just wanted to turn all knobs up to 11 and see what breaks."


	30 years later, Doom returns to SNES with Raspberry Pi RP2350 muscle


	Fungus-inspired Linux hack gives Amiga a Doom-only brain


	The Doom-in-a-PDF dev is back - this time with Linux


	They've only gone and made Doom run in a PDF file


As it transpired, nothing does. It all appears to work splendidly, considering that this is SQL doing all the work (aside from a shell script that runs the file approximately 30 times a second and some Python to handle the inputs). "And multiplayer 'just worked' because the database system, which handles all the nasty concurrency, is the source of truth," Vogel said.
"I set out to see if I could push Patrick's demo [DuckDB-DOOM] to an extreme: doing the entire rendering pipeline in SQL. And while it works, I have to admit that it is a pretty... bad idea? Fast enough, but horrible to maintain and debug."
Vogel was quick to pile kudos on DuckDB-DOOM, and while we'd quibble a little with calling this (and its ilk) "Doom" - they are more "Doom-like" rather than a port of the original - the skill required to make SQL jump through the requisite hoops is undeniable.
If persuading SQL to do the entire rendering pipeline is a "bad idea," we cannot wait for a terrible one. (r)
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    NASA bars Chinese citizens from its facilities, networks, even Zoom calls

    
You don't need to be a rocket scientist to figure out the reasons why    
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NASA has barred Chinese nationals from accessing its premises and assets, even those who hold visas that permit them to reside in the USA.
The space agency introduced the ban last week and Bloomberg discovered it first. NASA press secretary Bethany Stevens has since issued a statement that confirms the agency "has taken internal action pertaining to Chinese nationals, including restricting physical and cybersecurity access to our facilities, materials and network to ensure the security of our work."
You don't need to be a rocket scientist to understand why NASA implemented this policy: In July, dual Chinese/American citizen Chenguang Gong admitted to a lengthy industrial espionage campaign that saw him download information on sensors used by aircraft to confuse infrared-seeking missiles, plus data on radiation-hardened cameras that the US placed in orbit to give an early warning of incoming rockets and hypersonic vehicles. China has also recruited spies at the US Navy.
Given NASA does plenty of work with the US military, the risk of serious data loss is significant.


	US Navy sailor admits selling secret military blueprints to China for $15K


	China sends an AI to its space station, where Taikonauts use it to prep for spacewalk


	China sends cloud powered by homebrew Loongson CPUs into space


	China says its lunar lander passed Luna-landing and take-off tests


National pride is also at stake. China and the USA are both trying to land astronauts on the moon in coming years. Former NASA staff last week suggested Chinese Taikonauts will put boots on regolith before US astronauts leave their mark.
NASA acting administrator Sean Duffy has since rubbished that notion.
"Our mission is maintaining American dominance in space," he said in a Wednesday video. "China wants to get there, but we're getting there first."
Duffy also re-stated US policy that returning to the Moon is a precursor for future crewed missions to Mars.
US law bars NASA from collaborating with China's space program, or Chinese private space companies unless the aerospace agency applies to Congress for permission. NASA did so in 2023 after it deemed the Lunar material China returned to Earth aboard its Chang'e 5 mission was too important to ignore. Chinese state media claimed NASA's request to view the samples shows the Middle Kingdom is now a significant space power that America cannot ignore. (r)
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    Beijing went to 'EggStreme' lengths to attack Philippines military, researchers say

    
Ovoid-themed in-memory malware offers a menu for mayhem    


    
        By 
Simon Sharwood        
    

    
        Posted in Security,
        
            11th September 2025 03:33 GMT
        
    


    
'EggStreme' framework looks like the sort of thing Beijing would find handy in its ongoing territorial beefs Infosec outfit Bitdefender says it's spotted a strain of in-memory malware that looks like the work of Chinese advanced persistent threat groups that wanted to achieve persistent access at a "military company" in the Philippines.
According to an analysis released on Wednesday, someone cooked up tools called the "EggStreme Framework" that Bitdefender researchers found "operates with a clear, multi-stage flow designed to establish a resilient foothold on compromised systems."
The firm's researchers aren't sure how attackers infect targets with EggStreme, but spotted a server running it and found multiple components that share characteristics and therefore suggest a sophisticated development effort.
The first component is called "EggStremeFuel", which Bitdefender says deploys a tool called "EggStremeLoader" to establish a persistent service. Next comes another loader, "EggStremeReflectiveLoader", which launches the main payload called "EggStremeAgent."
The agent monitors for new user sessions in Windows and when it finds one injects a keylogger into the active explorer.exe process.
"This agent is a full-featured backdoor with a broad range of capabilities" that Bitdefender's defenders believe has 58 commands that Bitdefender says allow attackers to launch other tools, the worst of which is a backdoor called "EggStremeWizard" that attackers use to launch "a legitimate binary that sideloads the malicious DLL."
The malware family can also enable the following nasty outcomes:

	System fingerprinting, by gathering detailed host information;


	Resource enumeration after scanning local and remote network resources;


	Privilege escalation;


	Executing arbitrary commands on the system;


	Data exfiltration;


	File and directory manipulation, including creation, deletion, and modification of files;


	Injecting code into other running processes.


Bitdefender rates the EggStreme family "difficult to detect" as its key components are fileless and run in memory.
"While encrypted malware components are present on the disk, the decrypted malicious code is executed and resides solely in memory, never touching the file system," the company explains. "This, coupled with the heavy use of DLL sideloading and the sophisticated, multi-stage execution flow, allows the framework to operate with a low profile, making it a significant and persistent threat."
The malware's stealthy techniques (which aren't unusual in the nasty world of malware) meant someone was able to deploy it at a "military company" in the Philippines. Bitdefender hasn't explained the nature of that company, a frustrating omission as the term "military company" could describe an entity run by the Philippines' armed forces, or a defense contractor.
Whatever the nature of the target, Beijing's motive is clear: China and the Philippines share a long-running dispute over territory in the South China Sea, where the two nations' navies and coast guards frequently clash. China has a clear interest in the affairs of Filipino military or military-adjacent entities, and may have created malware to gather the intelligence it needs.
China always denies it conducts offensive cyber-ops and says research of this sort is part of an effort to discredit it. (r)
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    VMware to lose 35 percent of workloads in three years - some to its friends at 'proper clouds'

    
Gartner says migrations remain a risky multi-year nightmare, but selective re-platforming can pay off    
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More than a third of workloads currently running under VMware will run on another platform by 2028, with its own trusted hosting partners pushing some customers to make the move.
So says Gartner research VP Julia Palmer. On Wednesday at the analyst firm's Symposium event in Australia, Palmer pointed out that the Broadcom business unit recently tweaked its licensing program so that hyperscalers can no longer sell VMware subscriptions to users of their hosted VMware services. Customers must instead buy direct from Broadcom and use license portability entitlements for any VMware infrastructure they host in hyperscale clouds.


We are all addicted to hypervisors. That needs to change


Palmer said that decision shows VMware does not consider hyperscalers strategic partners, and she thinks the feeling is mutual. Hyperscalers nevertheless welcome customers who use them to run VMware workloads "because they know over time they will convert you to 'proper cloud'."
Which is one reason she expects VMware will lose so many workloads: Hyperscalers will use their engagements with VMware customers to extol the virtue of public clouds.
Palmer thinks VMware customers should heed that pitch.
"We are all addicted to hypervisors, and that needs to change," Palmer said, not least because Broadcom's acquisition of VMware shows how lock-in to a virtualization platform can be costly.
But she counseled against planning to move all workloads off VMware, as no rival vendor offers a superior platform and a full migration will take three or more years. Palmer instead advised assessing which applications are ripe for modernization and re-platforming, and shifting those - a job that can take up to a year.
Rating the rivals
Palmer said VMware users contemplating a move should consider Nutanix first. Although its prices are not much lower than Virtzilla's, its platform is comparable and the company offers powerful migration tools.
Public clouds are her next suggestion as a migration destination, with a caution that infrastructure-as-a-service is not suitable for every virtualized workload and can be costly.
Azure Local, Microsoft's latest on-prem cloud-in-a-box, is her third choice - with a big caveat, as the largest cluster it supports comprises just 16 hosts, well short of the hardware fleet many VMware users employ. Windows Server paired with Hyper-V is her next choice, but with reservations as she feels Microsoft "is not in love with it" and clearly wants its users on Azure.
Red Hat virtualization is Palmer's last choice. "It is the only option VMware thinks is a competitor," she said, before urging users to exercise extreme caution before considering OpenStack or KubeVirt as few organizations have the skills to support those platforms.


	Defiant Broadcom calls for tech to go back where it belongs: On-premises


	VMware before Broadcom was 'a unicorn in fluffy cloudland'


	Brace yourselves, Backup Exec and InfoScale users, Cloud Software Group just acquired your tools


	Broadcom admits it's sold a lot of shelfware to VMware customers


The analyst recommended none of the above platforms if the goal of a move away from VMware is solely to cut costs. Palmer said organizations that make a move should take the opportunity to modernize applications, and to improve some aspect of operations. She again used Nutanix as an example, saying its storage and support offerings are both superior to VMware's.
She also suggested taking a good look at VMware's own private cloud, saying Cloud Foundation (VCF) 9 - the company's recently launched suite - is a solid package that reflects heavy R&D spending by Broadcom. She said VCF 9 is a "silver lining" for VMware customers who face rising prices and, in Gartner research, express increasing dissatisfaction with the vendor's support services and slow response to requests for subscription quotes.
Palmer also thinks VMware's licenses are too expensive for remote office, branch office, and edge locations, and said customers fear Broadcom will implement further price rises.
Her bottom line? "Don't put yourself in a box." With any vendor, if possible.
Broadcom last week posted results that included strong growth from sales of VMware products, said its top 10,000 customers have mostly signed up for VCF, and expressed optimism another 20,000 to 30,000 smaller customers will soon do likewise. (r)
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Tick tock Sam, just fifteen months before your first bill is due    
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OpenAI will pay Oracle $300 billion over the course of five years to fuel Sam Altman's AI ambitions by providing five gigawatts of compute capacity.
At least that's what unnamed sources familiar with the matter tell the Wall Street Journal, which reports that the contract is set to begin in 2027, giving the AI startup a little over a year to figure out how or perhaps who's going to be left holding the bill when it falls due.
As it stands, OpenAI can't afford the checks it's writing. As of June, the AI flag bearer has annual recurring revenue of $10B. To be clear, that's revenue. The company isn't expected to turn a profit until at least 2029. Perhaps SoftBank is about to open its wallet after reportedly agreeing to chip in $19B to the OpenAI-led Stargate project that aims to build a series of giant AI Datacenters.
Today's news comes just over a month after OpenAI announced that Oracle had agreed to furnish it with an additional 4.5 gigawatts of compute capacity, bringing its total compute commitment to 5 gigawatts, enough for two million additional GPUs. At the time, we estimated the cost of those GPUs at nearly $100 billion. However, that figure doesn't take into consideration the cost of the facilities and power plants necessary to support all those chips, and assumed OpenAI and friends would be paying today's prices for them.
As we reported last week, OpenAI will reportedly begin fielding its own in-house silicon developed in collaboration with Broadcom, which may also factor into its cost analysis.


	Oracle boasts $455B backlog from AI boom, but not all its new friends will live to pay up


	Mega-and-MAGA deals position Oracle's Larry Ellison to overtake Elon


	If Broadcom is helping OpenAI build AI chips, here's what they might look like


	Goldman Sachs warns AI bubble could burst datacenter boom


While it remains to be seen how exactly OpenAI plans to pay its bills, it seems that Oracle's CTO and Founder Larry Ellison is already reaping the benefits of the arrangement. On Tuesday Ellison inched closer to overtaking Elon Musk as the world's richest man after the database giant turned GPU slinger's share price surged more than 30 percent in after hours trading.
Driving that rally was a fat pipeline of purchase commitments that jumped 359 percent to $455 billion. CEO Safra Catz predicted sales will continue to grow over the next year. By 2031, Oracle expects its cloud infrastructure biz to crest $144 billion in annual revenues, up from $18 billion this year.
The thing about purchase commitments is they're only as good as the customer who's making them. When Microsoft or Google say they're going to spend $80 billion or more a year on AI infrastructure they're probably good for it. The guy whose company is bleeding cash while boasting about spending $500 billion on AI datacenters with no obvious way to pay for them? Maybe wait for the check to clear before counting your profits.
In any case, Oracle's revenue outlook suggests that either OpenAI isn't the only mega customer the aspiring cloud provider is courting or that the AI trend setter's $300 billion contract will be implemented in progressively larger phases tied to customer and revenue growth.
The Register sought comment from Oracle and OpenAI; we'll let you know if they respond. (r)
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    Akira ransomware crims abusing trifecta of SonicWall security holes for extortion attacks

    
Patch, turn on MFA, and restrict access to trusted networks...or else    
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Affiliates of the Akira ransomware gang are again exploiting a critical SonicWall vulnerability abused last summer, after a suspected zero-day flaw actually turned out to be related to a year-old bug.
Akira is also poking holes in SonicWall SSLVPN misconfigurations, abusing all of these security risks to gain access to vulnerable devices and conduct ransomware attacks, according to a Rapid7 warning on Wednesday.
"The number of Rapid7 customers utilizing SonicWall appliances is in the hundreds, and we've already responded to a double-digit number of customer incidents stemming from one or more of the three threats we've outlined in today's advisory," the Rapid7 incident response team told The Register. "Therefore, we think there is a potential for widespread industry impact here."
The attacks are tied to CVE-2024-40766, a 9.8 CVSS-rated improper access control flaw originally disclosed in August 2024. Both Akira and Fog ransomware criminals used this CVE last year to gain initial access to victim orgs, and last month SonicWall said not all companies took the needed steps to mitigate the issue.
"In terms of exposure, over 438,000 SonicWall devices were still publicly accessible in the last 30 days, representing a significant attack surface," Bitsight researcher Emma Stevens told The Register.
In other words: quite a few organizations still have some patching and other mitigations to check off their lists.
It started last year
Between September and December 2024, at least 100 organizations were compromised via CVE-2024-40766, according to Stevens, with both Akira and Fog ransomware gangs abusing the security hole to "gain initial access, typically moving to full encryption in under 10 hours in some cases."
In early August of this year, SonicWall confirmed that it was investigating a wave of ransomware activity targeting its firewall devices, following multiple reports of a zero-day bug under active exploit in its VPNs.
Shortly after, the firewall vendor said it had "thoroughly investigated the matter," and a SonicWall spokesperson told The Register, "we have high confidence that this activity is related to CVE-2024-40766, which was previously disclosed and documented in our public advisory SNWLID-2024-0015, not a new zero-day or unknown vulnerability."
During the latest round of exploitation, SonicWall said it documented "fewer than 40 confirmed cases" as of early August, and said those appear to be linked to legacy credential use during migrations from Gen 6 to Gen 7 firewalls.
The vendor directed customers to its updated guidance that included steps to change credentials and upgrade to SonicOS 7.3.0 with stronger multi-factor authentication (MFA) protections. 
The Register has asked SonicWall for a more recent infection count, and whether it's seen additional ransomware groups beyond Akira exploiting this bug as of 2025. We will update this story if we receive responses to our questions.
Also last month, security companies again started sounding the alarm on Akira infecting buggy SonicWall devices, with ThreatLocker and Arctic Wolf noting an uptick beginning as early as July 22, "although similar malicious VPN logins have been observed to some extent since at least October 2024."


	Akira ransomware is encrypting victims again following pure extortion fling


	SonicWall investigates 'cyber incidents,' including ransomware targeting suspected 0-day


	Like whitebox servers, rent-a-crew crime 'affiliates' have commoditized ransomware


	Jaguar Land Rover U-turns to confirm 'some data' affected after cyber prang


And on Wednesday, Rapid7 warned that SonicWall's updated guidance around CVE-2024-40766 can present an additional security risk - if customers use the default LDAP group configurations, which can allow over-provisioning access to the SSLVPN services.
"This can allow users who are not permitted to SSLVPN to successfully obtain access to the SSLVPN irrespective of Active Directory configurations," the security firm explained.
Rapid7's threat hunters have also spotted miscreants accessing SonicWall appliances' Virtual Office portal, they noted. Customers can use this portal to set up MFA and time-based one-time password (TOTP) configurations for SSLVPN users. But some default configurations allow public access.
This means attackers can "configure MFA/TOTP with valid accounts if there is a prior username and password credential exposure," according to Rapid7. 
"Evidence collected during Rapid7's investigations suggests that the Akira group is potentially utilizing a combination of all three of these security risks to gain unauthorized access and conduct ransomware operations," the security shop warned.
So, in addition to applying the latest patches, make sure that MFA policies are turned on for SonicWall services, and restrict the Virtual Office portal to local-network or internal access only to avoid becoming Akira's next victim. (r)
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    AI can't be woke and regulators should be asleep, Senator Cruz says

    
We went through two hours of Senate hearings so you didn't have to    
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Video As the Trump administration pushes to loosen federal rules on AI, Senator Ted Cruz (R-TX) has introduced legislation to give AI developers a two-year waiver from certain regulations, renewable for up to a decade.
The snappily titled Strengthening Artificial intelligence Normalization and Diffusion By Oversight and eXperimentation [PDF] (the SANDBOX Act) would provide AI companies with a way to "seek temporary waivers or modifications of specific federal rules. Cruz launched the legislation on Wednesday, just as he was questioning the White House director of the Office of Science and Technology Policy (OSTP), Michael Kratsios, who is also Peter Thiel's former chief of staff. You can see the entire hearing below.

  Youtube Video

Under the language of the bill, any company could apply to the OSTP Director for a two-year waiver from specific federal rules (extendable up to 10 years), with relevant agencies getting 90 days to object. Applicants must spell out the potential benefits of their systems and how they will mitigate risks to health, safety, or consumers. The OSTP would then report annually to Congress on approvals, waivers granted, and outcomes.
"Under the SANDBOX Act, an AI user or developer can identify obstructive regulations and request a waiver or a modification, which the government may grant for two years via a written agreement that must include a participant's responsibility to mitigate health or consumer risks," Cruz said at the hearing.
"To be clear, a regulatory sandbox is not a free pass. People creating or using AI still have to follow the same laws as everyone else."


	US budget bill passes without controversial block on states regulating AI


	White House bans 'woke' AI, but LLMs don't know the truth


	Senate decides free rein for AI companies isn't such a good thing


	xAI's Grok has no place in US federal government, say advocacy groups


The ten-year potential waiver coincides with the administration's push for lighter AI rules. A separate Trump-backed bid to block state AI regulation for a decade was stripped from a tax-and-spend package on a 99-1 Senate vote.
At the hearings, Kratsios said that he supported the bill, although it seemed unclear on the details of which agencies exactly would be making the decisions about what is acceptable or not. Federal agencies have 90 days to object to a waiver request; if they don't respond or seek more time, OSTP may presume no objection and proceed with a targeted waiver.
"While, in 2020, the American innovation enterprise held a comfortable lead in AI over our closest competitors, by 2024 the gap had begun to close significantly and we stood in danger of losing our preeminence in this critical technology," he said.
"In addition to our national nerve, President Trump has restored a spirit of confidence in our innovation enterprise with the Golden Age vision of renewed scientific rigor and technological invention for prosperity of all Americans. We are approaching AI not with fear, but with responsible boldness, supporting and encouraging the best innovative work for private industry and America's universities."
The peril of woke
One thing Kratsios, and several others from the Senate panel were keen on, was making sure that either free speech or woke speech was regulated - depending on which side of the political boundaries people were on.
He repeatedly cited President Trump's anti-woke AI executive order to ensure AI-generated text wasn't left-leaning. This was a point Senator Eric Schmitt (R-MO) went on about in his questions.
Schmitt claimed that ChatGPT responses were poisoning users' minds with a woke mind virus, saying that when the bot was asked, "is God real," it responded with "no." We checked as he was speaking and saw a more nuanced answer.
[image: chatGPT answer on god]
Screenshot taken as he spoke - Click to enlarge


Senator Jacky Rosen (D-NV) pointed out that free speech is a double-edged sword. She reminded the audience that Elon Musk's Grok engine had promoted antisemitic propaganda and that its political views were being manipulated. Kratsios said that "truth seeking" should be a priority.
Rosen, who earned an associate's degree in computing and IT, said that monitoring needs to be two-sided to ensure information is correct. She also questioned if fiber programs from the US government that were cut since Trump took office would hamper AI adoption. Kratsios acknowledged that fiber was important, but said that there were other routes for connectivity, although he didn't explain how they could handle the data loads required.
And then there was the question of energy. Senator Ed Markey (D-MA) claimed that AI datacenter power demands were driving the electricity bill for his constituents up 25 percent. Kratsios said that he does not "believe there's been an administration in American history more committed to growing power generation," although presumably not via solar, wind, or other renewables. (r)
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    Cadence invites you to play with Nvidia's biggest iron in its datacenter tycoon sim

    
Using GPUs to design better bit barns for GPUs? It's the circle of AI    
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With the rush to capitalize on the gen AI boom, datacenters have never been hotter. But before signing that multi-billion dollar purchase order on GPUs, Cadence Systems suggests using a few of them to simulate whether that fancy new bit barn of yours can actually handle the heat.
At the AI Infra Summit this week, simulation savant Cadence added Nvidia's biggest iron, the GB200 NVL72 Superpod, to its digital twin fire. At roughly a megawatt, the compute cluster is among the GPU giant's most complex compute platforms to date.
Each Superpod consists of eight 120 kilowatt NVL72 racks containing more than 500 Blackwell GPUs and 288 Grace CPUs capable of churning out a combined 11.5 exaFLOPS of the lowest-precision compute money can buy.
However, getting the most out of the systems requires a datacenter specifically designed not only to handle the intense thermal load that comes with packing a megawatt of compute into eight racks, but one whose power draw can jump from idle to 100 percent and back in a fraction of a second. 
The last thing bit barn operators want to do is find out the hard way that they've under-specced their facilities and can't fully utilize the machines their customers have borrowed billions to buy.
Instead, Cadence suggests using a few spare GPUs to fire up a game of Datacenter Tycoon and see how those plans play out in the digital world before hitting send on that multi-billion dollar purchase order.
After years of peddling his Omniverse digital twin and data visualization tech, it seems that Nvidia CEO Jensen Huang has finally found the platform's killer app: Designing better bit barns - or AI factories as he likes to call them. Of course, Nvidia would find a way to use GPUs to gamify the process of building datacenters so it can sell more GPUs.
Nvidia has been working with Cadence to build out this capability since March, but, only this week, added support for Nvidia's most sought-after GPU system.
Cadence's Reality Digital Twin Platform -- we're afraid Datacenter Tycoon isn't what it's actually called, but it sort of does work that way -- is an infrastructure visualization platform that leans heavily on Nvidia's Omniverse tech. The software vendor claims that users can drag and drop datacenter components, like racks, coolant distribution units, and power delivery shelves, around in a virtual environment. 
 It includes 3D models of more than 14,000 components from more than 750 vendors, which enables customers to build and run physics sims like computational fluid dynamics to predict power, space, and cooling demand.


	Oracle boasts $455B backlog from AI boom, but not all its new friends will live to pay up


	Nvidia's context-optimized Rubin CPX GPUs were inevitable


	French datacenter biz signs 12-year nuclear pact with EDF


	Bring your own brain? Why local LLMs are taking off


And if Cadence doesn't have a model of a part you'd like to deploy, they'll make one for you, because the software required to run these sims presumably ain't cheap either.
Once the purchase order has been sent that doesn't mean that the game -- or rather digital twin -- is over. Cadence contends that customers can continue to benefit from the platform by using it to simulate infrastructure changes and failure states while optimizing performance.
We imagine this capability will be quite useful when Nvidia's 600kW Kyber racks start shipping in 2027, and 120kW racks start looking reasonable by comparison. (r)
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