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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Google pushes emergency patch for Chrome 0-day - check your browser version now
        Jessica Lyons

        Sixth such Chrome flaw this year spotted by the Chocolate Factory, already in play Google pushed an emergency patch for a high-severity Chrome flaw, already under active exploitation. So it's time to make sure you're running the most recent version of the web browser....

      

      
        Atlassian drops $1B on company that helps measure dev productivity
        Iain Thomson

        Aussie CEO promises AI everywhere, and clearer views of what your devs are up to Atlassian has continued its AI spending spree with a $1 billion takeover of developer analysis biz DX, a move it promised would give devs "less friction and more flow."...

      

      
        AI can now design functional viruses - not the computer kind, either
        Brandon Vigliarolo

        Inject this synthetic phage into E. coli and it kills better than the real thing A group of Stanford bioengineers claim that they've created synthetic bacteriophages using AI-generated designs that not only work in the real world, but are far more infectious than their naturally-occurring counterparts. ... 

      

      
        Crims bust through SonicWall to grab sensitive config data
        Carly Page

        Vendor pulls plug on cloud backup feature, urges admins to reset passwords and re-secure devices SonicWall is telling some customers to reset passwords after attackers broke into its cloud backup service and accessed firewall configuration data....

      

      
        The Notepad that knew too much: Humble text editor gets unnecessary AI infusion
        Richard Speed

        Copilot+ PC users can run the AI models locally. Others may need a subscription. Microsoft is continuing to shovel AI functionality into its Notepad application, with Windows Insiders the first test subjects....

      

      
        Cybercriminals pwn 850k+ Americans' healthcare data
        Connor Jones

        Three US medical centers fess up to serious breaches Cybercriminals broke in and stole nearly a million Americans' data in the space of a week, in the course of three digital burglaries at healthcare providers....

      

      
        Workday U-turns on rehiring pledge as activist investors take $2B stake
        Lindsay Clark

        Layoffs to stand following $1.1B AI acquisition Activist investors have taken a $2 billion stake in Workday, signaling approval of its direction and saying they "look forward to continued collaboration with the company."...

      

      
        Two Scattered Spider teens charged over attack on London's transport network
        Connor Jones

        Decisive action comes nearly a year after the attack and first arrest took place Two teenagers are set to appear in court today after being charged with offences related to the cyberattack on Transport for London (TfL) in August 2024.... 

      

      
        Cloudflare DDoSed itself with React useEffect hook blunder
        Tim Anderson

        Dashboard loop caused API outage that was hard to troubleshoot Cloudflare has confessed to a coding error using a React useEffect hook, notorious for being problematic if not handled carefully, that caused an outage for the platform's dashboard and many of its APIs....

      

      
        French jet left circling while Corsican controller caught Zs
        Richard Currie

        Wake-up call for dozed and confused chap who had to turn on runway lights In the high-stress and safety-critical world of air traffic control, "don't fall asleep" probably comes pretty far toward the top of the rule book, and yet that's apparently the reason for the landing delay of an Air Corsica Airbus A320 this week....

      

      
        Insight Partners confirms ransomware hit, more than 12,000 caught in data dragnet
        Carly Page

        VC giant rebuilt boxes, patched holes, and says it's beefed up security - but won't say who did it Venture capital giant Insight Partners has confirmed that a January ransomware attack compromised the personal data of more than 12,000 people, including employees, former staff, and the firm's usually-secretive limited partners....

      

      
        Panda-monium: China-backed cyber crew spoof Congressman to dig for dirt on US trade talks
        Carly Page

        Proofpoint spots efforts to spy on US economic policy nerds Chinese state-aligned online attackers are back at it, targeting US trade policy wonks as Washington and Beijing spar over economic ties....

      

      
        China's DeepSeek applying trial-and-error learning to its AI 'reasoning'
        Lindsay Clark

        Model can also explain its answers, researchers find Chinese AI company DeepSeek has shown it can improve the reasoning of its LLM DeepSeek-R1 through trial-and-error based reinforcement learning, and even be made to explain its reasoning on math and coding problems, even though explanations might sometimes be unintelligible.... 

      

      
        Microsoft weaves Oracle and BigQuery data mirroring into Fabric platform
        Lindsay Clark

        And knits a graph DB out of LinkedIn cast-offs Microsoft is extending its Fabric cloud-based data platform by including Oracle and Google's BigQuery data warehouse in its mirroring capability, and launching a new graph database based on an in-house LinkedIn project....

      

      
        How and why Linux has thrived after three decades in Kernelland
        Liam Proven

        'Just a hobby, won't be big and professional like GNU...' Open Source Summit  At OSS EU, LWN editor and long-time kernel developer Jonathan Corbet shared a long-term perspective on how and why Linux has thrived for a third of a century....

      

      
        Toys can tell us a lot about how tech will change our lives
        Mark Pesce

        LEGO Mindstorms, PlayStation 2 and Furby all resonate today in their own way Column  Twenty-five years ago this month I published a book called The Playful World that explored a simple idea: that the seeds of the future can be found in the present by considering the dazzling toys we started giving our children at the turn of the millennium....

      

      
        Huawei lays out multi-year AI accelerator roadmap and claims it makes Earth's mightiest clusters
        Simon Sharwood

        On the same day that fellow Chinese giant Tencent says its overseas cloud clientele doubled Chinese tech giant Huawei has kicked off its annual "Connect" conference by laying out a plan to deliver increasingly powerful AI processors that look to have enough power that Middle Kingdom users won't need to try getting Nvidia parts across the border....

      

      
        Microsoft thinks cloud PCs might be overkill, starts streaming just apps under Windows 365
        Simon Sharwood

        As old-school virtual desktop player Omnissa distances itself further from VMware Microsoft thinks cloudy PCs might be overkill for some users, so has started streaming individual apps instead as part of its Windows 365 service.... 

      

      
        Vibe coding platform Replit's latest update is infuriating customers with surprise cost overruns
        Iain Thomson

        It's worst when going over older code, one user tells us AI coding service Replit is in trouble again as users are protesting steep cost increases and some glitches when employing the newest version of its service....

      

      
        Nvidia GeForced out of China as Beijing demands tech titans embrace homegrown silicon
        Tobias Mann

        Huawei or another, we're gonna getcha off Nvidia Nvidia has reportedly been cut off from the Chinese market after regulators in Beijing ordered the nation's top tech companies to suspend testing and cancel orders of the GPU giant's accelerators....

      

      
        Russian fake-news network, led by an ex-Florida sheriff's deputy, storms back into action with 200+ new sites
        Jessica Lyons

        As the Trump administration guts efforts to counter election disinfo The Russian troll farm that in the lead-up to the 2024 US presidential election posted a bizarro video claiming Democratic candidate Kamala Harris was a rhino poacher, is back with hundreds of new fake news websites serving up phony political commentary with an AI assist....

      

      
        US tech giants pledge $42 billion in UK investment as Trump tours Blighty
        Iain Thomson

        Datacenters galore, plus some vague cooperation on AI, nuclear, quantum, and more America and the UK have announced a $42 billion (PS31 billion) trade pact, funded by Microsoft, Google, and others, that predicts bit barns will spring up over Britain's green and pleasant Land. But there's a lot more than money involved....

      

      
        Scale AI says 'tanks a lot' to Pentagon for data-classifying deal
        Brandon Vigliarolo

        First up: $41M to use human annotators to label all that unstructured military data. What could go wrong? Data curation firm Scale AI has partnered with the Pentagon to deploy its AI on Top Secret networks - a move its interim CEO says is necessary if the US wants AI to be useful for national security.... 

      

      
        AMD tries to catch CUDA with performance-boosting ROCm 7 software
        Tobias Mann

        House of Zen promises 3.5x improvement in inference and 3x uplift in training perf over last-gen software AMD closed the performance gap with Nvidia's Blackwell accelerators with the launch of the MI355X this spring. Now the company just needs to overcome Nvidia's CUDA software advantage and make that perf more accessible to developers. ...

      

      
        OpenAI says models are programmed to make stuff up instead of admitting ignorance
        Iain Thomson

        Even a wrong answer is right some of the time AI models often produce false outputs, or "hallucinations." Now OpenAI has admitted they may result from fundamental mistakes it makes when training its models....

      

      
        Whitehall lobs PS40M at 'critical' phase of police DB reboot
        Carly Page

        Officials say there's no time to switch suppliers if they want the PNC off life support before March 2026 The Home Office is flinging nearly PS40 million in taxpayer cash at PA Consulting to get the big-ticket successor to the Police National Computer (PNC) over the finish line....

      

      
        UK Cabinet Office hands stalled Microsoft migration to another department
        Lindsay Clark

        Project to get off Google remains a red risk, according to government assessment Updated  The Cabinet Office, the strategic center of UK government, has handed a much-delayed project to migrate from Google Workspace to Microsoft 365 (M365) to another department.... 

      

      
        
          	
          	
            Sections
          
          	
        

      

    

  
	
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2025/09/18/google_emergency_patch_chrome_0_day/
    

    Google pushes emergency patch for Chrome 0-day - check your browser version now

    
Sixth such Chrome flaw this year spotted by the Chocolate Factory, already in play    


    
        By 
Jessica Lyons        
    

    
        Posted in Patches,
        
            18th September 2025 18:17 GMT
        
    


    
Google pushed an emergency patch for a high-severity Chrome flaw, already under active exploitation. So it's time to make sure you're running the most recent version of the web browser.
The vuln, tracked as CVE-2025-10585, is a type confusion flaw in the V8 JavaScript and WebAssembly engine. This kind of vulnerability exists when the engine misinterprets a block of memory as one type of object when it's actually something else, and can lead to system crashes, arbitrary code execution, and when chained with other bugs, potentially a full system compromise via a malicious HTML page.
"Google is aware that an exploit for CVE-2025-10585 exists in the wild," the Chocolate Factory warned.


While you're patching...


WatchGuard released an update to fix a critical remote code execution bug tracked as CVE-2025-9242 in its Firebox firewalls. 


It's due to an out-of-bounds write flaw and "affects both the mobile user VPN with IKEv2 and the branch office VPN using IKEv2 when configured with a dynamic gateway peer,"  the vendor warned in a Wednesday advisory.


CVE-2025-9242 affects Fireware OS 11.10.2 up to and including 11.12.4_Update1, 12.0 up to and including 12.11.3 and 2025.1. It's fixed in versions 12.3.1_Update3 (B722811), 12.5.13, 12.11.4, and 2025.1.1.


Google Threat Analysis Group (TAG) discovered and reported the vulnerability, and, as usual with Google security holes, there's no additional information about who is abusing this vulnerability and what they are doing with the illicit access.
However, considering the criminal crews that TAG tracks - these include nation-state spies and commercial spyware vendors - it's likely that this CVE was abused as a zero-day to steal sensitive information and snoop on high-value targets.
To protect against this vulnerability, plus three other high-severity Chrome issues disclosed and fixed on Wednesday, update your browser to versions 140.0.7339.185/.186 for Windows and Apple macOS, and 140.0.7339.185 for Linux. 
Chrome browsers update automatically, but may not do it right away and will require an app restart when they do. To force an immediate update, type chrome://settings/help into your omnibox and, if you are not already on the latest version, your browser will download it and then tell you to relaunch.
[image: Chrome version page]
Chrome version page - Click to enlarge


This is the sixth Chrome bug exploited as a zero-day this year - all have since been patched. 


	Google quietly pushes emergency fix for Chrome 0-day as exploit runs wild


	After Chrome patches zero-day used to target Russians, Firefox splats similar bug


	Miscreants are exploiting enterprise tech zero days more and more, Google warns


	Crims bust through SonicWall to grab sensitive config data


The other five include CVE-2025-2783, a sandbox-breaking bug seemingly used by snoops to target certain folks in Russia, and CVE-2025-4664, which could be exploited by a remote attacker to bypass security policies in Chrome's Loader, allowing unauthorized code execution or sandbox escape.
There was also CVE-2025-5419, an out-of-bounds read and write vulnerability in the V8 JavaScript engine that could allow a remote attacker to corrupt memory and potentially hijack execution. Attackers could use the exploit to expose sensitive data and/or execute arbitrary code and crash the user's machine.
Another V8 vulnerability, CVE-2025-6554, also allowed a remote attacker to perform an arbitrary read/write via a specially crafted HTML page.
And finally, CVE-2025-6558, due to insufficient validation of untrusted input in ANGLE and GPU, could allow a remote attacker to escape the sandbox using an HTML page. (r)
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        Original URL: https://www.theregister.com/2025/09/18/atlassian_dx_purchase/
    

    Atlassian drops $1B on company that helps measure dev productivity

    
Aussie CEO promises AI everywhere, and clearer views of what your devs are up to    


    
        By 
Iain Thomson        
    

    
        Posted in Devops,
        
            18th September 2025 17:31 GMT
        
    


    
Atlassian has continued its AI spending spree with a $1 billion takeover of developer analysis biz DX, a move it promised would give devs "less friction and more flow."
Utah-based DX has made a specialty of monitoring developers' work to iron out kinks in the coding workflow and has over 300 customers, many of them overlapping with Atlassian's client base. According to Atlassian CEO Mike Cannon-Brookes, the merger will give dev managers more insight into how coders can be made more productive, especially as AI coding tools come onto the scene.
In the last five years, DX has proven adept at tracking how developers are managing workflow and has made AI a particular focus. The company posits that while AI subscriptions help coders, they can also cost a colossal amount when added up on the balance sheet, and managers need to rein in these expenditures.
"I hear enterprise customers ask all the time, how do I know if my engineering teams are productive? Where should I be putting my AI dollars? And how do we measure the ROI of our AI investments?" said Cannon-Brookes in a canned statement.
"Being able to answer these questions is going to be massive. It'll make organizations more competitive, give them more clarity for decision making, and help them run faster. And this is where DX comes in."
DX cofounder Abi Noda said that around 95 percent of its customers use at least one Atlassian app, but that the business was still looking for new customers and the deal would increase the amount of capital that could be invested in R&D and speed up software development. We've asked if the buyout will change licensing terms and will update when new information comes in.
"By pairing DX's intelligence solution with Atlassian's AI-powered SDLC tools, customers unlock a powerful flywheel for transformation: using DX data to pinpoint bottlenecks, and then addressing them with Atlassian's tools and solutions in a targeted, data-driven way," he said in a canned statement.


	Atlassian's move to cloud-only means customers face integration issues and more


	Atlassian acquisition drives dream of AI-powered ChromeOS challenger


	Atlassian's Trello redesign may be 'worst in tech history' say frustrated users


	Atlassian migrated 4 million Postgres databases to shrink AWS bill


Atlassian expects the DX deal to close in the second fiscal quarter of 2026, with payment in cash and restricted stock, including the takeover target's cash balance. The deal comes despite Atlassian's struggle to turn consistent GAAP profits. The Australia-based dev tools giant reported [PDF] a $23.9 million net loss for the fourth quarter of fiscal 2025, improved from a $196.9 million loss in the same quarter a year earlier. Nonetheless, it's using its cash on hand to buy into the AI monitoring market in a big way.
Earlier this month, Atlassian spent $610 million in cash for The Browser Company, a development biz that is integrating AI into every stage of its Chromium-based browsers. Now that regulators aren't forcing Google to sell off Chrome, Atlassian has apparently decided on competition and is willing to spend big bucks to do so quickly.
But as the AI bubble threatens to deflate, many AI-focused startups are looking for a buyout option, and it seems Atlassian is willing to scoop up players in the field despite its own history of losing money. (r)
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        Original URL: https://www.theregister.com/2025/09/18/researchers_just_created_a_working/
    

    AI can now design functional viruses - not the computer kind, either

    
Inject this synthetic phage into E. coli and it kills better than the real thing    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in Science,
        
            18th September 2025 17:02 GMT
        
    


    
A group of Stanford bioengineers claim that they've created synthetic bacteriophages using AI-generated designs that not only work in the real world, but are far more infectious than their naturally-occurring counterparts. 
The team, led by Stanford chemical engineering professor Brian Hie, posted a paper to the preprint service bioRxiv Wednesday that details their use of the Evo 1 and Evo 2 models from the Arc Institute (Hie contributed to the design of both Evo models). According to their findings, and Hie's comments to The Register, this is the first time an AI-generated genome has been produced in the real world and found functional in tests. 
Bacteriophages, which are viruses that infect bacteria cells, have been widely studied since their discovery in the early 20th century. Of those, one particular bacteriophage, dubbed PhX174, has been extensively studied and genetically mapped. It's that particular bacteriophage that served as the starting point for Hie and his team's research. PhX174 specifically targets E. coli bacteria.
Neither Evo model can simply produce a functional virus genome without a lot of help. In order to develop PhX174 variations that would have beneficial mutations, Hie and his team introduced both Evo models to additional genetic samples, specifically engineered prompts "with PhX174-specific sequences," and used inference-time guidance to tweak outputs. 
The end result of the AI portion of the project was a pool of 302 candidate genomes, 285 of which were able to generate full genomes. Of those, 16 were found to inhibit the growth of E. coli bacteria. 
Those synthetic bacteriophages didn't just inhibit it as well as PhX174, though: They blew its infectious capabilities out of the water. Across three experiments, PhX174 only managed to rank as high as the third most effective E. coli killer, and didn't even place in the top five most infectious bacteriophages in one of the three tests.
The infectiousness of PhX174 barely even holds a candle to the top performer, Evo-Ph69, which showed an expansion rate between 16 fold and 65 fold over a six-hour infection period. Poor PhX174 only showed increases between 1.3 fold and fourfold over the same period. 
That said, the bacteriophage genomes that Hie and his team created aren't able to do much without a bit of a push from human researchers since they're not fully-formed bacteriophages themselves.
Viruses replicate by injecting their genomes into target cells, which are hijacked to create the rest of the parts needed for a new virus to spread to additional cells. It's those cell-hijacking genomes the team created, and they had to be injected into E. coli cells before they could wreak havoc. Once that initial work is performed, however, Hie told us it's a simple matter to make more. 
"Once the phage gets made once, we can just save the phage itself, which can be grown up in the lab for phage therapy," Hie told us in an email. 
Such therapies, Hie told us, could be used to target multidrug resistant bacterial infections - a fact that was confirmed during the research project. Hie and his team evolved three strains of E. coli resistant to PhX174 for their project, and found that mutations in the artificial bacteriophage were able to overcome bacterial resistance through recombination of multiple synthetic phage strains. 
That, the team said, suggests that generative AI could be used to "produce genetically diverse phage cocktails that could translate into improved therapeutic efficacy." In other words, AI can easily overcome the limitations of natural biology.
"We envision that techniques developed in this work offer a path toward designing more complex biological systems with desirable functions, potentially including the larger genomes of living organisms," the team said in their paper. Hie told us that his team is now working toward finding clinical applications for both human bacterial infections and those that target crops. 
The paper is now under peer review, Hie told us.
Does this sound like a Crichton novel to you?
The idea of researchers creating synthetic virus genomes that are far more infectious than the real thing sounds like the plot of an apocalyptic novel that ends with humanity dying from its own hubris. Biotechnology journalist Niko McCarty at the Asimov Press rasied that concern in a story about Hie's team's discovery. 
According to the rules of phage taxonomy, McCarty said, several of the AI-generated phages developed in this project qualify as entirely new species. What's to stop a well-motivated and funded person, or more likely a nation-state, from taking this work and the open-source models that helped it succeed, and turn that toward creating deadly human viruses? 


	Google DeepMind CEO says 2025's the year we start popping pills AI helped invent


	AI drug algorithms can be flipped to invent bioweapons


	The crazy, true story behind the first AI-powered ransomware


	Friendly AI chatbots will be designing bioweapons for criminals 'within years'


"This paper will probably be alarming to folks in the biosecurity community," McCarty wrote. "The HIV genome is only about 10,000 bases in length (not much larger than bacteriophages) and the coronavirus genome is about 30,000 bases." 
It's worth considering that the Evo models didn't include human virus genome data in their pretraining data. As we noted earlier, Hie's team had to do extensive work - including prompt engineering and the addition of lots more genome training data - to succeed. The same, theoretically, could be done by a bad actor targeting humans. 
Hie's not concerned. 
"We did have to do a lot of work purely on the computational end to get coherent generation from the model, and that was with Evo 1 and 2 being trained directly on phages," Hie explained to us. "Since Evo 1 and 2 were not trained on human viruses, we expect this to be a lot harder, and this is before doing any of the experimental work." 
Hie explained that a common litmus test in the biosecurity community is whether something lowers the barrier of access to designing a bioweapon, which he argues this does not do because of all the legwork required by his team to get from Evo to artificial bacteriophages. 
"If you wanted to design a bioweapon with AI, it would just be much harder than taking something from nature," Hie said. 
So it's not that it can't be done - it'd just be impractical. For now, at least. Let's hope getting to that next stage takes a while. (r)
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    Crims bust through SonicWall to grab sensitive config data

    
Vendor pulls plug on cloud backup feature, urges admins to reset passwords and re-secure devices    


    
        By 
Carly Page        
    

    
        Posted in Cyber-crime,
        
            18th September 2025 16:15 GMT
        
    


    
SonicWall is telling some customers to reset passwords after attackers broke into its cloud backup service and accessed firewall configuration data.
The network security vendor confirmed the breach in an updated knowledge base article and in a statement to The Register, saying that it recently detected suspicious activity targeting its cloud backup service for firewalls, which it "confirmed as a security incident in the past few days."
Michael Crean, senior vice president of managed security services at SonicWall, told us that "fewer than 5 percent" of its firewall installed base had preference files accessed, though he declined to give an exact number of customers affected.
"While credentials within the files were encrypted, the files also included information that could make it easier for attackers to potentially exploit the related firewall. We are not presently aware of these files being leaked online by threat actors," Crean said, stressing that the incident was "not ransomware or similar event" but the result of "a series of brute-force attacks aimed at gaining access to the preference files stored in backup."
As soon as the intrusion was confirmed, SonicWall said it immediately disabled the cloud backup feature, rotated internal keys, and implemented what it describes as "infrastructure and process changes" to prevent a repeat, Crean told The Register. The company also engaged a "leading third-party IR and consulting firm" to validate its findings and help review affected environments.
Customers using the backup service are instructed to log into MySonicWall, verify their registered device serial numbers, and follow the mitigation guidance provided in the KB article. This includes regenerating keys, changing admin passwords, and re-importing secure configurations. SonicWall support teams have been mobilized to walk impacted customers through the process.


	Akira ransomware crims abusing trifecta of SonicWall security holes for extortion attacks


	Crims hijacking fully patched SonicWall VPNs to deploy stealthy backdoor and rootkit


	Careless engineer stored recovery codes in plaintext, got whole org pwned


	Beware of fake SonicWall VPN app that steals users' credentials


SonicWall says its investigation is ongoing and promised "full transparency," with KB updates landing before any broader public announcements. At the time of writing, the company said it had not seen evidence that the stolen files had been published or weaponized.
The breach piles fresh pressure on firewall vendors after a summer of bad news. Earlier this month, researchers warned that the Akira ransomware crew has been abusing SonicWall gear in post-compromise attacks, exploiting stolen credentials to move laterally across victims' networks. And just last week, researchers disclosed that at least one SonicWall customer had been storing recovery codes in plaintext, leaving a backdoor open for crooks to regain access even after passwords were changed.
With firewalls increasingly a target for attackers, SonicWall is urging administrators to review their environments and apply the published guidance "as soon as possible." (r)
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    The Notepad that knew too much: Humble text editor gets unnecessary AI infusion

    
Copilot+ PC users can run the AI models locally. Others may need a subscription.    


    
        By 
Richard Speed        
    

    
        Posted in Software,
        
            18th September 2025 15:39 GMT
        
    


    
Microsoft is continuing to shovel AI functionality into its Notepad application, with Windows Insiders the first test subjects.
The latest update makes AI features like Summarize, Write, and Rewrite available on Copilot+ PCs without requiring a subscription.
[image: Copilot+ PC]
Copilot+ PCs? Customers just aren't buying it - yet

READ MORE
Since the update, users with Copilot+ PCs will be able to dispense with the subscription requirement and choose to run local models rather than cloud-based ones.
Those with non-Copilot+ PCs that want a piece of the AI action, accessed via a right-click in Notepad, will need to subscribe.
Notepad was the simplest of text editors and has been a part of Windows for decades. In recent years, Microsoft has tinkered with the application, loading it with AI features that users did not demand but received anyway. Those features can be turned off in Notepad's settings.


	AI don't know: Enterprises slow to pick up on Copilot+ PCs


	Tested: Microsoft Recall can still capture credit cards and passwords, a treasure trove for crooks


	Microsoft's plain text editor gets fancy as Notepad gains formatting options


	If you're forced to use Windows 11, here's how to steal some of your time back


Away from Notepad, Microsoft has also added the ability to save project files to Paint and an opacity slider - again, overkill for something that started life as a bitmap botherer. It also added quick markup to the Snipping tool to allow users to make image edits before finalizing a screenshot.
Microsoft's Copilot+ PCs are solutions looking for a problem. It will become increasingly difficult to find hardware that isn't AI-enabled in the coming years, but having an essential application that requires AI hardware would certainly ease the transition.
However, enabling Notepad to perform AI tasks such as summarizing, rewriting, or writing text using local models rather than requiring a cloud subscription isn't it. (r)
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    Cybercriminals pwn 850k+ Americans' healthcare data

    
Three US medical centers fess up to serious breaches    


    
        By 
Connor Jones        
    

    
        Posted in Cyber-crime,
        
            18th September 2025 15:04 GMT
        
    


    
Cybercriminals broke in and stole nearly a million Americans' data in the space of a week, in the course of three digital burglaries at healthcare providers.
Goshen Medical Center, which runs sites across North Carolina, has this week reported a sizeable breach affecting 456,385 people.
The types of data exposed varied for each individual, but basic personal information, as well as social security numbers, driver's license numbers, and medical record numbers were exposed during this attack, which went undetected for almost a month.
A notice issued to affected individuals stated that the healthcare provider noticed signs of a break-in on March 4, and came to learn that it began on February 15.
Further east, Retina Group of Florida reported itself to individual state attorneys general and the Department for Health and Human Services on September 16, admitting to its own attack that affected 153,429.
In letters sent to affected clients, the group redacted the types of information involved. However, law firm Levi & Korsinsky, which is investigating the case for a potential lawsuit, said that impacted data may include sensitive personal and protected health information.
Retina, which operates 22 locations on Florida's east, west, and gulf coasts, said that the intrusion was detected on November 9, 2024, and occurred three days earlier.
The leakiest of all three breaches was at Medical Associates of Brevard (MAB), also located in the sunshine state. 
MAB did not specify when its attack took place, or when it was detected, only that it identified the affected individuals on July 7 and that they will receive a letter informing of them of the breach soon, if they have not already.
A copy of the letter [PDF] was posted to its website, revealing that names, dates of birth, driver's license/state ID numbers, social security numbers, medical treatment information, and health insurance information was affected.
For a limited number of the total 246,711 people impacted, financial account information may also have been exposed.
All 855,787 people, across the three attacks, were offered the usual credit monitoring and identity protection services, as is typical in US data breach cases.
Three significantly damaging attacks on US healthcare organizations, all reported within the same week, serve as the latest reminder of the continued focus cyberattackers have on the sector.
None of the organizations said that their respective intrusions affected the delivery of healthcare services. However, the same can't be said for others in similar situations.
What happened to Change Healthcare in 2024 is perhaps the most poignant example of the impact a cyberattack can have. 
Affiliates working for the now-shuttered ALPHV ransomware group carried out the attack, which was later blamed on parent company UnitedHealth's "egregious negligence" toward cybersecurity.
The data raid phase of the attack affected a substantially large proportion of Americans - around 100 million of them - and the financial impact on the company's suppliers was immense. 
Within a year, per UnitedHealth's earnings reports, the costs related to cleaning up the attack rose to more than $2 billion.
The issue is also not isolated to the US. Later that year, Qilin's ransomware attack on London hospitals caused severe delays to pathology services, which had a knock-on effect on other areas of healthcare delivery, including cancer surgeries, and later led to a confirmed death.
The group told The Register it had no regrets for what it did.
Various NHS Trusts have been affected by cyberattacks to varying degrees in recent years, with attackers showing little remorse, even when targeting children's hospitals. (r)
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    Workday U-turns on rehiring pledge as activist investors take $2B stake

    
Layoffs to stand following $1.1B AI acquisition    
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Activist investors have taken a $2 billion stake in Workday, signaling approval of its direction and saying they "look forward to continued collaboration with the company."
Elliott Investment Management, which recently also took an interest in Salesforce, revealed its position as Workday announced its $1.1 billion acquisition of Sana Labs, a Swedish AI company focused on developing "knowledge tools," and outlined plans for its workforce and operating model.
In a statement referring to a Financial Analyst Day this week, Elliott said: "We are pleased with our dialogue with the team and believe the plan announced at [this week's event] represents a significant enhancement of Workday's operating model and capital allocation framework. We believe this multi-year plan will drive substantial long-term value creation for Workday shareholders, and we look forward to continued collaboration with the company."
In February, Workday said it was cutting 8.5 percent of its personnel under a restructuring scheme. It said the application of AI internally would "result in the elimination of approximately 1,750 positions," but that the company would also hire in "key strategic areas and locations."
In June, the financial management and HR SaaS company promised to rehire the roles, albeit on no particular timetable. Speaking at a conference run by investment bank Jefferies, CFO Zane Rowe had said the business was clear about aims to rehire about the same number of people it cut.
"Our intention is to invest back in the business and ultimately have the same amount of people working," he said at the time. "It is about being thoughtful with growth and how we think about where those hires would come from, and where they would ultimately go within the organization."
Workday has also added senior managers including CTO Peter Bailis (from Google, May 2025), chief commercial officer Rob Enslin (from UiPath, Nov 2024), and Gerrit Kazmaier, president of product and technology (from Google, May 2025).
This week, however, CEO Carl Eschenbach cast doubt on whether the company would rehire the number it cut in February. He told investors: "We're consolidating and streamlining the organization model. And with that comes efficiencies. We don't need more headcount to drive the business forward. We have enough headcount, but we weren't aligned in the right way to really drive the business in the most efficient, effective way."
The Register has asked Workday to clarify the position.


	Workday warns of CRM breach after social engineers make off with business contact details


	Workday promises to grow workforce slowly and differently after shedding 1,750 jobs


	Workday handed no-bid deal to fix staffing meltdown at Uncle Sam's uber-HR agency


	Workday talks up AI agents platform that will reap rewards of staff cuts


Interest from activist investors is rarely a positive sign for the status quo and is often a harbinger of restructuring and job losses. For example, Elliott showed up at Salesforce in January 2023, shortly after the CRM vendor announced 7,000 job losses.
Salesforce later came under pressure to cut more jobs. It also announced price rises and a board refresh, after which Elliott said it would not seek a board position.
Other tech companies in the activist investor sights include Texas Instruments, Toshiba, and Western Digital.
In an earlier statement, a Workday spokesperson said: "We appreciate Elliott's support. Workday is a market leader with strong growth potential, and we remain focused on executing our strategy and delivering innovative solutions that help our customers succeed." (r)
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    Two Scattered Spider teens charged over attack on London's transport network

    
Decisive action comes nearly a year after the attack and first arrest took place    
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Two teenagers are set to appear in court today after being charged with offences related to the cyberattack on Transport for London (TfL) in August 2024.
[image: Secret Service]
EE and Three mobe mast surveyors might 'upload some virus' to London Tube control centre, TfL told judge

READ MORE
Owen Flowers, 18, from Walsall, was arrested for the second time this week, having previously been arrested and questioned in connection with the attack.
Flowers, who can now be named since turning 18 years of age, is alleged to have acted alongside another suspect, Thalha Jubair, 19, from East London, and other unknown individuals, to carry out the attack that caused widespread disruption for users of London's transport network last year.
Both Flowers and Jubair were arrested at their homes at around lunchtime, in quick succession, on September 16, the National Crime Agency (NCA) said, which worked to secure charges against the pair on Wednesday, alongside City of London Police.
From there, they were held in different custody blocks and interviewed, including questioning related to offences separate from the TfL attack. 
Flowers and Jubair will appear at Westminster Magistrates' Court today. The hearing will determine whether they are bailed or remanded in custody.
The Crown Prosecution Service (CPS) authorized the charges against the two young men on Wednesday, most of which fall under the Computer Misuse Act. 
Regarding TfL, Flowers and Jubair were both charged with conspiracy to commit an unauthorized act in relation to a computer causing/creating risk of serious damage to human welfare/national security.
Both face separate, additional charges.
Flowers was also accused of being connected to two other attacks on US healthcare organizations around the same time as the TfL hit - one on SSM Health Care Corporation and the other on Sutter Health.
The NCA said that Flowers was charged for infiltrating and damaging SSM's network, and attempting to do the same with Sutter Health.
Aside from TfL, Jubair also faces a charge under the Regulation of Investigatory Powers Act 2000, for failing to surrender PINs and passwords for devices seized by law enforcement on March 19.
Deputy Director Paul Foster, head of the NCA's National Cyber Crime Unit, told journalists ahead of the hearing that the hope and main objective for these charges is to ensure a sustained disruptive effect against these two individuals and their alleged cyber offences.
In a public statement, he said: "Today's charges are a key step in what has been a lengthy and complex investigation.
"This attack caused significant disruption and millions in losses to TfL, part of the UK's critical national infrastructure. 
"Earlier this year, the NCA warned of an increase in the threat from cyber criminals based in the UK and other English-speaking countries, of which Scattered Spider is a clear example.
"The NCA, UK policing, and our international partners, including the FBI, are collectively committed to identifying offenders within these networks and ensuring they face justice."
Hannah Von Dadelszen, chief crown prosecutor at the CPS, said: "Our prosecutors have worked to establish that there is sufficient evidence to bring the case to trial and that it is in the public interest to pursue criminal proceedings.
"We have worked closely with the National Crime Agency as they carried out their investigation."
Whether Flowers and/or Jubair will be bailed or remanded in custody will be determined by today's hearing.
Nabbed Spiders
It can be revealed today that both Flowers and Jubair are alleged by UK authorities to be members of the cybercrime group known as Scattered Spider.
The evidential threshold for attributing individuals to groups, and those groups to specific attacks, is extremely high across law enforcement and the cybersecurity industry, making the revelation ever more notable.
Despite Scattered Spider being linked to various high-profile attacks, neither Flowers nor Jubair are currently officially linked by authorities to the attacks on British retail giants M&S, Co-op, and Harrods earlier this year.
The Register reported in two separate stories last year, concerning the attacks on US MGM Casinos and TfL, that in both cases a 17-year-old from Walsall was arrested on suspicion of their involvement. 
Despite Flowers matching that description, it's understood that he is not officially being linked to the MGM case, although today it can be revealed he was charged for the TfL attack, and separate investigations remain ongoing.
When asked, the NCA did not provide an update on its investigation into the ongoing cyberattack on Jaguar Land Rover, despite the widespread allegations of links between the attack and Scattered Lapsus$ Hunters.
TfL recap
The attack on TfL occurred on August 31, 2024, and although the very worst possible consequence - disruption to the smooth running of public transport - was averted, the overall impact on the organization was severe.
Various back office functions were rendered unavailable, and in the early days of the attack some staff were told to work from home.
Limited numbers of ticketing machines at London Underground stations went offline, and users relying on contactless payments to access transport services were unable to view their journey histories online.
It was not until December 4, 2024, that TfL was able to issue photo travel cards - Zip cards for young people, and Oyster cards for the 18+ and 60+ age groups - or issue refunds to customers for incomplete pay-as-you-go journeys.
The refund and bank data of around 5,000 Oyster cardholders was also exposed, with the info potentially including bank account numbers and sort codes.


	Public sector cyber break-ins: Our money, our lives, our right to know


	Transport for London confirms 5,000 users' bank data exposed, pulls large chunks of IT infra offline


	Down and out: Aegon's pension pothole and TfL's mystery 'maintenance'


	The fingerpointing starts as cyber incident at London transport body continues


The Register reported at the time that a large portion of TfL's IT infrastructure was pulled offline, which in turn affected the availability of live Tube arrival information from being displayed at platforms.
According to annual reports from London's transport authority, the total costs related to the incident, including incident response and remediation measures, ran into the tens of millions.
A TfL spokesperson said: "We welcome this announcement by the National Crime Agency that two people have now been charged in relation to the cyber incident which impacted our operations last year, and continue to support them with their ongoing law enforcement investigation. 
"The security of our systems and customer data is extremely important to us. We continually monitor our systems to ensure only those authorised can gain access and continue to take the necessary actions to protect TfL." (r)
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    Cloudflare DDoSed itself with React useEffect hook blunder

    
Dashboard loop caused API outage that was hard to troubleshoot    
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Cloudflare has confessed to a coding error using a React useEffect hook, notorious for being problematic if not handled carefully, that caused an outage for the platform's dashboard and many of its APIs.
The outage was on September 12, lasted for over an hour, and was triggered by a bug in the dashboard, which caused "repeated, unnecessary calls to the Tenant Service API," according to VP of engineering Tom Lianza. This API is part of the API request authorization logic and therefore affected other APIs.
The cause was hard to troubleshoot since the apparent issue was with the API availability, disguising the fact that it was the dashboard that was overloading it.
Lianza said the core issue was a React useEffect hook with a "problematic object in its dependency array." The useEffect hook is a function with parameters including a setup function that returns a cleanup function, and an optional list of dependencies. The setup function runs every time a dependency changes.
In this Cloudflare case, the function made calls to the Tenant Service API, and one of the dependencies was an object that was "recreated on every state or prop change." The consequence was that the hook ran repeatedly during a single render of the dashboard, when it was only intended to run once. The function ran so often that the API was overloaded, causing the outage.
The useEffect hook is powerful but often overused. The documentation is full of warnings about misuse and common errors, and encouragement to use other approaches where possible. Performance pitfalls with useEffect are common.


	Strong Java LTS arrives with the release of 25


	Rust-style safety model for C++ 'rejected' as profiles take priority


	'Powerful but dangerous' full MCP support beta for ChatGPT arrives


	Microsoft drops .NET 10 RC 'go-live' with 55,000 words on why it's faster


The incident triggered a discussion in the community about the pros and cons of useEffect. One developer said on Reddit there were too many complaints about useEffect, that it is an essential part of React, and "the idea that it is a bad thing to use is just silly." Another reaction, though, was "the message has not yet been received. Nearly everyone I know continues to put tons of useEffects everywhere for no reason."
Another remarked: "the real problem is the API going down by excessive API calls... in a company that had dedicated services to prevent DDoS [Distributed Denial of Service]."
Lianza said the Tenant Service had not been allocated sufficient capacity to "handle spikes in load like this" and more resources have now been allocated to it, along with improved monitoring. In addition, new information has been added to API calls from the dashboard to distinguish retries from new requests, since if the team had known that it was seeing "a large volume of new requests, it would have made it easier to identify the issue as a loop in the dashboard." (r)
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    French jet left circling while Corsican controller caught Zs

    
Wake-up call for dozed and confused chap who had to turn on runway lights    
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In the high-stress and safety-critical world of air traffic control, "don't fall asleep" probably comes pretty far toward the top of the rule book, and yet that's apparently the reason for the landing delay of an Air Corsica Airbus A320 this week.
The French jet departed from Paris Orly late on September 15 and was scheduled to arrive at Ajaccio Napoleon Bonaparte Airport on the western side of the Mediterranean island at around midnight, a time when even the blackest of coffees struggle to prop up sagging eyelids.
On approach, the Airbus crew hailed the control tower and was met with deafening silence - a concerning development for the 100-minute flight as the 2.4 km runway was not illuminated, lost in the darkness of night.
[image: Ajaccio Napoleon Bonaparte Airport]
Ajaccio Napoleon Bonaparte Airport


With the flight running an hour late, only one controller was left on duty, but it was the pilots who ended up playing a waiting game. In communication with more responsive regional controllers, they decided to circle the Gulf of Ajaccio until the situation on the ground could be ascertained. That ended up taking an hour.
"The fire personnel got no response from the tower and alerted the gendarmerie," said the captain, as relayed by The Times.
Though locks on the tower thwarted initial attempts to check on the silent controller, airport staff eventually climbed the stairs to find him catching 40 winks at his desk.
We can imagine his embarrassment at being suddenly awoken surrounded by exasperated colleagues then having to sheepishly flick a switch to light up the landing strip so the flight could call an end to its Corsican peregrination.
"In a career of several decades I have never had to handle such a situation. We did a little tour. At no time was there any panic. Everyone stayed calm," the captain said, adding that the passengers reacted to the incident with levity.


	Sky-high budget gap: FAA launches air traffic overhaul, lacks cash to finish it


	Radar problem caused mayhem in UK skies on Wednesday


	Floppy disks and paper strips lurk behind US air traffic control


	90-second Newark blackout exposes parlous state of US air traffic control


Back on the ground, the controller reportedly tested negative for drugs and alcohol. Had the situation been more severe than simple somnolence, the Airbus crew planned to divert to Bastia on the other side of the island.
Neither Ajaccio airport nor the French Civil Aviation Authority would be drawn to comment. The dozy controller's fate is unknown.
France's air traffic controllers - civil servants often accused of having a flair for downing tools - have a long history of strikes, citing exhaustion and stressful shifts brought on by too few staff.
They're also some of the best-paid in the business, with top earners pocketing up to EU120,000 (around $140k) a year, and can wave goodbye to the tower with a full pension as early as 50 because of the intense nature of the job. Eurocontrol, the European air traffic control authority, has grumbled that no one causes more chaos in European skies than the French when they walk out.
To get a sense of what's at stake, air traffic controllers for Newark Liberty International Airport in New Jersey were reportedly in tears and suffering heart palpitations when all radar and radio equipment failed back in May, severing comms with aircraft for a whole 90 seconds.
We know stress can be a trigger for narcolepsy, but come on. (r)
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    Insight Partners confirms ransomware hit, more than 12,000 caught in data dragnet

    
VC giant rebuilt boxes, patched holes, and says it's beefed up security - but won't say who did it    
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Venture capital giant Insight Partners has confirmed that a January ransomware attack compromised the personal data of more than 12,000 people, including employees, former staff, and the firm's usually-secretive limited partners.
The disclosure came in a letter filed with Maine's Attorney General this week, marking the first time Insight has publicly acknowledged that the incident involved data-encrypting malware.
It previously described the breach only as a "sophisticated social engineering attack."
According to the filing, attackers gained access to servers used by the HR and finance teams on or around 25 October 2024. They quietly exfiltrated data before kicking off encryption at around on January 16, 2025 -- the point at which Insight's IT team detected the intrusion and booted them out.
The data breach notification letter doesn't say what data the hackers managed to grab. However, an earlier public statement from Insight said the stolen data included information about certain Insight funds, management companies, and portfolio companies, along with banking and tax records. Personal information relating to current and former employees and limited partners - the wealthy backers of Insight's venture funds - was also taken.


	Scattered Spider gang feigns retirement, breaks into bank instead


	Jaguar Land Rover supply chain workers must get Covid-style support, says union


	Senator blasts Microsoft for 'dangerous, insecure software' that helped pwn US hospitals


	Frostbyte10 bugs put thousands of refrigerators at major grocery chains at risk


Insight manages more than $90 billion in assets and backs a long list of tech and cybersecurity companies, including Twitter, Wiz, Hootsuite, SentinelOne, and Recorded Future. The VC giant says it has mailed notification letters to all affected individuals and is offering complimentary credit or identity monitoring services.
The company says it has also "implemented necessary security measures to re-secure affected systems and to prevent similar occurrences in the future", which included rebuilding affected systems, patching the misconfiguration that let the miscreants in, and beefing up internal defenses to stop it from happening again.
Which crew was behind the ransomware hit, what they demanded, or whether Insight coughed up any cash remains a mystery. Insight Partners did not respond to The Register's questions.
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    Panda-monium: China-backed cyber crew spoof Congressman to dig for dirt on US trade talks

    
Proofpoint spots efforts to spy on US economic policy nerds    
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Chinese state-aligned online attackers are back at it, targeting US trade policy wonks as Washington and Beijing spar over economic ties.
Proofpoint said this week that it had spotted a Chinese state-backed crew TA415 - also known as APT41, Wicked Panda or Brass Typhoon - using carefully crafted phishing emails to compromise US government agencies, think tanks, and academic organisations.
The lures were themed around US-China economic and trade policy, and in some cases spoofed the identity of Republican Congressman John Robert Moolenaar, who chairs the House Select Committee on the Chinese Communist Party.
"On behalf of The US-China Business Council (USCBC), we are pleased to extend an invitation to your organization to participate in a closed-door briefing on US-Taiwan and US-China affairs, to be held on August 11, 2025," one of the legitimate-looking emails, sent from "uschina@zohomail.com", reads. "Due to the sensitive nature of the discussion, the meeting agenda, logistical details, and list of participants are provided in the attached encrypted file."
Rather than dropping noisy malware, the crew relied on subtler methods: password-protected archives carrying a Python loader dubbed WhirlCoil, and developer tools such as Visual Studio Code Remote Tunnels to establish persistence while blending into legitimate network activity. The attackers also leaned on legitimate cloud services like Google Sheets and Zoho WorkDrive for command-and-control to stay under the radar.
Proofpoint's threat research team said the operation's timing was no accident. The campaigns ran through July and August, overlapping with high-level trade negotiations and debates over China policy in Washington. Proofpoint believes the objective was to gather intelligence on the trajectory of US-China economic relations and possible legislative responses. 


	Pot calls kettle black as China dubs US 'surveillance empire' over chip tracking


	DEF CON hackers plug security holes in US water systems amid tsunami of threats


	Pentagon ends Microsoft's use of China-based support staff for DoD cloud


	Ex-White House cyber, counter-terrorism guru: Microsoft considers security an annoyance, not a necessity


	Surprise, surprise: Chinese spies, IP stealers, other miscreants attacking Microsoft SharePoint servers


According to a US government indictment, TA415 is a Chengdu-based outfit that once went by the corporate-sounding moniker Chengdu 404 Network Technology. Prosecutors say the company moonlighted as a contractor for China's cyber-ops machine, rubbing shoulders with other MSS-linked players like I-Soon. 
The findings landed just a week after the House Select Committee issued an advisory warning about an "ongoing" series of campaigns linked to Chinese threat actors. That alert said attackers were impersonating Moolenaar and other officials in phishing messages that delivered data-stealing malware to trade policy stakeholders, law firms and government agencies - precisely the targets Proofpoint has now outed.
The group's renewed push underscores Beijing's appetite for timely intelligence as trade talks heat up - and shows once again that China's cyber operators are willing to get creative when it comes to getting it. (r)
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    China's DeepSeek applying trial-and-error learning to its AI 'reasoning'

    
Model can also explain its answers, researchers find    
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Chinese AI company DeepSeek has shown it can improve the reasoning of its LLM DeepSeek-R1 through trial-and-error based reinforcement learning, and even be made to explain its reasoning on math and coding problems, even though explanations might sometimes be unintelligible.
The release of DeepSeek-R1 in January 2025 inspired a $589 billion wipeout of Nvidia's market value, as investors feared it represented an easier and cheaper route to natural language question answering systems such ChatGPT, from Silicon Valley darling OpenAI.
[image: Syringe key on keyboard]
Poisoned telemetry can turn AIOps into AI Oops, researchers show

READ MORE
In a paper published in the science journal Nature, the DeepSeek AI team say they have established that its LLMs can be incentivized to learn to reason without getting examples from humans.
In this way, reinforcement learning, akin to learning through trial and error, can slash the human input required to boost their model's performance. They argue that the approach improves performance on math and coding problems beyond that of LLMs trained on a corpus of human text and examples.
In an accompanying paper, Carnegie Mellon University assistant professor Daphne Ippolito and her PhD student Yiming Zhang explain that reinforcement learning is similar to how a child might learn to play a video game. "As the child navigates their avatar through the game world, they learn through trial and error that some actions (such as collecting gold coins) earn points, whereas others (such as running into enemies) set their score back to zero," their article said.
"This contrasts with previous prompting-based approaches, which were more akin to expecting a child to learn to master a video game by having them read the instructions, or supervised-learning approaches, which can be likened to expecting the child to master a game by watching a sibling play it hundreds of times," they said.


	Huawei lays out multi-year AI accelerator roadmap and claims it makes Earth's mightiest clusters


	AI-powered penetration tool, an attacker's dream, downloaded 10K times in 2 months


	All IT work to involve AI by 2030, says Gartner, but jobs are safe


	Tinker with LLMs in the privacy of your own home using Llama.cpp


In addition to improving the reasoning behavior of the model, DeepSeek also showed the trial-and-error process helped the model explain its working, so to speak.
[image: AI hallucination illustrative]
OpenAI says models are programmed to make stuff up instead of admitting ignorance

READ MORE
But some of the reasoning was difficult to follow for mere humans. For a start, it would sometimes inexplicably switch back and forth between English and Chinese. It might also produce extremely long reasoning containing more than 10,000 words.
Other limitations come from the fact that it was only trained on clear-cut right or wrong answers and has yet to show an aptitude for more nuanced, subjective or long form responses.
Yet by combining reinforcement learning and supervised learning "DeepSeek-R1 achieved state-of-the art accuracy on tasks that assessed maths and coding skills, factual knowledge and other forms of language understanding, in both Chinese and English," Ippolito and Zhang claimed. (r)
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    Microsoft weaves Oracle and BigQuery data mirroring into Fabric platform

    
And knits a graph DB out of LinkedIn cast-offs    
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Microsoft is extending its Fabric cloud-based data platform by including Oracle and Google's BigQuery data warehouse in its mirroring capability, and launching a new graph database based on an in-house LinkedIn project.
The Redmond software giant first announced Fabric in 2023, and introduced mirroring later the same year, promising that it helped users add and manage existing cloud data warehouses and databases in Fabric's analytics system. It has now added the ability to replicate a snapshot of the external databases from Google and Oracle to OneLake in Delta Lake tables and keeps the replica synced in near real time.
Arun Ulag, chief vice president of Azure Data, said in Fabric, mirroring meant users did not have to extract, transform, and load (ETL) data from supported systems or build and maintain data pipelines.
"The snapshot is necessary to create the first copy, creating a baseline, but from that point onward, Fabric constantly keeps the database up to date," he said. "With less than five minutes latency, Fabric keeps the database, the metadata instance, in sync with the original automatically."
Users might first have to do some groundwork, though, Ulag said. Firstly, Fabric would need permission to the Oracle database, and, if the Oracle database is sitting in an on-prem system or sitting behind a firewall, users need to have a Fabric enterprise gateway behind the firewall to connect into the Oracle database.
"The compute for mirroring is free to the customer," Ulag said. "Microsoft absorbs the cost. We provide storage for the customer, so the customer doesn't have to worry about the storage cost. Our objective with mirroring is to just make data completely accessible, available in open source format, so all of Fabric can add value, all of the AI stack can add value."


	Microsoft stitches transactional databases to Fabric analytics system


	AWS declares it's Iceberg all the way until customers say otherwise


	AWS follows Iceberg path to unite analytics platform


	Microsoft Fabric promises transactions, analytics on one database service


The mirrored data store in Fabric uses the Apache Parquet file format and the Linux Foundation's Delta Lake open table format (OTF), which is native to OneLake, Fabric's lakehouse system.
For mirroring, Microsoft has also added support for Apache Iceberg, the OTF that originated with Netflix and was adopted by Google, Snowflake, and Cloudera. Databricks, which built Delta Lake, has promised greater integration between the two formats.
Whether users want to take Microsoft up on its offer might depend on where they start from. For organizations deeply into related products like Power BI and the earlier data warehouse iteration, Synapse, it might be a logical move. Google, AWS, Oracle, Databricks, and Snowflake already have their own interpretations of the lakehouse concept and their users are likely to see the proposition differently.
Microsoft has also announced Graph in Fabric, a low/no-code platform for modeling and analyzing relationships across enterprise data. Ulag explained that the database was developed by the team at LinkedIn, which was acquired by Microsoft in 2016. The graph database will primarily be used for understanding the relationships between data in Fabric, he said. (r)
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'Just a hobby, won't be big and professional like GNU...'    
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Open Source Summit At OSS EU, LWN editor and long-time kernel developer Jonathan Corbet shared a long-term perspective on how and why Linux has thrived for a third of a century.
Corbet's talk offered a rare, nearly unique, insight into the rise and rise of Linux over 30 years. There aren't that many developers who've been involved for so much of that time, and of those, few are good communicators who are both able to talk about and as well as actually wanting to do so. It's quite well known that Linus Torvalds himself doesn't enjoy public speaking.

  Youtube Video

We've written about Corbet's annual kernel talks at the Open Source Summit a few times before on The Register, including the 2022 installment as Rust was allowed in, and the 2023 one when he talked about developer burnout and reducing the long term support lifespans for the kernel. This year's talk was a little different, being more of a retrospective.
Torvalds' original 1991 announcement said that his kernel project was "just a hobby, won't be big and professional like GNU" and Corbet opened by contradicting that:


So I think that we can conclude that for perhaps the only time ever, Linus Torvalds was wrong, and Linux is big and professional.


As he laid out, it really did not look like that in the early days. This vulture was there, watching with interest, although I didn't try to install the thing myself until about 1995.


The beginning of the Linux era was really the end of the Unix era, where it seemed like Unix systems proprietary Unix in particular, was going to be the operating system in the future. Unix had a good run, but the Unix vendors each made their own version and kind of made it buggy and awful in their own way, and really tore that market to pieces.


Meanwhile, Microsoft was on the rise. It was very common to hear in the early 1990s that everything was gonna be Windows, right, not just desktops but servers, mobile systems, whatever: it was all going to be Windows. That was just kind of the accepted wisdom.


He credits this to the open development model, as legitimized by Netscape open sourcing its browser.


Now, Eric Raymond, for all of his faults, put his finger on something here, which is that the way that Linux was developed was a bit different than anything that came before it -- either proprietary software, or the free software projects at the time. Look at the GNU project, the X Consortium, the BSDs, all these projects were run in a very centralized sort of way, with a small group of people who could really work with the software and make decisions and who would every now and then deign to toss out a release that everybody else could use.


Linux instead was open to everybody. Linux would take patches from anybody. There were no boundaries.


He proceeded to point out that despite many significant world events over this time, none of them noticeably impacted the pace of development of the Linux kernel. He called out the launch of VA Linux and its meteoric early success as early signs of the dotcom boom. Just a couple of years later in 2001, El Reg regularly reported on dotcoms dying: the Industry Standard, Daily Radar, The Times Interface, The Net, and so on...
Most of these early Linux companies either went under, or emerged transformed into much more modest businesses... But the kernel kept growing.
Later in the noughties, there was the famous SCO versus IBM lawsuit, which he summarized splendidly:


If we're gonna talk about the fight in this era, of course, we have to talk about the big one, which was the SCO lawsuit. This guy named Darl McBride put on his cowboy boots and stood up in front of the world and said that Linux is full of millions of lines of code that were stolen, stolen from him and his company in particular, and distributed illegally and that as a result of that, IBM owed him $5 billion. IBM disagreed.


In fact, in the longer run, the lawsuit helped Linux, by legitimizing it. As Corbet put it:


It was scary for a while. We really did not know how this was going to play out, and of course, it played out very well - in fact... so well that it made us a whole lot stronger than we were when we found it for a few reasons. As I like to say, we had the good luck of being attacked by idiots.


Harsh, but fair.
It wasn't a technological crisis, but by 2008, things were looking bad once again, thanks to the Credit Crunch. Another dozen years later, it was COVID-19, and yet kernel 5.6 came out like normal.
Corbet talked about the role of corporate investment, and the possibly unfortunate necessity of having lawyers, as highlighted by some early Linux hardware, such as the Axis network camera and the WRT54g router, which The Reg covered in 2003. The WRTD54g used Linux, but Linksys didn't release the source code until pressured. The result was not only a victory, but better Linux networking.


	Tridgell drops Bitkeeper bombshell


	Linus Torvalds defers closed source crunch


	US markets warm to Linux makers over SCO


	Linus Torvalds blesses DRM, and nothing happens


He discusses the adoption of Larry McVoy's Bitkeeper source-code management system, the struggles with its proprietary terms, and the controversial moves that led to the creation of the aptly named Git.
The talk covers the importance of real-life in-person meetups for the developer community's health, and how US politics are making that more difficult. It covers the importance of the GPL over other FOSS licenses, and that of the kernel-versus-userland split, and the distribution model. In a section that will probably rub some people up the wrong way, he questions whether C is still the best tool, and mentions the importance of Rust.
The talk covers a lot of ground, and we don't want to write our precis of it. It's worth a watch, and we find Corbet's presentation style a welcome contrast to the smooth, polished, corporate keynotes that are a common feature of many technical conferences these days. (r)
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    Toys can tell us a lot about how tech will change our lives

    
LEGO Mindstorms, PlayStation 2 and Furby all resonate today in their own way    
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Column Twenty-five years ago this month I published a book called The Playful World that explored a simple idea: that the seeds of the future can be found in the present by considering the dazzling toys we started giving our children at the turn of the millennium.
I considered three of those toys - LEGO's Mindstorms, Sony's PlayStation 2 and the Furby - as I made predictions about the future of the physical world, the virtual world, and artificial intelligence.
Did I get any of it right?
LEGO's Mindstorms may no longer exist as a product, but the language created to program those little blocks - Scratch - has become the de facto first programming language for children around the world.
My biggest miss was a confident prediction that nanoscale manufacturing would be a common technology within a generation.
Early progress in nanotechnology seemed to indicate a future crowded with nanoscale machinery to build new materials, repair our cells, and much more besides. It seemed straightforward until we got stuck on the physics of the nanoscale, a weird mix of classical and quantum worlds that overlap uneasily.
Scientists are still puzzling that out, and although we know far more than we did a quarter century ago, that understanding has yet to translate into much of consequence - with one notable exception: Semiconductor fabrication.
In 2000, I marveled at 1 GHz CPUs. Not long after that, the number of transistors on a CPU soared past 1 billion, then kept growing. The nanoscale manufacturing techniques used to make chips kept pace until around a decade ago, when Intel's wheels fell off. Today, even with TSMC burning much of its profits into next generation processes, we're well behind the doubling-every-16 months we enjoyed for half a century after the formulation of Moore's Law in 1965.
Semiconductor design and manufacturing is now a multi-trillion-dollar industry at the core of the global economy - yet it can't bend physics to its needs.


	I started losing my digital privacy in 1974, aged 11


	I just deleted my entire social media presence before visiting the US - and I'm a citizen


	If you want a picture of the future, imagine humans checking AI didn't make a mistake - forever


	AI's the end of the Shell as we know it and I feel fine ... but insecure


My predictions for simulations and virtual reality produced mixed results.
At the turn of the millennium, VR had been "dead" for a few years, but tiny and powerful simulators - cunningly disguised as video game consoles - had become familiar objects in many households.
When the smartphone became ubiquitous, it created the potential for VR to go mainstream. Google tried to make that happen with its "Cardboard" VR viewer, a device that kicked off a new wave of enthusiasm for VR that prompted Oculus, HTC, and a dozen other big players to create their own hardware.
The bubble burst at just the moment Meta went all-in on the metaverse. VR might be dead again - Zuck barely mentions it these days - but simulation remains at the core of entertainment, design, and manufacturing.
I missed augmented reality completely, despite its origins in Ivan Sutherland's original work on head-mounted displays. Before Microsoft released HoloLens, augmented reality had been thought a dead end - reinforced by the failure of Google Glass. Today it's the "next big thing" for Meta, Apple and Google, and later this decade might supplant the smartphone as dominant attention thief.
I scored one bullseye in my predictions: Expanding on Sherry Turkel's outstanding work with small children who used Furby, I foresaw a future where those children, once grown, would expect a world constantly listening and constantly responding to them.
A quarter century later, young adults who grew up with interactive toys now engage in continuous "ambient" conversations with ChatGPT and its peers, confiding secrets, seeking advice, getting therapy, and - for both good and ill - being seen. Intelligence now pervades a range of our technical systems, and while it may be far from perfect, it's "good enough" to get us to project all sorts of relational qualities into it that we want it to have.
"The Playful World" drew a line between Furby and ELIZA, the first AI chatbot. Sixty years ago ELIZA elicited our ability to project interiority onto machines. We always want to believe that they think and feel. That they're listening, and they care. This says a lot more about our tendency to anthropomorphize than anything about our machines.
[image: hardware cables connected to a internet network device technology closeup]
The network is indeed trying to become the computer

READ MORE
One more thing: My book also examined new forms of our intelligence, centered on a newly released online version of Encyclopedia Britannica. Almost as soon as it launched, Britannica online went down - DDoSed by a global internet thirsting for facts.
That crushing popularity led Britannica to make arguably the most misguided business decision of the early web era: erecting a paywall. The Internet abhors a vacuum and it wasn't long before Wikipedia emerged, filling the factual space better than Britannica - then rendering it obsolete.
Oops.
While the future often defies expectations, it appears people remain stubbornly predictable. (r)
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On the same day that fellow Chinese giant Tencent says its overseas cloud clientele doubled    


    
        By 
Simon Sharwood        
    

    
        Posted in Systems,
        
            18th September 2025 06:47 GMT
        
    


    
Chinese tech giant Huawei has kicked off its annual "Connect" conference by laying out a plan to deliver increasingly powerful AI processors that look to have enough power that Middle Kingdom users won't need to try getting Nvidia parts across the border.
Huawei already offers the Ascend 910C accelerator that Chinese AI upstart DeepSeek is thought to have used to develop its impressively efficient models. At Connect today, Huawei promised four successors.
First off the rank, in the first quarter of 2026, will be the Ascend 950PR which, according to slideware shown at the conference, will boast one petaflop performance with the 8-bit floating-point (FP8) computation units used for many AI inferencing workloads. The chip will also include 2 TB/s interconnect bandwidth and 128GB of 1.6 TB/s memory. In 2026's final quarter Huawei plans to deliver the 950DT, which will be capable of two petaflops of FP4 performance thanks to the inclusion of 144GB of 4 TB/s memory.
In 2027, Huawei plans the Ascend 960 that will include 288GB of 9.6TB/s memory. 2028 will see the debut of the Ascend 970, in which memory will speed along at 14.4 TB/s.
Those memory speeds suggest Huawei has created its own high-bandwidth memory, or sourced some from within China, and is confident enough to include it on a multi-year roadmap.
As The Register has previously reported, users of Huawei's existing accelerators have reported results that suggest the parts don't always perform brilliantly or match claims they are equivalent to kit from the likes of Nvidia and AMD.


	Huawei's battery energy storage systems run out of juice in the UK


	Huawei counts cost of Western bans as UK business withers


	Dodgy Huawei chips nearly sunk DeepSeek's next-gen R2 model


	Beijing doesn't want Nvidia's H20s anywhere near sensitive government workloads


Such comparisons stopped mattering on Wednesday, when China forbade local companies from shopping for American accelerators. Now that Chinese buyers can't acquire chips from offshore, they'll have to learn to live with Huawei's wares.
And so may some of the rest of us, because China's clouds continue to target overseas markets and appear to be enjoying considerable success: Tencent Cloud today revealed that its overseas client base has doubled since last year.
Also today, Huawei made it easy for its compatriots to deploy Ascend accelerators by announcing a pair of "SuperPoD" rigs that can run 8,192 and 15,488 Ascend units apiece, plus "superclusters" that combine multiple SuperPoDs and scale to 500,000 and "over one million" Ascend parts.
If the likes of Tencent Cloud do the patriotic thing and deploy Huawei's clusters outside China, accelerators from Huawei and other Middle Kingdom firms will become available to organizations around the world and create competition for US chipmakers.
China's tech export playbook typically sees its vendors develop strong products that undercut established rivals on price, a strategy that came undone once national security organizations got a close look at Huawei's and ZTE's telecoms kit and the people who installed it. Denied access to the West, Beijing now targets developing nations in which price matters, scrutiny may be lighter, and AI hardware from Nvidia and AMD is even more terrifyingly expensive than it is elsewhere. (r)
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Microsoft thinks cloudy PCs might be overkill for some users, so has started streaming individual apps instead as part of its Windows 365 service.
The software giant on Thursday announced the public preview of what it calls "Windows 365 Cloud Apps", a service that allows users of Frontline Cloud PCs - a virtual PC shared by a pool of users - to boot straight into an app instead of the Windows desktop.
"This is ideal for organizations that want to streamline app delivery, reduce overhead, and modernize their virtual desktop infrastructure (VDI) environments," wrote Microsoft senior product manager Serena Zheng, who said the service delivers "only essential applications like Outlook or Word without loading a full desktop."
Her post suggests Microsoft wants to open the service to more apps.
"As organizations embrace Windows 365 Cloud Apps, Microsoft is focused on simplifying app delivery even further--making it faster, easier, and more intuitive for IT admins to deploy custom line-of-business apps at scale," she wrote.

More cloudy Macs

In other virtual desktop news, AWS last week announced new cloudy Macs powered by Apple's M4 processors.
Two new instance types, M4 and M4 Pro Mac, run on Mac Minis that AWS racks and stacks. The M4 instance offer a 10-core CPU, 10-core GPU, 24GB unified memory, and 16-core neural engine. M4 Pro Mac instances offer 14 cores CPU, a 20-core GPU, 48GB unified memory, and a 16-core neural engine. For now, they're only available in AWS's US East (N. Virginia) and US West (Oregon) regions.


Those are fighting words for Microsoft's rivals in the fields of virtual desktops and application streaming, markets led by Citrix and VMware end-user computing spin-out Omnissa.
The latter staged its annual conference this week at which it delivered a version of its App Volumes Manager - a tool to manage app deployments to endpoints - that runs on physical servers and PCs. The company also confirmed its promised move into server management.
Both of those releases reflect Omnissa's belief that users are tired of using multiple tools to manage their fleets of physical and virtual endpoints. The company has therefore entered the security market with "Workspace ONE Vulnerability Defense", a product that scans endpoints for security problems and informs admins which machines need attention.


	Desktop-as-a-service now often cheaper to run than laptops - even after thin client costs


	Citrix adds remote Mac support, but some customers are grumpy


	Microsoft kills classic Azure DaaS, because it isn't really Azure


	AWS targets desktop virtualization rigs with lift and shift to cloudy DaaS


It's 2025, so the company has also decided to apply agentic AI to the challenge of securing endpoint fleets, with a forthcoming tool that will automatically act on analyses produced by Vulnerability Defense.
The company also continued to distance itself from VMware, by confirming its products will work on Nutanix's AHV hypervisor and hyperconverged stack instead of only on Virtzilla's vSphere and Cloud Foundation, and announcing a plan to run on Platform9's cut of OpenStack. Support for Hyper-V and OpenShift is also on Omnissa's agenda. (r)
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AI coding service Replit is in trouble again as users are protesting steep cost increases and some glitches when employing the newest version of its service.
Readers may remember Replit for deleting one of its customers' production databases and making up data.
The company promised to move on from that mess, and on September 10 launched Agent 3, a coding helper that it says offers developers an easier way to build and test apps.
Feedback on the new service, which Replit billed as "our most advanced and autonomous Agent yet" and "3x faster and 10x more cost-effective than Computer Use models", has been mixed, with the main complaint being that certain tasks take longer, and involve more checkpoints, so therefore cost surprisingly more.
"I think it's just launch pricing adjustment - some tasks on new apps ran over 1hr 45 minutes and only charged $4-6 but editing pre-existing apps seems to cost most overall (I spent $1k this week alone)" one user told The Register.
This person theorized, "I think they're running a lot more under the hood with subagents which probably costs them more, but on older code where you're sort of 'editing as you go' and then having it reviewing old parts of your codebase (especially with very large files), it seems to charge a lot more than just asking for new app builds - it often calls many sub agents to review the code, plan the code, check for security, execute, then fix its issues and review thousands of lines - so it feels like $2-$4 each time it does something now on prior projects. Even asking it to reset a server and wait it charges $0.40-$0.50 on average. Interestingly, in new chats for brand new apps you can ask it to build, it doesn't do this as much. "
A Reddit megathread contains many more reports of users who say their Replit bills rose rapidly once the new service commenced.
One user wrote, "Before September 11th, with Agent 2, my expenses were reasonable and in line with the value I was getting. With Agent 3, however, in just one weekend of failed attempts the costs skyrocketed, without any concrete results.".
"I typically spent between $100-$250/mo. I blew through $70 in a night at Agent 3 launch," another Redditor wrote, alleging the new tool also performed some questionable actions. "One prompt brute forced its way through authentication, redoing auth and hard resetting a user's password to what it wanted to perform app testing on a form," the user wrote.
"Other prompt redesigned the complete app in a new UI that it made up. I stopped immediately after that because the one prompt was $20 that ruined my UI. I'd typically go through ~10 prompts/night, so at the rate it was going, it'd be around a 20x increase in cost monthly."
Part of the problem might be with Replit's June introduction of "effort-based pricing.Previously, it would charge $0.25 for each checkpoint, and a task with multiple checkpoints would simply be tallied up one by one to arrive at a total cost. But with effort-based pricing, it now bundles complicated tasks into a single more expensive checkpoint. The next month, Replit admitted "can end up being more expensive over the lifetime of a project." But the costs didn't really seem to hit users until Agent 3.
"The effort-based pricing never ran me as much before but Agent 3 has been exceptionally high," explained the user we spoke to.
"In the last week alone it charged me $1K since the new agent dropped whereas before it was never more than $180-200 a month for the same effort. It's exceptionally fair pricing with Agent 3 if you're running a brand new app. But if you have a pre-existing app and are editing along the way, pricing seems absolutely abhorrent."


	Replit makes vibe-y promise to stop its AI agents making vibe coding disasters


	Vibe coding service Replit deleted user's production database, faked data, told fibs galore


	AI Darwin Awards launch to celebrate spectacularly bad deployments


	Caught a vibe that this coding trend might cause problems


Replit is a venture-backed startup, and may be feeling pressure to increase revenue. On the same day it launched Agent 3 the company announced $250 million in funding from investors including Prysm Capital and Google's AI Futures Fund.
"With the raise and our new AI Agent, we are positioned to supercharge customer traction to become the standard for enterprises," Replit CEO Amjad Masad said at the time, before declaring "The future is exciting with millions - if not billions - of people bringing their ideas to life with a few clicks."
But it's those purportedly few clicks that seem to be causing problems for users.
We've asked Replit for clarification of the changes to Agent 3 and pricing and will amend this story upon their response. (r)
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Nvidia has reportedly been cut off from the Chinese market after regulators in Beijing ordered the nation's top tech companies to suspend testing and cancel orders of the GPU giant's accelerators.
China's Cyberspace Administration ordered Alibaba, ByteDance, and unnamed others not to order Nvidia's RTX Pro 6000D Blackwell GPUs, unnamed sources familiar with the matter told the Financial Times this week.
The card, a nerfed version of Nvidia's RTX Pro 6000 GPUs designed to limbo under performance caps on AI accelerator exports to China, has been rumored to be in development for more than a year now.
As we've previously written, US export rules mean Nvidia must limit the card to approximately 581 teraFLOPS of FP4 and 1.4TB/s of memory bandwidth. While faster at 4-bit precision, the card's performance will be roughly equivalent with an H20 at high precision with less than half the bandwidth. The lack of high-speed chip-to-chip interconnectivity also limits the unit's usefulness for AI training.
Despite the performance limits, the FT reports that Chinese companies were lining up to purchase tens of thousands of the Blackwell-based accelerators and had even begun working with server suppliers to validate them for deployment, presumably for use in inference or model fine-tuning.

Alibaba scores huge AI silicon sale

Alibaba's T-Head chipmaking outfit has reportedly won telco China Unicom as a customer for its AI chips.
The carrier claims to have 1.2 billion subscribers, and is a member of OpenStack's million-core club.


Unicom is said to have also shopped with other Chinese chipmakers for its AI needs.


- Simon Sharwood


The ban comes just weeks after Chinese authorities issued letters to top Chinese tech firms discouraging the use of Nvidia's H20 accelerators, particularly for sensitive government workloads.
Shipments of Nvidia's H20 and AMD's MI308, cut-down versions of the companies' H200 and MI300X accelerators respectively, were banned by the Trump administration back in April. However, by July both Nvidia and AMD had worked out a deal convincing Trump to allow them to resume shipments in exchange for a 15 percent cut of the revenues.
However, as Nvidia CFO Colette Kress noted during Nvidia's second quarter earnings call that Washington had agreed to allow it to resume sales to China, but the chip designer awaits publication of regulations that will allow it to resume sales.
The Chinese government's decision to restrict imports of Nvidia hardware reportedly comes in response to a growing number of domestic alternatives, many of which already outperform the H20. Huawei's Ascend 910C and CloudMatrix 384, which we looked at in detail in July, are examples.


	Trump backpedals as Hyundai factory ICE raid enrages South Korea


	China turns the screws on Nvidia with antitrust probe


	Absolutely fabless: Trump derails TSMC's China chip-building effort


	Alibaba looks to end reliance on Nvidia for AI inference


In a press conference in London on Wednesday, Nvidia CEO Jensen Huang expressed his frustration with Chinese regulators.
"We can only be in service of a market if a country wants us to be," he said, according to a statement. "I'm disappointed with what I see, but they have larger agendas to work out between China and the United States. And I'm patient about it. We'll continue to be supportive of the Chinese government and Chinese companies as they wish."
While Nvidia's share price slipped slightly on the news and closed down 2.6 percent, the ban is unlikely to have a material impact on Nvidia's financials moving forward. While optimistic about resuming sales of H20s and bringing its Blackwell architecture to China, the company is counting on sales in the region for its Q3 forecasts. (r)
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The Russian troll farm that in the lead-up to the 2024 US presidential election posted a bizarro video claiming Democratic candidate Kamala Harris was a rhino poacher, is back with hundreds of new fake news websites serving up phony political commentary with an AI assist.
In a paper published today, Recorded Future's Insikt Group threat researchers also unveil evidence that the pro-Putin posters known as CopyCop, aka Storm-1516, use self-hosted, uncensored LLMs based on Meta's Llama 3 open-source models to generate at least some of these fictional news stories.
These websites are likely operated by John Mark Dougan, the security researchers claim.
Dougan is a former deputy sheriff from Florida who gained political asylum in Moscow in 2016, and is allegedly a disinformation purveyor supported by the Kremlin. His phony media outlets have been cited in news articles or social media posts thousands of times, and both the US Treasury and Washington Post allege connections between Dougan, the Moscow-based Center for Geopolitical Expertise (CGE), and the Main Directorate of the General Staff of the Armed Forces of the Russian Federation (GRU).
In fact, the GRU reportedly funds the LLM servers that "almost certainly" rewrite articles from legitimate news sites to post on its fake media outlets, and also create deepfakes and other false content targeting political leaders in the US, Ukraine, France, and other countries, Insikt Group said.
Since January, the researchers have uncovered at least 200 new websites that they attribute to CopyCop. "These websites are almost all impersonating fictional local media outlets in the US, France, Canada, and Norway, political parties and movements in France, Canada, and Armenia, or fictional fact-checking organizations publishing in Turkish, Ukrainian, and Swahili," the report notes.
This includes 35 sites registered in January but not spotted by Insikt Group until April, and "almost certainly designed for engaging US-based audiences." The security company provides a full list of all of the CopyCop websites in the paper published on Wednesday.
This is in addition to the previously documented 94 CopyCop sites targeting Germany's federal elections in February, bringing the Russian trolls' total number this year to at least 300.
Most of the US-themed sites portray themselves as local news portals, but their coverage skews national and international with a big focus on Russia and Ukraine. This includes a March 2025 story on clearstory[.]news about President Volodymyr Zelensky "misappropriating US taxpayer funds" by paying journos to depict US President Donald Trump negatively, and citing a likely forged document on Ukrainian presidential letterhead.
Several of the articles have been rewritten using an LLM, we're told, with just six earning mentions on social media to date: allstatesnews[.]us, capitalcitydaily[.]com,  fldaily[.]news, silvercity[.]news, usatimes[.]news, and wval[.]news. 


	Putin's pro-Trump trolls accuse Harris of poaching rhinos


	Putin really wants Trump back in the White House


	Election workers fear threats and intimidation without feds' support in 2026


	Homeland Security boss says CISA has gone off the rails, vows to set it right


When asked about the implications for future US elections, Insikt Group's Director of Global Issues Matt Mooney pointed to CopyCop's effort to influence elections inMoldova  Germany. "We assess that CopyCop's substantial expansion of infrastructure demonstrates intent to persist and evolve in the global information environment," he toldThe Register.
Interestingly, the Kremlin-backed network appears to be trying to establish more of a foothold in Canada with at least two new websites: albertaseparatist[.]com and torontojournal[.]ca. The fake news stories populating these websites use the growing pro-independence sentiment in the province of Alberta to further polarize people based on their political beliefs.
The Insikt Group's research comes as US Homeland Security Secretary Kristi Noem has gutted the US Cybersecurity and Infrastructure Security Agency's efforts to counter online disinformation - especially as it relates to election security, prompting concern from election officials who fear less federal support for the mid-term elections in 2026.
Earlier this week, US Senators Mark Warner and Alex Padilla, both Democrats, urged US Director of National Intelligence Tulsi Gabbard to provide a briefing for lawmakers on foreign election threats and address concerns that she may have directed the intelligence community to stop disclosing details about attempted foreign interference in US elections. (r)
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Datacenters galore, plus some vague cooperation on AI, nuclear, quantum, and more    


    
        By 
Iain Thomson        
    

    
        Posted in Public Sector,
        
            17th September 2025 21:50 GMT
        
    


    
America and the UK have announced a $42 billion (PS31 billion) trade pact, funded by Microsoft, Google, and others, that predicts bit barns will spring up over Britain's green and pleasant Land. But there's a lot more than money involved.
The Brits are billing the Tech Prosperity Deal as a "historic" event in transatlantic trade cooperation. Besides infrastructure spending, the two nations will set up technology sharing agreements in the fields of AI, quantum computing, and nuclear research, UK Prime Minister Keir Starmer said.
"This Tech Prosperity Deal marks a generational step change in our relationship with the US, shaping the futures of millions of people on both sides of the Atlantic," he said in a statement.
"By teaming-up with world-class companies from both the UK and US, we're laying the foundations for a future where together we are world leaders in the technology of tomorrow, creating highly skilled jobs, putting more money in people's pockets and ensuring this partnership benefits every corner of the United Kingdom."
Officials clearly worked out the trade pact far in advance of the announcement, which came within hours of President Trump arriving in the UK at the start of his second official state visit. The US president spent his first day hobnobbing with the royal family, leaving no time to chat with the UK Prime Minister about it.
But the government release shares some interesting, and occasionally disturbing details about what exactly is involved in this Anglo-American tech embrace.
Who's spending what?
The headline-grabbing part of this deal is the cash investments by big tech companies and their suppliers. The deal is primarily about funding, although whether it's a product of deal making or just a coordination of investment strategy releases is up for question.
"Whether it's something that 'companies would have done anyway' is impossible to know, but it does represent significant new investment which could lead to job creation and economic benefits," Stephen Minton, IDC's group VP of data and analytics, told The Register.
"My initial reaction was that it could lead to tangible benefits in the next 5-10 years, depending on execution and attracting more investment. This deal alone isn't going to drive a hyper-surge in UK GDP growth, but I don't see anything negative in it, and it could be a step towards attracting more AI investment to the UK."
Microsoft is ponying up the most cash, going on a $30 billion (PS22 billion) spending spree in the UK over the next three years to build data processing and AI bit barns.
This is in line with Redmond's strategy. Britain was the home of its first European office back in 1982, and it's been building out in the UK for a while, with more than 6,000 staff in the country now. Microsoft said this was the biggest investment round for the UK in its history, according to the government statement. It's not clear where they'll be spending the cash, as datacenters are sited based on a wide variety of factors related to cost and available infrastructure, but the company's biggest HQ is in Reading, just outside London, and the company's current datacenters operate in London and nearby, as well as in Wales.


	Microsoft pens $15B love letter to the UK with 23,000 Nvidia GPUs attached


	Google unmasks itself as mystery hyperscaler behind yet another UK datacenter


	UK.gov decides tech projects worth billions are major but not 'mega'


	Small nuke reactors are really coming online by next year, US energy secretary insists


The deal press release also cites Google, which is investing $6.83 billion (PS5 billion) in building datacenters over the next two years. However, this plan has been in the works since last year. They just hadn't stated where yet, but today we learned it was just outside London's infamous M25 ring road.
Salesforce is chucking $2 billion (PS1.4 billion) at the Brits in the announcement, an increase from its $4 billion five-year investment plan announced in 2023. The funding is going for R&D and AI datacenters, but Salesforce's first bit barn is in, you guessed it, the heart of London.
It's a similar story with the $683 million (PS500 million) promised by private equity biz Blackrock. A fifth of that sum is going to be spent in datacenters just to the west of London, although it states it's also investing in "datacentres across the country."
Scale AI is also spending $53 million (PS39 million) on expansion in the UK. However, this will be to expand its European headquarters in the nation's capital.
The exceptions to the London-centric rule are Coreweave, which is building a bit barn in Scotland, and then OpenAI and Nscale, who plan a UK center for the Stargate AI project in the economically-depressed northeast of England.
While Nvidia is not investing directly, the AI shovel-maker has allocated 120,000 GPUs to the country, which the government claims is its biggest European GPU commitment to date. This number includes "up to" 60,000 Grace Blackwell Ultra GPUs specifically for the Stargate UK project.
And then there are the knowledge deals
Aside from the geographically spotty investment strategy, there's more in the trade deal that could have a direct impact on the UK.
The deal will "make it quicker for companies to build new nuclear power stations by speeding up the time it takes for a nuclear project to get a license," the UK government said.
While micronuke reactors are all the rage in the US at the moment, it's unclear how Brits will feel about having mini-piles next door. They are needed - the UK's power infrastructure is creaking under the strain of yet more datacenters and some off-the-grid output could ease the load on the power network.
The deal also includes working on nuclear fusion, adding the UK's brain power to the race, much as it did with fission in the 1930s and 40s. But this looks more like a statement of interest rather than a serious proposal.
The same looks to be true for quantum. The two countries will establish a joint taskforce to investigate quantum technology, but there are no firm goals or investment plans stated.
When it comes to AI, the word historic gets chucked around a lot, but there's no real promise of actual technology exchange. Instead, we get the usual task forces and consultant committees that seem so prevalent in the science section of the bill. Specifically, the nations will collaborate on using AI in health care, space exploration, and nuclear fusion, the release said.
The long-term effects of the trade pact have huge potential, if they are carried out. It all depends on whether both sides are willing to put in the necessary resources and expertise.
"Leadership in this technology among allies is not a zero-sum contest," said Ayesha Bhatti, head of digital policy for the UK and EU at the Center for Data Innovation.
"The UK is securing major investment in its AI infrastructure and advancing its AI-powered public service agenda, while the US is deepening collaboration with one of the world's strongest research partners"
Others disagree. Nick Clegg, the former deputy Prime Minister and Meta flack, said the deal was a bad one for Britain, as it relies on US companies to build on British soil, rather than investing in homegrown competitors.
"In a sense, this US-UK tech deal is just another version of the United Kingdom holding on to Uncle Sam's coat-tails," he told the Royal Television Society conference on Wednesday, saying it made Britain a "vassal state."
"We just have to be a little bit more realistic about our predicament and a little bit firmer about what we can do ourselves, rather than what I think we're seeing with this US-UK tech deal - which is basically just taking sloppy seconds from Silicon Valley." (r)
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    Scale AI says 'tanks a lot' to Pentagon for data-classifying deal

    
First up: $41M to use human annotators to label all that unstructured military data. What could go wrong?    
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Data curation firm Scale AI has partnered with the Pentagon to deploy its AI on Top Secret networks - a move its interim CEO says is necessary if the US wants AI to be useful for national security.
The new Scale/Department of Defense deal is beginning with a $41 million award to Scale for advanced data labeling, the company told us, and has a ceiling of $100 million over five years. Along with providing labeling services, Scale is licensing three different applications to the DoD. First, there's its GenAI Platform - an end-to-end testbed for building, testing, and deploying defense and intel-specific AI models. Then there's its Donovan decision-making platform - a generative AI able to sift through unstructured data to suggest operational decisions "at mission speed." 
And finally, the DoD is getting access to Scale Data Engine, which it describes as a machine vision AI that can "turn ... raw, sensitive data into the high-quality, AI-ready fuel needed to build reliable and effective models," the company said. 
"The promise of AI for national security can only be realized if it operates where the mission happens and on the most sensitive data," Scale AI's Jason Droege said in a press release provided to The Register. "This agreement bridges the critical gap between commercial innovation and the classified environment."
Scale has been working with the DoD for some time, as we reported early last year. The company said that it has spent the past two years doing prototype work with the DoD's Chief Digital and Artificial Intelligence Office, which led to today's contract. 
The Scale/DoD contract is just the latest in a series of agreements between AI firms and the US government, but Scale took pains to point out how different its deal with the so-called Department of War is from other government AI compacts announced in the past few months. 
For those that don't recall, the US General Services Administration has been on a buying spree since last month, inking deals for government access to AI models from OpenAI, Anthropic, Google, Microsoft, ServiceNow, and even Box. Those who haven't scored a deal yet - like Perplexity - have bent over backwards to try to get involved, too.
All of those deals have been short-term and based on deeply discounted terms for government agencies. Several companies, like OpenAI, have offered a year of access for $1 only to be undercut by Google at $0.47 and Microsoft, which was willing to give Copilot to certain agencies for free. 
Scale's DoD deal is similar in that it establishes department-level terms for the Pentagon to acquire and deploy Scale's platform (GSA's OneGov agreements likewise set standardized terms for federal agencies). However, the similarities end there, or so the company claims.


	Search-capable AI agents may cheat on benchmark tests


	Big Tech, VC firms pump $1B into ML data darling Scale AI


	How many federal agencies does it take to regulate AI? Enough to hold it back


	US agencies log nearly 9x more GenAI use cases in 2024 - but deployments stall


Unlike those other AI companies, Scale said that its deal offers an end-to-end AI platform instead of just a specific model. While Scale admits models are important tools, it argues that its contract with the DoD will give it a place to test and validate models on the department's data. Scale also posited that its agreement with the DoD to offer AI on Top Secret networks is its biggest differentiator.
It's not clear whether the GSA's broader, whole-of-government AI deals include more than just access to AI models. Information on those contracts has been limited, and the GSA has declined to share information when asked. 
Scale made headlines earlier this year not for the quality of its products or its work with the federal government, but for an entirely different reason: It was sued in a California court by contractors alleging exposure to disturbing content while training models. That lawsuit involved independent contractors working for Scale and AI-labeling contractor Smart Ecosystem in California. The $41 million initial award from the DoD will include getting access to "hundreds of specialists" at Scale's St Louis, Missouri AI Center, where the company has traditionally labeled geospatial data. 
The California case is ongoing; Scale is currently trying to push the matter into arbitration and a hearing is scheduled for next month. The AI company didn't respond to questions for this story. (r)
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House of Zen promises 3.5x improvement in inference and 3x uplift in training perf over last-gen software    
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AMD closed the performance gap with Nvidia's Blackwell accelerators with the launch of the MI355X this spring. Now the company just needs to overcome Nvidia's CUDA software advantage and make that perf more accessible to developers. 
The release of AMD's ROCm 7.0 software platform this week is a step in that direction, promising major improvements in inference and training performance that benefit not only its latest chips but its older MI300-series parts as well. The so-called CUDA moat could be getting narrower.
ROCm, if you're not familiar, is a suite of software libraries and development tools, including HIP frameworks, that provides developers a low-level programming interface for running high-performance computing (HPC) and AI workloads on GPUs. The software stack is reminiscent in many ways of the CUDA runtime, but for AMD GPUs rather than Nvidia.
Since the launch of the MI300X, its first truly AI-optimized graphics accelerator, back in 2023, AMD has extended support for new datatypes, improved compatibility with popular runtimes and frameworks, and introduced hardware-specific optimizations through its ROCm runtime.
ROCm 7 is arguably AMD's biggest update yet. Compared to ROCm 6, AMD says that customers can expect a roughly 3.5x uplift in inference performance on the MI300X. Meanwhile, the company says it has managed to boost the effective floating point performance achieved in model training by 3x.
AMD claims that these software enhancements combined give its latest and greatest GPU, the MI355X, a 1.3x edge in inference workloads over Nvidia's B200 when running DeepSeek R1 in SGLang. As usual, you should take all vendor performance claims with a grain of salt.
While the MI350X and MI355X are roughly on par with the B200 in terms of floating point performance, achieving 9.2 and 10 petaFLOPS of dense FP4 to Nvidia's 9 petaFLOPs, the AMD parts boast 108 GB more HBM3e.
The AMD MI355X's main competitor is actually Nvidia's B300, which packs 288 GB of HBM3e and manages 14 petaFLOPS of dense FP4 performance, which on paper could give it an edge in inference workloads.
Speaking of FP4 support, the MI350 series is AMD's first generation of GPUs to offer hardware acceleration for OCP's microscaling datatypes, which we looked at in more detail around OpenAI's gpt-oss launch last month.
These smaller formats have major implications for inference and training performance boosting throughput and cutting memory requirements by a factor of 2 to 4x. ROCm 7.0.0 extends broader support for these low precision datatypes with AMD saying its Quark quantization framework is now production ready.
This is a big improvement compared to giving the card FP8 support which trailed the release of the MI300 by the better part of a year.
Alongside the datatypes, ROCm 7.0.0 also introduces AMD's AI Tensor Engine, or AITER for short, which features specialized operators tuned for maximum GenAI performance.
For inference, AMD says AITER can boost MLA decode operations by 17x and MHA prefill ops by 14x. When applied to models like DeepSeek R1, the GPU slinger says AITER can boost throughput by more than 2x.
More importantly, AITER and the MXFP4 datatype have already been merged into popular inference serving engines like vLLM and SGLang. AMD tells us that enabling the feature is as simple as installing the dependencies and setting the appropriate environment variables.
Other improvements include support for the latest Ubuntu 24.04.3 LTS release as well as Rocky Linux 9 and KVM passthrough for those that want to add GPU acceleration to virtual machines.
ROCm 7 also adds native support for PyTorch 2.7 and 2.9, TensorFlow 2.19.1, and JAX 0.6.


	Ruh-roh. DDR5 memory vulnerable to new Rowhammer attack


	SK Hynix cranks up the HBM4 assembly line to prep for next-gen GPUs


	If Broadcom is helping OpenAI build AI chips, here's what they might look like


	AMD Ryzen CPUs fry twice in the face of heavy math load, GMP says


Finally, for those deploying large quantities of Instinct accelerators in production, AMD is rolling out a pair of new dashboards designed to make managing large clusters of GPUs easier. AMD's Resource Manager provides detailed telemetry on the performance and utilization of the cluster, as well as access controls and the ability to set project quotas so that one team doesn't end up hogging all the compute.
Alongside the resource manager, AMD is also rolling out an AI Workbench which is designed to streamline the process of training or fine tuning popular foundation models.
ROCm 7.0 is available for download from AMD's support site, as well as in pre-baked container images on Docker Hub. (r)
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Even a wrong answer is right some of the time    
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AI models often produce false outputs, or "hallucinations." Now OpenAI has admitted they may result from fundamental mistakes it makes when training its models.
The admission came in a paper [PDF] published in early September, titled "Why Language Models Hallucinate," and penned by three OpenAI researchers and Santosh Vempala, a distinguished professor of computer science at Georgia Institute of Technology. It concludes that "the majority of mainstream evaluations reward hallucinatory behavior."


Language models are primarily evaluated using exams that penalize uncertainty


The fundamental problem is that AI models are trained to reward guesswork, rather than the correct answer. Guessing might produce a superficially suitable answer. Telling users your AI can't find an answer is less satisfying.
As a test case, the team tried to get an OpenAI bot to report the birthday of one of the paper's authors, OpenAI research scientist Adam Tauman Kalai. It produced three incorrect results because the trainers taught the engine to return an answer, rather than admit ignorance.
"Over thousands of test questions, the guessing model ends up looking better on scoreboards than a careful model that admits uncertainty," OpenAI admitted in a blog post accompanying the release.
The authors explained that the pretraining stage of almost any AI model building embeds this unhelpful behavior because the info trainers feed into models contains many examples of certain data - such as correct spellings of words. If a few misspellings make it into the corpus used to train a model, AIs still have many examples of correct spellings and can learn how to produce accurate results.
But when the corpus used to train a model does not contain a learnable pattern of data, such as in the birthday example, the AI takes a shot - and often misses.
"The hallucination rate, after pretraining, should be at least the fraction of training facts that appear once," the paper states.
"For instance, if 20 percent of birthday facts appear exactly once in the pretraining data, then one expects base models to hallucinate on at least 20 percent of birthday facts."
Techniques used in the post-training stage of model development exacerbate the situation.
"Many language-model benchmarks mirror standardized human exams, using binary metrics such as accuracy or pass-rate," the paper states.
"Optimizing models for these benchmarks may therefore foster hallucinations. Humans learn the value of expressing uncertainty outside of school, in the school of hard knocks. On the other hand, language models are primarily evaluated using exams that penalize uncertainty."


	OpenAI's GPT-5 looks less like AI evolution and more like cost cutting


	'Suddenly deprecating old models' users depended on a 'mistake,' admits OpenAI's Altman


	Open the pod bay door, GPT-4o


	White House bans 'woke' AI, but LLMs don't know the truth


Ultimately, it's about stating something, even if it's wrong. The authors liken it to a multiple-choice questionnaire where even if you pick vaguely plausible answers at random, you are likely to score better than if you pick no answers at all.
"We argue that the majority of mainstream evaluations reward hallucinatory behavior," they conclude. "Simple modifications of mainstream evaluations can realign incentives, rewarding appropriate expressions of uncertainty rather than penalizing them. This can remove barriers to the suppression of hallucinations, and open the door to future work on nuanced language models."
In theory, AI model makers could eliminate hallucinations by using a dataset that contains no errors. But the paper admits such a scenario isn't remotely possible, particularly since the huge volumes of data used in training likely contain mistakes.
The more palatable answer, OpenAI suggests, is to adapt models so they more often respond with "I don't know," even if that deters users. The outfit claims to have adapted its training regime to account for this with ChatGPT-5, but in this hack's experience, users of the new model will still find it produces some absolute howlers.
We've asked the authors for clarification and will add more data as it comes in - verified by a human. (r)
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Officials say there's no time to switch suppliers if they want the PNC off life support before March 2026    
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The Home Office is flinging nearly PS40 million in taxpayer cash at PA Consulting to get the big-ticket successor to the Police National Computer (PNC) over the finish line.
The direct PS37.5 million award will run from September 19, 2025, through August 31, 2026 - roughly 11 months - and covers "managed, engineering and support services" for the Law Enforcement Data Service (LEDS) "Person Update" product, which is part of a larger project to replace the creaking PNC.
Officials argue that swapping suppliers at this stage would create "incompatible services and disproportionate technical difficulties," so they are using Schedule 5, Paragraph 7 of the Procurement Act 2023 to justify going straight to PA Consulting.
The PNC, designated critical national infrastructure, has been running for more than 50 years and remains the backbone of frontline policing. It holds data on about 13 million people, 62.6 million vehicles, and 58.5 million drivers. Its long-planned replacement, LEDS, is a PS900 million, 12-year project scheduled to go fully live by March 2026. 
The Person Product - the database of individuals - is described as sitting on the "critical path" for the decommissioning of the PNC. Any delay risks keeping the legacy system on costly life support well past its planned retirement date.
Whitehall's own project tracker for 2025 still has LEDS down for an amber delivery rating, noting that while "delivery confidence has improved since 2021... this programme remains large, complex, and high risk."
"Whilst March 2026 remains achievable, ongoing planning and funding pressures continue to present material risks," the government report adds, noting that the total cost for the LEDS project is now likely to top PS1 billion. "We are actively addressing these through targeted mitigation strategies, with regular oversight by the programme board."
In that light, the direct award looks less like a cosy deal and more like a frantic move to keep the timeline from slipping and to avoid a multimillion-pound bill for another PNC extension.


	UK Lords take aim at Ofcom's 'child-protection' upgrades to Online Safety Act


	UK tech minister booted out in weekend cabinet reshuffle


	Minority Report: Now with more spreadsheets and guesswork


	Google lands PS400M MoD contract for secure UK cloud services


Even so, doubling down on PA Consulting makes the government even more reliant on a single supplier for one of the most complex IT projects in UK policing. With the Home Office still smarting from the e-borders fiasco and the troubled Emergency Services Network project, ministers will be keen to avoid LEDS becoming the next case study in how not to run a major IT project.
The PNC itself is no stranger to controversy. Over the years, the legacy system has been blamed for everything from missing or delayed criminal record checks to the notorious 2021 data wipe that accidentally deleted 400,000 arrest records - forcing a frantic recovery effort and prompting ministers to admit that a lack of reviews and effective testing contributed to the debacle.
LEDS is supposed to draw a line under that era, promising a modern platform that consolidates multiple databases, allows faster queries from the field, and makes sharing data with other agencies less painful. But with the PNC still powering daily policing and a hard March 2026 deadline looming, the pressure is on to make sure the replacement actually turns up on time - and doesn't simply become the next multi-year government IT saga. (r)
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Project to get off Google remains a red risk, according to government assessment    
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Updated The Cabinet Office, the strategic center of UK government, has handed a much-delayed project to migrate from Google Workspace to Microsoft 365 (M365) to another department.
The project, which began in May 2022, aimed to move around 15,000 Cabinet Office users to M365.
A recent report from the National Infrastructure and Service Transformation Authority (NISTA), the HM Treasury unit that advises government on major projects, said the initial approach was for the Cabinet Office to build its own IT system for this change, dubbed the "Falcon programme."
In its recent report, NISTA said that the Cabinet Office's management of the project "was not the most cost-effective option."
"We have now approved a new plan. This involves moving our digital services to a shared government service called Integrated Corporate Services (ICS), which is managed by the Department for Energy Security and Net Zero (DESNZ)," the NISTA report said.
"While this new approach means the project will take a bit longer to complete, it will save money in the long run by using an existing government service."
The NISTA rating for the project remained "red" in line with an earlier assessment from the Infrastructure and Projects Authority (which NISTA replaced) for the final quarter of the 24/25 financial year.
"This is primarily due to concerns that the Programme does not have the resources to transition the Cabinet Office Business Units (BUs) to the new services within the planned time frame. The delay in the Pilot, now projected for completion by September 2025, has contributed to this assessment," NISTA said.
However, in moving the project under the wing of DESNZ, the government hopes to save money. NISTA noted that the whole life cost of the project was expected to fall from PS51 million to PS23 million. The savings come from the Cabinet Office no longer having to build its own platform, "outsourcing to another government department and securing migration resource from Microsoft and partners at no investment cost."
The NISTA report said it was important to move off Google because it is different from the Microsoft systems used by most of the Cabinet Office's partners both inside and outside of government. "This difference can make working together and sharing information difficult," the report said.


	UK.gov decides tech projects worth billions are major but not 'mega'


	Get paid like a prime minister to tame Home Office IT chaos


	So much for the paperless office: UK government inks PS900M deal for printers etc.


	Faced with PS40B budget hole, UK public sector commits PS9B to Microsoft


"Moving to Microsoft 365 will help us work more effectively and efficiently. It's becoming more and more important for us to collaborate easily with people from other organisations, who might be in different places, using different devices, and working at different times. This change will also allow us to use new Artificial Intelligence (AI) tools that are being developed across government."
The project is yet to move staff and data from the old Google system to the new Microsoft platform.
The Register revealed last year that the Cabinet Office paused its migration away from Google Workspace to M365 after ditching the Microsoft contract.
At the time, a Cabinet Office spokesperson said a "planned pause" had always been on the cards after the discovery phase, in order for the Cabinet Office "to submit the full business case and fully embed all work and learnings to inform our progress."
The Cabinet Office initially hired French IT giant Capgemini to provide services for the migration, in a deal worth between PS12 million and PS15 million.
The Register understands that the contract with Capgemini remains available for the Cabinet Office to use if required.
The Cabinet Office once included Government Digital Services, which began its "journey" with Google Workspace in 2010-2011. The GDS has now become part of the Department for Science, Innovation and Technology (DSIT). A separate Cabinet Office IT platform, which included the Google tools, was rolled out in 2014-2015.
With the Falcon programme now under the wing of DESNZ, The Register wonders if the Cabinet Office has managed to stay on the project timeline for organizing Google's leaving drinks in a nearby brewery. (r)
Updated to add:
A Cabinet Office spokesperson said: "The Falcon programme will deliver significant benefits, allowing for greater collaboration and joint working with partners across government. We have changed delivery approach to deliver PS24.1 million of savings, and we remain committed to the move to Microsoft 365."
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