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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Callous crims break into preschool network, publish toddlers' data
        Connor Jones

        Images of toddlers and home addresses leaked in reprehensible landmark attack A cyber criminal crew has targeted Kido International, a preschool and daycare organization, leaking sensitive details about its pupils and their parents....

      

      
        Harness pitches AI agents as your new DevOps taskmasters
        Tim Anderson

        Productivity gains promised, but humans still expected to audit the bots At its Unscripted event in London, DevOps company Harness presented its latest AI-driven modules, including an AI pipeline builder, AI test automation, autonomous code fixing when builds fail, AI AppSec (application security) and even AI-driven chaos testing, where resiliency is tested by introducing random failures....

      

      
        DARPA wants AI to know when it's being an energy hog
        Brandon Vigliarolo

        New research program seeks 'energy-aware' ML that balances performance with power draw It's notoriously difficult to consistently measure the energy usage of AI models, but DARPA wants to put an end to that uncertainty with new "energy-aware" machine learning systems. ...

      

      
        EU probes SAP over alleged software support stranglehold
        Lindsay Clark

        While EC suspects vendor's practices stifle competition, it argues it is in line with industry standards The European Commission has launched a formal investigation into SAP's behavior in the aftermarket for maintenance and support services in Europe.... 

      

      
        Open source to closed doors: RubyGems control fight erupts
        Carly Page

        Ruby Central is accused of ousting maintainers from core gems under pressure from Shopify Ruby Central is said to have quietly snatched control of several flagship Ruby open source projects from their long-time maintainers without their consent, following pressure from Shopify, one of its biggest backers....

      

      
        Google reminds EU that Microsoft's cloudy licensing still stinks a year later
        Dan Robinson

        Mountain View gripes over slow-moving regulators while Redmond rakes it in Google is like a dog with a bone over Microsoft's cloud licensing policies, not letting Euro regulators forget about what it sees as anti-competitive practices that penalize those wanting to run Windows software on rival cloud platforms....

      

      
        Oracle saddles up with $18B debt amid AI infrastructure gamble
        Lindsay Clark

        Ballooning leverage and shaky customer funding could strain Big Red's balance sheet Oracle has raised $18 billion in debt, which could help fund massive datacenter investments aimed at meeting surging demand from AI model builders and enterprise customers....

      

      
        Zero-day deja vu as another Cisco IOS bug comes under attack
        Carly Page

        The latest in a run of serious networking bugs gives attackers root if they have SNMP access Cisco has confirmed a new IOS and IOS XE zero-day, the latest in a string of flaws that attackers have been quick to weaponize....

      

      
        Bcachefs goes DKMS after Torvalds' kernel banishment
        Liam Proven

        Performance of new version mostly good, but future uncertain The bcachefs file system, now "externally maintained" outside the Linux kernel codebase, offers packages of its first version to be loadable on the fly.... 

      

      
        SAP's 'simplified' licensing leaves users more confused
        Lindsay Clark

        Business Suite nostalgia unlikely to ease customers' public cloud journey SAP experts are doubting the enterprise software giant's message that it is simplifying licensing after the changes were discussed at the German-speaking user group conference....

      

      
        EU starting registration of fingerprints and faces for short-stay foreigners
        SA Mathieson

        Biometric Entry/Exit System phased in from October to 29 Schengen countries Travelers including Britons and Americans visiting most European countries will have to register their fingerprints and faces under a system that goes live next month....

      

      
        Empty shelves, empty coffers: Co-op pegs cyber hit at PS80m
        Carly Page

        Supermarket says the hack that shut down systems and emptied shelves has turned profits into losses The Co-operative Group has revealed the cyberattack that knocked its systems offline earlier this year will leave it nursing an PS80 million hangover. ...

      

      
        Check your own databases before asking to see our passport photos, Home Office tells UK cops
        SA Mathieson

        Guidance follows privacy complaints over sharp increase in police searches of travel doc and visa pic libraries The Home Office has told police forces to check their own photo databases before asking it to search its libraries of passport and visa facial images, as well as avoiding urgent requests "unless it is absolutely necessary."...

      

      
        The sweetest slice of Pi: Raspberry Pi 500+ sports mechanical keys, 16GB, and built-in SSD
        Richard Speed

        Big performance on offer, but be prepared to spend $200 HANDS ON  Raspberry Pi has unveiled a fully loaded version of its computer-in-a-keyboard, featuring oodles of RAM, an SSD, and a clicky, mechanical keyboard. However, you'll pay a relative premium for these features....

      

      
        Google, Meta and Vodafone want smartphone-makers to reduce their bandwidth bills
        Simon Sharwood

        By supporting efficient video codecs in hardware, which to be fair will also help punters Google, Meta, and Vodafone have called on chipmakers and smartphone manufacturers to support the AV1 video codec in hardware, especially in midrange devices, a suggestion that's not entirely altruistic....

      

      
        Is GitHub a social network that endangers children? Australia wants to know
        Simon Sharwood

        As ban on under-16s using some sites looms, cyber-safety regulator sends Microsoft's code locker a letter Australia's eSafety Commissioner has written to GitHub to ask it to consider if it's a social network that endangers children....

      

      
        Alibaba Cloud plans expansion into Europe and South America
        Simon Sharwood

        More datacenters in familiar territories, too, and AI everywhere Alibaba Cloud yesterday announced its first datacenters in Brazil, France, and The Netherlands, plus expansion of its presence in five other countries outside China....

      

      
        Microsoft puts Claude on the M365 menu
        Iain Thomson

        Redmond wants more flavors of ML than OpenAI can cook up Microsoft has sealed a deal with Anthropic to give users of Microsoft 365 Copilot the option to use the Claude AI engine.... 

      

      
        Intel reportedly courting ex-flame Apple to become its next investor
        Tobias Mann

        Chipzilla can't say it's changed much, but could be a handy backup to TSMC After a painful breakup and a bout of financial turmoil, Intel is looking to rekindle the relationship with its old flame Apple....

      

      
        Tree-hugging hippie datacenter runs entirely on green hydrogen and wastes zero water
        Tobias Mann

        Lambda's latest innovation with bit barn builder ECL only supports a handful of Nvidia racks, but it's a start Rent-a-GPU outfit Lambda says its latest Nvidia GB300 NVL72 system is not only powered entirely by hydrogen fuel cells but doesn't consume a single ounce of water....

      

      
        iPhone 17 Scratchgate is real, iFixit warns - buy a case for your fancy phone
        Iain Thomson

        In good news, battery replacement is a lot easier than earlier models Video  Owners of Apple's iPhone 17 Pro and Pro Max have been reporting that the shell of their pricey handsets is getting scratched up already, and the reason appears to be a shift to aluminum....

      

      
        Google is very sorry for pulling down COVID misinfo and pledges never to use outside fact-checkers
        Brandon Vigliarolo

        It's all Biden's fault, Chocolate Factory claims Google has taken a page out of Mark Zuckerberg's playbook, telling House Republicans that the Biden administration pressured it to push down COVID-19 content that didn't violate its rules, and pledging its commitment to free expression on political issues....

      

      
        New string of phishing attacks targets Python developers
        Jessica Lyons

        If you recently got an email asking you to verify your credentials to a PyPI site, better change that password The Python Software Foundation warned users of a new string of phishing attacks using a phony Python Package Index (PyPI) website and asking victims to verify their account or face suspension, and advised anyone who did provide their credentials to change their password "immediately."... 

      

      
        PC memory costs to climb as fabs chase filthy lucre in servers and HBM
        Dan Robinson

        TrendForce warns of Q4 hikes as suppliers squeeze consumer markets PC memory prices are set to rise as the major suppliers allocate manufacturing capacity to the more lucrative server DRAM and HBM instead amid reports of tightening supplies....

      

      
        AI hype train may jump the tracks over $2T infrastructure bill, warns Bain
        Dan Robinson

        Industry looks like it's going to come up short - by about $800B The AI craze is fueling massive growth in infrastructure, but the industry will need to hit $2 trillion in revenue by 2030 to keep funding this habit. Consultants at Bain & Company think it is going to come up short....

      

      
        Google warns China-linked spies lurking in 'numerous' enterprises
        Jessica Lyons

        Mandiant CTO anticipates 'hearing about this campaign for the next one to two years' Unknown intruders - likely China-linked spies - have broken into "numerous" enterprise networks since March and deployed backdoors, providing access for their long-term IP and other sensitive data stealing missions, all the while remaining undetected on average for 393 days, according to Google Threat Intelligence....

      

      
        UK agency makes arrest in airport cyberattack investigation
        Lindsay Clark

        After air passenger travel hit across the Atlantic, organized crime agency strikes The UK's National Crime Agency has arrested a man as part of an investigation into a ransomware attack that disrupted airports around the world last weekend....

      

      
        OnePlus leaves researchers on read over Android bug that exposes texts
        Connor Jones

        Rapid7 warns flaw could let any app peek at your SMS, but smartphone vendor won't pick up Updated  Security researchers report that OnePlus smartphone users remain vulnerable to a critical bug that allows any application to read SMS and MMS data -- a flaw that has persisted since late 2021....
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    Callous crims break into preschool network, publish toddlers' data

    
Images of toddlers and home addresses leaked in reprehensible landmark attack    


    
        By 
Connor Jones        
    

    
        Posted in Cyber-crime,
        
            25th September 2025 17:16 GMT
        
    


    
A cyber criminal crew has targeted Kido International, a preschool and daycare organization, leaking sensitive details about its pupils and their parents.
To verify the authenticity of the leak, we called affected parents who confirmed to us that the organization was aware of the situation, and that it had made parents aware too.
The ransomware crims, a new face known as the Radiant Group, claimed responsibility for the attack and this is the first leak on its dark web-based site.
Its extortion tactics in this case, which include publishing profiles of 10 children, complete with their images, names, and home addresses, along with their parents' contact details and in some cases places of work, are among the most aggressive ever deployed.
The Register contacted Kido International for comment, but did not receive a response by publication time.
The business specializes in advanced early years development programs and operates various sites across cities internationally. However, the affected individuals thus far appear to all be based in the UK.
The cybercriminals behind the group recently deleted an "About" section on its website, which formerly stated that it was a financially motivated ransomware operation that engages in double-extortion and single-extortion attacks, without the support of affiliates.
It described itself as an aggressive group that is intent on contacting domestic regulators to apply additional pressure, as well as contacting victims' associates and their investors, where applicable.
The Register contacted the UK's National Cyber Security Centre, National Crime Agency, and Information Commissioner's Office for a response, and we'll update this article if and when we receive one.
Alan Woodward, computer scientist and professor at the University of Surrey, said any organization that holds sensitive data such as this must go the extra mile to secure it, but it does not detach from the heinousness of the attack.
"Just when you think cybercriminals can't sink any lower, we see this kind of attack," he told The Register.
"Having seen the news that a death had occurred from the London hospital attack last year, then you see this, you wonder if these people are amoral or just plain evil. 
"We all know that cyberattackers feel a degree of disinhibition working online, almost like they feel these are victimless crimes. This just shows how warped they are. Soft targets may be easy for them, but the impact is horrible.
"It's not just that they targeted this organization, but they then published the data. They knew damned well they were operating in the gutter.
"I can only hope the law, albeit that it can take some time, catches up with them and in the glare of public awareness they realize just what the general public thinks of such criminals."
Dray Agha, senior manager of security operations at Huntress, concurred.
He said: "This represents a reprehensible erosion of any remaining boundaries in the cybercriminal ecosystem. By weaponizing the personal data of infants and toddlers, this group has sunk to a depth that even other threat actors may condemn. 
"From a negotiation standpoint, this attack effectively burns a bridge for the entire ransomware industry. Engaging with a group that demonstrates such blatant disregard for human decency is now an intolerable risk for any organization. This action will likely harden the stance of both victims and law enforcement, making productive negotiations, even in extreme circumstances, almost impossible. 
"It signals that some groups are now purely opportunistic predators, and the only viable strategy is to invest heavily in security prevention and rendering their tactics ineffective."
Horrible histories
Ransomware groups are known for their abhorrent tactics and remorselessness when the impact of their financially driven attacks goes beyond the pale.
From targeting children's hospitals like Alder Hey, to leaking pre-op surgery pictures from plastic surgeons' offices, a moral compass is not a quality often exhibited by these kinds of individuals.
Qilin's attack on Synnovis, a pathology services provider to NHS hospitals in London, last year resulted in thousands of missed appointments, altered procedures for cancer patients, and one death, it was confirmed over the summer.
The group told The Register at the height of the healthcare chaos it caused that it had no regrets over carrying out its attack. (r)
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    Harness pitches AI agents as your new DevOps taskmasters

    
Productivity gains promised, but humans still expected to audit the bots    


    
        By 
Tim Anderson        
    

    
        Posted in AI + ML,
        
            25th September 2025 16:48 GMT
        
    


    
At its Unscripted event in London, DevOps company Harness presented its latest AI-driven modules, including an AI pipeline builder, AI test automation, autonomous code fixing when builds fail, AI AppSec (application security) and even AI-driven chaos testing, where resiliency is tested by introducing random failures.
According to Harness, software teams spend only 30-40 percent of their time on planning and coding, the rest being consumed by testing, securing, deploying, and optimizing applications. The implication is that big productivity gains are possible by extending AI assistance to these post-coding processes.
[image: Harness CEO and co-founder Jyoti Bansal presents at Unscripted in London]
Harness CEO and co-founder Jyoti Bansal presents at Unscripted in London


Given that AI is non-deterministic and vulnerable to issues including hallucination and prompt injection, is it safe to entrust security-critical DevOps processes to the technology?
CEO and co-founder Jyoti Bansal told us that hallucination is more likely with generic use of large language models (LLMs) than with the Harness AI agents. Given a task such as creating a build and deployment pipeline, "our agents will break the tasks into smaller tasks, and we have purpose-built agents for those smaller tasks," he said. "These agents also cross-verify each other's output."
Another key factor is context, he said, knowledge of the organization, and of "the things you've done in the past, your builds, your security tests, your code changes, your services and their dependencies. That is used by the agents... so you don't have inaccuracies and hallucinations."
Further, he assured us, "none of this is done without human input... our AI is not doing the deployment to production. Our AI is creating the deterministic pipeline to do the deployment to production." Non-determinism cannot be completely removed, he said, but after the AI has created an automation, "you audit it, you review it, its compliance, its governance... We are not doing the deployment through AI, we are creating the deployment pipeline and automation through AI. Then it is deterministic and repeatable, because there is no AI when you're running it."
The matter of human checking, sometimes described as the "human in the loop," is difficult, though. During the keynote for the event, Bansal described how non-experts who could not previously create user interface tests could now do so by describing in plain English what was required. He also said that the use of AI-generated code meant that the volume of code might be as much as four times greater than before, making it hard for a human to check every line. "That's why you need the check and balance process to be much more robust," Bansal told us. "The entire process has to improve significantly, all the testing, deployment, rollback, governance, compliance, everything around it."
Given that, on the Harness platform, all these processes could themselves include AI, does that mean we are asking AI to check its own output?
"You can have AI check what AI has done, but I would always recommend that you need two different AIs. Don't trust one AI to do both, the way you wouldn't trust one person to do your accounting and the same person to do auditing."
A related issue is that the human skills needed to verify code or complex processes may themselves be harder to find if people become more reliant on AI.


	Google-sponsored DORA report reframes AI as central to software development


	GitHub moves to tighten npm security amid phishing, malware plague


	RubyGems maintainer quits after Ruby Central takes control of project


	Cloudflare DDoSed itself with React useEffect hook blunder


"I think engineers need AI taskmaster kind of skills," Bansal told us. "Good engineers have to understand what to ask AI, and how to do it better and properly... those are becoming the top skills."
Using AI, he said, is "an iterative process. You ask AI something, you review it, then you ask it to do something, then you review it. That becomes your skill, and I think that will be the core of how software engineering is done."
It is reminiscent of the conclusions in the latest Google DORA (DevOps Research and Assessment) report, and indeed the DORA research was referenced in the Unscripted keynote.
There is one piece of good news for AI skeptics. AI in the Harness platform is optional. "You can turn off everything in AI, and you can also turn it on in pieces," Bansal said. "You can say, I'm fine for AI for testing but I don't want AI for my security runtime protection. You can also do it for different teams and applications... there are different degrees of comfort and skepticism, and we allow for that."
The Harness DevOps platform runs on Kubernetes, with a control plane either in the cloud or on-premises (80 percent cloud, according to Bansal), and Delegate workers, which always run on-premises or on an organization's virtual private cloud. There are free plans for small teams, an Essentials plan for up to 500 users at $30 per user per month, and an Enterprise plan typically for $100K-200K annually. (r)
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    DARPA wants AI to know when it's being an energy hog

    
New research program seeks 'energy-aware' ML that balances performance with power draw    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in AI + ML,
        
            25th September 2025 16:07 GMT
        
    


    
It's notoriously difficult to consistently measure the energy usage of AI models, but DARPA wants to put an end to that uncertainty with new "energy-aware" machine learning systems. 
The Mapping Machine Learning to Physics (ML2P) program, which opened solicitations on Tuesday, aims to do something that's simple, at least on paper. It wants to map the efficiency of various forms of machine learning directly to, as the name suggests, physics. In this case, it will use "precise granular measurements in joules," the Defense Advanced Research Projects Agency said.
"Today when we build machine learning models, we only optimize for performance, and we miss other characteristics. A very important characteristic is how much energy it's using," ML2P founding program manager Bernard McShea said in a video accompanying a press release about the program DARPA published on Wednesday. 
"What we want to do is consider mapping machine learning model performance to physical characteristics," McShea added. "We want to do this so we can balance model performance with the amount of resources it's taking up."
For DARPA, concerns over AI energy usage are particularly pertinent given the battlefield and edge uses of the technology that the Pentagon wants to get in the hands of soldiers. In the field, systems are generally battery powered, and if they're not optimized for a balance of performance and energy usage, warfighters might find themselves coming up short.
"We want to move beyond optimizing just for accuracy and instead understand, for every joule of electricity, what level of performance we're getting back," McShea said. "That will enable us to build AI that is smarter, leaner, and more useful to the warfighter."
The ML2P team doesn't intend to stop there, however. Any performer selected for the program will have to release their documentation, algorithms, code, and tutorials under a permissive open-source license. So the tools they build to help AI track its own energy use will be made available to the wider research community.
"The key transition objective of ML2P is to make ML2P software the gold standard for ML construction and simulation of power usage and trade-offs," McShea told The Register in an email. 


	AI's power trip will leave energy grids begging for mercy by 2027


	Fire up the gas turbines, says US Interior Secretary: We gotta win the AI arms race


	Interactive IEA tracker shows where AI is guzzling the most energy


	AI giants call for energy grid kumbaya


Others have tried to estimate AI energy usage before, but those figures are often incomplete because researchers lack visibility into the closed-source models that dominate the field. Factors like hardware, workload type, location, and even operating conditions can all influence the energy used per query. McShea said that he wants ML2P to account for all of those upstream and downstream machine learning design choices and return accurate, real-world data. 
"ML2P will redefine power to be a 'first-class citizen' throughout the ML life cycle," DARPA added in its program solicitation document. 
Selected performers will have their work cut out for them, and they'll be on a tight schedule to get their tasks done. DARPA plans to divide ML2P into two 12-month phases. The first six months will be devoted to experiment setup, and the remaining 18 months of the two-year program will be used to gather experimental data on whatever methods teams develop. Starting in month seven, a government test-and-evaluation team will run in parallel for the remainder of the program to validate performers' findings and identify which approaches work best. 
McShea also hopes ML2P can lead to the development of more energy-efficient AI hardware. 
"By enabling principled simulation of machine learning model performance on general-purpose compute systems, it could provide insights into how hardware should be optimized for AI workloads," McShea said.
Interested parties, who DARPA wants to draw from disciplines including electrical engineering, mathematics, logic, machine learning, and others, will have until December 8 to submit their proposals for a slice of the expected $5.9 million ML2P budget. (r)
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    EU probes SAP over alleged software support stranglehold

    
While EC suspects vendor's practices stifle competition, it argues it is in line with industry standards    


    
        By 
Lindsay Clark        
    

    
        Posted in Software,
        
            25th September 2025 15:29 GMT
        
    


    
The European Commission has launched a formal investigation into SAP's behavior in the aftermarket for maintenance and support services in Europe.
Following a preliminary investigation, the executive branch of the European Union said there were grounds to consider whether the enterprise application behemoth may have distorted competition in the lucrative aftermarket for on-prem software support.
In a prepared statement, Teresa Ribera, EC executive vice-president for clean, just and competitive transition, said: "Thousands of companies across Europe use SAP's software to run their business, as well as its related maintenance and support services. We are concerned that SAP may have restricted competition in this crucial aftermarket, by making it harder for rivals to compete, leaving European customers with fewer choices and higher costs.
"This is why we want to have a closer look at SAP's potentially distortive business practices, to make sure that companies that rely on SAP's software can freely choose the maintenance and support services that best fits their business needs."
An SAP spokesperson said that the new proceedings are based on maintenance and support policies that follow well-worn standards that are common across the global software sector. "SAP believes that its policies and actions are fully in line with competition rules. However, we take the issues raised seriously and are working closely with the Commission to resolve them," they said.
SAP said it did not expect its engagement with the EC would result in material impacts on its financial performance.
"As a major European player in a very dynamic global industry, SAP is committed to open competition. We trust the European Commission will aim for a quick and fair conclusion to these proceedings," the spokesperson said.
The Commission's concerns, resulting from the early investigation, include SAP's requirement that customers seek maintenance and support services from SAP for all their SAP on-premises ERP software, and choose the same type of maintenance and support under the same pricing conditions for all their SAP on-premises ERP software. The EC argues that this may stop customers from "mixing and matching" services from different suppliers at different prices and support levels.


	SAP's 'simplified' licensing leaves users more confused


	User group says SAP's licensing models make cloud migration harder


	Users in SAP's heartland call for greater license transparency


	SAP splashes EU20B on Euro sovereign cloud push


The EC also said that SAP prevents customers from terminating maintenance and support services for unused software licenses, which it argues could result in customers paying for unwanted services.
SAP also systematically extends the initial term of on-premises ERP licenses without allowing termination of maintenance and support, the EC said.
Additionally, the Commission took issue with the fact that SAP charges for reinstating maintenance deals and allegedly for back-maintenance if customers take a break from SAP support arrangements.
"In some cases, these fees correspond to the amount customers would have paid if they had stayed with SAP all along," the EC said.
Valued at about EU275 billion, SAP is the dominant supplier of enterprise software in Europe, with many of the continent's largest manufacturers and industrial companies relying on its ERP systems. Since early 2021, it has been pushing a strategic initiative to move customers to the cloud and Software-as-a-Service. The company has said it will not offer mainstream support for widely used legacy ERP system ECC beyond 2027 and only offer extended support - at a 2 percent premium - until the end of 2030.
While third-party support is available for SAP systems, German-speaking user group DSAG said recently that users should be aware they might lose out on discounts should they wish to rejoin the vendor's upgrade path. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2025/09/25/ec_probe_sap_support/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2025/09/25/open_source_to_closed_doors/
    

    Open source to closed doors: RubyGems control fight erupts

    
Ruby Central is accused of ousting maintainers from core gems under pressure from Shopify    


    
        By 
Carly Page        
    

    
        Posted in Devops,
        
            25th September 2025 14:40 GMT
        
    


    
Ruby Central is said to have quietly snatched control of several flagship Ruby open source projects from their long-time maintainers without their consent, following pressure from Shopify, one of its biggest backers.
The allegations were detailed by Joel Drapper, a Ruby developer and open source maintainer who previously worked at Shopify. They suggest a coordinated takeover of the RubyGems and Bundler ecosystems, and may deepen fractures in the Ruby community. 
The controversy follows a story earlier this week about Ruby Central's assumption of control over RubyGems infrastructure. What's new in Drapper's expose is the assertion that Shopify, a major corporate user and sponsor in the Ruby ecosystem, applied financial and governance pressure to force Ruby Central's hand - effectively turning the nonprofit into a proxy for corporate interests.
According to Drapper, Ruby Central had already been financially strained. A major sponsor, Sidekiq, allegedly withdrew a $250,000/year commitment after Ruby Central "platformed" Rails creator DHH (David Heinemeier Hansson) at RailsConf 2025, leaving it heavily dependent on Shopify's chequebook. 
In that context, Shopify allegedly demanded that Ruby Central assume full ownership of the RubyGems GitHub organization and certain core gems - including 'bundler' and 'rubygems-update' -  threatening to cut funding if the move did not occur.
In a series of events beginning on 9 September, an alleged plan was executed. HSBT (Hiroshi Shibata), a Ruby infrastructure maintainer, renamed the RubyGems GitHub enterprise to "Ruby Central," added Marty Haught as a new owner, and demoted permissions for other maintainers. When questioned, HSBT reportedly declined to reverse the action without Haught's permission. On 15 September, some of the changes were rolled back, but Haught remained in an ownership role, despite other maintainers having never agreed to his appointment.
By 18 September, maintainers were removed entirely, including from administrative access, and their GitHub organization and email accounts were deactivated, with ownership of the critical gems revoked. Among those caught in the purge was Andre Arko, a veteran RubyGems contributor who was on call for the RubyGems.org service at the time. 
Drapper says the Ruby Central board had voted in favor of the takeover despite objections from maintainers and arguments that alternative paths, such as forking, remained viable. He also presents evidence that Shopify had prepared its own on-call rotation to take over operational responsibilities immediately after the takeover, anticipating the disruption. 
In particular, he suggests that Shopify insisted that Arko, long a backbone of the RubyGems project, must not be allowed back into the project. 
Ruby Central's official response, published several hours after the allegations surfaced, frames the move as a necessary step to secure the Ruby supply chain. 
"To strengthen supply chain security, we are taking important steps to ensure that administrative access to the RubyGems.org, RubyGems, and Bundler is securely managed," the organization said. "This includes both our production systems and GitHub repositories. In the near term, we will temporarily hold administrative access to these projects while we finalize new policies that limit commit and organization access rights."
In a video address, Ruby Central's executive director, Shan Cureton, claimed that the takeover was tied to demands from sponsors and companies dependent on Ruby tooling, who raised concerns about supply chain and access issues. She said Ruby Central attempted to reach an agreement with maintainers but ran into time constraints. 


	Laravel inventor tells devs to quit writing 'cathedrals of complexity'


	WordPress bans WP Engine from sponsoring or participating in user groups


	OpenSSF warns that open source infrastructure doesn't run on thoughts and prayers


	Programmers: you have to watch your weight, too


However, Drapper's sources insist the Zoom meeting between maintainers and Haught was focused on ownership, not security, and that no maintainers had objected to Ruby Central controlling the production service infrastructure itself.
Drapper also highlights the case of Ellen Dash (aka duckinator), a decade-long RubyGems maintainer who quit after the lockout, calling the removal of maintainers "hostile."
In parallel, Arko and others are launching a new effort, Spinel, to develop alternative Ruby tooling. Spinel's 'rv' project aims to supplant elements of RubyGems and Bundler with a more modular, version-aware manager. Some in the Ruby community have already accused core Rails figures of positioning Spinel as a threat. For example, Rafael Franca of Shopify commented that admins of the new project should not be trusted to avoid "sabotaging rubygems or bundler." 
Much remains murky. Drapper says he's uncertain how every board member voted, and admits that he cannot yet confirm the involvement of other major players beyond Shopify. What's clear is that Ruby Central's board, knowing exactly what was at stake, decided to take control from maintainers who had nurtured the projects for years - and did so rapidly. (r)
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    Google reminds EU that Microsoft's cloudy licensing still stinks a year later

    
Mountain View gripes over slow-moving regulators while Redmond rakes it in    
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Google is like a dog with a bone over Microsoft's cloud licensing policies, not letting Euro regulators forget about what it sees as anti-competitive practices that penalize those wanting to run Windows software on rival cloud platforms.
The ad and cloud tech giant says it has been a year since it filed a formal complaint with the European Commission about Microsoft, and seems frustrated with the progress - or lack of it.
Google's gripe centers on the licensing strategy that Microsoft operates regarding widely used software, including Windows Server and SQL Server. This makes it more expensive to run these products on certain clouds, notably those seen as key rivals for its own Azure cloud service, such as Google Cloud and Amazon Web Services (AWS).
In particular, Microsoft permits customers to reallocate on-prem licenses they hold for software such as Windows Server to cloud-based instances running on Azure - but those wanting to do the same on AWS or Google must pay for new licenses. This means it costs up to five times as much to move legacy workloads to a rival's cloud, Google claims, serving as a major incentive for companies to choose Azure instead.
This hasn't escaped the attention of some regulatory authorities, with the UK's Competition and Markets Authority (CMA) finding last year that Microsoft's licensing was restricting cloud choice, although it has yet to impose any measure to remedy this.
The US Federal Trade Commission also kicked off an antitrust investigation into Redmond late last year.
In Europe, the Cloud Infrastructure Service Providers in Europe (CISPE) trade group representing 27 cloud operators filed its own formal complaint with the European Commission over Microsoft's licensing in 2022.
Redmond averted that crisis by doing a deal with CISPE, after which the organization withdrew its complaint. This included a payout and, latterly, different terms.
Following that deal, Microsoft was also allowed to join CISPE itself, which we guess means there won't be any further complaints coming from that quarter.
However, it did not undo the licensing restrictions on the so-called listed providers such as AWS and Google, and led to accusations that CISPE had been bought off. Google in particular expressed its unhappiness with the deal.
"Despite regulatory scrutiny, it's clear that Microsoft intends to keep its restrictive licensing policies in place for most cloud customers. In fact, it's getting worse," Google claims in a blog post marking the anniversary of the complaint being filed.


	EU cloud gang wins Microsoft concessions, but fair software licensing group brands them 'stalling tactic'


	Microsoft offers EU cloud providers fresh commercial terms, staves off risk of litigation


	Microsoft facing multibillion legal claim over how it sells software


	Legal clock ticking for Microsoft over alleged software license abuses


"While some progress has been made, restrictive licensing continues to be a global problem, locking in cloud customers, harming economic growth, and stifling innovation."
But the problem is that regulators move at a leisurely pace - it is two years since the CMA announced it would conduct an investigation into competition in the UK cloud services market, for example.
It is also two years since Amit Zavery, then vice president, general manager and head of platform at Google Cloud, warned The Register that regulators were taking too long to settle matters such as this, and said it was already too late in the collaboration services market, where Microsoft had basically won.
Redmond had offered to unbundle Teams from Office/Microsoft 365 after a complaint to the European Commission from rival provider Slack. Zavery said this was "too little, too late," as Microsoft had already amassed an installed base of hundreds of millions of Teams customers.
"In the year since our complaint to the European Commission, our message is as clear as ever: restrictive cloud licensing practices harm businesses and undermine European competitiveness. To drive the next century of technology innovation and growth, regulators must act now to end these anti-competitive licensing practices that harm businesses," Google concludes on its blog.
We asked Microsoft for its response to the complaint over its licensing practices, and a spokesperson told us:
"Microsoft settled amicably similar concerns raised by European cloud providers, even after Google hoped they would keep litigating. Having failed to persuade European companies, we expect Google similarly will fail to persuade the European Commission." (r)
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    Oracle saddles up with $18B debt amid AI infrastructure gamble

    
Ballooning leverage and shaky customer funding could strain Big Red's balance sheet    
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Oracle has raised $18 billion in debt, which could help fund massive datacenter investments aimed at meeting surging demand from AI model builders and enterprise customers.
[image: Railway crash]
AI hype train may jump the tracks over $2T infrastructure bill, warns Bain

READ MORE
According to Securities and Exchange Commission filings yesterday [PDF], Big Red sold the bonds to raise cash for a number of activities including capital expenditures.
The move follows Oracle's first quarter results from earlier in the month, when it stunned the stock market by announcing it had bagged cloud contracts, signed but not yet paid for, worth $455 billion.
Later, credit rating agency Moody's noted that to provide that kind of capacity, Oracle would have to rely on debt. In commentary attached to a research note, Moody's said it expects the costs to buy equipment and secure real estate and utilities "will be enormous."
"Whether these will be financed through traditional debt, leases, or highly engineered financing vehicles, the overall growth in balance sheet obligations will also be extremely large," the analyst said. "We generally treat leases and many structured vehicles as debt-like obligations and include them in debt-related metrics."
In July, Moody's changed its outlook on Oracle to negative, although the rating itself stayed the same. The new outlook reflected "the expectation of continuing elevated leverage and increasingly negative free cash flow as Oracle materially ramps up its AI infrastructure business."
Announcing Oracle's results, Safra Catz, then CEO, said the erstwhile database and application vendor had lined up cloud deals with OpenAI, xAI, Meta, Nvidia, AMD, "and many others."
As if to prove the point, reports suggest that OpenAI will pay Oracle $300 billion over five years to fuel the LLM poster child's ambitions by providing five gigawatts of compute capacity.
Additional deals benefiting Oracle's cloud ambitions include its arrangement to provide cloud infrastructure and storage to video sharing giant TikTok in the US and its involvement in the US government's ambitious Stargate AI project. Neither of these projects have revealed the specific pie-slice destined for Big Red.
Where some of Oracle's customers will get the money needed to service its now huge debt is an open question.


	Europe's largest city council delays fix to disastrous Oracle system once more


	Monty Widenius 'heartbroken' at the extent of Oracle's MySQL job cuts


	Oracle gets to store US users' TikTok data, says Trump


	Mega-and-MAGA deals position Oracle's Larry Ellison to overtake Elon


While Meta may have positive cash flow, OpenAI is still reliant on funding. Its exact position remains vague. It might have as much as $60 billion from VCs and other companies, including Microsoft.
Earlier this week, OpenAI and Nvidia signed a letter of intent for the chipmaker to invest up to $100 billion in the GenAI firm, but only if it keeps buying Nvidia chips.
Others have noted a shadow falling over the GenAI funding on which Oracle will rely. Management consultants Bain said the total infrastructure bill to meet industry expectations for AI would be $2 trillion in revenue by 2030.
However, it also said that even if companies shift all of their on-premises IT budget to the cloud, and reinvest any projected savings from AI productivity gains into capital spending on new datacenters, the total amount available would be $800 billion short of what's needed.
Moody's said Oracle's AI infrastructure business has "tremendous potential" but added that the "exponential growth and the already high debt burden at Oracle could result in an extended period of high leverage and negative cash flow."
As Moody's noted, Oracle's assumptions about the financing of its datacenter build program relies "on the AI companies committing to pay for these resources and being able to pay for years to come," a so-called counterparty risk.
"Given the lack of financial information about the potential counter parties, this risk assessment is subjective at best," the research commentary said. (r)
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    Zero-day deja vu as another Cisco IOS bug comes under attack

    
The latest in a run of serious networking bugs gives attackers root if they have SNMP access    
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Cisco has confirmed a new IOS and IOS XE zero-day, the latest in a string of flaws that attackers have been quick to weaponize.
Cisco's IOS, the networking software workhorse running across countless switches and routers, has long been a punching bag for attackers, most notably in a 2023 spree that left thousands of boxes compromised.
The networking behemoth added yet another high-severity IOS flaw to the tally this week. Tracked as CVE-2025-20352, the vulnerability lives in the Simple Network Management Protocol (SNMP) subsystem and can be tripped with a malicious packet over IPv4 or IPv6 whenever SNMP is enabled.
Attackers with low-privilege SNMP creds can crash a device, while those with higher-privilege access can run arbitrary code as root - a straight shot to total box compromise.
"The Cisco Product Security Incident Response Team (PSIRT) became aware of successful exploitation of this vulnerability in the wild after local Administrator credentials were compromised," the company said. "Cisco strongly recommends that customers upgrade to a fixed software release to remediate this vulnerability."


	Indian court stops streaming hearings on social media to protect lawyers from mean memes


	This Patch Tuesday, SAP is the worst offender and Microsoft users can kinda chill


	CISA sounds alarm over TP-Link wireless routers under attack


	US puts $10M bounty on three Russians accused of attacking critical infrastructure


Cisco hasn't named the culprits behind the exploitation or disclosed how widespread the attacks are, and it also failed to respond to The Register's questions in time for publication.
There's no clever workaround this time, and the only reliable mitigation is to patch. Cisco suggests admins can buy themselves a little time by restricting SNMP access to trusted management hosts, but that's cold comfort if the attacker is already inside the fence. 
Alongside this fix, Cisco bundled updates for a cross-site scripting vulnerability and a denial-of-service flaw, though CVE-2025-20352 is the one that is raising the alarm bells.
Given Cisco's track record of IOS zero-days being hammered in the wild, anyone leaving this one until the next maintenance window is taking a gamble they'll probably lose. (r)
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Performance of new version mostly good, but future uncertain    
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The bcachefs file system, now "externally maintained" outside the Linux kernel codebase, offers packages of its first version to be loadable on the fly.
The development of bcachefs has been officially jettisoned from that of the Linux kernel itself. At present, the work-in-progress kernel 6.17 still contains bcachefs code, but unmodified from the 6.16 release. In response, the project has published its first set of packages of a version that can be dynamically loaded as a DKMS module, as promised a couple of weeks ago in an email from project lead Kent Overstreet.
It's available as an APT repository, which for the time being limits it to the Ubuntu and Debian family of distros.
This is the code that would have been the newer revision inside kernel 6.17 - but Linus Torvalds banished it last month. This means that if you test on the current release candidate of kernel 6.17, there are two different versions of bcachefs available: the built-in one, which is the same code as in kernel 6.16, and alternatively the newer version available in the dynamically loaded DKMS code.
Linux benchmarking site Phoronix recently ran a set of performance tests comparing all the built-in file systems in 6.17, and bcachefs did not fare well. We counted 16 tests across five pages of graphs, and bcachefs was the slowest or next-to-last in all of them. Phoronix repeated the tests with the new DKMS version, and it does comparatively better. In multiple tests, the new version is about twice as fast, and ranks in the middle of the pack.
So moving to DKMS has not directly harmed it, and the new version is performing considerably better. There's still room for improvement, but this young and not yet highly optimized code is progressing nicely.
openSUSE changes position
Since we reported that openSUSE was dropping bcachefs support, Overstreet has talked to the kernel maintainers there too. It looks like the company's hard-line stance has been toned down. For now, there is a patch to the openSUSE kernel that prints a warning message:


bcachefs will be removed from the SUSE kernel in 6.18.


This kernel may be missing critical bcachefs fixes, due to its mainline transition to "externally maintained" status.


See also: https://bugzilla.opensuse.org/show_bug.cgi?id=1248109




	I'm out, says OpenSUSE: We're dropping bcachefs support from next kernel version


	Linus Torvalds hints bcachefs may get dropped from the Linux kernel


	SystemRescue 12 lands with added bcachefs support


	Public developer spats put bcachefs at risk in Linux


The comments in the openSUSE bugzilla entry listed there show that the change is under consideration. After Overstreet chimed in on the openSUSE Factory mailing list, it now looks like openSUSE Tumbleweed won't remove bcachefs when kernel 6.17 ships. Developer Jiri Slaby said:


After discussing with Kent, I am for disabling only in 6.18. They should be ready having DKMS, someone could have a KMP packaged at that point.


This is good news for Tumbleweed users, as well as for bcachefs itself.
There may be trouble ahead...
Not all the news trickling out is good, though. Long-time kernel developer Christoph Hellwig submitted a patch to linux-next that would remove support for the write_cache_pages API from kernel 6.18 and later.
The proposed change is that with the removal of bcachefs, nothing uses it any more. NTFS3 is now built in and OpenZFS can't be included and never will, unless Oracle decides to re-license it - which is unlikely.
Hellwig has occasionally featured on The Register for a decade or more, since he accused VMware of ripping off Linux kernel source code in 2015. In a 2016 follow-up, we referred to him as an "ace kernel developer."
It could be said, though, he's no diplomat. More recently, The Reg reported that he likened mixing Rust and C in the Linux kernel to cancer.
It does look like removing this API would make life very much more difficult for file systems whose code does not form part of the kernel source code. Even if no built-in code uses it, we'd prefer not to see OpenZFS and bcachefs crippled by its removal.
Bootnote
When it looked like bcachefs would be excommunicated, we reported on criticism by Meta kernel developer Josef Bacik, who praised Btrfs and whose criticisms of Overstreet we felt were among the more savage. The personality clashes to which we referred were not only those between Torvalds and Overstreet.
Just a couple of weeks later, Bacik announced on Mastodon that he was leaving Meta and stopping his kernel development efforts. Instead, he's going to work for cash bonfire owners Anthropic. (r)
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SAP experts are doubting the enterprise software giant's message that it is simplifying licensing after the changes were discussed at the German-speaking user group conference.
One licensing expert said SAP was trying to split the market for net new customers and existing customers with its changes, while encouraging them to move to the cloud, invoking nostalgia by resurrecting the Business Suite moniker, well known 20 years ago. Another analyst said SAP's definitions of public and private cloud lacked a meaningful definition.
Last week, German-speaking user group DSAG called for licensing transparency after the ERP vendor ended its RISE with SAP product package, replacing it with SAP Cloud ERP Private package, with pricing based on the Full-Use-Equivalent metric (FUE), which differs from on-prem and public cloud metrics.
At the time, an SAP spokesperson told The Register: "SAP has always been committed to making conditions for its customers as simple and straightforward as possible. We maintain close communication with our customers and user groups around the world to ensure processes run smoothly and with minimal effort. We are therefore confident that, together with our customers, we can shape these processes to their satisfaction."
However this week, Jens Gleichmann, managing director of German SAP consultancy Crossload, said users are struggling to understand how this will simplify their licensing.
"It's not getting more simple, it's getting more complex," he told The Reg. "During SAP's DSAG presentation, there was a lot of humor and a lot of laughing because the SAP representative presented that it was all being simplified, and every single slide was so complex, and when you looked at the audience, the eyes got bigger and bigger."
"The pricing model, regardless of public or private, is still not really transparent. It is so complex. They have also introduced a new AI unit, Premium AI, based on a per user, per month, or per request or record. Sure, it may be more granular for some smaller customers, but before you had nine tiers and now you have 14 tiers for SAP Cloud ERP private pricing."
Last year, SAP angered users by suggesting innovation such as its AI agent, Joule, would be available only on S/4HANA in public or private clouds to bolster its RISE with SAP cloud migration program.
But despite SAP's efforts - including the four years of the RISE with SAP cloud transition package - many customers still remain on long-standing legacy ERP system ECC. Gartner numbers from earlier in the year showed some 61 percent of users of ECC had yet to license the latest S/4HANA software.
Gleichmann said customers still on ECC would not be motivated by innovation. "They've been running old products for years, and I don't think they are ready to go to any cloud because of innovation. They just want to run the business ERP system. When you ask them, they are not signing RISE contracts because of innovation. When you ask the customers, do you really need innovation, most of them will say, 'we don't need it.' The most common reason they signed the RISE with SAP contract is because SAP is telling them the discounts are getting less, and if they wait three years, it can get really expensive. SAP's strategy is crystal clear, but not all customers will follow it due to their own agenda and priorities."


	User group says SAP's licensing models make cloud migration harder


	Users in SAP's heartland call for greater license transparency


	Critical, make-me-super-user SAP S/4HANA bug under active exploitation


	SAP splashes EU20B on Euro sovereign cloud push


Sharon Ryan, licensing expert and partner with SAP advisory firm Xactitud, agreed SAP was adding to the complexity of its licensing, not simplifying it.
"SAP now has different license models for SAP Cloud ERP, Private Edition (FUE) and SAP Cloud ERP (per user per month). The only reason I can think of why SAP decided this path is to clearly split the target market between the two - SAP Cloud ERP, Private Edition (FUE) for existing customers and SAP Cloud ERP for net-new."
She said the licensing under the revival of Business Suite in the cloud had a ring of familiarity.
"Interestingly, the individual solution packages available to SAP customers under SAP Cloud ERP - SAP Finance, SAP Supply Chain, SAP Core HR and so on, with the nested licenses per package - are not dissimilar to the mySAP Individual Solutions user license model available at the turn of the century. Then, customers needed to purchase one license per user per module such as mySAP ERP, my SAP CRM, and mySAP SCM for example. For SAP Cloud ERP, SAP seems to have introduced a combi-license for some of the lower-level functionality. However, if users require higher-level functionality for two packages, they may require two licenses."
"This, coupled with the reintroduction of the concept of SAP Business Suite, suggests SAP is leveraging customer nostalgia and familiarity to accelerate their transition to the cloud."
One industry analyst, speaking off the record, said SAP was chasing so many trends that users could no longer take terms like "cloud" or "private" at face value. They said that "cloud" might not even refer to where the system is deployed. For example, SAP distinguishes between running S/4HANA on SAP's chosen hyperscalers (Cloud Private Edition, managed by SAP and partners) and customers running the same software on their own hyperscaler infrastructure (which SAP still categorizes as on-premises).
"Neither does 'cloud' refer to the type of software used as SAP use for both cloud-native public editions and cloud-enabled private editions," they said.
"The only consistent binary definition I can see between their ever-changing names is SAP favoring a subscription model with no exit process. So with such vague meanings, the phrase 'private cloud' doesn't mean anything." (r)
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Travelers including Britons and Americans visiting most European countries will have to register their fingerprints and faces under a system that goes live next month.
The European Union will phase in its Entry/Exit System (EES) between October 12 and April 10. It covers short-term travel by non-EU citizens to the 29 Schengen area countries that share border controls. The area includes all EU countries plus Iceland, Norway, and Switzerland, but not Cyprus and the Republic of Ireland.
Non-EU citizens over the age of 11 will have to register their fingerprints, facial images, and passports on reaching a Schengen border, creating a free-of-charge EES record that will be retained for three years. Those with records will then provide a fingerprint or facial scan when crossing a Schengen border, in many cases replacing the current system where border guards eyeball passengers and ending the practice of getting your passport stamped with a picture of a plane, train, or boat.
The EU says EES will make border checks more efficient, improve security, and make it easier to enforce its short-term visa rule that non-EU citizens can spend at most 90 of every 180 days in the Schengen area.
The system, which is going live several years later than originally planned, will be run by the European Union Agency for the Operational Management of Large-Scale IT Systems in the Area of Freedom, Security and Justice - with the friendly acronym eu-LISA - based in Tallinn, Estonia. It will collect passport data including name and date of birth, date and place of each entry and exit, and whether entry was refused, with facial images and fingerprints stored in a biometric matching service.
EES will retain most records for three years, although if no exit is recorded, it will keep them for five years from the expiry of the authorized stay.
European Digital Rights, a group of campaigning organizations, said in 2018 that although the plans were an improvement on the initial version, the levels of data collection were still disproportionate and unnecessary.


	EU's cyber agency blames ransomware as Euro airport check-in chaos continues


	Big clouds scramble as EU Data Act brings new data transfer rules


	EU court's dismissal of US data transfer challenge raises privacy advocates' ire


	Transatlantic chip war fizzles as EU and US framework confirms 15% tariff cap


Most people will register when reaching the Schengen area, but Britain hosts European border controls at Dover for ferries, Folkestone for drive-on Eurotunnel trains, and St Pancras in London for Eurostar passenger trains.
The UK government has provided the Port of Dover, Eurotunnel, and Eurostar with PS3.5 million each for registration kiosks and infrastructure.
Eurostar will initially invite premier ticket holders and club members to register with EES, then extend the system to all passengers traveling through St Pancras and Paris Gare du Nord in January. The company has installed 49 kiosks at St Pancras and says registration should take two minutes.
Eurotunnel told the Financial Times it has spent PS80 million on EES kiosks and technology as well as taking on 120 people to help passengers use the self-service system. It will start applying the system to coaches and lorries from October and cars by the end of this year, with specific bays for drivers to park in while registering.
In the last quarter of 2026, the EU will also introduce a EU20 three-year visa waiver, the European Travel Information and Authorisation System (ETIAS), for travel to the 29 Schengen countries and Malta. This will cover most citizens of visa-exempt countries including Australia, Canada, the UK, and the US. (r)
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    Empty shelves, empty coffers: Co-op pegs cyber hit at PS80m

    
Supermarket says the hack that shut down systems and emptied shelves has turned profits into losses    
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The Co-operative Group has revealed the cyberattack that knocked its systems offline earlier this year will leave it nursing an PS80 million hangover. 
The registered society - owned by members not shareholders - includes a food retail biz and provides legal, funeral and insurance services.
Today it said the breach, which struck in April and forced it to shut parts of its IT systems, has so far cost it PS206 million in lost revenue, with Co-op taking an PS80 million profit hit in the first half of 2025.
As a result, Co-op slumped to an underlying operating loss of PS32 million, a sharp swing from the PS47 million profit it notched up a year ago.
The losses, reported on Thursday, include a PS20 million one-off payment that Co-op has yet to explain. The company has yet to respond to The Register's request for comment.
If Co-op did pay a ransom to criminals, it didn't do much good. Co-op confirmed in July that attackers had stolen the personal details of all 6.5 million of its members, including names and contact information, although the company said no payment card or transaction data was compromised. 
Co-op insists its defences stopped the attackers before they could unleash full-blown ransomware across its production systems, sparing it from an even bigger shakedown. That didn't stop the chaos: supply chains jammed, some shelves went bare, and back-office operations seized up.
The retailer was forced to offer members discounts - PS10 off a PS40 shop - to lure them back after weeks of disruption. The breach has triggered investigations by regulators, with the Information Commissioner's Office expected to probe how so much personal data was exposed.
Chief executive Shirine Khoury-Haq tried to put a brave face on the mess, insisting the group's structure gave it the means to weather the storm.


	M&S warns of PS300M dent in profits from cyberattack


	Politicos: 'There is a good strong case for government intervention' on JLR cyberattack


	UK's Co-operative Group to centralise IT teams across various divisions, warns redundancies 'inevitable'


	Sainsbury's eyes up shoplifters with live facial recognition


"When we experienced a significant cyber attack, that financial strength allowed us to respond as a member-owned organization," she said. "I'm very proud of how we reacted: we kept trading, prioritized colleagues and vulnerable communities, and launched a partnership with The Hacking Games to tackle youth disenfranchisement - the root of many cyber threats."
Law enforcement has moved unusually quickly in the wake of the Co-op attack. The UK's National Crime Agency arrested four suspects, three Brits and one Latvian, accused of involvement in a spree of attacks against Co-op, Marks & Spencer and Harrods. 
The group is believed to be associated with Scattered Spider, a loose-knit crew of mostly UK and US hackers blamed for a string of high-profile breaches. Reports suggest the attackers used social engineering tricks to dupe help desk staff into resetting credentials, thereby gaining entry into corporate networks.
Co-op reckons the worst of the hack is behind it, saying it expects to see a "reducing level of cyber impact" in the second half of the year. Still, management cautioned that cost pressures, volatile markets and stiff competition will keep the squeeze on, even as it tries to convince members and markets that the breach is finally under control. (r)
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Guidance follows privacy complaints over sharp increase in police searches of travel doc and visa pic libraries    
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The Home Office has told police forces to check their own photo databases before asking it to search its libraries of passport and visa facial images, as well as avoiding urgent requests "unless it is absolutely necessary."
In new guidance for its passport counter fraud officers and caseworkers in its Immigration Fingerprint Bureau, the Home Office details the hoops that law enforcement officers (LEOs) need to jump through to get an image checked against the huge facial databases used for UK passports and visas.
It follows privacy campaign groups Big Brother Watch and Privacy International issuing pre-action legal correspondence to the Home Office and the Metropolitan Police, along with a call for a moratorium on police searches of the databases, in August.
Freedom of Information requests answered by 31 police forces found that law enforcement searches of the passport database rose from two in 2020 to 417 in 2023, while Home Office data showed that immigration data searches rose from 16 in 2023 to 102 in 2024.
The new Home Office guidance tells staff to check that a search requested by a LEO is "in the public interest" - defined as tackling serious crime, supporting national security or the protection of life - is likely to achieve its aims and to ensure "all other reasonable alternative avenues with lesser intrusion have been exhausted before requesting a facial image search."
This includes searches of police image databases and, in the case of foreign nationals, the immigration database of fingerprints. If LEOs go ahead, the process falls some way short of automation. They have to get the approval of a police inspector or equivalent rank, fill out a form for each search of either the passport or visa database and send it to a secure official email address. They can mark requests as urgent but the guidance tells them to do so only as a last resort:
"LEOs need to be aware they must avoid making urgent requests, unless it is absolutely necessary as this could adversely affect processing of urgent requests," it says.


	FBI, Dutch cops seize fake ID marketplace that sold identity docs for $9


	Good morning, Brit Xbox fans - ready to prove your age?


	Italian hotels breached en masse since June, government confirms


	Manpower franchise discloses data theft after RansomHub posts alleged stolen data


If the search is approved and comes up with one or more matches, these "must be reviewed and confirmed by at least two members of Home Office staff" before the image and associated data - name, date of birth, nationality, sex and passport number for passports - can be passed on.
Even then, in an update to the guidance added a week after its initial publication on 15 September, the Home Office warns that such matches are based only on a comparison of images and "must not be relied upon as an expert opinion."
The UK Passport Office's store of photos and linked data is among the most comprehensive databases of the UK population with 53.2 million valid British passports in circulation at the end of 2024.
The Immigration and Asylum Biometric System includes facial images provided by foreign nationals when applying to UK Visas and Immigration, with Big Brother Watch saying this database contains around 92 million photographs. (r)
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    The sweetest slice of Pi: Raspberry Pi 500+ sports mechanical keys, 16GB, and built-in SSD

    
Big performance on offer, but be prepared to spend $200    
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HANDS ON Raspberry Pi has unveiled a fully loaded version of its computer-in-a-keyboard, featuring oodles of RAM, an SSD, and a clicky, mechanical keyboard. However, you'll pay a relative premium for these features.
At first glance, the Raspberry Pi 500+ could be an ordinary Pi 500, Raspberry Pi's other computer-in-a-keyboard offering. However, look a little closer, and there are some subtle and not-so-subtle hints that this is something just a little different. The case is slightly bigger (it measures 312 mm x 123 mm x 35.8 mm). The device is slightly heavier. And the keyboard... the keyboard is the first clue that this is a distinct beast.
Although attaching clicky keyboards to one of the USB ports on a Raspberry Pi is not new, incorporating a mechanical keyboard into the device marks a first for the company, and another step on the path to recreating the aesthetic of '80s tech icons such as the BBC Micro. Tapping away on the laptop-like keyboard of modern devices might be efficient, yet there is nothing quite like banging away at something based on mechanical switches.
The Pi 500+ utilizes Gateron Blue KS-33 low-profile switches and comes with tools to remove the keycaps, allowing for easy replacement with alternatives.
[image: Prying off the keys. Pic: Richard Speed]
Prying off the keys with the tools provided (click to enlarge) - Pic: Richard Speed


And yes, the keyboard lights up. There are some headache-inducing RGB presets, but we suspect many people will likely settle for a simple backlight or, as in the case of Pi supremo, Eben Upton, turn them most of the way down in regular use.
[image: Rainbow bright if you're short a nightlight (click to enlarge) - Pic: Richard Speed]
Rainbow bright if you're short a nightlight (click to enlarge) - Pic: Richard Speed


The RGB LEDs under the keys can be controlled from the command line or via a Python library. Alternatively, the keyboard includes some presets, accessible from the F4 key.
The keyboard is the most significant visual change on the Pi 500+. There are now 12 function keys and dedicated PgUp, PgDn, Home, and End buttons. The three lights have gone, although the power key lights up appropriately, and the keyboard looks and feels just a little bit bigger.
[image: Pi Build HAT in use]
A Raspberry Pi HAT for the Lego Technic fan

READ MORE
The rest of the hardware matches the Pi 500 (Upton told us that the PCB and silicon stepping were identical). This means a 2.4-GHz quad-core, 64-bit Arm Cortex-A76 CPU, Dual-band (2.4GHz and 5.0GHz) IEEE 802.11b/g/n/ac Wi-Fi, Gigabit Ethernet, and Bluetooth 5. However, the LPDDR4X-4267 SDRAM has been doubled to 16GB.
In day-to-day use - writing articles, surfing the web, etc - we had no performance problems using the device and Raspberry Pi OS, which is based on the Debian Linux distribution. The Pi 500+ comes with the usual suspects preloaded, such as LibreOffice, and we encountered no slowdowns in normal use. That said, an attempt to fire up 50 tabs of Google Maps caused free memory to drop like a stone. 100 tabs of The Register, on the other hand, were fine.
Unscientific, but you get the idea. Performance was more than acceptable.
The same cannot be said for the GPIO port. As in the cases of the Pi 500+'s stablemates, the Pi 400 and 500, it is mounted horizontally rather than using the vertical orientation of the basic computer. This means that some HAT (Hardware Attached on Top) hardware will need an adaptor to be used. It's a necessary and familiar compromise for the computer-in-a-keyboard form factor, but will still be potentially annoying to some hobbyists.
In addition to being slightly thicker and larger than the Pi 500, the unit is also heavier. The new keyboard goes some way to explaining this, and there is also an enormous lump of metal - a one-piece aluminum heatsink familiar to Pi 500 owners - visible to anyone curious to know what is inside the case.


	UEFI Secure Boot for Linux Arm64 - where do we stand?


	30 years later, Doom returns to SNES with Raspberry Pi RP2350 muscle


	Getting touchy-feely with a Raspberry Pi Touch Display 2


	Behold the wood-block wonder of the Kilopixel display


Five ordinary screws are all that stand between a user and the machine's internals. While the metal shields most of the important bits, the other star of the show, a 256GB SSD, is accessible and easily upgradeable. Sizes up to the M.2 NVMe 2280 form factor can be slotted in, although it's a shame that the company didn't tweak the case by adding an Amiga 500-style trapdoor.
The microSD card slot remains, and it is possible to boot from microSD if required, however, booting a Pi from an SSD is a delight. The SSD, which comes preinstalled with Raspberry Pi OS, is screamingly fast compared to what went before - as it should be.
This is not the inexpensive computer gathering dust in the drawer of unfinished projects. The Pi 500+ is a premium product and carries (in the Pi world at least) a premium price tag of $200.
Yes, $200. You can pick up a Pi 500, with 8 GB RAM and no SSD, for $113.97 at The Pi Hut. For the recommended retail price of $200, you can now get the Pi 500+ with 16GB RAM, 256GB SSD, and a mechanical RGB keyboard. A power supply and video cable are extra, although Upton told us that plans are afoot to sell a kit version.
It is undoubtedly a good device, and peak Pi for the time being, but that price puts the Pi 500+ in some powerful company. Shop around, and you can easily find diminutive devices packing just as much, if not considerably more, punch.
We asked Upton why the company, which is historically known for its hardware that can be cheaply picked up and played with by hobbyists and businesses alike, would release such a device.
He replied, "Because it's there?"
"The goal of Raspberry Pi (as a consumer/hobbyist/educational product, as distinct from its modern use as an embedded/industrial compute platform) has always been to offer affordable PC-like products across a range of price/performance points.
"This just extends that up and to the right a bit, for the power user who wants a no-holds-barred Arm-based Linux PC in a beautiful form factor."
There are no plans to retrofit the Pi 500+ components to a Pi 500; the rest of the connectors remain unchanged, including the 40-pin GPIO header. The micro HDMI connectors also remain, as do a pair of USB 3.0 ports and one USB 2.0 port. USB-C is strictly for power only, and Upton told us that "Raspberry Pi is likely USB-A ride-or-die for at least one more generation."
There is also, thankfully, no AI key on the keyboard.
[image: Five ordinary screws are all that stand between a user and the machine's internals. (click to enlarge) - Pic: Richard Speed]
Five normal screws are all that stand between you and and the guts of the machine, including a replaceable SSD (click to enlarge) - Pic: Richard Speed


As for potential customers, GPIO quibbles aside (which are not unique to the Pi 500+), it's a dream machine for enthusiasts seeking a factory device with SSD fitted. However, for users where the mechanical keyboard isn't an essential, and performance from a microSD card is more than adequate, the Pi 500 is probably a better bet - it has half the RAM, but as The Reg noted in our 16 GB Pi 5 review, consideration needs to be given to workloads, and for many users 8 GB will be plenty.
All in all, this is indeed peak Pi - for the moment, at least. The keyboard is a pleasure to use and brings back plenty of memories of pounding the keys of a school's BBC Micro when an Elite session didn't go as hoped. The SSD, while not the most capacious available, keeps the computer running at an impressive pace, and the nod to expandability is appreciated.
However, that price tag is off-putting when compared to the rest of the range. While ensuring the SSD can be replaced is good, it's a shame the company didn't go further and engineer an enclosure capable of accepting different Compute Modules.
We also asked Upton about the other end of the product spectrum, where the distinctly long-in-the-tooth Pi Zero 2 can be found. At the moment, there remains no comment on an update. (r)
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By supporting efficient video codecs in hardware, which to be fair will also help punters    
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Google, Meta, and Vodafone have called on chipmakers and smartphone manufacturers to support the AV1 video codec in hardware, especially in midrange devices, a suggestion that's not entirely altruistic.
The trio voiced their idea in a White Paper published on Wednesday, in which they point out that 70 to 80 percent of mobile traffic is video, and around 75 percent of new smartphones are low-end or mid-range devices priced at between $30 and $600.


Due to the costs associated with network upgrades, Vodafone is exploring ways to manage traffic growth


The White Paper also canvasses video codecs, noting that compression used in the AV1 codec is 30 percent more efficient than the VP9 codec, which in turn is 30 percent more efficient than H.264.
Better compression reduces the size of video files, which is welcome for owners of cheap smartphones because it means watching their favourite stuff will consume less of their download allowances.
The White Paper also admits that efficient video codecs benefit Google, Meta, and Vodafone.
"Due to the costs associated with network capacity upgrades, Vodafone is exploring ways to manage traffic growth," the white paper states. "A key way to achieve that is by using more efficient video codecs."
Meta and YouTube reveal "We regularly optimize our content delivery networks, including sophisticated content caching to optimize network efficiency and reduce traffic load."
Less traffic reduces costs. And given Meta and YouTube make a lot of money selling ads that appear alongside the videos they serve to customers, if more smartphones can use AV1, and their owners stream more video, it's a win for the tech giants.
Or as Meta and YouTube put it: "This is an opportunity to further collaborate among content providers and network operators to align with chipset manufacturers and device operating system developers to guarantee the best quality of experience to end-users, while ensuring optimal utilization of network resources with reduced congestion."
"And for content providers, one key way to achieve this is by serving higher quality videos that use less data. When users can stream their favorite shows or movies in crisp, clear video without worrying about buffering or running out of data, they are more likely to be satisfied with their experience."
To make that happen, the White Paper suggests that chipmakers should add hardware support for AV1 to the system-on-chips (SoCs) they design for use in modest smartphones.
"In future, hardware decoder availability within middle tier SoCs such as the MediaTek Dimensity 6000 and 7000 series, Qualcomm Snapdragon 6, or Samsung Exynos 1500 line would be a positive development," the White Paper argues.


	FFmpeg 6.1 drops a Heaviside dose of codec magic


	Whisper it: FFmpeg 8 can now subtitle your videos on the fly


	Photoshop FOSS alternative GIMP wakes up from 7-year coma with version 3.0


	Lenovo seeks to render Nokia's H.264 patents unenforceable, claims it misled standards bodies


But the document also suggests chipmakers are prioritizing AI features, not hardware support for video codecs.
"We note that SoC revisions are slowing down and it is common to see newer phones based around SoCs from prior years," the document states. "Additionally, SoC vendors are focusing more on increased AI capabilities through more powerful NPUs, which leaves less space on the silicon die for decoders."
The three companies behind the White Paper therefore point out "Video playback is still an important mobile phone use case and increased hardware AV1 availability allows users to benefit from an improved video playback quality, lower data usage and increased battery life."
The trio allow that some in the smartphone ecosystem won't implement hardware support for AV1, but point out that it's also possible to support the codec with software - and that it produces pretty good results. (r)
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As ban on under-16s using some sites looms, cyber-safety regulator sends Microsoft's code locker a letter    
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Australia's eSafety Commissioner has written to GitHub to ask it to consider if it's a social network that endangers children.
The reason for the cyber-safety regulator's correspondence is Australia's imminent requirement that some social media platforms restrict access to Australian residents under 16 years of age, on the grounds that such services can be harmful to children.


	GitHub moves to tighten npm security amid phishing, malware plague


The ban on providing service to kids under 16 starts on December 10th, but the eSafety Commission - Australia's cyber-safety regulator - does not decide which platforms have obligations to block children under Australia's Online Safety Act. The Commission has said that Facebook, Instagram, Snapchat, TikTok, X and YouTube "meet many of the conditions" in the Act.
But it's also written to many other services - see the list in the box to the right - to point out that they need to complete a self-assessment process to check if they need to comply with the Act.
The eSafety Commissioner's 'initial list' of entities it has asked to consider if they need to comply with Australia's social media age restrictions names the following outfits:


	Meta - Facebook, Instagram, WhatsApp


	Snap


	TikTok


	YouTube


	X


	Roblox


	Pinterest


	Discord


	Lego Play


	Reddit


	Kick


	GitHub


	HubApp


	Match


	Steam


	Twitch



The Commission could decide to ask more services to consider their obligations.
At first glance, GitHub will not have to deny service to Australians under 16 years of age, because the criteria that require a platform to do so are:

	Having the sole, or a significant purpose, of enabling online social interaction between two or more end-users;


	Allowing users to link to, or interact with, other end-users;


	Allowing users to post material on the service;


	Hosting material that is accessible to, or delivered to, end-users in Australia .


GitHub's purpose is not to enable social interaction.
However, the platform is not always a safe space, as GitHub allows comments and developers can be brutal to each other. The site can also host images, and the GitHub Pages service allows users to create websites based on their repos.
So there's plenty of potential for GitHub to host revolting material that could be bad for kids. And of course it's not as if creeps and crims haven't already discovered GitHub and used it to host malware galore.
That GitHub is even a candidate to be regulated under a law that aims to keep kids off social media is yet another oddity of Australia's plan, which doesn't prevent kids from accessing social media using accounts registered by adults. It also won't stop them using such services without signing in, which The Guardian recently found allows anyone to see some truly vile stuff. (r)
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    Alibaba Cloud plans expansion into Europe and South America

    
More datacenters in familiar territories, too, and AI everywhere    
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Alibaba Cloud yesterday announced its first datacenters in Brazil, France, and The Netherlands, plus expansion of its presence in five other countries outside China.
The cloudy offshoot of giant e-tailer Alibaba already operates 91 availability zones in 29 regions, 14 of which are in China - a market in which it enjoys dominant market share thanks to both its solid offerings and the fact that global rivals AWS, Azure, and Google have limited presences in the Middle Kingdom.
Alibaba Cloud's past expansion saw it focus on markets that enjoy close trade relationships with China - especially in Southeast Asia - a strategy it chose because Chinese companies wanted to use the same cloud wherever they operate and because the large Chinese diaspora around the region is open to working with the Middle Kingdom cloud.
Moving into Brazil suggests Alibaba Cloud is reusing its strategy, as the South American country is an increasingly important trade partner for China.
The move to France and The Netherlands is harder to explain, as both nations have expressed concern that Chinese tech vendors present risks to local users.
The company is also expanding its datacenter footprint in Mexico, Japan, South Korea, Malaysia, and Dubai.


	Alibaba admits Qwen3's hybrid-thinking mode was dumb


	Alibaba Cloud reveals its uptime and efficiency secrets developed by in-house network boffins


	Alibaba Cloud reveals DB cluster manager it says can beat rival hyperscalers


	Bug hunter tricked SSL.com into issuing cert for Alibaba Cloud domain in 5 steps


Dr. Feifei Li, Alibaba Cloud's president of international business, said the motive for this round of expansion is bringing the company's AI to the world. Alibaba Cloud has produced its own Qwen models and yesterday announced Qwen3-Max which it claims outperforms Chat GPT 5 and cracked third place on model-measuring service LMArena's leaderboards.
Alibaba Cloud's expansion plans haven't always worked: It closed datacenters in Australia and India. The Register understands that Alibaba used co-location facilities in both countries rather than building its own facilities, a strategy that hyperscalers often employ when they need more capacity than is available in their own datacenters, or feel a market just isn't big enough to justify the expense of a datacenter build.
A source with knowledge of the matter told The Register Alibaba Cloud's Australian presence never grew beyond a few racks of servers, because locals felt working with a Chinese cloud posed unacceptable risks and shopped with other clouds instead.
Alibaba Cloud has previously said it plans to spend $53 billion on datacenter and AI infrastructure over the next three years, a very modest sum compared to its western rivals that have committed to spending $20 billion or more each quarter for the next couple of years. (r)
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Microsoft has sealed a deal with Anthropic to give users of Microsoft 365 Copilot the option to use the Claude AI engine.
"Our multi-model approach goes beyond choice," chirped CEO Satya Nadella on Wednesday. "It's all about bringing the best AI from across the industry to Copilot, tuned for work and tailored to every business."
Microsoft is adding Claude Opus 4.1 and its Sonnet 4 bot as options for commercial Frontier Copilot users. Drop down the scrolling menu past version four and five flavors of GPT and there's a couple samples from Claude to try out, as you can see below. However, you'll need your admin's permission to start building a bot on Claude code.

  Youtube Video

Microsoft's closer ties with Claude are just the start, explained Charles Lamanna, Redmond's president of business & industry for Copilot. "Anthropic models will bring even more powerful experiences to Microsoft 365 Copilot," he teased.
It's another sign that Microsoft is moving beyond OpenAI as a supplier of its machine-learning machinery, and is moving to a more open approach to AI agents. Despite spending billions to grow OpenAI, Microsoft has increasingly diversified its options of late. The OS slinger has already added Claude into the Visual Studio family - along with Google AI tech - and even added Elon Musk's Grok AI as an option in Azure.
Microsoft's AI CEO Mustafa Suleyman, formerly the co-founder of Google's DeepMind, has admitted Microsoft does not feel it needs to be an AI leader, and will instead build applications based on the best technology from others.


	Microsoft's AI masterplan: Let OpenAI burn cash, then build on their successes


	Microsoft puts $1B US datacenter builds on hold amid AI, tariff uncertainty


	Microsoft adds Grok - the most unhinged chatbot - to Azure AI buffet


	AI hype train may jump the tracks over $2T infrastructure bill, warns Bain


Meanwhile, OpenAI is plowing its own furrow with the likes of Oracle and others. In a series of announcements over the last few months the duo, with financial help from Softbank, have announced a dramatic expansion of AI datacenters as part of Project Stargate.
The three companies are making optimistic claims about building a globe-spanning AI network, and allocated over half a trillion dollars of cash they don't have to the project. Microsoft, having spent enough, seems content to sit that one out and check out the competition. (r)
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    Intel reportedly courting ex-flame Apple to become its next investor

    
Chipzilla can't say it's changed much, but could be a handy backup to TSMC    
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After a painful breakup and a bout of financial turmoil, Intel is looking to rekindle the relationship with its old flame Apple.
The x86 giant reportedly hopes to convince Cupertino to become an investor, unnamed sources told Bloomberg.
The talks come amid a flurry of new investment in Intel, which kicked off in August when Japanese investment bank SoftBank sank $2 billion into the ailing chipmaker.
Less than a week later, the Trump administration was shaking down Intel for roughly $11 billion worth of stock options, equivalent to 10 percent of the company, in exchange for $8.9 billion in CHIPS Act funding Washington had already awarded.
Then last week, Nvidia joined in on the fun, announcing plans to plow $5 billion into Intel shares. As part of the deal, the two companies formed a co-development initiative that would see Nvidia extend its GPU empire by integrating its graphics tech into Intel CPUs. Intel meanwhile secured a place for its Xeon processors in Nvidia's future rack systems.
The benefit of these deals is fairly straightforward. SoftBank gets to do what it always does and gamble on the chipmaker's success, domestic chip production is central to American national security policy, and Nvidia gets to put its GPUs in Intel-powered thin-and-light notebooks.
Apple's motivation for investing Intel aren't as obvious. Since transitioning to its homegrown M-series silicon in late 2020, Apple has gone from key Intel partner to direct competitor. Many of Intel's recent products have not been stellar, leading it to lose market share across the server and PC markets in recent years. It's therefore hard to see CEO Tim Cook giving up on Apple Silicon any time soon.
But rather than selling CPUs to Apple, Intel may be more interested in manufacturing Apple's next homegrown chip.
More than four years after Intel CEO Pat Gelsinger revealed the company would open its fab to contract manufacturing, it has yet to find a hero customer.
But with American companies under intense pressure from the White House to on-shore manufacturing, Intel could offer Apple an alternative to its current supplier Taiwan Semiconductor Manufacturing Co (TSMC).
The only problem is that TSMC has already filled that need - earlier this year it began manufacturing chips for Apple and Nvidia at its fabs outside Phoenix, Arizona. (In case you forgot, Nvidia's $5 billion investment in Intel doesn't include chip production either.)
With that said, Apple's success relies on its ability to manage supply chains. The opportunity to diversify chip manufacturing sources for the long-term may be attractive enough to justify an investment in Intel now.


	Nvidia adds more air to the AI bubble with vague $100B OpenAI deal


	Intel and Nvidia sitting in a tree, NVLink-I-N-G


	Trump made Intel an offer it couldn't refuse


	Softbank bets $2 billion on Intel having a future


Apple has already offered the Trump administration its pound of flesh. In February, Apple said it would invest $500 billion and hire 20,000 workers over the next four years in America to grow its US footprint.
According to the report, Intel's talks with Apple are still in the early stages, and there is no guarantee the iGiant will help to finance Chipzilla's rehab.
Intel declined to comment and we've yet to hear back from Apple. (r)
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    Tree-hugging hippie datacenter runs entirely on green hydrogen and wastes zero water

    
Lambda's latest innovation with bit barn builder ECL only supports a handful of Nvidia racks, but it's a start    
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Rent-a-GPU outfit Lambda says its latest Nvidia GB300 NVL72 system is not only powered entirely by hydrogen fuel cells but doesn't consume a single ounce of water.
In fact, the fuel cell used to convert the explosive gas into electrons actually generates water as a byproduct, which ECL, the bit barn operator housing the cluster, says is recycled for facility cooling.
The off-grid datacenter, announced back in 2023, is located at ECL's Mountain View (MV1) campus and powered entirely by hydrogen fuel cells that, much like those found on spacecraft, combine hydrogen with oxygen from the atmosphere, generating power in the process. 
In total, ECL claims its facility can support up to a megawatt of capacity. While that might sound like a lot of power, it's only enough for a handful of racks, even with Lambda increasing its lease commitment from "50 percent to 100 percent of the facility." 
These dense, rack-scale systems announced back at GTC this spring feature 72 of Nvidia's hottest Blackwell Ultra accelerators. In total, the system boasts roughly 20TB of HBM3e memory and an exaFLOP of dense FP4 performance. The consequence of such a dense system is power consumption.
While a typical 4-node DGX deployment might have required 40 to 50 kilowatts per rack of power and cooling during the Hopper generation, just one of the Supermicro-built GB300 NVL72 systems is rated for 142 kilowatts of capacity.
Lambda didn't disclose how many of these systems it's deploying at the site. But considering a fully loaded GB300 Superpod, which includes eight NVL72 rack systems, requires more than a megawatt of power, we can assume it's fewer than that. We've reached out to Lambda for clarification; we'll let you know if we hear anything back.
Capacity isn't the only challenge. While many see hydrogen as a cleaner alternative to fossil fuels, that's only true if the gas was generated using clean energy in the first place. In an earlier press release, ECL claimed its MV1 datacenter would use green hydrogen, which is produced by electrolyzing water using power from renewable sources like wind or solar.
MV1's location in California is no surprise. The state is one of the few in the nation with significant hydrogen fuel generation, storage, and distribution infrastructure.


	Physicist models new use for nuclear waste: Turning it into super-rare fusion fuel


	Energy trio wants to pipe gas from coal mines to keep datacenter lights on


	Equinix signs deals for nukes and fuel cells to power its AI bit barns


	Zuck has the power! Meta applies to sell excess electricity


ECL's MV1 campus is just a preview of a gigawatt-scale datacenter campus called TerraSite-TX1, which it's building outside Houston and claims will also be powered by hydrogen. The first 50MW of capacity was slated to come online this summer with Lambda set to be one of the first tenants at the 600 acre facility 
Hydrogen will reportedly be funneled to the facility by way of three separate pipelines converging on the site and will reportedly provide enough capacity for up to 2GW of compute in the future. How much of that fuel will come from sustainable sources remains to be seen. We've reached out to ECL for comment. (r)
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    iPhone 17 Scratchgate is real, iFixit warns - buy a case for your fancy phone

    
In good news, battery replacement is a lot easier than earlier models    
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Video Owners of Apple's iPhone 17 Pro and Pro Max have been reporting that the shell of their pricey handsets is getting scratched up already, and the reason appears to be a shift to aluminum.
The two handsets introduced at Apple's annual iPhone marketing event in September featured an anodized aluminum shell, rather than the titanium frame Apple has used in some past models. Display phones in iThing stores are already showing signs of wear, particularly around the raised camera mounting on the rear of the phone, and a microscopic investigation by iFixit has shown why.
Anodizing creates an oxide layer around the metal to protect it from unsightly scratches, but it has limitations. Aluminum isn't quite as good as titanium at building an anodized layer, but the design makes matters worse. The sharp edges of the raised camera mount make the layer of oxidized material more susceptible to being scratched off, and its aluminum base makes the oxide layer more brittle.
"Scratchgate is real, unless you put a case on your phone that camera plateau is probably going to see some damage. The problem does seem to be restricted to the Pro and the Pro Max," said Shahram Mokhtari, lead teardown technician at the repair biz, as you can see below.

  Youtube Video

The repairers enlisted Professor David Niebuhr, a teacher of mechanical engineering at Cal Poly, who put the phones under the microscope. The problem seems confined to the camera's sharp edge, and the rest of the handset has relatively smooth corners that shouldn't be as prone to scratching.
[image: iPhone 17 scratch]
Aluminum out there on iPhone 17 under the microscope - Click to enlarge


Apple's shift to aluminum may be somewhat out of Cupertino's control.
"We have heard from a number of people in the metals industry that there are geopolitical problems with titanium. My understanding is that a lot of the source of titanium has been Russia," Elizabeth Chamberlain, iFixit's director of sustainability, told The Register.
"With sanctions, Apple is not able to source titanium in the same quantities. They basically use as little of it as they could on the iPhone Air and still get the frame strength benefits without using a ton of it."
On the plus side
Cosmetic problems aside, the two iPhone models have a lot going for them in repairability, particularly in terms of the battery, which is screwed in on the handsets rather than being glued.
Yes, you'll still have to remove 14 Torx Plus screws to get the battery out and Mokhtari reported that they were more tightly screwed than previous models, but it is possible to go with a bit of effort.
The same is true with the vapor chamber used to cool the phones' internal systems. The water-filled copper chamber in the handset cools the chips, and then condenses the water back for reuse. This results in faster operations under heavy processing loads.
"The iPhone 17 Pro is a mixed bag," the iFixit report reads.
"The screwed-in battery system is a cool repairability upgrade, even though we're not sure whether Apple will sell batteries solo or attached to the tray or both. Electrically debonding adhesive and a protective metal battery shell sweeten the deal, so if anyone does end up prying, they won't puncture the battery."
Some areas are not so good, however. Replacing the charging port and/or speaker will take five different screw types and is a heavy job, and takes dozens of screws to be removed and reinstalled to replace the USB-C port that Apple was forced to introduce by legislation.
That said, right-to-repair rules have been adopted surprisingly fast. Chamberlain noted that Apple was renowned for its poor policy of building hardware that can be hard to fix and upgrade. iFixit was started in 2003 as an Apple repair business and originally called PowerBook FixIt after a co-founder tried to fix a broken iBook.
"We have started, really honestly, being impressed by what we're seeing in Apple products, in terms of an obvious improved attention to design for repair," Chamberlain said.
In the end, iFixit gave the handsets a seven out of ten rating for repairability, the same as the iPhone Air. Most consumers will simply replace broken handsets or pay an iGenius to do the job, but it's nice to know some things are easier in the new kit. (r)
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    Google is very sorry for pulling down COVID misinfo and pledges never to use outside fact-checkers

    
It's all Biden's fault, Chocolate Factory claims    
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Google has taken a page out of Mark Zuckerberg's playbook, telling House Republicans that the Biden administration pressured it to push down COVID-19 content that didn't violate its rules, and pledging its commitment to free expression on political issues.
Perfect timing given the Trump administration's latest wars on that particular inalienable right. 
YouTube and Google parent company Alphabet sent a letter to House Judiciary Chairman Jim Jordan (R-OH) on Tuesday in which it claimed, like Zuckerberg before it, that senior Biden administration officials "conducted repeated and sustained outreach" to the company to get it to remove content promoting COVID-19 conspiracy theories and misinformation from YouTube. 
That content, Alphabet noted, didn't violate YouTube's COVID-19 policies. Election misinformation content, however, was subject to YouTube's election-integrity policies, which the platform enforced until retiring them in 2023. Those banned from the platform include former conservative commentator and now Deputy FBI Director Dan Bongino, Deputy Assistant to the President and former Viktor Orban advisor Sebastian Gorka, and Trump ally Steve Bannon. 
Alphabet has since retired its stand-alone COVID-19 and election-fraud rules, the company said in its letter. 
"It is unacceptable and wrong when any government, including the Biden administration, attempts to dictate how the Company moderates content," Alphabet said through its lawyers. "No matter the political atmosphere, YouTube will continue to enable free expression ... particularly as it relates to issues subject to political debate." 


YouTube values conservative voices on its platform


In addition to offering banned creators a path back, Alphabet also pointed out that YouTube has never used outside fact-checkers to create content to support moderation, and pledged that it would never do so. Third-party fact-checkers have often proven hostile to conservative talking points that clash with reality. Alphabet also appealed to Jordan and the Judiciary Committee to continue going after the European Union for its Digital Services Act and Digital Markets Act, which Alphabet said places "a disproportionate regulatory burden on American companies," presumably because they're concerned that the EU will continue prosecuting them for refusing to comply. 
"YouTube values conservative voices on its platform," Alphabet said in the letter. "These creators are among those shaping today's online consumption." 
In other words, Alphabet is glad to put those folks back on YouTube, be they spreaders of conspiracy theories and misinformation or not - it's sure good for revenue. 
No, the irony isn't lost on us
Google may have been responding to subpoenas from the House Judiciary Republicans dated Feb 2023 and March of this year, but the timing of the letter and the Chocolate Factory's pledge to stay on the good side of conservative regulators couldn't be more appropriately ironic.
Just last week, American television network ABC suspended its late-night host Jimmy Kimmel after he made controversial remarks about the murder of conservative activist Charlie Kirk. ABC reinstated him this week after an outcry from viewers, including celebs who urged others to cancel their subscriptions to Disney+.
"Like the shameful capitulations to Trump's shakedowns of broadcast companies and law firms, this humiliating performance is the bitter fruit of Trump and MAGA's relentless pressure campaign forcing corporate America to submit to platforming propaganda and disinformation," ranking Judiciary Committee member Jamie Raskin (D-MD) said in response to Alphabet's letter. 


	World's top AI chatbots have no problem parroting Russian disinformation


	A federal watchdog to police Big Tech? Yeah, that'll do the trick, senators...


	Days after half a billion Asians went to the polls, Big Tech promises to counter 2024 election misinformation


	US state AGs: How can Facebook, Google, Twitter say they tackle misinformation when *gestures wildly at COVID-19 BS everywhere*


Raskin described Alphabet's letter as making only "vague attempts" to pin its moderation of conservative content on the Biden administration, and noted that it was in opposition to the testimony of Alphabet employees, 20 of whom the letter mentioned had spoken to the Committee on the record. Jordan, according to Raskin, won't release transcripts of those discussions, which the Democratic representative argued contradicts the letter. 
"If Judiciary Republicans were interested in fighting censorship, they would join Committee Democrats in fighting back against the onslaught of repression of free speech by Donald Trump," Raskin continued. 


Where are the GOP's self-proclaimed First Amendment crusaders when we actually need them


The Maryland Democrat noted that the Trump administration had targeted journalists and newspapers, comedians like Kimmel and Stephen Colbert (whose show CBS says will end in May 2026, shortly after he blasted Paramount's $16M Trump settlement amid the pending Paramount-Skydance merger, led by the son of Trump backer Larry Ellison), universities, and others, all for saying things he didn't like. 
"Where are [Republican's] self-proclaimed First Amendment crusaders when we actually need them," Raskin asked. Busy extracting pledges from the likes of Google and trying to cancel late-night comedians, as far as we can tell. 
Neither Google nor the Judiciary Committee responded to questions. (r)
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    New string of phishing attacks targets Python developers

    
If you recently got an email asking you to verify your credentials to a PyPI site, better change that password    
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The Python Software Foundation warned users of a new string of phishing attacks using a phony Python Package Index (PyPI) website and asking victims to verify their account or face suspension, and advised anyone who did provide their credentials to change their password "immediately."
PyPI is extremely widely used, hosting over 681,400 projects and more than 15 million files, making it a target for a massive supply chain attack along the lines of the two npm attacks earlier this month.
The foundation's security developer-in-residence Seth Larson on Tuesday said the latest phish, sent via email, asks PyPI users to "verify their email address" for "account maintenance and security procedures." Failing to do so, it says, may result in a suspended account.
"This email is fake, and the link goes to pypi-mirror.org which is a domain not owned by PyPI or the PSF," Larson warned via the PyPI blog. 
The worry here is that a developer would fall for the phish and enter their credentials into the fake domain, thus handing their credentials over to the criminals and enabling them to hijack legitimate PyPI accounts owned by the same developer. 
With this access, miscreants could inject malware into the compromised maintainer's existing Python packages, or even publish entirely new malicious ones, which would then run on users' machines and be capable of stealing secrets, credentials, cryptocurrency wallets, and other sensitive data.
"If you have already clicked on the link and provided your credentials, we recommend changing your password on PyPI immediately," he said, adding that users should also review their accounts' security history for anything unusual, and report suspicious activity, such as potential phishing emails, to security@pypi.org.
These attacks are a continuation of a July campaign that targeted PyPI users with a fake domain - pypj[.]org instead of pypi.org - according to Larson. "Judging from this, we believe this type of campaign will continue with new domains in the future."


	Over 170K users caught up in poisoned Python package ruse


	More packages poisoned in npm attack, but would-be crypto thieves left pocket change


	Self-propagating worm fuels latest npm supply chain compromise


	AI-powered penetration tool, an attacker's dream, downloaded 10K times in 2 months


The attack vector resembles that of two npm attacks in recent weeks. The first npm attack, while ultimately unsuccessful, also started with a phishing email asking developers to authorize a two-factor authentication reset, thus allowing criminals to hijack developers' accounts and poison dozens of npm packages.


Treat it as a credible attempt to weaponize software distribution and not just another phishing wave


The suspected attackers had more luck with the second round, in which they used a self-propagating worm to compromise hundreds of npm packages.
Last year, more than 170,000 users were affected by a similar supply-chain attack that used various techniques to distribute malware-laced PyPI packages.
"This is a high-severity supply chain risk," Jason Soroko, a senior fellow at certificate lifecycle management provider Sectigo, said in an email to The Register about the latest PyPI phishing campaign. 
"A single compromised maintainer account can seed malware into widely used packages and the blast radius extends to CI systems and production," he added, noting the lookalike domain likely to trick even "seasoned developers." 
"Because open source ecosystems are highly transitive, one tainted update can cascade through thousands of downstream builds in hours," Soroko said. "Treat it as a credible attempt to weaponize software distribution and not just another phishing wave." (r)
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    PC memory costs to climb as fabs chase filthy lucre in servers and HBM

    
TrendForce warns of Q4 hikes as suppliers squeeze consumer markets    
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PC memory prices are set to rise as the major suppliers allocate manufacturing capacity to the more lucrative server DRAM and HBM instead amid reports of tightening supplies.
Memory prices are set for an increase in Q4 of 2025, according to market watcher TrendForce, which points the finger at the three top DRAM makers - Samsung, SK Hynix, and Micron Technology.
These suppliers are allocating advanced process capacity primarily to high-end server DRAM and HBM, which is constraining their capacity for PC, mobile, and consumer chips, it claims.
Overall, conventional DRAM prices are expected to increase 8 to 13 percent compared with the previous quarter, and when HBM is included, the increase could be as much as 13 to 18 percent, TrendForce warns.
Another factor is that PC shipments are projected to decline in Q4 2025, perhaps because many buyers will already have moved to upgrade their system before Microsoft brings the ax down on support for Windows 10 on October 14, as many old (and not-so-old) machines cannot run Windows 11.
In addition, the US PC industry is said to be suffering from excess inventory due to resellers stockpiling systems in anticipation of tariffs being imposed on imported products by the erratic Trump administration.
In response, many PC makers have cut back their memory orders. Combined with the shift in manufacturing capacity toward server parts, this means supply of both DDR4 and DDR5 will be constrained. As a result, PC DRAM prices are forecast to continue edging upward through the quarter, TrendForce said.


	Micron close to selling all the high-bandwidth memory it will make in 2026


	SK Hynix cranks up the HBM4 assembly line to prep for next-gen GPUs


	DRAM spot prices doubled last week


	SK hynix has probably already sold most of the HBM DRAM it will make next year


There is some hint of good news, in that the market watcher says DDR4 price increases are expected to slow during the quarter, thanks to companies scaling back on restocking their inventory.
It isn't just PC memory that is expected to become more dear. Supplies of LPDDR4X, used in mid-range and low-end smartphones, are shrinking as suppliers cut output. The problem is exacerbated by device makers upping their orders in an attempt to avoid supply disruptions, which is likely to cause prices to bump up more than 10 percent during Q4.
TrendForce also predicts the price of LPDDR5X, used in higher-end smartphones, to rise, even though the firm says no immediate shortages of this format are apparent, instead blaming "supply dynamics and pricing strategies."
Graphics memory will also be affected, with anticipation for Nvidia's RTX 6000 series driving price increases, particularly for GDDR7 as suppliers expect a supply shortage. Meanwhile, the older GDDR6, still widely used in previous-generation GPUs, also faces constrained supplies, pushing its prices up even faster than GDDR7.
This is all likely to change in another few months, of course, as demand shifts again in the cyclical memory market and the manufacturers increase or decrease output of particular memory types in response. (r)
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    AI hype train may jump the tracks over $2T infrastructure bill, warns Bain

    
Industry looks like it's going to come up short - by about $800B    
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The AI craze is fueling massive growth in infrastructure, but the industry will need to hit $2 trillion in revenue by 2030 to keep funding this habit. Consultants at Bain & Company think it is going to come up short.
A slew of AI-focused investments have been announced recently, with OpenAI planning five new massive server farms across the US and Microsoft claiming it is building the "world's largest datacenter" in Wisconsin, for example.
Management consultant biz Bain calculates the industry is heading toward creating an extra 100 gigawatts of capacity in the US by 2030 to meet demand, but it also estimates spending of $500 billion per annum on building datacenters will be needed to get there.
In its Technology Report 2025, Bain & Co asks how the industry plans to fund this infrastructure. Looking at the AI's topline, it says that a sustainable level of capex to revenue suggests the sector as a whole will have to be making $2 trillion in annual sales to be able to "profitably" afford this.
The problem is Bain estimates that even if companies shift all of their on-premises IT budget to the cloud, and reinvest any projected savings from AI productivity gains into capital spending on new datacenters, the total amount would still come out $800 billion short.
However, all of this assumes the AI bubble continues unabated, whereas there are warning signs that companies are beginning to question the value. A report out last month found that US firms had invested between $35 billion and $40 billion in generative AI projects, but 95 percent of organizations had seen zero return from these efforts.
Some experts also suspect the tech industry is unlikely to inject quite the level of investment indicated by Bain's figures.
"Is $500 billion per year purely for AI infrastructure a reasonable number? For 2025, I'd say a categorical no. That is far too aggressive a number for this year. It is possible the numbers will reach something like that in the fullness of time - and for fullness of time read probably 2-3 years out," said John Dinsdale, chief analyst at Synergy Research.
Recent figures from Synergy show that total hyperscale operator capex hit $127 billion in the second quarter of 2025, up 72 percent in a year, with investments in AI infrastructure as the main driver.
But Dinsdale warns that it is difficult to draw a hard demarcation line between what is AI and what is non-AI datacenter investment, and a lot of funding will continue to be spent on non-AI infrastructure.
"There is a lot of hyperbole and silly numbers bouncing around the industry and media at the moment. You have to filter those numbers to get back to some form of reality," he told The Register.
Sid Nag, president and chief research officer at Tekonyx, estimates global capex on AI datacenter infrastructure in the range of $1 trillion on an annualized basis, but the figure could fall if demand tails off.
"Keep in mind these numbers may go higher if demand meets or exceeds supply. In my opinion, I do not see the demand meeting supply, especially in light of the recent MIT study that indicated that 95 percent of AI projects fail. If that is the case, we will witness a drop in capex spend on an annualized basis in the years out to 2030," Nag said.
Bain's report also claims that it will be difficult to build datacenters fast enough to meet demand due to constraints in four areas: energy supply, construction services, compute enablers (GPUs), and limits on the supply of ancillary equipment such as electrical switchgear and cooling systems.


	OpenAI's Stargate project to pave the world with AI datacenters announces five new US locations


	Nvidia adds more air to the AI bubble with vague $100B OpenAI deal


	Moody's raises Big Red flag over Oracle's AI datacenter buildout blueprint


	AI in your toaster: Analyst predicts $1.5T global spend in 2025


"Of these, increasing the supply of electricity may be the most challenging as bringing new power generation, transmission, and distribution online in a highly regulated industry can take four years or longer," the report authors state.
Bain previously noted this last year, warning that US utility companies need to revamp the way they operate to meet the rapidly changing demand for power.
Unlimited growth dream a mirage
Meanwhile, an analysis by London Economics International (LEI) found inn July that many estimates of future datacenter growth are unrealistic, since they imply an increase in hardware that would be beyond the capacity of global chipmakers to provide.
Advances in technology could provide an answer, according to Bain. Without such innovations or breakthroughs, general progress could slow, and the field could be left to only those players in markets with adequate public funding - presumably from governments.
However, the latter ignores the fact that some of the big players in the market are already spending more on new infrastructure than the GDP of some countries - for now, at least. The annual datacenter capex of cloud giant Amazon exceeds $100 billion, for example, making it roughly comparable to the entire GDP of Costa Rica, and greater than that of Luxembourg or Lithuania.
Regardless, the AI hype train rolls on for now. OpenAI chief Sam Altman said this week: "If AI stays on the trajectory that we think it will, then amazing things will be possible. Maybe with 10 gigawatts of compute, AI can figure out how to cure cancer. Or with 10 gigawatts of compute, AI can figure out how to provide customized tutoring to every student on earth."
OpenAI aims to "create a factory that can produce a gigawatt of new AI infrastructure every week," he added. (r)
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Mandiant CTO anticipates 'hearing about this campaign for the next one to two years'    
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Unknown intruders - likely China-linked spies - have broken into "numerous" enterprise networks since March and deployed backdoors, providing access for their long-term IP and other sensitive data stealing missions, all the while remaining undetected on average for 393 days, according to Google Threat Intelligence.
In a paper published today, the threat hunters attribute these network intrusions to UNC5221 and other related suspected Chinese threat groups. UNC5221 has been abusing zero-days in buggy Ivanti gear since at least 2023.
Google notes that this UNC crew is separate from Silk Typhoon (aka Hafnium), believed to be behind the December break-in at the US Treasury Department. 
UNC in Google's threat-group naming taxonomy stands for "Uncategorized," as opposed to FIN (financially motivated) or APT (advanced persistent threat, which means government-backed). [Editor's note: read all about the various security companies' methods for naming cyber crews here... then go bang your head against the wall.]
Since March, Google's Mandiant Consulting and incident response team have responded to these UNC5221-related break-ins across legal services, Software as a Service (SaaS) providers, Business Process Outsourcers (BPOs), and technology companies. 
"The value of these targets extends beyond typical espionage missions, potentially providing data to feed development of zero-days and establishing pivot points for broader access to downstream victims," Google Threat Intelligence wrote.
Don't count on your EDR detecting this BRICKSTORM
A big reason why the intruders are able to remain on victims' networks for so long before being detected is due to their use of backdoors - primarily BRICKSTORM - on appliances that do not support traditional endpoint detection and response (EDR) tools. This means that victim orgs' security teams aren't receiving any EDR alerts about suspicious activities.
Because of this, and to help organizations hunt for BRICKSTORM activity, Mandiant made available a free, downloadable scanner to run on *nix-based appliances and other systems without requiring YARA to be installed. It works by searching for a combination of strings and hex patterns unique to the backdoor.
And while Google declined to specify how many BRICKSTORM-activity victims it has identified since March, "the important thing to focus on is this group is scaling their capabilities," Mandiant Consulting Chief Technology Officer Charles Carmakal told The Register. 


We have no doubt companies will use this tool and find active or historic compromises


"As more companies scan their systems, we anticipate we'll be hearing about this campaign for the next one to two years," he said. "We have no doubt companies will use this tool and find active or historic compromises."
In at least one case, the suspected Chinese data thieves gained initial access by exploiting a zero-day vulnerability in an Ivanti Connect Secure edge device. Google declined to say which Ivanti zero-day the miscreants abused, but pointed to an earlier report about UNC5221 poking holes in CVE-2023-46805 and CVE-2024-21887 as early as December 2023, and "widespread exploitation" after Ivanti disclosed those two vulnerabilities in January 2024.
VMware, credentials, Microsoft inboxes among the targets
Once the attackers break in, they deploy backdoors to maintain persistent access, and the one they use most is BRICKSTORM. The malware, written in Go, includes SOCKS proxy functionality. And while there is evidence of a Windows BRICKSTORM variant, Mandiant's responders haven't seen this firsthand, but they have found the backdoor on Linux and BSD-based appliances from multiple manufacturers.
Plus, UNC5221, the threat hunters note, consistently targets VMware vCenter and ESXi hosts, and "in multiple cases, the threat actor deployed BRICKSTORM to a network appliance prior to pivoting to VMware systems." In these instances, the intruders used valid credentials - likely stolen by the malware running on the network appliances - to move laterally to a vCenter server in the victims' environments.
Based on malware samples recovered from various victim orgs, UNC5221 also appears to have modified BRICKSTORM making it even more difficult to detect. Some, we're told, were obfuscated using Garble, some use a new version of the custom wssoft library, and at least one had a "delay" timer built-in.
This timer waited for a hard-coded future date before beginning to beacon to the configured command and control (C2) domain. "Notably, this backdoor was deployed on an internal vCenter server after the victim organization had begun their incident response investigation, demonstrating that the threat actor was actively monitoring and capable of rapidly adapting their tactics to maintain persistence," the threat intelligence team wrote.
It's also worth noting that Mandiant didn't document any reuse of C2 domains - or even malware samples - and this makes traditional indicators of compromise (IOCs) largely obsolete.


	Ivanti makes dedicated fans of Chinese spies who just can't resist attacking its buggy kit


	Enterprise tech dominates zero-day exploits with no signs of slowdown


	Suspected Chinese spies right now hijacking buggy Ivanti gear - for third time in 3 years


	Zero-day exploits plague Ivanti Connect Secure appliances for second year running


In another investigation, the attackers installed a malicious Java Servlet filter for the Apache Tomcat server that runs the web interface for vCenter. This code is designed to run every time the web server receives an HTTP request. While installing a filter usually requires modifying a config file and then restarting the application, in this case the intruders used a custom dropper that made the modifications in memory, rather than requiring a restart - again adding to the stealthiness of the malware. 
Mandiant tracks this malicious filter as BRICKSTEAL, and says it is able to decode the HTTP Basic authentication header, which may contain a username and password. "Many organizations use Active Directory authentication for vCenter, which means BRICKSTEAL could capture those credentials," the report warns.
In many of these intrusions, the attackers also broke into email inboxes belonging to "key individuals." These include developers, system administrators, and others "involved in matters that align with PRC economic and espionage interests."
To access these inboxes, the snoops used Microsoft Entra ID Enterprise Applications with mail.read or full_access_as_app scopes, both of which allow the application to access mail in any mailbox. 
And to steal files from the victims' systems, UNC5221 used BRICKSTORM's SOCKS proxy feature to tunnel from their workstation and directly access systems and web applications.
Additionally, in "several" of these break-ins, the attackers removed the malware samples from the compromised systems. "In these cases, the presence of BRICKSTORM was observed by conducting forensic analysis of backup images that identified the BRICKSTORM malware in place," according to Google.
Hunting guidance
In addition to making available the scanner script, via GitHub, the Chocolate Factory also provides a lengthy section on hunting for BRICKSTORM activity on your network - while again noting that using IOCs aren't the most useful way to do that when the attacker doesn't reuse any C2 domains or malware samples. Instead, the threat intel analysts recommend a Tactics, Techniques, and Procedures (TTP)-based approach, deeming it a "necessity to detect patterns of attack that are unlikely to be detected by traditional signature-based defenses."
This nine-step checklist starts with creating (or updating) an asset inventory that includes edge devices and other appliances that are generally not covered by traditional security tool stacks including EDR products. 
Use this inventory of appliances and management IP addresses to hunt for indications of malware beaconing in network logs - such as appliances communicating with the public internet from a management IP address when they don't need to - as well as appliances accessing Windows systems and credentials and secrets, or enterprise apps accessing Microsoft 365 Exchange Online mailboxes, since all of these are hallmarks of this attacker.
Because UNC5221 regularly targets VMware vCenter and ESXi hosts, organizations should also hunt for cloning of sensitive virtual machines, creation of local vCenter and ESXi accounts, SSH enablement on the vSphere platform, and rogue VMs. The report provides detailed instructions on how to monitor for all of this, so be sure to check it out. Happy hunting. (r)
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After air passenger travel hit across the Atlantic, organized crime agency strikes    
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The UK's National Crime Agency has arrested a man as part of an investigation into a ransomware attack that disrupted airports around the world last weekend.
[image: panoramic view of empty runway at gatwick airport ]
Ex-DJI veep: There was no drone at Gatwick during 2018's hysterical shutdown

FROM THE ARCHIVES
The attack targeting Collins Aerospace technology caused chaos at airports across Europe and beyond. It began on September 19 and spilled into the working week. It impacted ARINC SelfServ cMUSE software used by airport workers to process traveler check-ins and bag drop functions.
Airports caught up in the incident included London Heathrow, Berlin Brandenburg, and Brussels Airport, leading to hundreds of cancelled flights and extensive delays on both sides of the Atlantic.
Officers from the UK's National Crime Agency, supported by a regional organized crime unit, arrested a man in his forties in West Sussex on Tuesday evening on suspicion of Computer Misuse Act offences. He has been released on conditional bail.
NCA deputy director Paul Foster, head of the NCA's National Cyber Crime Unit, said in a statement: "Although this arrest is a positive step, the investigation into this incident is in its early stages and remains ongoing."


Do you have information about the Collins Aerospace ransomware attack? Contact The Reg via email, news@theregister.com, or cybersecurity editor Jessica Lyons on Signal: jess.825. Confidentiality assured.


"Cybercrime is a persistent global threat that continues to cause significant disruption to the UK. Alongside our partners here and overseas, the NCA is committed to reducing that threat in order to protect the British public," Foster said.
The attack severely impacted commercial aviation operations throughout the weekend. Collins Aerospace confirmed it was experiencing a "cyber-related disruption" that caused electronic customer check-in and baggage drop systems to malfunction, forcing airports to resort to manual check-in processes.


	EU's cyber agency blames ransomware as Euro airport check-in chaos continues


	Tech troubles create aviation chaos on both sides of the Atlantic
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Brussels Airport specifically described the incident as "a cyberattack" - causing electronic customer check-in and baggage drop to malfunction - and advised passengers to expect delays and flight cancellations. Manual check-ins were possible.
On Monday, the EU's cybersecurity agency confirmed the disruption was caused by a ransomware attack. In a statement to The Register, ENISA said: "We would like to update you that the cyberattack is confirmed to be a ransomware attack."
No crew has yet claimed responsibility.
The investigation continues as authorities work to understand the full scope of the attack and identify all those responsible. This episode once again highlights the vulnerability of critical infrastructure systems to cybercrims and the potential for widespread disruption when key aviation technologies are compromised. (r)
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    OnePlus leaves researchers on read over Android bug that exposes texts

    
Rapid7 warns flaw could let any app peek at your SMS, but smartphone vendor won't pick up    


    
        By 
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Updated Security researchers report that OnePlus smartphone users remain vulnerable to a critical bug that allows any application to read SMS and MMS data -- a flaw that has persisted since late 2021.
Rapid7 revealed in a blog published today that multiple versions of OxygenOS contain this security flaw. Since OxygenOS 11 devices remain unaffected in their tests, researchers believe the vulnerability was introduced with OxygenOS 12, released on December 7, 2021.
Although Rapid7 only used OnePlus phones in its tests, it believes the issue extends to additional OEMs, given that the vulnerable component is within Android itself.
Tracked as CVE-2025-10184 with 8.2 severity rating, the researchers said: "The issue stems from the fact that sensitive internal content providers are accessible without permission, and are vulnerable to SQL injection."
The vulnerability operates silently -- users receive no alerts when their SMS or MMS data is accessed or transmitted elsewhere. Exploitation requires zero user interaction.
A successful exploit could let attackers bypass SMS-based MFA account protections or give surveillance-hungry governments easy access to messages.
An attacker-controlled app needs no special permissions in order to read the data, instead it exploits a flaw in the internal content provider com.oneplus.provider.telephony.
Content providers, integral to the Android platform, manage data access through APIs and enforce permissions that prevent unauthorized external app access. This vulnerability circumvents those protections entirely.
The exploit lets an attacker bypass SMS-based multi-factor authentication protections, and access sensitive personal comms wihtout detection.
Rapid7 has not specified whether attackers have abused this vulnerability in the wild, but it did provide details about how an exploit could look, complete with code snippets - an unusual step for an unpatched critical vulnerability.
Providing details for a weak spot that could lead to sensitive data access is an industry no-no, especially for an unpatched flaw such as CVE-2025-10184. However, it is not unheard of, and in some cases it is used as a last-resort method of getting a vendor to wake up to a threat and issue fixes.
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Rapid7 said OnePlus has not responded to numerous attempts to work with it on remediating the issue, the first of which was made on May 1.
According to the supplied disclosure timeline, Rapid7 first contacted the OnePlus Security Response Center (OneSRC) and after a few failed attempts, tried its main customer support service, which promised an escalated response that never came.
On July 22, Rapid7 said it resorted to messaging OnePlus's X account to no avail, before trying to reach OnePlus via friendly competitor Oppo, also without success.
As of today, Rapid7 said it "considers OnePlus a non-responsive vendor," hence the public disclosure.
"This vulnerability affects a wide range of OxygenOS versions and multiple OnePlus devices, and we consider the potential impact to be high," Rapid7 said in its writeup.
In lieu of a patch, the security shop said OnePlus users should only install apps from trusted sources and remove any non-essential apps. It also recommended changing any SMS-based MFA mechanisms in place to authenticator app-based versions, and opt for encrypted messaging apps over SMS.
The Register contacted OnePlus for a response and will update the story with any further information that comes in. (r)
Updated to add at 1229 UTC, September 25
A OnePlus spokesperson said: "We acknowledge the recent disclosure of CVE-2025-10184 and have implemented a fix. This will be rolled out globally via software update starting from mid-October. OnePlus remains committed to protecting customer data and will continue to prioritize security improvements."
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