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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Space Shuttle war of words takes off as senator blasts 'woke Smithsonian'
        Richard Speed

        Houston, we have a custody battle Exclusive  The war of words over the possible relocation of Space Shuttle Discovery has ratcheted up, with the office of Senator John Cornyn (R-TX) telling The Register that the orbiter belongs in Houston "whether the woke Smithsonian and its cronies in Congress like it or not."...

      

      
        GitHub Copilot Chat turns blabbermouth with crafty prompt injection attack
        Carly Page

        AI assistant could be duped into leaking code and tokens via sneaky markdown GitHub's Copilot Chat, the chatbot meant to help developers code faster, could be helping attackers to steal code instead....

      

      
        Discord says 70,000 photo IDs compromised in customer service breach
        Connor Jones

        No word on why the outsourced supplier was storing this data in the first place Communication platform provider Discord has admitted that around 70,000 users had their government IDs stolen as part of its recent data breach.... 

      

      
        US PC shipments hit the buffers as Trump's tariffs take their toll
        Dan Robinson

        Rest of the world surges on Windows 10 end-of-life upgrades WORLD WAR FEE  The global PC market is ticking upward as Windows 10's end-of-life nears, except in North America, where tariff shocks and economic jitters have slowed demand....

      

      
        Gartner warns agentic AI startups: Prepare to be consolidated
        Lindsay Clark

        Analyst predicts over-supply will trigger a market correction in favor of deep-pocketed incumbents Gartner has signaled that the supply of "agentic AI" in terms of models, platforms, and products far outstrips demand, creating a situation that will lead to consolidation and market correction....

      

      
        Humans flunk the Turing test for voices as bots get chattier
        Owen Hughes

        Coin toss odds for spotting a deepfake, study finds. And that's before the machines learn to sing Think you can distinguish between a human voice and a robot? Think again, because the numbers are starting to say otherwise. ...

      

      
        Meta will move React to Linux Foundation to address vendor dominance fears
        Tim Anderson

        Independent technical governance will hope to unite fractured ecosystem Meta will contribute React, React Native, and JSX (JavaScript XML) to a new React Foundation, part of the Linux Foundation, and said that "it is important that no single company or organization is overrepresented."...

      

      
        China moves to extend control over tech industry's critical rare earths
        Dan Robinson

        New laws restrict goods that are manufactured outside of China China is hitting back at US export restrictions with some of its own, tightening its control on so-called rare earth minerals and introducing laws that require companies to get licenses before they can ship goods containing rare earths, even those made outside of the country.... 

      

      
        Windows 11 gets a fresh Start in latest Canary build
        Richard Speed

        Meanwhile, Microsoft resurrects Edit and kills .NET 3.5 SP1 on demand It's taken a while, but Microsoft has finally made its redesigned Start menu available to Canary Channel Windows Insiders, while also removing .NET Framework 3.5 SP1 as a Feature On Demand, and adding Edit, the command-line text editor....

      

      
        Kubernetes kicks down Azure Front Door
        Richard Speed

        This time outage was not actually Microsoft's fault If you struggled to access the Azure Portal or Microsoft Entra this morning, you weren't alone - Microsoft has blamed a Kubernetes crash for the outage....

      

      
        Clearview AI sees red as UK tribunal sides with regulator over $10M GDPR fine
        Connor Jones

        Court says ICO can chase US outfit for unlawfully hoovering up Brits' selfies The UK General Regulatory Chamber's Upper Tribunal (UT) has ruled in favor of the Information Commissioner's Office (ICO), which appealed against a 2023 decision that it could not fine Clearview AI over GDPR violations....

      

      
        SonicWall breach hits every cloud backup customer after 5% claim goes up in smoke
        Carly Page

        Affects users regardless of when their backups were created SonicWall has admitted that all customers who used its cloud backup service to store firewall configuration files were affected by a cybersecurity incident first disclosed in mid-September, walking back earlier assurances that only a small fraction of users were impacted....

      

      
        Intel's open source future in question as exec says he's done carrying the competition
        Tobias Mann

        Kevork Kechichian says x86 giant's contributions should benefit Intel first Over the years, Intel has established itself as a paragon of the open source community, but that could soon change under the x86 giant's new leadership.  ... 

      

      
        Panther Lake sets stage for Intel's 2 nm comeback, but many details still TBD
        Tobias Mann

        Notebook chip promises 8 to 16 cores and up to 180 TOPS of total AI performance when it hits shelves in January Intel has begun clawing back production from TSMC with the introduction of its Panther Lake processors, the company's first chip based on its long-awaited 18A process tech....

      

      
        SoftBank snaps up ABB's robotics biz for $5.4B to fuel 'physical AI' dreams
        Owen Hughes

        Japanese tech goliath gets grabby with industrial automation as ABB shelves spin-off plans SoftBank Group has added more arms to its portfolio, this time of the robotic kind....

      

      
        Nextcloud withdraws European Commission OneDrive bundling complaint
        Richard Speed

        Blames 'lack of interest' from the EU policy enforcer for towel throwing Nextcloud has withdrawn a complaint against Microsoft with the European Commission over OneDrive bundling, citing a lack of progress with the governing body....

      

      
        Hundreds of millions of business PCs are still on Windows 10 as D-Day nears
        Paul Kunert

        It's the end of support as we know it and users feel fine With days to go before Microsoft finally pulls the plug on Windows 10 support, there are hundreds of millions of computers that have yet to upgrade to Windows 11, despite the best efforts of hardware manufacturers and the operating system's marketers....

      

      
        Zero-day lets nation-state spies cross-examine elite US law firm Williams & Connolly
        Carly Page

        China-linked snoops crack email at DC powerhouse that represented Bill Clinton, Elizabeth Holmes Washington's elite law firm Williams & Connolly has confirmed that attackers exploited a zero-day vulnerability to access a handful of attorney email accounts in what it believes was a nation-state-linked cyberattack.... 

      

      
        McKinsey wonders how to sell AI apps with no measurable benefits
        Dan Robinson

        Consultant says software vendors risk hiking prices without cutting costs or boosting productivity Software vendors keen to monetize AI should tread cautiously, since they risk inflating costs for their customers without delivering any promised benefits such as reducing employee head count....

      

      
        Hobble your AI agents to prevent them from hurting you too badly
        Thomas Claburn

        That's the main takeaway from the Zenity AI Agent Security Summit Michael Bargury, CTO of AI security company Zenity, welcomed attendees to the company's AI Agent Security Summit on Wednesday with an unexpected admission....

      

      
        CoreWeave bets on serverless agent builder to woo penny-pinching enterprises
        Tobias Mann

        Because what enterprises really love are vague consumption-based pricing models Rent-a-GPU outfit CoreWeave continued its push into the AI services arena on Wednesday with the introduction of a platform that aims to make reinforcement learning more accessible to enterprise customers....

      

      
        3 more infamous cybercrime crews team up to 'maximize income' in 'challenging' ransomware biz
        Jessica Lyons

        It's hard out there for a crim Following in the footsteps of an earlier unholy alliance between three other cybercrime crews, ransomware-as-a-service giants DragonForce, Qilin, and LockBit claim to be collaborating on ransomware attacks. ...

      

      
        The price is wrong! California goes Bob Barker on algorithmic price rigging
        Brandon Vigliarolo

        When sellers collude through a computer algorithm, that doesn't make it right California companies that use algorithms to fix the prices of their products and services could now face stiff antitrust penalties if they continue to do so. ... 

      

      
        Cisco's new router unites disparate datacenters into AI training behemoths
        Tobias Mann

        With enough routers, Switchzilla says it can link bit barns 1,000 km apart and scale fabrics beyond 3 exabits per second Cisco has unveiled a new routing ASIC designed to help bit barn operators overcome power and capacity constraints by stitching together their existing datacenters into a single unified compute cluster....

      

      
        
          	
          	
            Sections
          
          	
        

      

    

  
	
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2025/10/09/cornyn_smithsonian_shuttle_comments/
    

    Space Shuttle war of words takes off as senator blasts 'woke Smithsonian'

    
Houston, we have a custody battle    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            9th October 2025 18:00 GMT
        
    


    
Exclusive The war of words over the possible relocation of Space Shuttle Discovery has ratcheted up, with the office of Senator John Cornyn (R-TX) telling The Register that the orbiter belongs in Houston "whether the woke Smithsonian and its cronies in Congress like it or not."
The kerfuffle started earlier this month when NASA and the Smithsonian estimated it would cost between $120 million and $150 million to move the antique spacecraft from its current location in Virginia to a new spot in Houston, Texas, and the relocation would require chopping the shuttle into pieces. The move was sparked by the 2025 budget reconcilation bill, which included a line item of $85 million to relocate at least one craft that has flown astronauts to Houston, the home of the Johnson Space Center, which oversees manned space flight for the agency. Cornyn and fellow Texas Senator Ted Cruz, another Republican, have been advocating to bring Discovery to Houston since April.
A spokesperson for Cornyn's office called bunk on the new estimate, telling The Register, "The fact is that all four shuttles have moved across the country without disassembly on more than one occasion.
"The Smithsonian estimates are purposefully overblown, and an outside vendor skilled at moving military equipment like tanks, military aircraft larger than a space shuttle, and the shuttle mock-up has estimated the total cost to be between $5-$8 million, which includes transportation from the Smithsonian to a barge and a barge to Space Center Houston.
"The NASA estimate for transport was only $5 million, further proving that unnecessary storage and disassembly expenses make up the vast majority of alternative and exorbitant cost estimates like this."
When the shuttles were transported in 2012, the cost of the ferry flights was estimated to be $8.3 million, according to contemporary reports. Those relocations used the Shuttle Carrier Aircraft (SCA), which have long since been retired. One can be found in Space Center Houston, with the Space Shuttle replica Independence mounted on top.
In the absence of an operational SCA, a journey by road and barge is the way to go. The question then is which outside vendor is best suited to complete the task, and what the plan for the move would look like. There are a few contenders, depending on the interpretation of "shuttle mock-up." Florida-based Beyel Brothers was responsible for transporting the Space Shuttle replica Independence from Kennedy Space Center in Florida (where it was an exhibit called Explorer) to Space Center Houston. The trip involved an ocean-going voyage on a barge.


	Texas senators cry foul over Smithsonian's pricey Space Shuttle shuffle


	Only way to move Space Shuttle Discovery is to chop it into pieces, White House told


	NASA won't name the Shuttle picked to move to Texas


	Trump's budget bill bankrolls $85M Space Shuttle shuffle


Beyel Brothers was also responsible for the move of another Space Shuttle mock-up - Inspiration. However, Weeks Marine transported Space Shuttle Enterprise, which was used for approach and landing tests as well as some equipment fit checks, from a hangar at JFK International Airport via barge to the Intrepid Museum in New York City.
The letter [PDF] signed by Cornyn and Cruz stated that the Smithsonian "falsely" claimed that the "Shuttle's wings would need to be removed for transport."
While Cornyn's office has turned its ire on the Smithsonian, we note that the letter from the institution stated that NASA had been involved in the cost estimates and the suggestion that Discovery would need to be dismantled in order to be shipped. The US space agency was involved in the construction, operation, and retirement of the Space Shuttle fleet and is therefore well-placed to comment on what might be involved in a relocation.
The spokesperson for Cornyn's office said: "Discovery belongs in Houston, and will make the journey there safely, securely, and efficiently in accordance with the law whether the woke Smithsonian and its cronies in Congress like it or not." (r)
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    GitHub Copilot Chat turns blabbermouth with crafty prompt injection attack

    
AI assistant could be duped into leaking code and tokens via sneaky markdown    


    
        By 
Carly Page        
    

    
        Posted in Cybersecurity Month,
        
            9th October 2025 17:15 GMT
        
    


    
GitHub's Copilot Chat, the chatbot meant to help developers code faster, could be helping attackers to steal code instead.
Researcher Omer Mayraz of Legit Security disclosed a critical vulnerability, dubbed CamoLeak, that could be used to trick Copilot Chat into exfiltrating secrets, private source code, and even descriptions of unpublished vulnerabilities from repositories. The flaw was scored 9.6 on the CVSS scale in the disclosure.
The root cause is simple. Copilot Chat runs with the permissions of the signed-in user and ingests contextual text that humans might not see. Mayraz demonstrated how an attacker can hide malicious prompts in GitHub's "invisible" markdown comments inside pull requests or issues - content that doesn't render in the standard web UI but is still parsed by the chatbot. When a maintainer later asks Copilot to review or summarize the change, the assistant can obediently follow the buried instructions, searching the repo for API keys, tokens, source files, or other juicy material.
Exfiltrating the data required a crafty workaround. GitHub's Content Security Policy (CSP) and its image-proxy service, Camo, are supposed to stop arbitrary outbound requests, but Mayraz "created a dictionary of all letters and symbols in the alphabet" and pre-generated corresponding Camo-proxied image URLs, effectively mapping each character to a distinct, legitimate Camo URL.
The poisoned prompt then instructed Copilot to render the discovered secret as a sequence of 1x1 pixel images. By observing which image endpoints were fetched and in what order, an attacker could reconstruct the secret character by character. That "pixel alphabet" turns innocuous image loads into a covert data channel with little visible trace.


	Google goes straight to shell with AI command line coding tool


	Let us git rid of it, angry GitHub users say of forced Copilot features


	Tech talent biz Andela trains up devs in GitHub Copilot


	GitHub engineer claims team was 'coerced' to put Grok into Copilot


Mayraz's proof-of-concept pulled AWS keys, security tokens, and even the description of an undisclosed zero-day vulnerability stored inside a private issue on a private organization's repo - the exact sort of unpublished exploit notes red teams and security researchers keep under wraps. In short, the bug could be used to steal not just credentials but unreleased bug details that attackers could weaponize.
Legit Security reported the flaw via HackerOne, and GitHub moved quickly to blunt the channel. According to the disclosure, GitHub disabled image rendering in Copilot Chat on August 14 and blocked the use of Camo to leak "sensitive victim user content," closing the precise exfiltration route while a longer-term remediation is developed.
Microsoft-owned GitHub did not immediately respond to The Register's questions. 
CamoLeak is a textbook demonstration of how adding AI into developer workflows expands the attack surface. Anything an assistant can read and act on becomes an input channel attackers can manipulate, including hidden comments that human reviewers never expect to be dangerous.
Turns out the assistant that finds your bugs is also pretty good at nicking your keys. (r)
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    Discord says 70,000 photo IDs compromised in customer service breach

    
No word on why the outsourced supplier was storing this data in the first place    


    
        By 
Connor Jones        
    

    
        Posted in Cybersecurity Month,
        
            9th October 2025 16:59 GMT
        
    


    
Communication platform provider Discord has admitted that around 70,000 users had their government IDs stolen as part of its recent data breach.
The breach, which Discord insists occurred at an unidentified third-party customer service provider, involved government ID scans that users upload to verify their age.
Some countries have introduced legislation requiring platforms to vet users and ensure only those that meet a certain age threshold are allowed access. The most recent example is the UK with its Online Safety Act.
The UK says in-scope platforms, like Discord, must implement mechanisms to verify their users' ages "without collecting or storing personal data, unless absolutely necessary."
Discord's help article on how users can verify their age details two methods.
The first sees users take a photo of themselves holding a photo ID and a piece of paper with their username on it. This process is completed through Discord itself.
Users can also go through the automatic age-checking process provided to Discord by k-ID, a system British teenagers quickly found could be bypassed using a copy of Death Stranding.
It seems likely that the breach affecting around 70,000 government ID scans stems from how data collected during the first verification method was stored.
Discord's help article states clearly - albeit right at the bottom of the page - that "the information you provide will be used solely for age verification purposes and will not be used for anything else."
Regarding how k-ID handles data, it said: "Discord only logs the k-ID age verification results used to unlock your account - it doesn't save your selfie image. For questions about k-ID's processes, please contact k-ID."
We asked Discord why it does not adopt the same approach of only retaining the result rather than the scan when users supply it with their government IDs. We will update the story if it responds.
The revelation that Discord users' government IDs, such as driver's licenses and passports, were compromised is not new in itself, although the 70,000 figure is.
The platform mentioned that an unspecified number of government IDs were involved in the wider breach days ago, although the update with the total number of affected users only came late Wednesday.
Other details about the attack remain unchanged. Users may have had their names, usernames, email addresses, and other contact details stolen if they supplied these to Discord customer support.
Their IP addresses and messages with customer support reps may also have been accessed, and some limited billing data, too, including payment type, the last four digits of a credit card, and purchase history if it's associated with a Discord account.
Some Discord corporate data, like training materials and internal decks, was lifted in what it described as a limited capacity.
Discord said full financial details, user messages outside of those sent to customer support, and passwords or authentication details are all unaffected.


	Study finds radical nutjobs targeting gamers via Discord, Twitch, Steam


	Slack threatened to delete nonprofit coding club's data if it didn't pay $50k in a week


	Yes, Slack isn't working properly right now - enjoy your internet snow day


	Look forward to having a Slack teammate, says Salesforce's Benioff


Each user will be affected differently, as is the case in most data breaches, but they will be told exactly what data concerning them was stolen in the direct comms sent from Discord HQ.
"Looking ahead, we recommend impacted users stay alert when receiving messages or other communication that may seem suspicious," Discord said in its advisory. "We have service agents on hand to answer questions and provide additional support.
"We take our responsibility to protect your personal data seriously and understand the inconvenience and concern this may cause."
Nathan Webb, principal consultant at Acumen Cyber, said the attack shows how cybercriminals are targeting organizations that supply or store data related to age verification, understanding the value of this sensitive information.
"Despite age verification being outsourced, businesses still have an accountability to ensure that data is stored appropriately," he said. "It's important for organizations to recognize that delegating certain processes does not absolve their responsibility to uphold data protection and security standards.
"Proper documentation also plays a crucial role in understanding and managing these risks. It helps to identify which third parties and remote access tools have access to specific systems and data, making it easier to pinpoint areas that require enhanced monitoring and tighter security controls." (r)
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    US PC shipments hit the buffers as Trump's tariffs take their toll

    
Rest of the world surges on Windows 10 end-of-life upgrades    


    
        By 
Dan Robinson        
    

    
        Posted in Personal Tech,
        
            9th October 2025 16:31 GMT
        
    


    
WORLD WAR FEE The global PC market is ticking upward as Windows 10's end-of-life nears, except in North America, where tariff shocks and economic jitters have slowed demand.
Microsoft's announced cut-off date of October 14 for Windows 10 support has given PC makers a boost this year, as many machines running the venerable OS don't meet the stricter hardware requirements for Windows 11, prompting users to upgrade.
According to the market watchers at IDC, this led to global shipments during the third quarter of 2025 rising by 9.4 percent compared with the same period last year, with global volumes touching 75.8 million units.
But there are quite striking regional differences according to its reading of the runes, with EMEA and Asia Pacific converging on 14 percent growth, while the figure for the Americas during the same period is just one percent.
"While the entire market is continuing on a very strong year, fueled by Windows 11 transition and the need to replace an ageing installed base, the results by regions are telling different stories," IDC's research VP Jean Philippe Bouchard said in a statement. "In particular, the North American market continues to be impacted by the US import tariffs shock and by macroeconomic uncertainties."
This conundrum can be explained by IDC looking at PC shipments, which covers systems that have left the makers' factories and been delivered to the resellers and distributors making up the sales channel, rather than end-user purchases.
But those sales channels in the US are suffering from inventory indigestion, as The Register has previously reported, owing to front-loading earlier in the year to stock up before any tariff-related turmoil might hit.
The first quarter of 2025 saw shipments of new PCs rise, as the industry tried to move as many machines as it could before the Trump administration imposed its anticipated tariffs on China-made goods that would bump up the price of bringing them into America.


	AI don't know: Enterprises slow to pick up on Copilot+ PCs


	Microsoft insists Copilot+ PCs are 'empowering the future' - reality disagrees


	Tariff threat plays havoc with US PC market, economy not helping


	Hundreds of millions of business PCs are still on Windows 10 as D-Day nears


Consumers, meanwhile, have been reluctant to part with their hard-earned cash for a PC upgrade while tariffs were pushing up prices in a number of key spending categories, instead focusing on essentials and avoiding costly, discretionary items.
What this adds up to is that PC sales in the US will not have collapsed as much as the statistics on shipments might suggest, although there are other factors at play, such as the selling prices being pushed up by vendors promoting AI-capable PCs.
Despite the steady drumbeat of sales, hundreds of millions of systems have yet to be upgraded to Windows 11, as the deadline looms. For this reason, IDC says it expects to see demand for newer PCs ready for Windows 11 continue to grow well into 2026.
According to IDC's figures, Lenovo was the top PC vendor in Q3, accounting for just over 25 percent of units shipped. HP was in second place at just below 20 percent, with Dell coming third on about 13 percent, Apple on 9 percent and Asus at about 8 percent. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2025/10/09/us_pc_shipments_flat_trump_tarriffs/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2025/10/09/gartner_agentic_ai_correction/
    

    Gartner warns agentic AI startups: Prepare to be consolidated

    
Analyst predicts over-supply will trigger a market correction in favor of deep-pocketed incumbents    


    
        By 
Lindsay Clark        
    

    
        Posted in AI + ML,
        
            9th October 2025 15:33 GMT
        
    


    
Gartner has signaled that the supply of "agentic AI" in terms of models, platforms, and products far outstrips demand, creating a situation that will lead to consolidation and market correction.
The analyst company expects the agentic AI market - based on LLM-powered models that perform tasks for humans - to consolidate in the short term as the last couple of years' hype and "fear of missing out" (FOMO) give way to fundamental economics.
Gartner's position follows the Bank of England's warning that there is a danger of a sudden correction in the financial markets, owing to the value of tech and AI stocks, citing some financial metrics that are comparable to the dotcom bubble of the late 1990s that led to a crash in early 2000. Equity markets might be "particularly exposed should expectations around the impact of AI become less optimistic," the Financial Policy Committee said.
IMF chief Kristalina Georgieva has also warned that market shocks could threaten global growth in light of recent valuations based on AI optimism. Recent weeks have seen leading vendors OpenAI, Nvidia, AMD, and Oracle forge complex, interdependent financial relationships as they strive to build the infrastructure required to fuel demand for AI. Consultancy Bain & Company, for example, estimates $500 billion a year is needed until 2030.
Gartner said that in a correction, the losers of consolidation would be undifferentiated AI companies and their investors, while the winners would be capital-rich incumbents with the resources to acquire promising technologies and talent.


	Bank of England smells hint of dotcom bubble 2.0 in AI froth


	Startups binge on AI while big firms sip cautiously, study shows


	Big money is nervous about AI hype, but not ready to call it a bubble


	AI agent hypefest crashing up against cautious leaders, Gartner finds


"While we see early signs of market correction and consolidation, product leaders should recognize this as a regular part of the product life cycle, not a sign of inevitable economic crisis," said Will Sommer, senior director analyst at Gartner.
"The impending agentic AI market correction is distinct from speculative bubbles fueled by systemic financial engineering, fraud or policy. At this point, the underlying product, agentic AI, is sound, and the current market correction, where markets rationalize and consolidate, is a regular part of the product life cycle.
"However, a 'speculative bubble' could still form if investment becomes detached from agentic AI's intrinsic potential to deliver tangible and commensurate economic value.
"Over the longer term, consolidation will enable industry leaders to develop agentic products that meet the technical and business requirements of customers who are presently struggling to adopt AI agents." (r)
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    Humans flunk the Turing test for voices as bots get chattier

    
Coin toss odds for spotting a deepfake, study finds. And that's before the machines learn to sing    


    
        By 
Owen Hughes        
    

    
        Posted in AI + ML,
        
            9th October 2025 15:15 GMT
        
    


    
Think you can distinguish between a human voice and a robot? Think again, because the numbers are starting to say otherwise. 
Researchers at Queen Mary University of London and University College London found that people can no longer reliably distinguish between genuine speech and cloned AI voices. 
Their study, published in open-access journal PLOS One, found that when people were played recordings of real people together with AI-generated versions of the same voices, their judgments were little better than random chance.
The team, led by psychologist Nadine Lavan, tested 80 audio samples: half human, half synthetic. The fully synthetic AI voices - that is, those generated entirely by text-to-speech models rather than trained on recordings of a real person - were easier to spot, with "only" 41 percent mistaken for human.
But when the voices were cloned from actual people using a few minutes of recorded speech, 58 percent of them fooled listeners into thinking they were human. Subjects correctly identified real voices only 62 percent of the time, leaving no meaningful difference between the two.
All told, the researchers found "no significant sensitivity" in people's ability to tell cloned voices from real ones - a polite way of saying that we're guessing.
"We show that, under certain conditions, it is not possible for human listeners to accurately discriminate between AI-generated voices and genuine recordings," the authors wrote, adding that the results "demonstrate how voices generated from limited amounts of input data can reach a similar level of human likeness to real recordings of human speakers."
... Uncle Leo?
The team used off-the-shelf software from ElevenLabs and fewer than five minutes of sample speech to build each synthetic voice. The researchers said the tech fell short of "hyperrealism," but even then, some of the clones were perceived as being more trustworthy and more dominant than the human voices.
That might be good news for accessibility tools and voice interfaces, but less so for consumers as scammers and misinformation peddlers inevitably learn to exploit the tech.


	Microsoft's Azure AI Speech needs just seconds of audio to spit out a convincing deepfake


	This open text-to-speech model needs just seconds of audio to clone your voice


	OpenAI claims its software can clone your voice from 15 seconds of you talking


	Worry not. China's on the line saying AGI still a long way off


The findings come as cloned voices increasingly feature in phone scams and fraud cases, with victims tricked into transferring money after hearing what sounded like relatives in distress. Consumer Reports recently found that four out of six popular voice-cloning providers offered little more than a tick-box self-attestation to stop impersonation, a loophole that makes the tech almost as easy to abuse as it is to use.
Indeed, the researchers conclude that the ability to tell who's talking (or presumably, whether anyone is) may require something stronger than a good ear as cloned speech keeps improving. 
"Hearing a voice humanizes the speaker from the perspective of the listener," the researchers note. "It is worth considering on a theoretical and conceptual level what it means that some real and natural human voices can sound less real than some AI-generated voices."
Call us cynics, but that sounds like academic shorthand for "the robots now sound more human than people do." (r)
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    Meta will move React to Linux Foundation to address vendor dominance fears

    
Independent technical governance will hope to unite fractured ecosystem    


    
        By 
Tim Anderson        
    

    
        Posted in Devops,
        
            9th October 2025 15:05 GMT
        
    


    
Meta will contribute React, React Native, and JSX (JavaScript XML) to a new React Foundation, part of the Linux Foundation, and said that "it is important that no single company or organization is overrepresented."
The React Foundation will start with seven corporate members - Amazon, Callstack, Expo, Meta, Microsoft, Software Mansion, and Vercel - and its responsibilities will include maintaining React's infrastructure and trademarks, organizing React Conf, and sponsoring the React ecosystem. The first executive director will be Seth Webster, Meta's head of React.
React, created by Facebook in 2013, is the most popular JavaScript framework. (Facebook changed its name to Meta in 2021.) The most recent State of JavaScript survey reported usage by over 80 percent of respondents. React Native is a cross-platform UI framework based on React, and while it's not as dominant as web React, Microsoft is a particularly big user. Usage of React is also likely being boosted by increasing deployment of AI coding tools, which in our experience tend to default to React if not prompted to use a different framework.
[image: React is the most widely used JavaScript front-end framework, though not universally loved]
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Webster, along with other team members, said that "React has outgrown the confines of any one company." Along with starting the foundation, the plan is to create a technical governance structure that is independent from it, which the team believes will ensure that no single vendor dominates.
If React gets true independent governance, it will be timely, since there is some unhappiness in the ecosystem regarding vendor involvement, particularly focused on Vercel, sponsor of the React-based Next.js framework. The 21-member React Core team includes five Vercel employees, 14 Meta employees, and two independent members. Next.js is recommended in the React documentation as a framework that "takes full advantage of React's architecture to create full-stack React apps." No other framework is described in the same way.
React itself is not a complete framework and does not include important features such as data fetching and routing. The documentation specifically discourages use of React on its own.


	Python dethrones JavaScript as the most-used language on GitHub


	Oracle urged again to give up JavaScript trademark


	Linux Foundation says yes to NoSQL via DocumentDB


	Linux Foundation tries to play peacemaker in ongoing WordPress scuffle


Vercel's business is based on hosting web applications, with Next.js the default choice, and some developers complain that it is difficult to use elsewhere. Netlify, a JavaScript hosting company that competes with Vercel, offers Next.js hosting but complained that Next.js "has no adapter mechanism through which any other actor can support another platform. Rather, Next.js builds use a private, largely undocumented format that is subject to change."
Not all React developers see Vercel as a bad influence. Mark Erikson, a maintainer of Redux, a state management tool for React, argued earlier this year that the React team needed Vercel to sponsor its plans for React Server Components, for which Meta has no need, and that the company is doing nothing underhanded.
Despite its popularity, React is not universally loved and has come under fire for increasing complexity, particularly for those using its server-side features. "It feels like React generally has an ongoing trajectory towards increasing complexity and features. For something that's effectively become the standard for frontend that's unfortunate," said one developer, commenting on the news and showing that vendor dominance is not the only React ecosystem challenge for the Foundation and forthcoming technical committee to address.(r)
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    China moves to extend control over tech industry's critical rare earths

    
New laws restrict goods that are manufactured outside of China    
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China is hitting back at US export restrictions with some of its own, tightening its control on so-called rare earth minerals and introducing laws that require companies to get licenses before they can ship goods containing rare earths, even those made outside of the country.
Beijing's Ministry of Commerce [MoC] announced on Thursday two related measures. One governs the export of rare earth-related technologies, and another extends export restrictions to cover any goods manufactured outside China that contain rare earths sourced within the country.
This mimics US regulations that forced Dutch firm ASML to apply for licenses to sell certain chipmaking tools and provide services to Chinese companies, for example, as some of its technology was developed with American help. It also shows that Beijing is prepared to match Washington tit for tat when it comes to the trade wars and export controls.
China's latest move follows retaliatory tariffs and restrictions on rare earth minerals introduced back in April, along with a call for Washington to halt President Trump's on-off tariff measures and resolve trade differences through consultation instead.
It also comes ahead of a likely meeting between Trump and China's leader Xi Jinping at the Asia-Pacific Economic Cooperation forum in Korea at the end of this month.
Announcement 61 issued by the MoC's Security and Control Bureau imposes on foreign firms the need to obtain licenses in order to sell any items that contain rare earth metals or oxides originating from China, where the value of those materials accounts for 0.1 percent or more of the item's value.
It also requires export licenses for dual-use items on a case-by-case basis, particularly where the end use is the production of advanced memory chips, or the development of artificial intelligence that may be used for potential military purposes.
The second, Announcement 62 from the MoC's Safety and Regulatory Bureau, essentially says that any technologies related to rare earth mining and production may not be exported without permission. This includes technology-related data, such as design drawings, process specifications and simulation data, meaning that Beijing wants to curtail even the transfer of knowledge regarding how to process rare earth elements.
Magnetic material manufacturing is also covered under the new regulations, an issue that has already prompted an outburst from the US leader, who threatened more tariffs if China refused to comply.
In a statement, a Ministry of Commerce spokesperson said that rare earth-related items have dual-use properties, and imposing export controls on them is a common international practice, to prevent them from being used for military purposes.
"Therefore, the Chinese government has implemented controls on certain overseas rare earth-related items containing Chinese content in accordance with the law, to better safeguard national security and interests and fulfil international obligations, including non-proliferation," the spokesperson said.


	Pentagon snaps up ownership stake in America's only rare earths mine


	Trump stomps feet, pulls out 't-word' again over China rare earths ban


	Caught between China and Trump, Apple spends $500M on rare earth recycling


	Pentagon needs China's rare earths, Beijing just put them behind a permit wall. Oops


Rare earth elements include exotic metals such as yttrium and neodymium that have become vital ingredients in advanced semiconductors, motors for electric vehicles, and components for a range of other applications.
China is believed to have around half of the world's deposits of rare earth minerals, but accounted for 69.2 percent of the world's production in 2024, according to some sources.
The effect of these restrictions could be far-reaching. As The Register has previously reported, rare earths are used in much of the high-tech equipment deployed by the US military, with a single F-35 jet said to contain 900 pounds and a Virginia-class submarine more than four and a half tons.
"This represents a sweeping extraterritorial expansion of China's export control regime - one that could severely disrupt global supply chains dependent on Chinese rare earth inputs and know-how," stated Henry Gao, Professor of Law, Singapore Management University, in a post on social media site X.
Also posting on X, entrepreneur Arnaud Bertrand, who lived in China for eight years, said the move is "potentially huge", because of the provision that anyone using rare earths to develop advanced semiconductors (defined as 14nm-or-below) will require case-by-case approval.
"Which effectively gives China de-facto veto power over the entire advanced semi-conductor supply chain," he comments, adding that "China is effectively mirroring the US semiconductor export controls that were used against them, with its own comprehensive extraterritorial control regime, except with rare earths." (r)
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Meanwhile, Microsoft resurrects Edit and kills .NET 3.5 SP1 on demand    
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It's taken a while, but Microsoft has finally made its redesigned Start menu available to Canary Channel Windows Insiders, while also removing .NET Framework 3.5 SP1 as a Feature On Demand, and adding Edit, the command-line text editor.
The Start menu is the most eye-catching development and represents a long-overdue update for Canary Channel testers. After all, it turned up in the Dev Channel for Windows Insiders in June.
There remains no "make it work like it did before Windows 11 messed everything up" option, but the Start menu has grown for users with the screen real estate to accommodate it, and gained additional options, such as a category view to group applications. There is also integration with Phone Link via a collapsible page opened with a mobile device button next to the Search box, although European Economic Area (EEA) users will have to wait until later in 2025 to access the iOS and Android device options.
More notable for administrators is that .NET Framework 3.5 SP1 has been removed from the list of Features On Demand.
Support for this component began on November 19, 2007, and is set to continue until January 9, 2029. The component is a relic from a bygone era, with support for long-retired operating systems, including Vista and Windows 7.


	Hundreds of millions of business PCs are still on Windows 10 as D-Day nears


	No account? No Windows 11, Microsoft says as another loophole snaps shut


	Hundreds of orgs urge Microsoft: don't kill off free Windows 10 updates


	Brits sitting on PS1.6B gold mine of Windows 10 junk as support ends


From Windows 10 1809 and Windows Server 2019, .NET Framework 3.5 SP1 was defined as a standalone product with five years of mainstream support followed by five years of extended support.
Although newer iterations of the .NET Framework are now superseded, 3.5 SP1 has remained supported, largely due to the number of legacy applications that depend on it. Microsoft said: "Customers running business-critical applications that still depend on .NET Framework 3.5 can access a .NET Framework 3.5 standalone installer located here."
Also in build 27965 is the welcome arrival of the command-line text editor, Edit. Microsoft showed off a revival of the tool at its Build conference in May, and it was a welcome blast from the past in an era where simple text editing tools appear unable to escape needless AI features (yes, Notepad, we're looking at you). Previously a download, Edit is now delivered with Windows, ushering in an era of lightweight text editing we haven't seen for several versions of the OS.
Now, if only a retro version of the Start menu were also available. PROGMAN.EXE anyone? (r)
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This time outage was not actually Microsoft's fault    


    
        By 
Richard Speed        
    

    
        Posted in SaaS,
        
            9th October 2025 13:46 GMT
        
    


    
If you struggled to access the Azure Portal or Microsoft Entra this morning, you weren't alone - Microsoft has blamed a Kubernetes crash for the outage.
The Windows giant noted problems from 0740 UTC, with multiple regions around the world reporting issues with its services.
"Our monitoring detected a significant capacity loss of about 30 percent of Azure Front Door instances, predominantly across Europe, Middle East, and Africa," Microsoft said.
Surely it hadn't rolled out a borked update yet again? Not this time, it seems. The company continued: "We understand that this is due to a dependency on some underlying Kubernetes instances that crashed. We have ruled out any deployments that could have triggered this event."
That said, losing almost a third of one's capacity due to crashing Kubernetes instances is less than ideal. A properly-architected solution should be able to recover from whatever woes befall the orchestrator, but apparently not Azure.
Social media was its usual supportive self. Some users were attempting to cancel their Game Pass subscriptions following a recent price hike, but were unable to log in due to issues with the service. Others wanted to find out what was going on, but encountered errors suggesting that connectivity had been lost.


	Subpoena tracking platform blames outage on AWS social engineering attack


	Texas man accidentally shoots cable, brings internet down


	Cloudflare DDoSed itself with React useEffect hook blunder


	Starlink outage knocks tens of thousands offline worldwide


In a move familiar to many administrators when faced with similar problems, Microsoft's engineers reached for whatever serves as the on/off switch for its Kubernetes implementation. "We have been restarting these underlying Kubernetes instances, and AFD instances are coming back online," the company said.
The service appears to be staggering back to its feet, and Microsoft has stated that the vast majority of impacted resources have been restored. The company later posted that it kicked off a failover for the Microsoft 365 Portal service to speed things along, and that "we've validated that the service has fully recovered."
This will come as some comfort to users of Microsoft's online services who might have encountered issues today. The company has not, however, elaborated on why the instances went down in the first place or why the recovery was not automatic.
We will update this article if the Windows giant responds to our queries. (r)
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    Clearview AI sees red as UK tribunal sides with regulator over $10M GDPR fine

    
Court says ICO can chase US outfit for unlawfully hoovering up Brits' selfies    
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The UK General Regulatory Chamber's Upper Tribunal (UT) has ruled in favor of the Information Commissioner's Office (ICO), which appealed against a 2023 decision that it could not fine Clearview AI over GDPR violations.
In what some Reg commenters called a "knee-capping of the UK GDPR" at the time, the First-tier Tribunal (FTT) decided in October 2023 that the ICO did not have the territorial scope to issue the PS7.5 million fine (c $10 million) it planned for the US-based AI company.
The case relates to an ICO fine issued in May 2022 after the regulator accused Clearview of scraping Brits' images uploaded to social media before adding them to a database used to train its AI algorithms.
As we reported at the time, the FTT accepted that it was reasonable to expect UK residents' faces to appear in Clearview's database, given the size of the country and the ample access to the internet most people enjoy.
However, on Tuesday, the UT upheld most of the grounds on which the ICO based its appeal, crucially ruling [PDF] that Clearview's data processing fell within the territorial scope of the UK GDPR.
It also ruled that the FTT incorrectly applied the law when deciding that Clearview's data processing fell out of scope based on the fact that it was doing so as a competent authority for the purposes of assisting law enforcement clients.
In its appeal of the ICO's decision to fine it PS7.5 million ($10 million, or $9.43 million at the time) in 2022, Clearview heavily leaned on Article 2(2)(a) of the UK GDPR to clear its data processing activities.
This is the provision that precludes foreign data processing for law enforcement purposes from regulatory penalties.
Clearview said when appealing against the fine that its service is an internet search engine offered only to non-UK/EU law enforcement and national security agencies, whose uses are out of scope of the regulations per Article 2(2)(a).
The Information Commissioner accepted this was valid. Under the principles of international law, one state cannot seek to compel another to meet a legal demand, i.e. a foreign power investigating a Brit for a crime committed on its own soil should not attract interference from the UK, or penalties under the UK GDPR.
The UT's decision this week, however, overturned the FTT's previous decision and this crucial aspect of Clearview's appeal against the ICO's fine.
It ruled that Clearview's processing was related to behavior monitoring of UK residents, per Article 3(2)(b), and was still bound by UK GDPR regulation despite being carried out on behalf of its foreign law enforcement clients.
The UT, citing case law and previous statements from the EU's Advocate General, said that this exclusion only applies to the UK state itself, and not a commercial entity such as Clearview selling services to foreign governments.


	Founder of facial-rec controversy biz Clearview AI booted from board


	Data watchdog fines Clearview AI $33M for 'illegal' data collection


	Clearview AI reaches 'creative' settlement with privacy suit plaintiffs: A conditional IOU


	Watchdog bites back against blockage of $9M fine on US selfie-scraper Clearview AI


Even if the data is, or can be used by a government in the interests of its national security, the data processing still falls within the scope of the GDPR.
The latest ruling, which New York-based Clearview can also appeal against, means that the case will be sent back to the FTT to decide whether the ICO can, in fact, impose the fine.
This case was solely focused on determining the UK GDPR's territorial scope, not the fine, although the ruling suggests the ICO's decision to issue a fine was valid.
The FTT will then decide again whether, in light of the UT's decision, Clearview contravened the UK GDPR.
John Edwards, the UK's Information Commissioner, said: "The UT's decision has upheld our ability to protect UK residents from having their data, including images, unlawfully scraped and then used in a global online database without their knowledge.
"The ruling also gives greater confidence to people in the UK that we can and will act on their behalf, regardless of where the company handling their personal information is based. It is essential that foreign organisations are held accountable when their technologies impact the information rights and freedoms of individuals in the UK."
Jack Mulcaire, chief legal officer at Clearview AI, told The Register: "Clearview AI is disappointed by this ruling which misapplied the law to improperly seek to regulate how American companies serve the US government. We do not offer any product or do any business in the United Kingdom. We intend to file an appeal."
On that point, Jon Baines, Senior Data Protection Specialist at Mishcon de Reya LLP, commented: "It's worth noting that it was a very strong, three-judge bench (with President of the Chamber Mrs Justice Heather Williams DBE as lead judge) and the judgment very much has the feel of one the bench has tried to make as 'appeal-proof' as possible." (r)
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SonicWall has admitted that all customers who used its cloud backup service to store firewall configuration files were affected by a cybersecurity incident first disclosed in mid-September, walking back earlier assurances that only a small fraction of users were impacted.
In an updated statement published on Wednesday, the California-based network security vendor said its investigation had determined that "all customers" who utilized the MySonicWall cloud backup feature were affected, confirming that attackers had accessed configuration backup files stored on its systems. These backups typically include firewall settings, policies, and network configurations, making them a valuable target for anyone seeking to map internal infrastructure or pivot into connected environments.
When SonicWall first disclosed the breach on 17 September, it claimed the incident was limited to "less than 5 percent" of customers. At the time, the company said it had detected "suspicious activity" against the cloud backup environment used by its next-generation firewalls and promptly disabled the service "out of an abundance of caution."
That initial reassurance now appears premature. SonicWall's latest post-mortem, which follows an independent investigation and external forensics review, confirms that the attackers successfully accessed data belonging to every customer who had ever used the cloud backup service, regardless of when their backups were created.
The Register has asked SonicWall how many customers use its cloud backup service but has not received a response. 
While SonicWall insists the intrusion did not affect other MySonicWall services or customer devices, it's urging administrators to treat the incident seriously. Customers have been told to delete any existing cloud backups, change their MySonicWall credentials, rotate shared secrets and passwords, and recreate new backup files locally rather than in the cloud.
The company says it has since "hardened" its infrastructure, applied additional logging, and introduced stronger authentication controls to prevent a repeat. But it has not shared specifics about how attackers gained initial access, beyond describing "unauthorized access to the cloud storage environment" that held encrypted and compressed backup archives.
According to Arctic Wolf, which has been tracking the incident, the backups contain data that could aid follow-on attacks. 
"Firewall configuration files store sensitive information that can be leveraged by threat actors to exploit and gain access to an organization's network,"  said Stefan Hostetler, a threat intelligence researcher at Arctic Wolf. "These files can provide threat actors with critical information such as user, group, and domain settings, DNS and log settings, and certificates. In the past, Arctic Wolf has observed threat actors, including nation-state and ransomware groups, exfiltrating firewall configuration files to use in future attacks."


	Hunt for RedNovember: Beijing hacked critical orgs in year-long snooping campaign


	SonicWall releases rootkit-busting firmware update following wave of attacks


	Crims bust through SonicWall to grab sensitive config data


	1,200 undergrads hung out to dry after jailbreak attack on laundry machines


SonicWall has not attributed the breach to any specific threat actor or nation-state, and it hasn't said whether data was copied, leaked, or destroyed. The company continues to maintain that there is "no evidence" of any compromise to production firewalls or other customer-hosted systems.
For SonicWall, this is not its first brush with online attackers. Earlier this year, the company said it was investigating a spate of ransomware activity targeting its firewall devices, following multiple reports of a zero-day bug under active exploit in its VPNs. While this latest compromise appears more contained, the reversal from "5 percent" to "100 percent" is unlikely to inspire confidence among customers who entrusted their firewall blueprints to the cloud. (r)
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Over the years, Intel has established itself as a paragon of the open source community, but that could soon change under the x86 giant's new leadership.  
Speaking to press and analysts at Intel's Tech Tour in Arizona last week, Kevork Kechichian, who now leads Intel's datacenter biz, believes it's time to rethink what Chipzilla contributes to the open source community.
"We have probably the largest footprint on open source out there from an infrastructure standpoint," he said during his opening keynote. "We need to find a balance where we use that as an advantage to Intel and not let everyone else take it and run with it."
In other words, the company needs to ensure that its competitors don't benefit more from Intel's open source contributions than it does.
Speaking with El Reg during a press event in Arizona last week, Kechichian emphasized that the company has no intention of abandoning the open source community.
"Our intention is never to leave open source," he said. "There are lots of people benefiting from the huge investment that Intel put in there."
"We're just going to figure out how we can get more out of that [Intel's open source contributions] versus everyone else using our investments," he added.
A spokesperson later added the following clarification: "Intel remains deeply committed to open source. We're sharpening our focus on where and how we contribute -- ensuring our efforts not only reinforce the communities we've supported for decades but also highlight the unique strengths of Intel."
Open source software has numerous advantages. Transparency means that anyone can inspect the codebase and, if bugs, optimizations, or security vulnerabilities are discovered, the community can take immediate action to report, enhance, or patch them.
This transparency also means that code initially optimized for a particular piece of hardware - Intel's Xeon platform, for example - can be adapted to work with hardware from rival chip vendors like AMD, Qualcomm, or others. 
This community-driven, cross compatibility can help push adoption as customers don't need to worry about whether their apps or services will misbehave when moving between platforms. 
At the same time, it means that, with a bit more effort, rival chipmakers can use Intel's contributions as a shortcut to developing their own highly optimized libraries, and this appears to be the crux of Kechichian's problem.
How Intel intends to prevent rivals from gaining an advantage from its software developments isn't entirely clear. However, the company could choose to keep some aspects of its code base closed.
Intel's OneMKL math kernel libraries are a prime example. While many of the higher level interfaces are open source, the low-level math libraries themselves are closed.
What's more, at least at one point, Intel implemented a check that would detect rival CPU platforms and force the libraries to run the most basic implementations even after AVX2 vector extensions had been implemented.


	X2 Elite is Qualcomm's latest attempt to bring Apple's M-series magic to the PC


	Intel and Nvidia sitting in a tree, NVLink-I-N-G


	Intel talent bleed continues as Xeon chip architect heads for the escape hatch


	Intel pitches Clearwater Forest as a consolidation play for all you hoarding ancient Xeons


It's possible that Intel may choose to extend these protections to other projects. This would, however, come at the risk of greater fragmentation, where the existing codebase is forked and the broader open source community gravitates around a vendor-agnostic implementation.
And that could end up happening anyway if Intel can't allocate the resources necessary to maintain its existing contributions. The past year has seen Intel shed tens of thousands of workers. The resulting brain drain is hard to ignore.
Late last week, FOSS-friendly pub Phoronix reported that many of the Debian and Ubuntu packages required to harness the accelerators baked into the chipmaker's processors had been orphaned. Affected libraries included key libraries and frameworks required to harness popular features like Intel's QuickAssist and Data Streaming accelerators. Just about two months earlier, several Linux drivers suffered the same fate as their maintainers were handed pink slips. (r)
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    Panther Lake sets stage for Intel's 2 nm comeback, but many details still TBD

    
Notebook chip promises 8 to 16 cores and up to 180 TOPS of total AI performance when it hits shelves in January    
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Intel has begun clawing back production from TSMC with the introduction of its Panther Lake processors, the company's first chip based on its long-awaited 18A process tech.
The x86 giant began volume production of the processor's compute tiles at Fab 52 located at its Ocotillo campus in Arizona this summer, with the first notebooks and computers based on the SoC slated for release around the time of CES early next year.
If Intel is to be believed, the process and architectural improvements introduced with Panther Lake will be well worth the wait. Chipzilla claims the process will deliver up to 10 percent single-threaded and 50 percent in multithreaded uplift in performance per watt over last gen's Lunar and Arrow Lake processors.
Process shrink meets architectural overhaul
Much of Panther Lake's efficiency and performance gains can be attributed to the chip's new process tech, which, in addition to a node shrink from Intel 3 to a 2 nm-class process it calls 18A, shifts power delivery to the back of the wafer.
According to Intel, 18A's denser RibbonFet transistors account for more than a 15 percent increase in performance per watt, while backside power boosts transistor density by up to 30 percent.
However, Intel hasn't quite quit TSMC just yet. Only Panther Lake's compute die, which contains the CPU, NPU, and image processors, is actually taking advantage of Intel's 18A.
[image: Panther Lake isn't one chip but rather three interconnected by a base-die]
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Much like Meteor Lake, Intel's latest client CPUs use a heterogeneous, multi-die chip architecture, which combines silicon from various wafer fabs and process nodes into a single package. For Panther Lake, the chip comprises three key components:

	A compute tile fabbed on 18A


	A platform controller tile built by TSMC


	A GPU tile built on either Intel 3 or TSMC depending on the SKU


These three chips are packaged alongside a few filler tiles on a base die that facilitates power and communications between them using Intel's Foveros advanced packaging tech.
Unpacking the Panther Lake line-up
Speaking of SKUs, Intel will offer Panther Lake in at least three configurations: a base model with eight cores and two higher-end options with 16 CPU cores and the option of either additional PCIe connectivity for dedicated graphics or a beefier iGPU.
[image: Here's a quick overview of Intel's entry-level Panther Lake SKU]
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Working up the stack, the base model features a compute tile with eight CPU cores. Half of those are Intel's new Cougar Cove performance (P) cores while the four remaining cores are arranged in a low-power efficiency (LP-E) core cluster based around its Darkmont microarchitecture.
If Darkmont sounds familiar, that's because it's the same underlying architecture that underpins Intel's datacenter-centric Clearwater Forest Xeons we looked at during Hot Chips earlier this year.
Located alongside the P and LP-E core clusters is a 50 TOPS neural processing unit and an upgraded image processing stack, which are shared across the entire line-up.
I/O functionality is handled by a Platform Controller Tile that offers four Thunderbolt 4 ports and two USB 3.2 ports, Wi-Fi 7, Bluetooth 6.0, four lanes of PCIe 5.0 for storage, and eight lanes of PCIe 4.0 for additional connectivity and peripherals.
The eight-core chip comes equipped with a quad-core GPU tile fabbed on the chipmaker's older Intel 3 process tech. Xe3 is new for the Panther Lake generation and represents a modest but not insignificant upgrade over the Xe2 cores found on last gen's Lunar Lake processors.
[image: The 16-core version of Panther Lake can be had with up to 20 lanes of PCIe connectivity, opening the door to additional storage, or dedicated graphics]
The 16-core version of Panther Lake can be had with up to 20 lanes of PCIe connectivity, opening the door to additional storage, or dedicated graphics - Click to enlarge


[image: Alternatively, Intel will also offer a version of the 16-core chip with a beefier integrated graphics tile]
Alternatively, Intel will also offer a version of the 16-core chip with a beefier integrated graphics tile - Click to enlarge


Step up to the 16-core part, and things get a bit more interesting. In addition to the P and LP-E cores, the part picks up another eight E-cores which are connected directly to the chip's L3 cache.
Intel has also upgraded Thread Director, an application designed to optimize workload provisioning across the various core types to function a bit like a waterfall. As the LP-E cores reach capacity limits, they're pushed into the more powerful E-cores and then onto the P-cores as needed.
The idea here is that, for power constrained environments - a thin and light notebook, for example - it may be preferable to keep processes on the more efficient cores and only fire up the beefier P-cores when absolutely necessary.
Moving on to graphics, there are two paths. The first is a larger, more powerful GPU tile from TSMC that triples the number of Xe graphics cores to 12. According to Intel, the GPU is up to 50 percent faster than the iGPUs found on its last-gen Arrow Lake and Lunar Lake parts.
Alternatively, you can keep the quad-core GPU tile and opt instead for an upgraded platform control tile with eight additional lanes of PCIe 5.0 connectivity. This additional I/O should open the door to some interesting system designs dedicated to Arc, Nvidia, or AMD graphics, or even external GPU docks.
[image: Here's a high-level overview of the various package configuration for Panther Lake]
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Can't quite TOPS the competition 
Despite the improved CPU and GPU processing, one area that Panther Lake falls short of the competition is in AI PC performance.
Panther Lake's all-new neural processing unit (NPU) manages to achieve 50 TOPS of AI compute - that's exactly two more than Lunar Lake, and far fewer than the competition. AMD's Strix Halo, which is already shipping, boasts 60 TOPS, while Qualcomm's upcoming X2 Elite will feature a 75 TOPS NPU.
With that said, all three exceed Microsoft's 40 TOPS Copilot+ PC requirement, and when it comes to AI/ML workloads, software can have a bigger impact on performance than what the spec sheet might suggest.
Speaking of TOPS, between the CPU, GPU, and NPU, Intel boasts its latest chip will deliver 180 platform TOPS. As great as that might sound, you can't harness all of that performance at the same time, at least not yet.
Arguably just as important to AI workloads - and graphics-heavy applications like gaming - are memory capacity and bandwidth. Panther Lake supports up to 128 GB of DDR5 memory at up to 7,200 MT/s or 96 GB of LPDDR5 at 9,600 MT/s, which works out to between 112.5 and 150 GB/s.
Memory bandwidth has major implications for graphics-heavy workloads like gaming as well as local AI inference on large language models, like Meta's Llama 3.1 8B. This is one of the reasons why we see GDDR or HBM used on dedicated GPUs rather than slower DRAM.
While the memory specs represent a decent jump, particularly in capacity, over Lunar and Arrow Lake, they make it one of the slowest upcoming mobile processors in terms of bandwidth. Qualcomm's top-specced X2 Elite Extreme parts manage 228 GB/s, while AMD's Strix Halo processors manage 256 GB/s. Meanwhile, Apple's notebook processors can be specced for up to 546 GB/s of memory bandwidth.


	OpenNvidia could become the AI generation's WinTel


	Trump's tariff-shaped stick can't beat reality on US chip fabbing


	Intel reportedly wants TSMC's help to end its reliance on ...TSMC


	X2 Elite is Qualcomm's latest attempt to bring Apple's M-series magic to the PC


Unanswered questions 
Speaking of the competition, Intel isn't ready to compare its latest AI PC parts against the best AMD, Apple, and Qualcomm have to offer just yet. As such, it's hard to say just how big a difference maker Intel's new process tech and CPU/GPU architectures really are.
In fact, Chipzilla hasn't shared full details on things like pricing, clock speeds, or power consumption either. We're told to expect parts ranging from 15 to 45 watts, which suggests we may see a wider range of SKUs than the three main configs disclosed during the Intel Tech Tour.
With so much riding on the chip, we can understand why Intel might be hesitant to share more until we get closer to CES. Intel hasn't had a great track record when it comes to executing on its promises, a bad habit that newly minted CEO Lip Bu Tan has made it his mission to squash.
Getting Panther Lake right is especially important because, in addition to being its flagship mobile processor, it's a showcase for what Intel's Foundry division is capable of. Promise too much too soon and Intel could end up scaring away potential Foundry customers.
We look forward to learning more about Panther Lake, and how it stacks up to the competition, as we get closer to CES. (r)
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    SoftBank snaps up ABB's robotics biz for $5.4B to fuel 'physical AI' dreams

    
Japanese tech goliath gets grabby with industrial automation as ABB shelves spin-off plans    
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SoftBank Group has added more arms to its portfolio, this time of the robotic kind.
[image: data sovereignty conceptual pic]
Alibaba unveils $53B global AI plan - but it will need GPUs to back it up

READ MORE
The Japanese tech goliath is pushing ahead in its pursuit of "artificial super intelligence" after agreeing to buy ABB's robotics business for a cool $5.4 billion. The companies announced the deal, which remains subject to regulatory approval, late on Wednesday, 8 October.
Under the agreement, ABB will carve out its robotics division into a new holding company before transferring ownership to SoftBank. The sale marks a walkback from ABB's earlier plan to spin off the unit as an independently listed firm, a move it had been preparing since April.
"SoftBank's next frontier is physical AI. Together with ABB Robotics, we will unite world-class technology and talent under our shared vision to fuse Artificial Super Intelligence and robotics - driving a groundbreaking evolution that will propel humanity forward," gushed SoftBank Group CEO, Masayoshi Son.
ABB chair Peter Voser struck a more measured note, saying the offer "was carefully evaluated by the Board and Executive Committee and compared with our original intention for a spin-off," and that the divestment "reflects the long-term strengths of the division" while delivering "immediate value to ABB shareholders."
ABB Robotics - which employs around 7,000 people and turned over $2.3 billion last year, about 7 percent of ABB Group revenues - has long been one of ABB's most visible technology businesses, supplying arm-like industrial bots for assembly, painting and packaging. But it had little overlap with the Swiss firm's other divisions, which predominantly focus on electrical infrastructure and automated process systems.


	Automation outfit ABB sees supply chain woes easing


	There's gold in your biz's processes and mining them is the future, says bloke behind topic's first practical guide


	Industrial systems scrambling to catch up with Meltdown, Spectre


	Robotics evangelist: 'Personal robots' should be invisible beings


ABB chief executive Morten Wierod had pitched the spin-off earlier this year as a way to "support value creation in both the ABB Group and in the separately listed pure-play robotics business." SoftBank's offer appears to have accelerated that thinking.
For Son, the acquisition slots neatly into his grand plan to dominate what he calls "physical AI" - the convergence of artificial intelligence software with machines that can interact with the real world. ABB's factory-floor know-how joins a growing stable of robotics plays that includes AutoStore, Agile Robots and Berkshire Grey.
SoftBank shares jumped as much as 13 percent following the announcement, while ABB's stock edged higher in Zurich. The deal, if approved, will hand Son another hardware-heavy puzzle piece in his decades-long quest to turn SoftBank into the beating heart of the machine-age empire. (r)
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    Nextcloud withdraws European Commission OneDrive bundling complaint

    
Blames 'lack of interest' from the EU policy enforcer for towel throwing    
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Nextcloud has withdrawn a complaint against Microsoft with the European Commission over OneDrive bundling, citing a lack of progress with the governing body.
The complaint was filed in 2021 and concerned Microsoft's bundling of OneDrive with Windows. It seemed timely, considering the increasing European antipathy toward the US tech giants, but considering "there has not been any noticeable progress", according to Nextcloud, it is calling time on the complaint, for now at least.
Microsoft had nothing to share with The Register about the withdrawal.
A spokesperson for Nextcloud told us that, as well as the cost involved, the time needed to be invested in interactions with the European Commission, while not necessarily a distraction from the core business, had become excessive. He described it as "a time investment on our end to keep it going (replying to questions over and over again)."
In a statement, the company said: "Since filing the complaint there has not been any noticeable progress. Given the lack of interest from the European Commission, lengthy process and costs on our side, Nextcloud decided to withdraw the complaint."
Nextcloud's decision comes as Microsoft has made it even more difficult to install Windows 11 without a Microsoft account (and thus signing up for its online services).
The decision to withdraw the complaint from the European Commission does not affect the complaint with the German Federal Cartel Office, which stated that Microsoft was to be placed under supervision. The move is a step towards an investigation into alleged anti-competitive behavior.
Microsoft has had several battles over alleged anticompetitive behavior in Europe. Slack lodged a competition complaint with the EC in 2020 over the bundling of Teams into Office. Regulators launched a probe in 2023. Teams was subsequently unbundled and, in September 2025, Brussels announced that it had accepted Microsoft's concessions.
Despite withdrawing the complaint, Nextcloud said, "We still believe that Microsoft heavily favors their own products and services (so-called 'self-preferencing') or outright blocks other vendors."
It added: "Microsoft still uses their position as gate keeper to extend their reach in more and more markets and push users deeper into their ecosystems."


	Please, FOSS world, we need something like ChromeOS


	As Europe eyes move from US hyperscalers, IONOS dismisses scaleability worries


	AWS forms EU-based cloud unit as customers fret about Trump 2.0


	Google backs down after locking out Nextcloud Files app


Public awareness of the tech giants' antics has increased in recent years, even if the pace at which regulators move appears to have not. An individual with experience in negotiating with the EC noted that it was worrying that the Commission appeared to be slow in opening cases on behalf of European players and addressing competition concerns in a timely manner.
A spokesperson for the European Commission told us: "We take note of the withdrawal of the complaint of Nextcloud. We also note that the company is pursuing the matter with the German Federal Cartel Office.
"The Commission recognizes the paramount importance of competitive and innovative cloud markets for the European economy. Therefore, the Commission takes cloud-related concerns very seriously and is closely monitoring the market.
"It is with a view to ensuring that all European consumers and businesses can reap the benefits of the development of cloud that we are actively investigating antitrust allegations regarding the sector." (r)
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    Hundreds of millions of business PCs are still on Windows 10 as D-Day nears

    
It's the end of support as we know it and users feel fine    
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With days to go before Microsoft finally pulls the plug on Windows 10 support, there are hundreds of millions of computers that have yet to upgrade to Windows 11, despite the best efforts of hardware manufacturers and the operating system's marketers.
On October 14, Microsoft will issue the final updates and security fixes, after which business customers will be forced to pay for extended security updates at $61 for the following 12 months. This doubles to $122 for year two and doubles again for year three.
Microsoft previously revealed a total population of 1.4 billion Windows devices worldwide - consumers and businesses. Omdia calculates that 550 million of these machines are running in corporations and around half of those will not meet the end-of-life deadline to switch to Windows 11, analyst Kieren Jessop told The Register.
[image: AI]
Please tell us Reg: Why are AI PC sales slower than expected?

READ MORE
"Globally, 47 to 50 percent of commercial PCs are on Windows 11," he said, highlighting geographic differences. "In the US it's close to 60 percent now and in EMEA it may be 65 percent." The upgrade path is less well trodden in "emerging markets."
Omdia reached this figure by tracking market shipments, studying replacement cycles and net new purchases based on 25 years of data.
Jessop estimates that around 20 percent of those machines that don't upgrade in time do not meet the hardware requirements to install Windows 11, as specified by Microsoft: the requisite Trusted Platform Module and a relatively modern CPU.
Businesses, he said, "have other budget priorities" than replacing PCs. "Businesses have a lot of things on their plate at the moment," he added.
Jessop told us fewer than 30 percent of Windows users were running Windows 7 when its support ran out on January 14, 2020, because there were no changes in hardware requirements to migrate to Windows 10.
Average selling price increases for PCs may have hindered sales. Lenovo, Dell, and HP rolled out AI-capable devices and Microsoft introduced Copilot+ devices. None of these have shipped in the volumes manufacturers expected. A lack of killer applications in addition to the price tag have deterred buyers.


	Brits sitting on PS1.6B gold mine of Windows 10 junk as support ends


	Microsoft insists Copilot+ PCs are 'empowering the future' - reality disagrees


	Office 2016 and 2019 face October 14 execution date


	Windows 10 refuses to go gentle into that good night


The general commercial refresh has held up shipments this year, Jessop said, but the upgrade wave isn't as high as it once was. Recent Context figures show that adoption is gaining some traction. Omdia projects compound annual growth rates for the global PC market of 1.1 percent to 2029.
Sources told us that in addition to commercial customers, the installed base of Windows 10 devices still in the public sector is sizeable.
Jessop said businesses have budgeted to pay for ESUs for a year but as the cost swells it will be more sensible to buy a new device.
A campaign group representing hundreds of business customers in Europe and the US called on Microsoft to extend the life of Windows 10 beyond next week, and though consumers in the European Economic Area were given a reprieve, businesses were not. (r)
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China-linked snoops crack email at DC powerhouse that represented Bill Clinton, Elizabeth Holmes    
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Washington's elite law firm Williams & Connolly has confirmed that attackers exploited a zero-day vulnerability to access a handful of attorney email accounts in what it believes was a nation-state-linked cyberattack.
In a statement, the firm said it "recently discovered a cybersecurity incident involving access to certain systems on our network," and that the attackers had "leveraged what is known as a zero-day attack." It added that, based on an investigation conducted with CrowdStrike, the threat actor was affiliated with a nation-state group "responsible for recent attacks on a number of law firms and companies."


Security nightmare stories needed!


Boss get the company hacked because he taped passwords to his monitor? Coworker get phished by a Nigerian prince?


Share the dirty details and they might appear in a future edition of PWNED, our new weekly feature about the worst security breaches that never should have happened.


Drop us a line at pwned@sitpub.com. Your anonymity is guaranteed.


Williams & Connolly stated that there was no evidence that confidential client data had been extracted from its databases, which store sensitive case files.
Williams & Connolly added that it had "blocked the threat actor" and found "no evidence of any unauthorized traffic" remaining on its network.
The breach is particularly sensitive given the firm's high-profile client roster, which includes Bill and Hillary Clinton, Theranos founder Elizabeth Holmes, and major players in the technology, healthcare, and media industries.
While the firm stopped short of naming the country it believes responsible, some reports have attributed the intrusion to China-linked hackers. That aligns with a September advisory from Google's Threat Analysis Group and Mandiant, which warned that China-nexus threat clusters had been exploiting multiple zero-day vulnerabilities to infiltrate the US legal sector and gather intelligence on national security and international trade.
According to Google, the attackers maintain long-term stealthy access to victim networks, averaging 393 days before detection, by planting custom malware on systems that don't typically run endpoint security tools, such as VPN appliances, VMware vCenter servers, and other edge devices. Once inside, they've been observed cloning virtual machines, creating rogue admin accounts, and using "common techniques to conduct bulk email access and exfiltration from Microsoft 365 Exchange Online."
[image: man applies perfume]
Eau no! Dior tells customers their data was swiped in cyber snafu

READ MORE
An apparently similar campaign is thought to have breached more than a dozen law firms and technology companies in recent months. The intrusions reportedly focused on collecting information from attorneys and corporate advisors involved in politically or economically sensitive cases.


	Clop raid on Oracle E-Business Suite started months ago, researchers warn


	Microsoft blames Medusa ransomware affiliates for GoAnywhere exploits while Fortra keeps head buried


	Level-10 vuln lurking in Redis source code for 13 years could allow remote code execution


	India's tech talent pipeline is sputtering


Law firms have long been a prime target for state-backed espionage, serving as convenient proxies for intelligence gathering. They often hold confidential communications, deal data, and litigation materials tied to government policy and corporate negotiations, information far more difficult to extract directly from official or corporate systems.
With clients spanning former presidents and Fortune 100 companies, Williams & Connolly's inboxes are an attractive target for adversaries seeking leverage or insight into the US legal and policy apparatus.
Neither Williams & Connolly nor CrowdStrike has stated which zero-day flaw was used, although the firm's wording suggests that the exploit was patched only recently or remains unpatched elsewhere. "Williams & Connolly is committed to protecting the confidentiality and security of its clients' data," the firm said, adding that it continues to work with in-house and external cybersecurity experts to strengthen its defences.
For a law firm accustomed to arguing landmark cases, it's an unwelcome reminder that in Washington, even the best defences can be out-litigated by a zero-day. (r)
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Consultant says software vendors risk hiking prices without cutting costs or boosting productivity    


    
        By 
Dan Robinson        
    

    
        Posted in AI + ML,
        
            9th October 2025 08:28 GMT
        
    


    
Software vendors keen to monetize AI should tread cautiously, since they risk inflating costs for their customers without delivering any promised benefits such as reducing employee head count.
The latest report from McKinsey & Company mulls what software-as-a-service (SaaS) vendors need to do to navigate the minefield of hype that surrounds AI and successfully fold such capabilities into their offerings.
According to the consultancy, there are three main challenges it identifies as holding back broader growth in AI software monetization in the report "Upgrading software business models to thrive in the AI era."
One of these is simply the inability to show any savings that can be expected. Many software firms trumpet potential use cases for AI, but only 30 percent have published quantifiable return on investment from real customer deployments.
Meanwhile, many customers see AI hiking IT costs without being able to offset these by slashing labor costs. The billions poured into developing AI models mean they don't come cheap, and AI-enabling the entire customer service stack of a typical business could lead to a 60 to 80 percent price increase, McKinsey says, while quoting an HR executive at a Fortune 100 company griping: "All of these copilots are supposed to make work more efficient with fewer people, but my business leaders are also saying they can't reduce head count yet."
Another challenge is scaling up adoption after introduction, which the report blames on underinvestment in change management. It says that for every $1 spent on model development, firms should expect to have to spend $3 on change management, which means user training and performance monitoring.
The third issue is a lack of predictable pricing, which means that customers find it hard to forecast how their AI costs will scale with usage because the pricing models are often complex and opaque.
To address these, McKinsey focuses mainly on how software firms should structure their pricing in the age of AI, rather than the wisdom of infusing AI into everything in the first place.
The report considers it unlikely that the traditional per-user monthly subscription model will disappear entirely, but expects that vendors will have to incorporate some form of consumption-based pricing into the mix.
Many are starting with hybrid models, where "additional" consumption that goes beyond a capacity cap is treated in different ways, such as metered throughput that limits the number of tokens processed daily, weekly, or monthly for certain models.


	AI agent hypefest crashing up against cautious leaders, Gartner finds


	AI in your toaster: Analyst predicts $1.5T global spend in 2025


	Goldman Sachs warns AI bubble could burst datacenter boom


	Amazon's $100B DC spend similar to entire Costa Rica GDP


However, firms with hybrid models will need to revisit their choices frequently, it warns, as the rapid pace of AI evolution means that capabilities that are cutting-edge at launch can quickly become table stakes.
Vendors also need to choose their pricing unit carefully, whether that is a per-user flat fee with a capacity cap, like Microsoft Copilot, on a per-task basis, or perhaps on an outcome basis, such as per qualified lead for sales tools.
However, McKinsey also claims that the cost of inferencing is dropping rapidly, and so vendors need to consider carefully how they balance charges with growing adoption. The cost of large language model (LLM) delivery has declined by more than 80 percent per year over the past two years, it says.
Many SaaS companies believe they need to encourage trials to increase adoption, by offering free initial usage allocations for AI capabilities, for example. Once customers adopt and see value, the thinking goes, the firm can then look to upsell to a higher allocation for additional use cases. The problem with that, of course, is that one MIT study found that many enterprise organizations have so far seen zero return from their AI efforts.
Buyers are also changing, McKinsey believes. It says purchasing decisions are shifting from the IT department to line-of-business units. These leaders are increasingly making budget trade-offs between head count investment and AI deployment, and expect vendors to engage them on value and outcomes, not just features.
That could be a tricky sell, when trials of AI tools such as Microsoft's Copilot by a UK government department reveal no discernible boost in productivity. Still, the AI firms have to recoup all those billions they've already invested somehow, don't they? (r)
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    Hobble your AI agents to prevent them from hurting you too badly

    
That's the main takeaway from the Zenity AI Agent Security Summit    
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Michael Bargury, CTO of AI security company Zenity, welcomed attendees to the company's AI Agent Security Summit on Wednesday with an unexpected admission.
"This is a new space and we - frankly - don't really know what we're doing," he said at San Francisco's Commonwealth Club. "But we're trying ... We need to face things as they are. And the only way to do it is together."
Zenity's marketing graphic for its AI Agent Security Summit inadvertently made that point by mixing Marvel and DC Comics motifs. The conference graphic read, "The League Assembles," applying Marvel's "Avengers, assemble!" catchphrase and font styling to what DC fans might read as a reference to The Justice League.
The brand mashup nonetheless struck an appropriately aspirational tone, even if its evocation of heroism overstates the tech industry's present capacity to safeguard the public from AI agents. The conference was ostensibly about security, but the presenters focused on risk management - limiting the damage rather than precluding it.
Johann Rehberger, an independent security researcher and red team director at Electronic Arts, agreed with Bargury's assessment in an interview with The Register following his keynote presentation. He should know, having recently published an AI security flaw write-up every day during the month of August.
"For many, security is an afterthought," he said. "A lot of AI labs, and vendors, they focus on content safety, so the model doesn't swear at you."
Security, particularly when an AI agent can control your computer, is different, he said.
Ryan Ray, regional director of Slalom's cybersecurity and privacy consulting practice, defined AI agents in a presentation as "systems that pursue complex goals with limited supervision." You may also know them by developer Simon Willison's formulation, "AI models using tools in a loop." They are, by any definition, a security risk.
Rehberger proposed another description during his presentation: "Think about agents as malicious insiders. But they're potentially faster."
"When I started my research about two and a half years ago, looking at LLMs, nobody was really looking at it from this perspective," he told The Register. "And I think now we see a lot of security researchers looking at it more."


	Google declares AI bug hunting season open, sets a $30K max reward


	Cisco's new router unites disparate datacenters into AI training behemoths


	IBM's big iron to get Spyre AI accelerator upgrade this month


	AI companion bots use emotional manipulation to boost usage


Rehberger pointed to the recent compromise of the Amazon Q extension for Visual Studio Code and said that people are starting to see attacks that specifically target AI agents and associated coding tools, based on the assumption that many developers are using these tools and have them installed on their local machines.
Attackers, he said, are now looking to invoke code agents and put them into YOLO mode - so they execute commands without human approval - to hijack machines and steal data.
During his keynote, Rehberger discussed how this can be done in VS Code by applying the configuration setting chat.tools.autoApprove to direct the associated model to operate autonomously.
"We will see many compromised computers in the future," he said.
Others speaking at Zenity's conference endorsed that proposition, citing a variety of security shortcomings in AI agents, MCP servers, and LLMs. And the answers they provided to IT professionals struggling to manage the risk of AI agents tended toward finding ways to limit what AI agents can do.
Asked by a conference attendee to share some thoughts on how to prevent agents from taking action on their own, Jack Cable, CEO and co-founder of AI security startup Corridor and a former senior tech advisor at CISA, said, "There are a couple of classes of mitigations. I think the best is something that isn't relying on AI to address it."
In contrast to what some companies are trying to do with AI guardrails, Cable said, "I think what actually is the best approach is having some sort of controls in place. One option is for that to be through just limitations on what tools you can use."
As an example, he cited how Anthropic prevented its browser use extension from connecting to banks and financial sites, to mitigate the risk of an AI-based attack that empties bank accounts.
In short, to reduce the risk of AI agent exploitation, hobble your AI agents. Don't give them access to file deletion commands. Don't let them open arbitrary network ports.
Nate Lee, founder of Trustmind and Cloudsec.ai, observed during his presentation how the fundamental problem with AI agents is that they're non-deterministic, so we don't know exactly what they're going to do.
"With all of the talks around agent security, really 98 percent of it is going to boil down to the fact that prompt injection is a real thing," he said. "And we don't have a really great way to protect against it. And because of that, you need to be extremely mindful of these trade-offs as you're building the systems. Because when you give it more context, when you give it more tools, you're also increasing that attack surface."
With AI agents, less is more security. (r)
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    CoreWeave bets on serverless agent builder to woo penny-pinching enterprises

    
Because what enterprises really love are vague consumption-based pricing models    
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Rent-a-GPU outfit CoreWeave continued its push into the AI services arena on Wednesday with the introduction of a platform that aims to make reinforcement learning more accessible to enterprise customers.
Reinforcement learning (RL) is an approach to machine learning in which the model essentially teaches itself through trial and error by rewarding positive outcomes and penalizing negative ones. Over the past year, the approach has gained popularity as a means of fine tuning language models. For example, DeepSeek R1's ability to "reason" was achieved using RL.
CoreWeave's Serverless RL platform, launched on Wednesday, builds on two of CoreWeave's most recent acquisitions: OpenPipe, which specialized in using RL to build custom AI agents, and Weights & Biases, which offers, among other things, a serverless platform for GPU-accelerated workloads.
Serverless in this context makes a lot of sense because workloads can be distributed across available free or underutilized GPUs, eliminating resource stranding. Additionally, many AI workloads are inherently stateless, which means they don't need to store information from previous sessions in order to work.
According to CoreWeave, this eliminates the need for customers to manually provision virtual machines or bare metal servers in order to build custom AI agents using RL. Instead, they only pay for the tokens generated as part of the fine-tuning process.


	Stargate is nowhere near big enough to make OpenAI's tie-ups with AMD and Nvidia work


	AI chatbots that butter you up make you worse at conflict, study finds


	Cisco's new router unites disparate datacenters into AI training behemoths


	AI gets more 'meh' as you get to know it better, researchers discover


If CoreWeave is to be believed, the approach is also nearly 1.4x faster and about 40 percent cheaper than using locally hosted Nvidia H100s.
For the moment, CoreWeave is offering the service through the Weights & Biases platform. However, moving forward, the neocloud aims to extend its AI services business into new areas.
Just this week, the company announced the acquisition of Monolith AI, which specializes in different kinds of AI. Instead of generative models, Monolith uses AI to accelerate what have traditionally been high-performance computing physics and engineering simulations.
CoreWeave's push into the AI services business is part of a broader effort to diversify its customer base, which for better or worse has been dominated by larger hyperscalers, cloud providers, and model builders. When the company filed to go public earlier this year, it warned in its IPO prospectus that 77% of its 2024 revenue came from two customers, and no more than 10% came from any other single customer. The case is probably less stark now, with Google and IBM as customers, but nonetheless, diversification remains vital for the debt-saddled company. (r)
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    3 more infamous cybercrime crews team up to 'maximize income' in 'challenging' ransomware biz

    
It's hard out there for a crim    


    
        By 
Jessica Lyons        
    

    
        Posted in Cybersecurity Month,
        
            8th October 2025 21:59 GMT
        
    


    
Following in the footsteps of an earlier unholy alliance between three other cybercrime crews, ransomware-as-a-service giants DragonForce, Qilin, and LockBit claim to be collaborating on ransomware attacks. 
In early September, around the time when LockBit reemerged with its new LockBit 5.0 ransomware variant, fellow RaaS crew DragonForce proposed a partnership.
"Create equal competition conditions, no conflicts and no public insults..." the criminals said, in a post (translated from Russian) that was later shared on social media by cyber sleuths, including those at malware collector vx-underground.
"This way we can all increase our income and dictate market conditions," it continues. "Call it whatever you like - coalition, cartel, etc. The main thing is to stay in touch, be friendly to each other, and be strong allies, not enemies."
To which LockBit replied: "I completely agree with you. I don't wish you anything bad. As people are to me, so I am to people."


The main thing is to stay in touch, be friendly to each other, and be strong allies, not enemies


Soon after, DragonForce announced the coalition between the three Russian-speaking groups and told other criminals, "Our doors are open to anyone who cares about the future of our challenging field. If you have a partnership program, feel free to reach out to us, and together we can maximize our overall income!"
This partnership is "poised to drive more frequent and effective ransomware attacks," according to security vendor ReliaQuest's third-quarter 2025 ransomware report, adding that the collab could also help restore LockBit's reputation after last year's takedown by law enforcement.
In February 2024, international cops seized servers, domain infrastructure, and decryption keys in an effort to dismantle the group, and in May, they outed LockBitSupp's true identity - although Dmitry Yuryevich Khoroshev, a Russian national, remains at large.
The law enforcement efforts, however, eroded affiliates' confidence in the infamous crime gang, and many of these criminals fled to other ransomware collectives, including RansomHub, before that group disappeared early this year.
So far, DragonForce, Qilin, and LockBit haven't launched a combined leak site, and the gangs are still taking credit for their own work - most notably, Qilin alone claimed the Asahi beer breach - defenders should take note of the groups working together.
The collaboration could potentially trigger "a surge in attacks on critical infrastructure and expand the threat to sectors previously considered low risk," the Q3 report said.
"To date, ReliaQuest has not observed attacks indicating collaboration between the three groups, nor has a new leak site been established. The coalition states that it is open to working with other partner programs (i.e., ransomware providers) and will release more information shortly," a ReliaQuest spokesperson told The Register.


	Here's what we know about the DragonForce ransomware that hit Marks & Spencer


	LockBit's new variant is 'most dangerous yet,' hitting Windows, Linux and VMware ESXi


	Oh, great. Three notorious cybercrime gangs appear to be collaborating


	Take this rob and shove it! Salesforce issues stern retort to ransomware extort


ReliaQuest's threat hunters also reported that in LockBit's 5.0 announcement, the group revealed that critical infrastructure was no longer off limits to its affiliates:


It is permissible to attack critical infrastructure such as nuclear power plants, thermal power plants, hydroelectric power plants, and other similar organizations. 


These authorizations remain in effect until an agreement is reached between the FBI and LockBit not to attack certain categories of targets. If you are reading this and these rules have not changed, then the FBI has not yet approached us for this agreement and they are quite comfortable with the authorizations to attack the above categories of organizations.


All of this comes after three other primarily English-speaking cybercrime collectives - Scattered Spider, ShinyHunters, and Lapsus$ - began working together under the new name of Scattered Lapsus$ Hunters, despite announcing retirement last month.
Last Friday, that combo-crew launched its new data-leak site, listed 39 companies' Salesforce environments, and demanded a ransom payment to prevent what it claims is nearly 1 billion stolen records from being published online. For the record: The CRM giant told The Register, "Salesforce will not engage, negotiate with, or pay any extortion demand."
But in addition to the new data-leak site, ReliaQuest warns that the collective may be developing its own ransomware-as-a-service biz combining "its notorious social engineering expertise with disruptive encryption."
In late August, the criminals claimed ShinySp1d3r RaaS would be "the best RaaS to ever live" via Telegram.
"Although several members of the group have been arrested, Scattered Spider will continue to operate and develop this service," ReliaQuest wrote. (r)
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    The price is wrong! California goes Bob Barker on algorithmic price rigging

    
When sellers collude through a computer algorithm, that doesn't make it right    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in Legal,
        
            8th October 2025 21:16 GMT
        
    


    
California companies that use algorithms to fix the prices of their products and services could now face stiff antitrust penalties if they continue to do so. 
Governor Gavin Newsom signed California Assembly Bill 325 into law on Monday, making it a violation of the state's flagship antitrust law, the Cartwright Act, to use or distribute a common pricing algorithm "as part of a contract, combination in the form of a trust, or conspiracy to restrain trade or commerce." 
Coercive measures to force competitors to adopt price-fixing algorithms are also illegal under the new law, which lowers the bar for plaintiffs to bring an antitrust lawsuit alleging algorithmic price-fixing. Under AB 325, it's enough for a complaint to include allegations making a conspiracy plausible, and plaintiffs no longer have to plead facts ruling out the possibility of independent action.
"Most Californians, and Americans, believe that by playing by the rules, they have an opportunity to run successful businesses and have access to fairly-priced goods and wages," bill author and California Assembly Majority Leader (Democratic) Cecilia Aguiar-Curry said. "With Governor Newsom's signature, California is making clear we won't tolerate practices that make life more expensive for our people."
For those unfamiliar with algorithmic price fixing, it's a practice that allows companies - like big landlords, for example - to use a shared algorithm, often with common data, provided by a company like RealPage, to set prices. AB 325 doesn't ban the use of algorithmic pricing specifically, but does make it illegal for companies to collude to fix prices using such software.
Speaking of RealPage, it was hit with an antitrust lawsuit by the Department of Justice and the Attorneys General of eight states last year, accusing it of doing just that. 
"RealPage sells software to landlords that collects nonpublic information from competing landlords and uses that combined information to make pricing recommendations," the DoJ complaint charged. The DoJ lawsuit was expanded in January to add six corporate landlords to the antitrust case, alleging they all colluded - even indirectly through the use of RealPage's software - to jack up rents around the country. 
The case is ongoing, but several of the landlord defendants have already agreed to settle with the DoJ.  
RealPage has become one of the highest-profile alleged instances of algorithmic price fixing, as it involves alleged coordination among major landlords, but it's not the only one. 
MultiPlan, a company that does similar things in the healthcare space, has also been accused in court of algorithmic price fixing. As in the RealPage case, plaintiffs allege that MultiPlan receives nonpublic pricing data from insurers and uses it to generate algorithmic reimbursement recommendations that suppress payments to providers. 
The American Economic Liberties Project, a nonprofit funded in part by eBay founder Pierre Omidyar that advocates for antitrust laws, celebrated AB 325's signing into law in a press release on Tuesday, calling it a huge step forward in the fight against algorithmic price-rigging.


	Hard Disk Dri, er, Connive: Two sales execs accused by Uncle Sam of bumping up HDD component prices


	Feds drop bomb on Multiplan in legal war over healthcare 'price-fixing' algorithms


	UK telcos didn't collude to put Phones 4u out of business - judge


	Watchdog urged to sniff out any collusion, deception in rent-setting algorithms


"Coercive price fixing algorithms raise prices and restrict new investment, and they rob small businesses of their independence, subjecting mom and pop business owners to the control of extractive tech platforms," said AELP senior legal counsel Lee Hepner. "Much of the general frustration people feel as consumers can be traced back to these illegal combinations of corporate power."
Hepner further described AB 325 as a "nation-leading effort" to ensure that software-based market rigging is treated "no different than rigging markets in a smoky back room."
AB 325 isn't the first law in the nation to address algorithmic price rigging, as multiple states have introduced legislation to tackle it, though few have made it into law yet. New York passed its own rule on algorithmic pricing that took effect in July, but it doesn't ban the practice, instead requiring companies to simply disclose when algorithms are used to set prices. Several municipalities have also passed their own laws on the matter. 
There is currently no federal law specifically banning the use of algorithmic price fixing. Federal courts have considered arguments regarding the applicability of the Sherman Antitrust Act to pricing algorithms, but the debate has yet to be concluded. (r)
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    Cisco's new router unites disparate datacenters into AI training behemoths

    
With enough routers, Switchzilla says it can link bit barns 1,000 km apart and scale fabrics beyond 3 exabits per second    
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            8th October 2025 20:29 GMT
        
    


    
Cisco has unveiled a new routing ASIC designed to help bit barn operators overcome power and capacity constraints by stitching together their existing datacenters into a single unified compute cluster.
The Cisco 8223, announced on Wednesday, is a 51.2 Tbps router powered by its in-house Silicon One P200 ASIC. Combined with 800 Gbps coherent optics, Cisco says the platform can support spans up to 1,000 kilometers. Connect up enough routers, and Cisco says the architecture can theoretically achieve an aggregate bandwidth of three exabits per second. That's more than enough to connect even the largest AI training clusters today.
In fact, such a network would be able to support multi-site deployments containing several million GPUs, though as you might expect, achieving that level of bandwidth won't be cheap, requiring thousands of routers to make it all work.
For customers who don't need a connection quite that fast, Cisco says the routers can support up to 13 Pbps of bandwidth using a smaller two-tiered network.
The idea of a high-speed, scale-across datacenter network has already caught the attention of several large cloud providers, including Microsoft and Alibaba, which Cisco tells us are evaluating the chips for potential deployment.
"This new routing chip will enable us to extend into the Core network, replacing traditional chassis-based routers with a cluster of P200-powered devices. This transition will significantly enhance the stability, reliability, and scalability of our DCI network," Dennis Cai, Alibaba Cloud's head of network infrastructure, said in a canned statement.
Cisco is only the latest networking vendor to jump on the distributed datacenter bandwagon. Earlier this year, Nvidia and Broadcom announced their own scale-across networking ASICs.
Much like the P200, Broadcom's Jericho4 is a 51.2 Tbps switch primarily designed for use in high-speed datacenter-to-datacenter fabrics. Broadcom says the chip can bridge datacenters up to 100 kilometers apart at speeds exceeding 100 Pbps.
Nvidia has also gotten in on the fun, teasing its Spectrum-XGS switches at Hot Chips earlier this summer. While details on the actual hardware are still thin, GPU bit barn operator CoreWeave has also committed to using the tech to connect its datacenters into a "single unified supercomputer."


	Broadcom's Jericho4 ASICs just opened the door to multi-datacenter AI training


	Stargate is nowhere near big enough to make OpenAI's tie-ups with AMD and Nvidia work


	Google Cloud CEO sees sunny days ahead thanks to AI demand


	AI chip startup d-Matrix aspires to rack scale with JetStream I/O cards


While these switch and routing ASICs may help datacenter operators overcome power and capacity constraints, latency remains an ongoing challenge.
We often think of the speed of light as being instantaneous, but it's not actually that fast. A packet sent between two datacenters located 1,000 kilometers apart would take roughly five milliseconds, one way, to reach its destination, and that's before you take into consideration additional latency incurred by the transceivers, amplifiers, and repeaters required to get the signal to its destination in one piece.
With that said, research from Google's DeepMind team, published earlier this year, shows that many of these challenges can be overcome by compressing the models during training and strategically scheduling communications between the two datacenters. (r)
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