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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Feeling lonely? Microsoft Copilot can now listen to your every word, watch your screen
        Richard Speed

        We've seen this before and it was called Cortana or Clippy As if pulling support for Windows 10 was not punishment enough for long-suffering customers, Microsoft has decided to shove Copilot down everyone's throats with a new voice activation feature and even more control over your PC. Soon, a Copilot box may even replace the search box on your taskbar....

      

      
        Salesforce's Benioff warns of AI 'false prophets' while promising true profits by 2030
        Carly Page

        CRM messiah preaches data discipline while rivals chase LLM miracles Salesforce CEO Marc Benioff has warned investors to beware "false prophets" peddling AI salvation, as the CRM giant bets on its "agentic enterprise" vision to drive annual revenue past $60 billion by 2030.... 

      

      
        Chinese cyberspies snoop on Russian IT biz in rare east-on-east attack
        Carly Page

        Who needs enemies when you have friends like Xi? China's cyberspies quietly broke into a Russian IT service provider in what researchers say is a rare example of Beijing turning its digital gaze on Moscow....

      

      
        Oracle goes all-in on AI, customers still figuring out how they'll use it
        Lindsay Clark

        It's all agents and LLMs in Vegas, and even legacy users can partake As Oracle pounds the market with AI announcements across cloud infrastructure, applications, and data analytics, experts have warned that users' path to adoption remains uncertain....

      

      
        NordVPN open sources its Linux GUI client under GPLv3
        Liam Proven

        Joins its command-line client from a couple of years ago NordVPN has open sourced another of its Linux VPN client apps under the GPLv3. This time, it's the graphical user interface (GUI) version....

      

      
        Locked out of your Gmail account? Google says phone a friend
        Connor Jones

        Recovery feature lets trusted contacts help you get back in when other methods fail The latest security feature for Gmail enables users to recover their accounts with a little help from their friends....

      

      
        US hyperscalers to guzzle 22% more grid juice by end of 2025
        Dan Robinson

        AI hype fuels bit barn boom - and utilities are sweating the surge Hyperscale datacenters stateside will consume 22 percent more grid power by the end of 2025 than a year ago, and are forecast to need nearly three times as much electricity by the end of the decade.... 

      

      
        Microsoft kills 9.9-rated ASP.NET Core bug - 'our highest ever' score
        Tim Anderson

        Flaw in Kestrel web server allowed request smuggling, impact depends on hosting setup and application code Microsoft has patched an ASP.NET Core vulnerability with a CVSS score of 9.9, which security program manager Barry Dorrans said was "our highest ever." The flaw is in the Kestrel web server component and enables security bypass....

      

      
        Windows 11 update breaks localhost, prompting mass uninstall workaround
        Owen Hughes

        Microsoft's quality control department caught napping again Microsoft's October Windows 11 update has managed the impressive feat of breaking localhost, leaving developers unable to access web applications running on their own machines....

      

      
        Senator presses Cisco over firewall flaws that burned US agency
        Carly Page

        Bill Cassidy letter asks if Switchzilla sat on critical flaws before feds were forced into emergency patching US Senator Bill Cassidy has fired off a pointed letter to Cisco over the firewall flaws that allegedly let hackers breach "at least one federal agency."...

      

      
        Axiom Space ejects CEO after six months, installs NASA veteran as replacement
        Richard Speed

        Jonathan Cirtain at the helm as revolving door swings for private corp Updated  Axiom Space has ousted its CEO after just six months, hiring Jonathan Cirtain to replace Tejpaul Bhatia....

      

      
        Auction house Sotheby's finds its data on the block after cyberattack
        Connor Jones

        Alert says financial account information lifted from systems Auction house Sotheby's says it was breached on July 24, and those behind the intrusion stole an unspecified amount of data, including Social Security numbers and financial account information.... 

      

      
        Tech industry grad hiring crashes 46% as bots do junior work
        Lindsay Clark

        GenAI meets Gen Z - only one gets the job ai-pocalypse  The UK tech sector is cutting graduate jobs dramatically - down 46 percent in the past year, with another 53 percent drop projected, according to figures from the Institute of Student Employers (ISE)....

      

      
        Firefox 144 brings fixes, features, and farewells for 32-bit Linux die-hards
        Liam Proven

        Mozilla hardens its browser and toys with AI search while closing the door on legacy systems New versions of both Mozilla's browser and its subsidiary MZLA's messaging client are here - with some bad news for users of older kit....

      

      
        The $100B memory war: Inside the battle for AI's future
        Abhishek Jadhav

        The AI gold rush is so large that even third place is lucrative Feature  The generative AI revolution has exposed a brutal truth: raw computing power means nothing if you can't feed the beast. In sprawling AI datacenters housing thousands of GPUs, the real chokepoint isn't processing speed - it's memory bandwidth....

      

      
        SpaceX's Starship: Two down, Mons Huygens to climb
        Richard Speed

        Musk's moonshot still missing orbit, refueling, landing Comment  SpaceX is celebrating two consecutive Starship launches without unplanned explosions, yet the business faces a daunting path forward before the spacecraft can deliver astronauts to the lunar surface....

      

      
        Larry Ellison's latest craze: Vectorizing all the customers
        Lindsay Clark

        Oracle slurps your data whether you like it or not... for the good and bad of the planet Comment  If you're an Oracle customer - throw a pebble into a crowd of 100 CIOs and you're bound to hit one - then Big Red has vectorized you. Or, more accurately, it has vectorized your data, according to Larry Ellison, co-founder and CTO, who lobbed about the terminology in this week's conference keynote as if it conferred some sort of mystical technological incantation.... 

      

      
        End of support for older Office and Windows Server versions pile on the pain for admins
        Richard Speed

        Windows 10 is the least of some people's problems Windows 10's free support has shuffled off this mortal coil for most customers - but that's merely the headline act in Microsoft's October support massacre. Older versions of Office and Windows Server have also been shown the door....

      

      
        Mind the gap - in mobile coverage: UK train signal to stay patchy till 2030
        Joe Fay

        Minister pins hopes on low Earth orbit satellites to plug crap rail connectivity Data-hungry rail passengers will have to wait until at least 2030 before getting something like universal mobile data coverage across the UK, a minister confirmed this week....

      

      
        Meta sends Arm a friend request asking for help with Nvidia's Grace CPUs
        Tobias Mann

        No custom Arm CPUs to speak of yet Meta on Wednesday entered into a partnership with Arm Holdings with the aim of helping its software run more efficiently on the British chip designer's CPUs....

      

      
        Librephone battles the proprietary binary blob
        Thomas Claburn

        Free Software Foundation project aims to reverse-engineer non-freedom respecting firmware To bridge the gap between Android distributions and true mobile phone freedom, the Free Software Foundation (FSF) has launched an initiative called Librephone.... 

      

      
        CISA exec blames nation-state hackers and Democrats for putting America's critical systems at risk
        Jessica Lyons

        Federal agencies have seven days to patch F5 products An unidentified nation-state hacking crew targeting vulnerable F5 products to break into US government networks poses an "imminent risk" to federal agencies, American cyber officials warned on Wednesday - while also blaming Democrats for the ongoing government shutdown and insisting that the staffing cuts haven't hurt cyber defenses at all....

      

      
        X to combat bot problem by showing more info about users
        Avram Piltch

        Meet [user] from [location] In an effort to help human readers figure out whether they can trust the source of information (or opinion) posted on X, Elon Musk's social network plans to add a new "About this account" screen with metadata from each user, including their location, how long they've had the account, and how many times they've changed their usernames....

      

      
        OpenAI's ChatGPT is so popular that almost no one will pay for it
        Thomas Claburn

        If you build it, they will come and expect the service to be free OpenAI is losing about three times more money than it's earning, and 95 percent of those using ChatGPT, which generates roughly 70 percent of the company's recurring revenue, aren't paying a dime to help stem the losses....

      

      
        Apple goes all in on AI acceleration with M5 MacBook, iPad, and Vision Pros
        Tobias Mann

        Oh and the CPU is up to 15% faster for those that could care less about articifically intelligent Apple products and more about getting work done Apple's fifth-generation of M-series silicon is starting to trickle out with the launch of the M5 MacBook, iPad, and Vision Pros this week....

      

      
        Japan tells OpenAI to stop spiriting away its copyrighted anime
        Brandon Vigliarolo

        Tokyo cries foul over Sora slop abusing 'irreplaceable treasures' of anime, manga - oh, and copyright law OpenAI's Sora 2 video generator has gone viral, particularly among users churning out anime that looks suspiciously like Studio Ghibli and other copyrighted works. Alarmed by the threat to one of its prized cultural exports, Japan has reportedly lodged a formal request that the American firm knock it off.... 

      

      
        Microsoft, Nvidia, and others inject $40B into AI bubble with massive datacenter deal
        Brandon Vigliarolo

        Big Tech and big money unite to back world's biggest bit-barn buyout The AI bubble just keeps getting bigger. A consortium featuring BlackRock, Microsoft, Nvidia, xAI, and MGX is buying Aligned Data Centers in a deal valuing the operator at around $40 billion, in what is reportedly the biggest datacenter acquisition to date....

      

      
        PS2B UK cloud licensing claim against Microsoft seeks more business backers
        Joe Fay

        Action alleges Redmond unfairly hikes costs for businesses running Windows Server outside Azure Updated  The team pushing a PS2 billion legal claim accusing Microsoft of overcharging businesses that use its software on rival clouds has called for further participants ahead of its first hearing in December....

      

      
        Trump's anti-sustainability agenda comes to Eurozone
        Paul Kunert

        ESG kicked like a 'toxic political football' amid greenwashing canalys emea forum 2025  US President Donald Trump released a wrecking ball that smashed through environmental, social, and governance (ESG) policies stateside - and it's now swinging across the Atlantic, according to analysts....
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    Feeling lonely? Microsoft Copilot can now listen to your every word, watch your screen

    
We've seen this before and it was called Cortana or Clippy    


    
        By 
Richard Speed        
    

    
        Posted in AI + ML,
        
            16th October 2025 16:50 GMT
        
    


    
As if pulling support for Windows 10 was not punishment enough for long-suffering customers, Microsoft has decided to shove Copilot down everyone's throats with a new voice activation feature and even more control over your PC. Soon, a Copilot box may even replace the search box on your taskbar.
According to Yusuf Mehdi, Microsoft's consumer marketing chief, Copilot Voice and Copilot Vision are coming to "every Windows 11 device where Copilot is available." Users can bark instructions with the wake word "Hey Copilot," and have Copilot Vision analyze what's on their screens without investing in Copilot+ hardware.
The features are on a gradual rollout and Microsoft hasn't said exactly when everyone can expect to get them. However, The Register's US Editor, Avram Piltch, got access this morning to the always-listening feature on a virtual machine he was running with Windows 11 Beta Channel installed. When he launched the Copilot app, Piltch saw a button allowing him to enable the feature (or not).
[image: Enable Copilot wake word]
Enable Copilot wake word - Click to enlarge


After he had turned it on, Piltch was able to invoke Copilot by saying "Hey Copilot," but he had to actively click a Copilot Vision button for the assistant to see what was on his screen. After clicking the button, he watched a web video about a mechanical keyboard and asked Copilot "what keyboard is that" to which it correctly replied "the Keychron K2 HE" (note that the name of the keyboard was on the web page). He then asked Copilot for pricing and the assistant responded correctly that it's $139.
However, when Piltch asked Copilot to perform some actions, it only told him what to do, rather than doing it for him. For example, he asked Copilot to go to the website to purchase the keyboard, but instead of pointing the Edge browser toward a URL, the assistant told him to find a link on the YouTube page and click it himself. It also refused to open apps like Notepad. It wouldn't change settings for him either.
Piltch also found that you can't see the text output from Copilot while you are in voice mode and this can be annoying. He clicked the Copilot Vision button and went to visit his LinkedIn profile in Edge browser and then asked Copilot to "write my resume based on this LinkedIn profile," and had to listen while it read him the resume it was writing slowly, via voice. To read and copy the actual text (which was just a summary of LinkedIn), he had to hit stop and close out of voice mode.
Yapping at a PC is not particularly new, but now Microsoft has stirred Copilot as an opt-in function into the mix. The wake word starts the AI listening, and saying "Goodbye" or tapping X will stop it. Alternatively, give Copilot the silent treatment for a few seconds, and it will also terminate the conversation.
While voice-control is a boon for accessibility, we'd have to wonder if there are that many people out there who really want to interact with their PCs in this way. Imagine the increase in volume in open-plan offices, or some jerk saying: "Hey Copilot, format C, goodbye," as they walk past a victim's cubicle. We jest, of course, and at least the feature is opt-in.
Copilot Vision gives the assistant access to the desktop to come up with helpful tips and "see" entire Excel, Word, or PowerPoint documents, not just what is on the screen. As a reminder, it is just over a year since Microsoft's catastrophic launch of Recall, a tool that screenshots your every move, even financial and personal info, which caused uproar in the privacy and security communities.
Copilot Vision can only be used with voice at present, but Windows Insiders will soon be able to interact with it using text in that same chat window.
Microsoft is also tinkering with the taskbar and adding an "Ask Copilot" function. As part of an opt-in experience, the Windows giant wants the taskbar to be a "dynamic hub... transforming everyday interactions into moments of productivity and delight."
When you opt into this experience - something Piltch was not able to test - a Copilot box replaces your search box entirely. It's unclear what happens if you just try to search for an app or file from this Copilot box. We're concerned that eventually this Copilot promotion could replace search as everyone's default taskbar UI.
According to Microsoft: "This experience leverages existing Windows APIs to return your apps, files, and settings, like the Windows Search experience, and does not grant Copilot access to your content."
Microsoft is also making good on its threat to let Copilot loose on local files, at least for Windows Insiders. Copilot Actions has already been shown off, booking tables or ordering groceries. Microsoft wants to extend this. It said: "Simply describe the task you want to complete in your own words, and the agent will attempt to complete it by interacting with desktop and web applications."


	Microsoft lets bosses spot teams that are dodging Copilot


	Microsoft declares bring your Copilot to work day, usurping IT authority


	Microsoft moves to the uncanny valley with creepy Copilot avatars that stare at you and say your name


	Return on investment for Copilot? Microsoft has work to do


In a demo video, Microsoft shows a user asking Copilot to change the orientation of a folder full of photos. A voiceover says you can also use Copilot to read PDFs for you.
The theory goes that a user can do other things while the magic happens. In reality, we suspect that many users will want to keep a close eye on the assistant in case something unpredictable happens.
Microsoft acknowledged this, saying: "You may see the agent make mistakes or encounter challenges with complex interfaces, which is why real-world testing of this experience is so critical to help us apply learnings to make this experience more capable and streamlined."
That's also why a very narrow set of use cases will be rolled out first.
Microsoft has also announced Manus, an agent that can perform several tasks on a user's PC, such as building websites based on local documents. Zoom functionality is also to be implemented for Click To Do Copilot+ PC users.
Microsoft did not provide a timeline for when the features would roll out to end users or Windows Insiders.
It's a scattergun approach, and it is difficult to escape the feeling that Microsoft is shoveling AI tech into Windows as soon as it emerges from the lab, hoping that something, anything will chime with users. Do users need Copilot throughout their operating system, or would they rather Microsoft focus instead on releasing updates that don't break previously working functionality?
We suspect we know the answer, even if Microsoft is too busy talking to Copilot to hear it. (r)
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    Salesforce's Benioff warns of AI 'false prophets' while promising true profits by 2030

    
CRM messiah preaches data discipline while rivals chase LLM miracles    
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Salesforce CEO Marc Benioff has warned investors to beware "false prophets" peddling AI salvation, as the CRM giant bets on its "agentic enterprise" vision to drive annual revenue past $60 billion by 2030.
The topline prediction came as the SaaS biz reported Q2 [PDF] financial reaults for the three months ended July 31, with revenue up 10 percent year-on-year to $10.24 billion and net profit jumping 32 percent to $1.89 billion.
Cloud and AI subscriptions were the standouts, with annual recurring revenue topping $1.2 billion - up 120 percent on last year.
Salesforce also handed $2.6 billion to shareholders through buybacks and dividends.
For Q3, sales are forecast to be between $10.24 billion and $10.29 billion, up eight to nine percent. Annual revenue is projected to smash through $60 billion by 2030, fueled by the corporation's growing stable of AI and data-driven services.
"We're confident we can deliver more than $60 billion in revenue by 2030," Benioff told analysts, calling the goal "a new chapter for Salesforce" as it morphs from cloud CRM vendor to what he described as a "digital labor platform." The target excludes the pending $8 billion acquisition of data integration specialist Informatica, which will deepen Salesforce's data governance stack and feed its AI pipeline.
[image: Illustration of a robot hand trying to flick away a White man in a business suit]
Salesforce sacrifices 4,000 support jobs on the altar of AI

READ MORE
Benioff reserved his sharpest words for the hype surrounding generative AI. "There's a lot of folks trying to be prophetic," he said during the investor Q&A. "Some of them are prophets and some of them are false prophets. It's going to be up to you to separate the wheat from the chaff."
His warning was aimed at rivals rushing to bolt large language models onto enterprise software. Salesforce insists its Agentforce system - the core of what executives call the "agentic enterprise" - connects those models directly to trusted corporate data and workflows instead of letting them drift unmoored in the cloud.
Chief product officer Steve Fisher told investors that Salesforce spent the past four years re-architecting its core platform to unify data, analytics, and automation around what is now branded Data 360. That, he said, allows companies to create "agents" able to act across sales, service, and marketing systems rather than just generate text.
"The LLM by itself isn't particularly useful for business," Fisher said. "It needs to be connected to the data, to the systems, so it can take action... It's about the humans and the agents working together."


	Salesforce pumps the dream of AI agents as helpers, not replacements


	Benioff retreats from idea of sending troops in to clean up San Francisco


	Salesforce pickin' up good vibrations


	Salesforce users grumble after Agentforce AI replaces search on some help pages


Those agents are already being used inside Salesforce itself. The company's internal sales bots have made more than 100,000 calls to prospective customers, Benioff said, claiming they've helped close "hundreds of deals."
Chief revenue officer Miguel Milano added that more than 10,000 customers are now paying for Agentforce and Data 360 services, and that uptake has been strongest among smaller firms. "Every customer wants to become an agentic enterprise," he said. "They want to grow the top line, drive productivity, reduce cost, and empower employees. Now they know AI is going to enable that."
Benioff noted that government customers remain relatively slow adopters: "The government will, of course, come kind of at the end of the technology-adoption curve."
For now, Salesforce's AI narrative is helping offset slowing growth in its traditional CRM products. About 40 percent of bookings for Agentforce and Data 360 in the last quarter came from existing customers expanding usage rather than new sign-ups, a pattern Benioff framed as proof that the company's longstanding base is buying into its AI overhaul.
Still, the scale of the $60 billion promise leaves little room for error, and Salesforce must show that its "agentic" concept can generate sustainable margins rather than one-off excitement.
Benioff sounded convinced the bet will pay off. "We're not having to take back a lot of the things we've said over the last three years," he told investors. "We've been mostly on point and accurate in predicting the future... we've put A and B and C, and now we're going to deliver D." 
Here's hoping "D" doesn't stand for "Disappointment." (r)
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    Chinese cyberspies snoop on Russian IT biz in rare east-on-east attack

    
Who needs enemies when you have friends like Xi?    
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China's cyberspies quietly broke into a Russian IT service provider in what researchers say is a rare example of Beijing turning its digital gaze on Moscow.
Security boffins at Symantec's Threat Hunter Team have flagged an intrusion by a Chinese APT group known as "Jewelbug" (also tracked as REF7707, CL-STA-0049, or Earth Alux) into a Russian IT services firm, marking a surprising twist in the murky world of state-aligned cyber espionage.
Over the years, Chinese and Russian cyber actors have generally steered clear of brawling with one another. But this stealthy compromise suggests Chinese operators are now willing to probe Russian infrastructure, or at least its supply chain, for an intelligence advantage.
According to Symantec, the intrusion stretched from early 2025 through to May, giving the adversaries months of undetected access to build servers, code repositories, and other sensitive infrastructure inside the victim's network. In effect, Jewelbug positioned itself to potentially mount a software supply chain assault on the provider's customers - a classic "break the door in from the inside" move that could ripple through a network of Russian firms.
To stay hidden, the attackers used a renamed version of Microsoft's cdb.exe ("7zup.exe"), a tactic previously seen in Jewelbug operations, which can execute shellcode, spawn DLLs, or hijack processes. Credential dumps, scheduled-task persistence, and event log clearing were also part of their repertoire, and exfiltration was handled via Yandex Cloud - a tool Russian firms are unlikely to block or question, giving the attackers plausible deniability inside the country's cyber perimeter.
"The targeting of a Russian organization by a Chinese APT group shows... that Russia is not out of bounds when it comes to operations by China-based actors," Broadcom-owned Symantec said.
"The fact that there are indications the IT service provider may have been targeted for the purposes of a software supply chain attack on the company's customers in Russia is also notable as it means this attack had the potential to give the attackers access to a large number of companies in the country, which they could have used for cyber espionage or disruption."


	Google warns China-linked spies lurking in 'numerous' enterprises


	Chinese spy crew appears to be preparing for conflict by backdooring 75+ critical orgs


	China says US spies exploited Microsoft Exchange zero-day to steal military info


	Hunt for RedNovember: Beijing hacked critical orgs in year-long snooping campaign


This isn't the only time Beijing is thought to have keyed into Russian systems. According to a New York Times investigation, Chinese-linked hacking groups infiltrated Russian state and corporate networks since mid-2022 in pursuit of military secrets. In one instance, a group dubbed "Sanyo" allegedly masqueraded as a Russian engineering firm to extract data on nuclear submarines. In another, attackers reportedly probed Rostec for insights into satellite communications, radar systems, and electronic warfare.
The report suggests that, despite the public rhetoric of "friendship without limits" between the two nations, Beijing may view Russia less as an inseparable ally and more as a rich intelligence asset ripe for exploitation.
In parallel operations, a new backdoor leveraging Microsoft Graph APIs and OneDrive as command-and-control infrastructure has appeared in attacks on South American targets. This move toward cloud-native command-and-control (C2) channels signals Jewelbug's push for stealth and sophistication, with fewer traditional indicators of malicious behavior.
For defenders in Russia, and anyone supplying or reliant on Russian IT infrastructure, this is a warning shot. In a domain oft presumed off-limits to China's cyber elites, the rules may be changing. (r)
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    Oracle goes all-in on AI, customers still figuring out how they'll use it

    
It's all agents and LLMs in Vegas, and even legacy users can partake    


    
        By 
Lindsay Clark        
    

    
        Posted in AI + ML,
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As Oracle pounds the market with AI announcements across cloud infrastructure, applications, and data analytics, experts have warned that users' path to adoption remains uncertain.
Founded in 1977, Oracle built its dominance in enterprise tech from a foundation of databases and then applications through a series of acquisitions. But those attending the company's AI World in Las Vegas this week might note this is no longer the main focus, said Balaji Abbabatulla, Gartner vice president and analyst.
"There's a tagline that says AI changes everything, and that definitely holds true for Oracle," he said. "They're definitely going all in for AI. Everything at the conference, everything in the keynotes, is all about AI."
Among the broad gamut of announcements - on which Big Red declined to brief The Register - are AI additions to Fusion, Oracle's cloud application portfolio, which includes ERP, finance, HR, and payroll.
For example, Oracle is expanding its AI Agent Studio for Fusion, which promises to help developers build, test, and deploy AI agents by extending LLM support to third-party providers including OpenAI, Anthropic, Cohere, Google, Meta, and xAI. It has also announced an agent marketplace for Oracle Fusion Cloud Applications customers to shop for AI agents built by third-party partners including Alithya, Apex IT, Grant Thornton, Huron, IBM Consulting, Infosys, Wipro, Accenture, Deloitte, KPMG, and PwC.
Yet any users thinking they can just pick an AI agent off the shelf and deploy need to do some homework.
"Oracle would like us to think that there's not much work there, but when you look at data quality and the maturity of data management across customer segments, that essentially defines who can get business value out of AI agents as a technology component," said Abbabatulla.
"Ultimately, it is that last mile of inferencing or reasoning which really converts the trained AI to an AI that can deliver meaningful, relevant decisions that you can act on. That's the last mile. It's not the case that every customer is going to be able to do it straight away. Those who have good data management practices, data governance, and have got reasonably good levels of data quality, they should be able to get to the business value journey quicker than others."
Kevin Dattolico, Americas regional CEO for Syntax, a provider of Oracle professional and managed services, said customers were also struggling to know where to start.
"A lot of customers are slightly overwhelmed," he said. "They've started to go and try to figure out their AI strategy and what they're quickly realizing is that they need a data and data governance strategy in order for it to all make sense. They step back and say, 'Where is our data housed? And what are we going to do?'"
To this end, Oracle deserved praise for allowing users to bring its database to be housed with hyperscaler datacenters on its OCI hardware, the so-called "database@" offering available for Google Cloud, Azure, and AWS. Dattolico said over the last few years, Oracle had become the open partner.
"They've partnered with all the different LLM providers, and that openness is only for an Oracle solution, but also the rest of the data repositories that are out there. Then also they're partnering and tying into the different hyperscalers as well. Customers who have started to go down a path developing these new applications [in a cloud provider] now they want to be able to bring the data closer to those applications. Oracle have put OCI, in essence, to run within the same confines as AWS, Azure and GCP, which then allows the value of the OCI platform to be realized within those hyperscalers. Typically, customers would have to go through a significant cost migration [to do that]."
Dattolico said that openness contributes to reducing cost, and increases agility and flexibility. "In today's world, that's some of the most important things. In the change in dynamic - from political, economical, and everything else - our customers struggle with being agile enough to adapt."


	Larry Ellison's latest craze: Vectorizing all the customers


	18 zettaFLOPS of new AI compute coming online from Oracle late next year


	Oracle will have to borrow at least $25B a year to fund AI fantasy, says analyst


	Oracle saddles up with $18B debt amid AI infrastructure gamble


Patrick Pugh, PwC's global alliance leader, said customers were looking for orchestration to bring technology from a range of vendors across the technology stack.
"Most clients are going multi-tech across their platform. The key is, how do all of these tech companies set up an environment and a structure where agents and people can work across the platform in seamless manners? It's highly competitive, but the tech players, including Oracle, have realized that we live in a multi-tech environment, so you can see the architectures, the intentions and their collaboration doing some doing work that's best for the customers."
One way Oracle has diverged from the market for application vendors is to bring AI agents to legacy systems. While rivals Workday and Salesforce were born in the cloud, SAP has said that innovations such as its Joule agent system will only be available on its latest software - S/4HANA - in the cloud, with a large chunk of customers still using its legacy platform, ECC. Oracle has said users of its legacy E-Business Suite (EBS) can take advantage of AI agents.
Gartner's Abbabatulla said EBS and PeopleSoft - the widely used HR and financial system Oracle acquired in 2005 - could connect with the LLM agent platform via OCI.
"You can do all that stuff. There's also the studio which I can use to build agents on top. It just means the users have got additional bits on top of the technology and the tooling layer that's built on OCI. However customers will be limited by the age of the application," he said. "That doesn't change."
Oracle has also offered longer support deadlines than its rivals. EBS and PeopleSoft are supported until 2036, whereas SAP ends mainstream support for ECC in 2027, with extended support ending in 2030.
"Oracle's approach is really more the carrot approach than the stick, to say that these are good things you can get from AI," he said. "They've got tools that would help customers to migrate in a manner that makes sense for them, by taking certain data and functions in a phased manner, instead of dumping everything onto SaaS in one go." (r)
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NordVPN has open sourced another of its Linux VPN client apps under the GPLv3. This time, it's the graphical user interface (GUI) version.
The Lithuanian outfit has released the source code to version 4.2.0, which introduces the GUI client announced in May. This complements its existing shell-based client, the source code for which has been available since 2023.
The GitHub repository isn't new. The company released the source code for its in-house Linux client back in 2023, just over two and a half years ago. At the same time, it also released the libtelio client code, which is a library for creating NordVPN's Meshnet encrypted peer-to-peer networks, for which the company has a detailed explainer.


NordVPN launched the Meshnet service in 2022 and in August announced that it was planning to shut it down. However, after user outcry, it has changed its mind and at the end of last month said that the service will live on.


What's changed is that back then, the client was a text-mode one, used from a shell prompt. Now, in version 4.2.0, that's joined by the GUI app as well.
It's only the Linux client that's getting open sourced. NordVPN also offers dedicated client apps for various proprietary desktop and mobile OSes, and those clients remain proprietary themselves.
The Register has been covering NordVPN for about six years, which is coincidentally also around the time when it released the first version of its Linux client. This vulture is not a regular user of VPNs, but a few years ago, when resident in the Czech Republic, he did use one to gain access to some important English-language material for the youngest Linux user in the family. After some research, he picked NordVPN, as it seemed to be generally well regarded. It did the job, although we cancelled the service when returning to the British Isles.


	Firefox 144 brings fixes, features, and farewells for 32-bit Linux die-hards


	Raspberry Pi OS, LMDE, Peppermint OS join the Debian 13 club


	Schleswig-Holstein waves auf Wiedersehen to Microsoft stack


	Ubuntu 25.10 lands: Rustier and Wayland-ier, but Flatpak is broken


Some parts of NordVPN's stack are based on FOSS components or technology, including WireGuard, but the FOSS release is only of client code.
There are already other graphical VPN clients for Linux. For instance, the NetworkManager stack has VPN support, and it also has GTK and Qt-based GUI applets, which work on GNOME, KDE Plasma, and other desktops. Indeed, NordVPN offers instructions on how to connect to its service using NetworkManager.
Setup is not trivial, though. Mind you, it isn't for any VPN. In our experience, they are quite finicky things, and thus off-putting to non-techies. Anything that makes such processes simpler or more functional is welcome. It may also prove useful to lighter-weight distros which don't use NetworkManager by default. (r)
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The latest security feature for Gmail enables users to recover their accounts with a little help from their friends.
Google is now allowing its customers to select trusted friends and family members, whose accounts can now be used to retrieve recovery codes in cases where other means aren't available.
It comes as the tech giant continues to nudge its user base toward passkeys, which for some time now it has viewed as the future of account authentication.
The issue with passkeys, however, is that people routinely lose devices. When they lose their smartphone, for example, they can't immediately access their other email accounts, or SMS messages for one-time passcodes, potentially leaving them without access to their email.
Once a trusted recovery contact is set, users can select which one they would like to help them regain access to their account. The user will share a code with them. They will get a notification to help with the recovery, and verify the request was genuine using the code the user provided.
Verifying the request hinges on number-matching authentication. The recovery contact will be presented with three codes, and they have to select the one that the user provided them.
Google advises that users pick people they know are likely to respond within 15 minutes of a request being issued. After 15 minutes, the request will expire and the user will either have to issue the same contact a new code or pick a different contact.
It's also worth noting that these trusted contacts should possess a strong sense of cybersecurity awareness.
While unlikely, given the steps involved in the process, the trusted contacts recovery feature could feasibly be exploited by sophisticated social engineers to gain access to an account, if the contact themselves isn't wise enough to spot a spoof.
Say, for example, an attacker begins an account recovery process and passes a code onto a trusted contact via a compromised channel, such as an unknown phone number they claim to be a friend's, or a spoofed email account, then there is the possibility that an account could be maliciously taken over if the contact falls for the ruse.


	UK slaps 'strategic market status' on Google, unlocking power to pry open search


	Google rearranges Agentspace into Gemini Enterprise


	Google declares AI bug hunting season open, sets a $30K max reward


	Google DeepMind minds the patch with AI flaw-fixing scheme


However, Google still deploys additional checks to prevent attacks such as these from happening. It will look at the device's history, location, and IP address to determine the trustworthiness of the recovery attempt, and potentially require further verification before it is approved.
Google also stated in a support article that even if the recovery contact approves a request, it may also still put the account on a security hold, allowing extra time for the real owner to verify whether the attempt was genuine or not.
Each user can choose up to 10 recovery contacts per account, and be a recovery contact for 25.
Employers' Google Workspace accounts aren't eligible for the feature, however. We tried it out but could only get it working on personal Gmail accounts.
Google didn't mention it in the press release, but accounts enrolled in its Advanced Protection Program and Google Workspace accounts can't set trusted recovery contacts, but can be used to recover other accounts.
You also can't use a child's account for recovery, and they can't add trusted contacts either.
"Passkeys have been one big step toward that password-free future," Google said. "Recovery Contacts adds another trusted, secure option on top of our existing tools, helping you regain access when other methods aren't available.
"Recovery Contacts are rolling out now. We know losing access to your account can be stressful, and we are continuing to work on new solutions to make recovery more dependable, while continuing to uphold Google's high standards for privacy and security." (r)
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Hyperscale datacenters stateside will consume 22 percent more grid power by the end of 2025 than a year ago, and are forecast to need nearly three times as much electricity by the end of the decade.
Warnings about datacenters' rising energy draw are coming thick and fast of late, and this latest one from 451 Research (now a part of S&P Global) comes with figures and cautions about how fast this change may occur and what grid resources will be required to meet it.
The bit barn building boom is largely fueled by estimated demand for new machine learning models, which require highly configured servers packed with power-hungry GPUs to develop and train. The power and cooling infrastructure required also mean it is easier to build a new facility rather than attempt to retrofit an existing one.
As a consequence, utility power to datacenters in America is esitmated to jump 11.3 GW to 61.8 GW by the end of this year. 451 calculates this will rise again to 75.8 GW in 2026, then 108 GW in 2028, before hitting 134.4 GW by 2030.
These figures also exclude enterprise-owned facilities, only considering those of the hyperscale tech giants such as Amazon, Apple, Google, Meta, and Microsoft, alongside leased and crypto-mining sites.
The massive leap in power is due to the sheer level of investment in new datacenters from the hyperscalers. Amazon expects to spend about $100 billion on capex projects this year, while Microsoft is investing $80 billion on building out infrastructure, Meta is aiming for $66-72 billion, and Google upped its estimate for 2025 capex spending to $85 billion.
The note of caution about the actual rate of growth stems from new tariffs specific to datacenters imposed by a power company in Ohio, intended to protect domestic users and other utility customers from infrastructure costs relating to bit barn expansion.
These require large datacenter customers connecting to the grid in AEP Ohio's service area to be responsible for at least 85 percent of the energy they subscribe to use, regardless of actual usage. Following the introduction, interconnection requests fell to 13 GW of load over 36 sites, down from more than 30 GW previously.
This revealed that some operators may have inflated the requirement for the amount of energy their new facilities need, which could lead the utility company to overinvest in grid infrastructure.
Some developers may also duplicate requests to connect a particular facility to the electrical grid across different jurisdictions, as The Register has previously reported, leading to overestimated projections. However, the underlying trend of rapidly rising demand still holds, according to 451.


	Meta sends Arm a friend request asking for help with Nvidia's Grace CPUs


	OpenAI's ChatGPT is so popular that almost no one will pay for it


	Microsoft, Nvidia, and others inject $40B into AI bubble with massive datacenter deal


	18 zettaFLOPS of new AI compute coming online from Oracle late next year


The research identifies Virginia and Texas as the two states with by far the highest requirement for bit barn energy supplies in the US this year.
451 forecasts that Virginia's datacenter load, made up of leased and hyperscale facilities, will reach 12.1 GW in 2025, up from 9.3 GW last year. In Texas, demand is driven by cryptomining and leased capacity, and is slated to hit 9.7 GW this year, from less than 8 GW previously.
However, the search for an optimum location is seeing datacenter operators explore emerging markets such as Idaho, Louisiana, Oklahoma and smaller cities in West Texas, looking for "stranded power" and alternative energy generation opportunities, the report says.
451 also notes that given grid limitations, on-site power generation systems are finding favor, possibly as a standby until a grid connection with sufficient load capacity can be provided.
Among the options being considered are retired nuclear assets, gas-fired generation, battery storage, fuel cells, renewables, and various hybrid combinations, according to the report. (r)
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Microsoft has patched an ASP.NET Core vulnerability with a CVSS score of 9.9, which security program manager Barry Dorrans said was "our highest ever." The flaw is in the Kestrel web server component and enables security bypass.
The issue, called request smuggling, enables an extra request to be hidden inside another one, including cases where the first request does not require authentication, but the smuggled one normally would.
Dorrans explained that the smuggled request could perform actions such as logging in as a different user, bypassing cross-site request forgery checks, or performing injection attacks. The risks, he said, depend on how the application is written, and the bad outcomes are not likely "unless your application code is doing something odd and skips a bunch of checks it ought to be making on every request."
The high CVSS rating for CVE-2025-55315 has caused some confusion. On its own for ASP.NET Core, Dorrans said, the rating would be "nowhere near that high," but Microsoft scores for the worst case - "a security feature bypass which changes scope."
Developers asking Dorrans exactly what would constitute vulnerable application code were given noncommittal answers. "Anything that does something with a request could be problematic," he said, and "an app that does authentication and has access rules based on the authentication may be vulnerable." He added that this is personal opinion rather than an official statement.
Kestrel is the ASP.NET Core built-in web server and is widely used, sometimes behind a reverse proxy, and sometimes more directly exposed. If a gateway or proxy removes smuggled requests, the application is protected, Dorrans said.


	AI startup Augment scraps 'unsustainable' pricing, users say new model is 10x worse


	KuzuDB says so long and thanks for all the commits, marooning community


	Bun 1.3 stuffs everything and kitchen sink into JS runtime


	Meta will move React to Linux Foundation to address vendor dominance fears


The cautious approach is to patch as soon as possible, but he advised that "only you can evaluate the risks to your application."
The vulnerability appears to be longstanding and affects all supported versions of ASP.NET Core, including versions 8, 9, and the 10 pre-release, and even ASP.NET Core 2.3, which runs on the Windows-only .NET Framework. Developers can patch the .NET SDK by downloading the latest version, or update to the latest version of the Kestrel.Core package (2.3.6) via the NuGet package manager.
A complication is that many applications are deployed using what is called the framework-dependent model, relying on the .NET environment on the server. In this case, it is the server that must be updated, not the application. This dependency can be bypassed using a self-contained deployment, which includes the runtime files, but every such application must then be updated.
Microsoft's official report states that the vulnerability is not known to be exploited. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2025/10/16/microsoft_aspnet_core_vulnerability/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2025/10/16/windows_11_update_localhost/
    

    Windows 11 update breaks localhost, prompting mass uninstall workaround
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Microsoft's October Windows 11 update has managed the impressive feat of breaking localhost, leaving developers unable to access web applications running on their own machines.
The problem first surfaced on Microsoft's own support forums and quickly spread to Stack Overflow and Server Fault after the October 2025 cumulative update (KB5066835) landed, which appears to have severed Windows' ability to talk to itself.
Developers describe HTTP/2 protocol errors and failed connections affecting everything from ASP.NET builds to Visual Studio debugging sessions.
The bug, introduced in build 26100.6899, has been traced to HTTP.sys, the Windows kernel component that handles local HTTP traffic. Developers have found that uninstalling KB5066835, and in some cases its sibling KB5065789, restores localhost functionality.
Others have discovered a temporary workaround that involves manually disabling HTTP/2 in the registry, which works but feels a bit like using a sledgehammer to swat a fly.
At the time of writing, Microsoft had yet to acknowledge the issue. Users report mixed results when trying to reinstall the patch or roll forward to newer builds. The problem appears to vanish on clean installs of Windows 11 24H2, suggesting that the error stems from a conflict in how the update interacts with existing system configurations, rather than being a universal bug.
In the meantime, moderators on Stack Overflow have already locked multiple posts and Server Fault threads are filled with frustrated devs trying to get their local servers running again.


	Schleswig-Holstein waves auf Wiedersehen to Microsoft stack


	What do we want? Windows 10 support! When do we want it? Until 2030!


	Who gets a Mac at work? Here's how companies decide


	No account? No Windows 11, Microsoft says as another loophole snaps shut


All this comes as Microsoft pushed its final update for Windows 10 this week, officially ending support for the decade-old OS and urging users to move to Windows 11.
The transition hasn't exactly been buttery smooth. Microsoft's Windows 11 media creation tool also stopped working the day before, potentially affecting users trying to upgrade, and the same patch cycle saw end-of-support deadlines for Office 2019 and multiple server products.
All this means that, within the same week, Microsoft's installer broke, its new OS borked local development, and Redmond's multimillion-dollar upgrade push instead highlighted how fragile its ecosystem still is.
It's almost enough to make you nostalgic for Clippy. We said almost. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2025/10/16/windows_11_update_localhost/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2025/10/16/cisco_senate_scrutiny/
    

    Senator presses Cisco over firewall flaws that burned US agency

    
Bill Cassidy letter asks if Switchzilla sat on critical flaws before feds were forced into emergency patching    


    
        By 
Carly Page        
    

    
        Posted in Public Sector,
        
            16th October 2025 12:44 GMT
        
    


    
US Senator Bill Cassidy has fired off a pointed letter to Cisco over the firewall flaws that allegedly let hackers breach "at least one federal agency."
Cassidy's letter [PDF] to Cisco CEO Chuck Robbins demands clarity around the company's knowledge of and response to the critical flaws - namely CVE-2025-20333 and CVE-2025-20362 - that prompted the US government to issue an emergency patching directive for federal civilian agencies.
Cassidy says "at least one federal agency has already been breached as a result of this vulnerability," a claim Cisco has not publicly confirmed or denied.
The letter comes weeks after CISA sounded the alarm about the vulnerabilities. It warned of "an unacceptable risk" to government systems if Cisco's Adaptive Security Appliance (ASA) and Firepower Threat Defense (FTD) devices are left unpatched, and gave federal agencies just 24 hours to identify affected kit, check logs for compromise, and apply Cisco's fixes. The directive further demanded that devices hitting end of support (EoS) be removed entirely.
At the time, Cisco admitted the flaws had been exploited as far back as May, when government incident responders called it in to help investigate intrusions on ASA 5500-X firewalls. It said attackers had been "dropping implants, running commands, and siphoning data" well before the public was alerted.
The months-long exploitation has been linked to the ArcaneDoor campaign, which first came to light in April 2024. At the time, Cisco pinned the activity on a Chinese-linked threat crew known as "UAT4356", which had been abusing the bugs to compromise government systems worldwide since November 2023.


	Warnings about Cisco vulns under active exploit are falling on deaf ears


	UK and US security agencies order urgent fixes as Cisco firewall bugs exploited in wild


	Zero-day deja vu as another Cisco IOS bug comes under attack


	FBI: Russian spies exploiting a 7-year-old Cisco bug to slurp configs from critical infrastructure


Cassidy's demands lay bare the tension in play. As chair of the Health, Education, Labor, and Pensions (HELP) Committee, he insists Cisco must reveal whether it's identified any specific threats to customers, how it is engaging with affected agencies and sectors, whether its guidance mirrors CISA's, and how it communicates risk and patching information to its broad customer base.
He points out that many US businesses - particularly smaller ones and nonprofits - lack a formal CISO and may be reliant on vendors like Cisco to bridge the expertise gap.
"As the largest provider of network infrastructure in the world, Cisco holds a unique position in delivering tools not only to the federal government, but virtually all businesses," Cassidy wrote. "These tools connect consumers and businesses to care services, educational tools, and platforms businesses need to operate. Any vulnerability in Cisco's systems would jeopardize this access for millions of Americans.
"As Cisco works with the federal government to patch any cybersecurity vulnerabilities, it must work with these stakeholders to ensure their systems are protected as well."
Cassidy's public pressure sends a message not only to Cisco but to all vendors supplying mission-critical infrastructure: transparency and accountability in cybersecurity are not optional. The firm has until October 27 to respond to Cassidy's questions - a deadline that may test not just its security posture, but its political firewalls too. (r)
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Updated Axiom Space has ousted its CEO after just six months, hiring Jonathan Cirtain to replace Tejpaul Bhatia.
Cirtain, who joined Axiom in 2025 and holds a PhD in physics, will serve as both CEO and president.
Executive chairman Dr Kam Ghaffarian thanked Bhatia for his service and for "steering the company through a significant transition period." Ghaffarian praised Cirtain's "proven track record" of leadership from his time running teams at NASA's Marshall Space Flight Center and in the nuclear industry.
Posting on LinkedIn, Cirtain wrote: "The next man and first woman to walk on the Moon will be in an Axiom Space spacesuit and we are building a commercial space station, what a mission and a company."
Axiom Space has faced some turbulence over the last year or so. Former NASA International Space Station program manager Mike Suffredini stepped down as CEO in August 2024. Ghaffarian took up the reins as interim CEO before Bhatia was appointed in April 2025.


	NASA Jet Propulsion Laboratory: Another 550 employees set to leave the building


	Weird ideas welcome: VC fund looking to make science fiction factual


	Engineers successfully reboost International Space Station after early Dragon abort


	NASA administrator says US should have 'village' on Moon in a decade


Bhatia joined Axiom Space in 2021 and oversaw several high-profile contracts over the years, including commercial spaceflight missions.
Axiom Space's finances were called into question in 2024 when Forbes reported it had lost money on every commercial mission. In a letter seen by The Register at the time, Ghaffarian complained that the article painted "an inaccurate picture." However, he did not call out any specific inaccuracies regarding the figures.
A space industry source today questioned whether the leadership shuffle signals deeper problems, saying: "Perhaps the lesson learned here is that private spaceflight is still too expensive."
The Register asked Axiom Space for more information about the appointment and the fate of Bhatia. The company has yet to respond.
Axiom Space has another commercial flight planned for 2026, as well as a potential private British astronaut mission. Other activities include developing a spacesuit for NASA and a commercial space station, with the first module due to be launched in 2027. (r)
Updated to add at 1441 UTC, October 16
Matthew Cook, head of space exploration at the UK Space Agency, told The Register: "We're looking forward to working with Dr Cirtain as he leads Axiom Space." Shortly before Bhatia's abrupt departure, the UK Space Agency signed an extension to the Memorandum of Understanding for a UK-led mission.
A spokesperson from Axiom Space got in touch to say: "Axiom Space transitioned its CEO from Tejpaul Bhatia to Dr Jonathan Cirtain on Oct. 15."
Why? "Axiom Space's Board of Directors made this strategic leadership change to advance the development of critical space infrastructure during the company's next phase of growth."
The Register also understands that the first module of Axiom Station is planned to launch in 2028.
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Auction house Sotheby's says it was breached on July 24, and those behind the intrusion stole an unspecified amount of data, including Social Security numbers and financial account information.
The multinational broker of fine art and luxury items said it is not aware of who was behind the attack, but confirmed in a filing with the state's Attorney General's Office this week that two Maine residents were affected by the breach.
The Register asked the auctioneer for more information about the total number of people affected, whether these were staff and/or clients - many of whom are high and ultra high net worth individuals - and whether an extortion demand was made.
In a letter to those affected on Wednesday, Sotheby's said the attackers broke in despite the company regularly patching systems and testing its incident response plans.
The letter reads: "We have administrative and technical safeguards in place that protect information through layered defenses, strict access controls, secure connections, and advanced threat protections.
"We regularly patch systems, test our internal incident response plans, back up critical services, vet our vendors, and train our workforce to ensure security is built into how we work every day.
"As part of our ongoing commitment to the privacy of information we will continue to review these safeguards and consider further enhancements to ensure the ongoing safety of information on our systems."
The London-founded, New York-headquartered company is offering affected individuals 12 months' worth of credit and identity monitoring services through TransUnion, as is customary following US cyberattacks that involve data theft.
The Register has scanned every state's data breach reporting portal for similar filings but at present Sotheby's has so far only reported the breach to Maine's AG.
Sotheby's is the second auctioning giant to be targeted by cybercriminals in as many years. Christie's was raided by RansomHub in May 2024, but avoided a leak of its data after the group claimed they found a buyer via a private auction.


	Capita fined PS14M after 58-hour delay exposed 6.6M records


	Asahi breach leaves bitter taste as brewer fears personal data slurped


	Oracle rushes out another emergency E-Business Suite patch as Clop fallout widens


	Scattered Lapsus$ Hunters rage-quit the internet (again), promise to return next year


While it would have been a fitting end to the incident, experts suspected the group, which took over the ransomware mantle after LockBit's demise, was unlikely to sell the data.
"Auctioning rather than leaking data is not new, but relatively rare, with little evidence that this results in a payout for the criminals," Don Smith, director of threat intelligence at Secureworks, told The Reg in the summer last year.
"Considering ransomware as a business, up front you expend effort, in the expectation of a later payout. If Christie's have made it clear they are not going to pay, releasing data draws a line on the incident with no benefit to the bad guys. Auctioning is a last-ditch attempt to achieve a payout. Auctions are more likely to be successful where the victim has a meaningful brand or there's some expectation the data has real value.
"It is easy to think of ransomware gangs in the abstract, the reality is these are people, with human emotions and frailties. Auctioning Christie's data may be little more than an amusing irony to the RansomHub operators."
There is also the possibility that the amount or quality of data RansomHub stole was not impressive enough to leak, and feigning an auction was more of a face-saving exercise. (r)
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ai-pocalypse The UK tech sector is cutting graduate jobs dramatically - down 46 percent in the past year, with another 53 percent drop projected, according to figures from the Institute of Student Employers (ISE).
The culprit? AI is already doing the entry-level work graduates used to perform like routine coding, data analysis, and basic digital tasks. Companies still need tech talent, but they're hiring experienced workers instead of training newcomers.
[image: employment]
AI robs jobs from recent college grads, but isn't hurting wages, Stanford study says

READ MORE
According to overall figures from ISE, graduate hiring has fallen by 8 percent year-on-year - the first time graduate jobs have fallen since the 12 percent decline during the pandemic in 2020. Yet it is the tech and pharma business sectors that are hardest hit.
Stephen Isherwood, ISE joint chief executive, said AI was already displacing young professionals as some commentators had feared.
"It is a tough market for students and young people in general. There is not much churn in the labor market and young people are suffering," he told the Financial Times.
Tech still dominates graduate recruitment in terms of the roles organizations are looking to fill. IT, digital, and AI positions were the most sought-after among recruiters, with 46 percent of organizations across the economy looking to hire these skills.
The survey also showed that AI is not yet deeply embedded in the graduate recruitment process. Oh, the irony.
ISE found that while over half of employers use automated systems to fully manage some aspects of testing, AI use is very rare. Employers are most likely to use AI in gamified assessments, but even there the adoption rate is only 15 percent. AI adoption is likely to increase, particularly as students make greater use of technology in the application process.
[image: Someone upset that something on their laptop when wrong]
AI agents get office tasks wrong around 70% of the time, and a lot of them aren't AI at all

READ MORE
Employers are also likely to guard against job applicants cheating with AI - 79 percent said they were redesigning or reviewing their recruitment processes because of AI developments. However, only 15 percent of employers said they never suspected or identified candidates cheating in assessments.


	Managers are throwing entry-level workers under the bus in race to adopt AI


	Senate report says AI will take 97M US jobs in the next 10 years, but those numbers come from ChatGPT


	AI has had zero effect on jobs so far, says Yale study


	Fiverr cuts 30% of staff in pivot to being 'an AI-first company'


The figures from ISE indicate that the tech industry is eating its own dog food. This year, Salesforce, Workday, and others revealed they were cutting thousands of jobs and deploying AI in their wake. Microsoft announced plans to lop 10,000 heads from the workforce and use new technologies instead.
The trend seen in the UK graduate sector creates a vicious cycle. Graduates can't get the first role they need to gain experience, which means fewer mid-level professionals in five years.
If correct, the survey indicates that AI is starting to close the entry door to tech careers faster than anyone expected. Companies are making short-term efficiency gains at the expense of their long-term talent pipeline, and graduates are seemingly caught in the middle. (r)
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    Firefox 144 brings fixes, features, and farewells for 32-bit Linux die-hards

    
Mozilla hardens its browser and toys with AI search while closing the door on legacy systems    
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New versions of both Mozilla's browser and its subsidiary MZLA's messaging client are here - with some bad news for users of older kit.
Firefox 144 arrived yesterday, closely followed by its cousin, the messaging client Thunderbird 144. This version of the messaging app is primarily a bug fix release, with no new features mentioned but 28 listed fixes as well as a dozen security fixes.
[image: Firefox 144 on macOS, with vertical tab bar and all available LLM features disabled]
Firefox 144 on macOS, with vertical tab bar and all available LLM features disabled


The new version of Firefox, though, has multiple changes, some of which will be welcome, some you may barely notice, and at least one or two of which we suspect will be quite unpopular with a significant fraction of its users.
Tab groups was a new feature that appeared on April Fool's Day with Firefox 137. Mozilla has been improving the new feature with every release since - arguably including the contentious LLM-assisted automatic group naming that appeared in Firefox 141. Now the current tab remains visible even when you collapse a group, and a group stays collapsed even if you drag-and-drop a new tab onto the group.
Firefox's very handy password manager now has tougher encryption. If you use the picture-in-picture video playback feature (which this video-averse vulture never does), you can now close the video without pausing it first. Firefox's computer-local automatic translation feature gains three more languages: it now supports Azerbaijani, Bangla (also known as Bengali), and Icelandic, while 17 other previously supported languages now get better translation.
A couple of other features are getting Mozilla's maybe-you-get-it-maybe-you-don't progressive rollout treatment. There's built-in image search using Google Lens, which does sound rather useful - but it requires you to have Google as your default search engine. If you followed our hints for de-enshittifying Google search from back in May, it won't work. Some users will also get improved profile management, but it seems that the Irish Sea wing of Vulture Towers is not one of them. In theory, users on Linux, macOS, and Windows 11 can now name profiles, give them a color and a custom avatar.
Although it seems a bit late, this is apparently coming to Windows 10 users soon... unlike further OS updates. Unless, of course, they got the extension somehow, or they switched to the LTSC version.


	Raspberry Pi OS, LMDE, Peppermint OS join the Debian 13 club


	Schleswig-Holstein waves auf Wiedersehen to Microsoft stack


	Ubuntu 25.10 lands: Rustier and Wayland-ier, but Flatpak is broken


	Aurora immutable KDE Plasma workstation: Big, slow, and confusing


Firefox's profiles is a useful feature that deserves a bit of TLC. You can find the existing version if you go to the Help menu, choose "More troubleshooting information" and scroll down to "Profiles" - or enter the magic URL about:profiles. This is the first place to look if a Firefox update seems to have lost all your settings: it may just have created a new, empty profile. Handily, you can open multiple profiles at once, which runs a separate Firefox process. If you find you have lots of profiles, we suggest using this to identify your desired profile, and removing all the rest - but it can be useful to have an empty one for testing purposes.
[image: Firefox is equally happy running on Linux - but from the next version, only so long as you are running a 64-bit version]
Firefox is equally happy running on Linux - but from the next version, only so long as you are on a 64-bit version


The final feature that's receiving a staged deployment is one we're sure you will all be positively delighted to read about: yes, version 144 has even more "AI" integration! Soon, Firefox will offer Perplexity's LLM-augmented search, right in the address bar. It seems that some Register contributors quite rate the tool, although The Reg FOSS desk had not encountered it. As for Perplexity itself, it seems to be more interested in Chrome, but maybe this inclusion is a sign of change on that front.
There's also bad news if you're still clinging on to a 32-bit Linux distribution for any reason, however valid. Firefox 144 is officially the final x86-32 Linux version. As that page says, the current Firefox 140 Extended Support Release will continue to get updates for another year or so.
The good news is that as Firefox is still FOSS, the source code remains available. The handful of distros that still support x86-32 can compile their own 32-bit builds, and we are sure that both NetBSD and OpenBSD will continue to maintain their own 32-bit versions. As we mentioned last month, we recently discovered the very handy Firefox Dynasty. Thanks to that, we're running Firefox 144 perfectly well on the officially unsupported macOS 10.13 High Sierra. Perhaps an analogous unofficial 32-bit Firefox will appear for Linux users too. (r)
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    The $100B memory war: Inside the battle for AI's future

    
The AI gold rush is so large that even third place is lucrative    
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Feature The generative AI revolution has exposed a brutal truth: raw computing power means nothing if you can't feed the beast. In sprawling AI datacenters housing thousands of GPUs, the real chokepoint isn't processing speed - it's memory bandwidth.
While engineers obsessed over FLOPS for decades, the industry now faces a new iron law: if you can't move data fast enough, your trillion-dollar AI infrastructure becomes an expensive paperweight.
[image: hot air balloon decrease pressure]
Stargate is nowhere near big enough to make OpenAI's tie-ups with AMD and Nvidia work

READ MORE
Enter High Bandwidth Memory 4 (HBM4), a 3D-stacked memory technology that promises unprecedented bandwidth per chip. This could determine which companies dominate - or disappear from - the AI landscape. This isn't just another incremental upgrade; it's the difference between training the next breakthrough AI model in weeks versus months, between profitable inference and burning cash with every query.
Earlier this year, JEDEC finalized the HBM4 memory standard for high-performance AI. The new version offers higher per-pin speed and interface width than its HBM3 predecessor, targeting 8 Gbps per pin across a 2,048-bit interface for 2 TB/s of bandwidth per memory stack. In practical terms, that's roughly twice the bandwidth of current HBM3 chips, which will be a significant development for AI accelerators.
Another improvement comes in the form of more capacity. HBM4 supports taller stacks up to 16 high (16 memory dies bonded), with per-die densities of 24 Gb or 32 Gb, enabling a maximum of 64 GB per stack. In other words, a single HBM4 module could hold as much data as a high-end GPU's entire memory today.
Despite the speed boost, HBM4 is designed with power efficiency in mind. It allows for lower I/O voltages and core voltages, thereby improving energy efficiency. These advancements squarely target the needs of generative AI. Training large language models or running giant recommendation systems involves constantly moving terabytes of data through GPUs. Faster, wider memory reduces this bottleneck, allowing each GPU to process data more quickly.
However, developing and manufacturing HBM4 presents a greater challenge. Only three memory vendors - SK hynix, Micron, and Samsung - currently have the requisite DRAM and 3D stacking expertise to deliver HBM4 in volume. Their success or failure in achieving mass production will have a direct impact on the AI hardware roadmaps of companies such as Nvidia, AMD, and Broadcom for upcoming GPUs and AI accelerators.
SK hynix is clearly seen as the front-runner in HBM4. It has a track record of firsts in HBM. It supplied the first-generation HBM for AMD GPUs in 2015 and has led the way in HBM2, HBM2E, and HBM3 supply to major customers. According to Counterpoint Research, the Q2 2025 market share of SK hynix is at 62 percent, which is significantly ahead of its rivals. That dominance stems from its strong alliance with Nvidia.
Even before the official JEDEC specification was released, SK hynix had already begun sampling HBM4. In fact, it shipped the world's first 12-layer HBM4 samples in March 2025, demonstrating that it had the stacking technology ready. SK hynix announced that it had completed development of its HBM4 design and had prepared it for high-volume manufacturing.
"By supplying the product that meets customer needs in performance, power efficiency, and reliability in a timely manner, the company will fulfill time to market and maintain a competitive position," says Joohwan Cho, head of HBM development at SK hynix.
[image: Channels on a chip that funnel coolant using microfluidics. Photo by Dan DeLong for Microsoft.]
The first rule of liquid cooling is 'Don't wet the chip.' Microsoft disagrees

READ MORE
By September 2025, SK hynix confirmed that its HBM4 meets all the specifications. It runs at 10 GT/s per pin, which is 25 percent faster than the baseline 8 GT/s. This 10 GT/s speed class puts SK hynix right at Nvidia's requirement for the Blackwell-generation GPUs. SK hynix hinted that its design could exceed the JEDEC specification, presumably to provide Nvidia with the performance headroom it requires.
SK hynix is using its proven 1b DRAM process (a fifth-generation 10nm node) for the HBM4 DRAM dies. This is a slightly older node than the cutting-edge technology, but it offers low defect density and higher yields, which is crucial when stacking a dozen dies together. For the base logic die that sits under the DRAM layers, SK hynix hasn't publicly disclosed the node. However, speculation suggests either the TSMC 12 nm class or the 5 nm could be used.
The company's philosophy appears to be "make it work reliably first, then push performance," which aligns with the conservative yet steady leadership of HBM. As of late 2025, SK hynix is ready to ramp HBM4 production as soon as customers need it. Although the company hasn't announced an exact ship date, all indications suggest that volume shipments can start in early 2026 after final qualifications are completed.
Nvidia's flagship GPUs are the obvious first destination. Industry reports suggest that SK hynix HBM4 will be first integrated into the Rubin GPU platform. Additionally, given the close relationship between Nvidia and SK hynix, it's likely that they will supply the majority of the initial memory modules for the Blackwell GPUs in 2026. This puts SK hynix in the driver's seat to be first to ship HBM4 at scale.
SK hynix's market lead is also translated into substantial financial gains this year. In Q2 2025, the company reported 77 percent of its sales were associated with HBM and related AI memory. Despite the current dominance, the race to supply HBM4 isn't over. Their rivals are charging hard in pursuit.
The volume challenger
Micron has been a latecomer to the HBM space. In the past year, the company surpassed Samsung in market share, reaching 21 percent compared to Samsung's 17 percent. This is a significant development, given that Micron had virtually no HBM presence a few years ago. The catalyst has been the surging demand for generative AI.
[image: AI]
OpenNvidia could become the AI generation's WinTel
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The success is primarily built on HBM3E. It secured supply agreements with multiple customers, including six HBM customers spanning GPUs and accelerators. Micron managed to become a supplier for Nvidia AI GPUs. This was because Nvidia has historically sourced memory from two suppliers for redundancy, and Micron got a slice of that pie alongside SK hynix.


	Micron close to selling all the high-bandwidth memory it will make in 2026


	Uncle Sam doesn't want Samsung, SK hynix making memories in China


	With OpenAI, there are no allegiances - just compute at all costs


	SK hynix has probably already sold most of the HBM DRAM it will make next year


By late 2025, Micron's HBM business is expected to have expanded significantly. The company reported in the September 2025 quarter that the revenue for the HBM business reached nearly $2 billion. That means HBM went from a niche product to a double-digit percentage of the company's total revenue in a very short time. Micron even stated that its HBM output for all of 2025 is completely sold out, and 2026 is largely pre-booked.
Riding this momentum, Micron began shipping HBM4 samples in June 2025. The technology provided 36 GB, 12-high stacks to key customers, one of which is reported to be Nvidia. Over the past few months, Micron has further improved the silicon. By Q4 2025, Micron announced that its HBM4 samples were running at speeds above 11 Gbps per pin, delivering over 2.8 TB/s per stack.
Micron HBM4 will likely enter mass production in calendar 2026. It has already secured multibillion-dollar agreements for HBM3E in 2026, and major buyers, including cloud giants and GPU vendors, are counting on Micron as part of their 2026 supply chain. Given that Nvidia is expected to dual-source Blackwell's memory from SK hynix and Micron, if SK hynix can't meet all the demand or if Nvidia wants second-source flexibility, Micron is there to fill the gap.
Pushing the limits
[image: American flag US capitol]
No chips for you! Senator wants Americans to get first dibs on GPUs, restrict sales to others

READ MORE
Samsung has found itself in an unusual position in the HBM4 race, having to play catch-up. Despite its massive manufacturing prowess, Samsung has lagged in early HBM generations.
Samsung's troubles become evident with HBM3E. While SK hynix and Micron ramped 8-high and 12-high HBM3E for customers, Samsung struggled to get its 12-high stacks qualified. It reportedly took 18 months and several attempts to meet Nvidia's quality and performance criteria for HBM3E. By Q3 2025, Samsung had finally cleared Nvidia's validation, with its 5th-generation HBM3E 12-stack passing all tests.
Until now, Samsung HBM has appeared only in AMD's MI300-series accelerators. However, with Nvidia's certification, the company has agreed to purchase between 30,000 and 50,000 units of 12-high HBM3E for use in liquid-cooled AI servers. Samsung's HBM3E is also shipping for AMD's accelerators as of mid-2025.
One of the key challenges for the lag was that they attempted to use a cutting-edge 1c DRAM process (a sixth-generation 10nm node) for their 12-stack HBM3E and upcoming HBM4, but ran into yield problems. As of July 2025, pilot runs on 1c yielded only 65 percent, which is a big problem for mass production. Samsung had to recalibrate and revise the DRAM design, improve the base die, and enhance thermal management.
Samsung aims to start mass production of HBM4 in the first half of 2026. In Q3 2025, it began shipping large volumes of HBM4 samples to Nvidia for early qualification. However, the company also has a strategic ace up its sleeve, a deepening partnership with AMD (and OpenAI). In October 2025, news broke that AMD had signed a significant deal to supply Instinct MI450 GPU systems to OpenAI. Samsung is reportedly the primary supplier of HBM4 for AMD's MI450 accelerator.
Ultimately, the race to supply HBM4 is not a zero-sum game. All three vendors will be pushed to their limits to deliver the highest-performance memory modules for generative AI. The real winners will be those who can navigate the technical challenges to deliver at scale.
For the sake of a wider market, having all three succeed would be ideal. It would ease the hard constraints and increase AI capacity in the hands of researchers and businesses. In any case, 2026 will be a decisive year in this memory race. It will be interesting to see which supplier actually shows up in volume first, which will reveal who truly won this round of the race and whose AI product plans might need to be adjusted because they bet on an also-ran. (r)
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    SpaceX's Starship: Two down, Mons Huygens to climb

    
Musk's moonshot still missing orbit, refueling, landing    
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Comment SpaceX is celebrating two consecutive Starship launches without unplanned explosions, yet the business faces a daunting path forward before the spacecraft can deliver astronauts to the lunar surface.
Former NASA administrator Jim Bridenstine didn't mince words in September when he questioned the use of Starship to return boots to the Moon. "This is an architecture that no NASA administrator that I'm aware of would have selected had they had the choice."
[image: Moon]
NASA panel fears a Starship lunar touchdown is more fantasy than flight plan

READ MORE
The contrast with Apollo is stark. The Saturn V accomplished Moon missions with a single launch, carrying everything needed for the journey. Today's approach requires one Space Launch System rocket plus an undetermined number of Starship launches -- some estimates suggest ten or more refueling flights, though the actual figure could be considerably higher.
NASA's ambitions extend well beyond Apollo's goals. The agency plans a technically challenging south pole landing to access suspected water ice deposits. Apollo, by contrast, aimed primarily to beat the Soviet Union to the Moon -- a simpler objective that demanded less sophisticated hardware.
But nostalgia won't solve today's problems. The Saturn V and its supporting infrastructure are long retired, and even if resurrection were possible, the system couldn't meet NASA's current needs. Budget constraints -- far tighter than during Apollo's heyday -- further limit options.
These realities explain SpaceX's 2021 selection for the Human Landing System contract. The company's proposal envisions launching an HLS variant of Starship uncrewed, refueling it in orbit through multiple tanker flights, then sending it to lunar orbit. Astronauts launched aboard SLS in an Orion capsule would rendezvous with the waiting Starship, transfer aboard, and descend to the surface.
After completing surface operations, they would return to Starship, launch back to Orion, and ride home to Earth.
If you think this sounds somewhat convoluted, you'd be correct. It's small wonder that Bridenstine made the assessment he did.
SpaceX's track record includes many impressive feats, including successfully landing its rockets and catching a returning Super Heavy Booster. However, Yet critical capabilities remain undemonstrated to meet NASA's requirements.
Despite the two successful suborbital lobs of a Starship prototype, SpaceX has yet to reach orbit, let alone transfer fuel. There is very little detail on how the HLS variant of the Starship will land on the lunar surface. And the rate at which the fuel will boil off in space is also unknown, a critical factor if delays occur in other parts of the mission.


	NASA administrator says US should have 'village' on Moon in a decade


	Brit scientists over the Moon after growing tea in lunar soil


	NASA finds best evidence of life on Mars so far


	Reckon you can put a nuclear reactor on the Moon?


One observer that asked to remain anonymous told The Register that SpaceX's approach is to deal with each problem as it arises, explaining why there is still very little information on key technical challenges, such as landing a tall vehicle on potentially rough terrain.
<SpaceX has yet to respond to requests for comment. NASA remains silent due to the ongoing US government shutdown.
The clock is ticking. SpaceX deserves credit for Starship's continued development, however, works remains before astronauts can safely travel to the Moon and back aboard the vehicle. A less complex architecture -- perhaps one building more directly on Apollo's proven concepts -- might have offered a clearer path forward.
Nevertheless, NASA has commited to the current approach and officials will hope SpaceX accelerates Starship testing in 2026. Failure to do so means that returning to the Moon before 2030 appears a distant challenge.
As for the original 2027 target? It now looks completely implausible. (r)
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    Larry Ellison's latest craze: Vectorizing all the customers

    
Oracle slurps your data whether you like it or not... for the good and bad of the planet    
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Comment If you're an Oracle customer - throw a pebble into a crowd of 100 CIOs and you're bound to hit one - then Big Red has vectorized you. Or, more accurately, it has vectorized your data, according to Larry Ellison, co-founder and CTO, who lobbed about the terminology in this week's conference keynote as if it conferred some sort of mystical technological incantation.
"The Oracle database can vectorize anything that's in an Oracle database, a different database, a different cloud, and make that data easily accessible to the AI model for reasoning," Ellison said during his keynote at Oracle AI World, its annual Las Vegas shindig.
[image: Debt]
Oracle saddles up with $18B debt amid AI infrastructure gamble

READ MORE
"The first thing that Oracle did [was take] private data and [make] it accessible to AI models. We took all of our customer data and we vectorized it."
Whether customers fancied being vectorized is apparently immaterial. When Oracle wants to do something, it does it. Progress waits for no one's consent.
So why the vectorization obsession? Ellison explained to his audience of customers and channel partners that Big Red wanted to ask its "reasoning models" what products customers are likely to buy in the next six months.
Armed with these predictions, Oracle sales teams are then able to fire off emails to prospective buyers complete with the three best customer references to nudge them toward a particular product.
"That request required the generation of a computer program called an AI agent that had to figure out you were going to buy this product," Ellison said.
"We started with customer data because we think there is nothing more important to us than our customers. Now some people who are cynical, you would say there is nothing more valuable to us than our customers, but they go hand in hand."
No, Larry, not nearly cynical enough. A real cynic might be able to imagine what Oracle could do with all that customer data once it is mangled through a massive predictive machine. Might Oracle want to figure out how to maximize revenue and margin from each customer? Might it want to identify which customers would cough up more license fees after a friendly software audit? The possibilities are endless.
But this is the AI boom, and cynics need to step aside. The industry plans to spend an estimated $500 billion a year building datacenters to provide the scale needed to train and serve up more AI. Everyone needs to get on board.
How will anyone actually pay for all this? Good question. OpenAI has apparently promised Oracle $300 billion to build out the datacenters it needs, which might surprise those funding the LLM startup that has so far raised something like $60-70 billion in funding - depending on whose numbers you believe - and currently runs at a loss.
Minor details like financial reality don't trouble Ellison, though. Oracle is engaged in AI datacenter building plans costing hundreds of billions of dollars and will rely on some borrowing itself.
Quizzed in a pre-conference interview over whether OpenAI has the money to pay Oracle back, newly appointed co-CEO Clay Magouyrk said: "Of course."
Oracle's confidence shines through in the audacious scale of its datacenter construction plans. Ellison told conference attendees that the new facility in Abilene, Texas, would eventually run half a million Nvidia GPUs and consume 1.2 GW of power, "provided by a combination of grid power and on-site natural gas turbines." Eight separate buildings spanning 1,000 acres will be connected "to support a single workload," he said.


	Oracle boasts $455B backlog from AI boom, but not all its new friends will live to pay up


	Even fantasy money can buy a lot of power - just ask Larry Ellison


	Trump says Michael Dell is part of the team buying TikTok, with Larry Ellison and maybe some Murdochs


	Moody's raises Big Red flag over Oracle's AI datacenter buildout blueprint


[image: In an employee share sell-off this week, OpenAI achieved a nominal value of $500 billion. Now all eyes are on the markets]
Big money is nervous about AI hype, but not ready to call it a bubble

READ MORE
Inhabitants of Earth might reasonably worry about the impact of such electricity consumption on the planet. But not Ellison, who literally owns the Hawaiian island of Lanai.
His answer is that AI is here to save us from climate change. And make food plentiful. Proudly displaying a very big greenhouse on screen during his keynote, he revealed that the Ellison Institute of Technology is involved in a company called Wild Bio, which has developed an AI platform for synthetic biology.
The goal is to develop crops that can extract CO2 from the atmosphere and convert it into calcium carbonate through biomineralization, simultaneously increasing food yields while reducing carbon dioxide.
"This is what I mean by AI," Ellison said.
All perfectly feasible, but it had better be quick. UN data shows levels of atmospheric carbon dioxide increased by a record amount in 2024 worsening climate change, while natural "sinks" for carbon are weakening.
Fear not, though. If all the doublethink makes your brain explode, Oracle has the solution for that too. Emblazoned with Oracle's unmistakable red livery, an ambulance appeared on the screen behind Ellison, who waxed lyrical about the health benefits of the connected, AI-powered vehicle.
"We're actually building these prototypes. Will we mass-produce an ambulance? I have no idea. If you told me a couple of years ago we'd be building power plants - a billion-watt power plant - I would have said you need to get more rest," Ellison said.
Shuffling out of the auditorium, conference attendees might wish for a rest, but not before they have been vectorized - if Oracle has its way. (r)
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    End of support for older Office and Windows Server versions pile on the pain for admins

    
Windows 10 is the least of some people's problems    
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Windows 10's free support has shuffled off this mortal coil for most customers - but that's merely the headline act in Microsoft's October support massacre. Older versions of Office and Windows Server have also been shown the door.
Support for Office 2019 (including Office 2016) and Exchange Server 2019 flatlined on October 14. While Microsoft will sell orphaned Windows 10 users an extra year or so of life support via its Extended Security Updates (ESU) program, Office users are out of luck - it's either a move to Office 2024 LTSC or biting the bullet and signing up for Microsoft 365's subscription treadmill.
The latter might not be an option for companies that need to run in a disconnected fashion for compliance or regulatory reasons, or just because they prefer a perpetual license to a subscription. The former, Office 2024 LTSC, will be supported by Microsoft until 2029, but will miss out on the feature updates that will arrive as part of Microsoft 365.
Esben Dochy of Lansweeper told The Register that he worries Office might fly under the radar of organizations fixated on the Windows 10 doomsday clock. Office reamins a juicy attack vector, even considering Microsoft's hardening efforts, such as neutering VBA macros by default.


	Microsoft veteran explains Windows quirk that made videos play in Paint


	PS2B UK cloud licensing claim against Microsoft seeks more business backers


	Schleswig-Holstein waves auf Wiedersehen to Microsoft stack


	Microsoft seeding Washington schools with free AI to get kids and teachers hooked


Still, at least there's a perpetual license available for Microsoft's productivity suite. Users of on-premises Exchange email or Skype for Business servers must make the move to the Subscription Editions to keep the patches flowing. Exchange 2016 and 2019 and Skype for Business 2016 and 2019 also dropped out of support on October 14. Again, administrators should have planned for this, however, organizations might be so laser-focused on the end of Windows 10, that other migrations slid to the bottom of the to-do pile.
It isn't just perpetual versions of Microsoft products that fell out of support on Tuesday. Even Windows 11 felt the cold steel of Redmond's ax-wielder. Windows 11 22H2 for Enterprises and Education will no longer receive updates - Microsoft would rather customers moved to a later version.
Considering the publicity surrounding the end of Windows 10 support, observers would be forgiven for thinking that it was the only bit of Microsoft-induced pain facing administrators. We're sad to say this isn't the case.
For many, the end of support for recent versions of Office and the perpetual licensed server products spells just as much pain, if not more so, for harassed administrators. (r)
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    Mind the gap - in mobile coverage: UK train signal to stay patchy till 2030

    
Minister pins hopes on low Earth orbit satellites to plug crap rail connectivity    
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Data-hungry rail passengers will have to wait until at least 2030 before getting something like universal mobile data coverage across the UK, a minister confirmed this week.
That might be a disappointment for trainspotters and commuters who were left excitedly looking down the track in June, when Network Rail announced plans and partners to roll out 4G and 5G on key lines by 2028.
But full(ish) coverage across mainline trains will only come via low Earth orbit (LEO) satellites, courtesy of a tender process that is just getting off the ground.
Lib Dem trade spokesperson Clive Jones asked the secretary of state for the Department for Science, Innovation and Technology (DSIT) "what steps her Department is taking to help ensure universal mobile data coverage for passengers on the railway network?"
Kanishka Narayan, parliamentary undersecretary for DSIT, replied in a written answer on Tuesday: "Our ambition is for all populated areas to have higher quality standalone 5G by 2030."
Trains tend to spend an awful lot of time outside populated areas. But DSIT's definition of populated areas is understood to extend to everywhere in the UK with people, including some remote areas visited by tourists.
Narayan added that under the 10 Year Infrastructure Strategy the government was working with the Department for Transport, Ofcom and other regulators and transport bodies to assess the telecoms needs of the transport sector. The target for this exercise? 2026.
"The Department for Transport also recently secured funding to introduce low Earth orbit satellite connectivity on all mainline trains, which will significantly improve both the availability and internet data connection speeds for Wi-Fi connected passengers."
In June, the Department for Transport unveiled Project Reach, spanning Network Rail and telcos Neos Networks and Freshwave. These deals will see Neos Networks run 1,000 km (620 miles) of fiber-optic cable along the East Coast Main Line, parts of the West Coast Main Line, and the Great Western Main Line. Ultimate ambitions are to stretch cable beyond 8,000 km (5,000 miles) in the near future. Freshwave will light up signal blackspots in 57 tunnels, covering almost 50 km (30 miles).


	Vodafone keels over, cutting off millions of mobile and broadband customers


	BT promises 5G Standalone for 99% of the UK by 2030


	Fresh UK postcode tool points out best mobile network in your area


	VodafoneThree's a crowd - now comes the hard bit


Meanwhile, mobile operators will build out 4G and 5G infrastructure at 12 major Network Rail stations, making it much easier for commuters to check when their trains are delayed. The rollout will begin in 2026 and be completed by 2028, the June statement said.
Yet it seems it's LEO that will complete the data picture for passengers beyond those key routes. Buried at the bottom of the government's announcement of Project Reach was a reference to how it "builds on PS41 million confirmed in the government's National Infrastructure Strategy to introduce low-earth-orbit satellite connectivity on all mainline trains, significantly improving both the availability and internet data connection speeds for Wi-Fi connected passengers."
Which is reassuring or not, depending on your definition of mainline. Hopefully, that means everything managed by Network Rail. According to a tender doc issued in August, the aim is "to upgrade the existing in-carriage on-train Wi-Fi equipment to the latest standards, provide low Earth orbit (LEO) satellite internet connectivity to enhance the existing mobile network operator connections, and hence deliver a more generally available higher speed internet connection for Wi-Fi-connected rail passengers."
The tender doc also says: "Our objective is to retro-fit the majority of Great British Railway train operators' mainline trains by 2030." How will this happen and when? You'll have to wait. An initial engagement exercise was scheduled to close last month, with follow-up one-to-ones after this date.
"Details of this requirement, such as a firm value approach to procuring and competition timelines are unknown at this stage and will be informed by the outcome of this engagement exercise," the doc says. (r)
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    Meta sends Arm a friend request asking for help with Nvidia's Grace CPUs

    
No custom Arm CPUs to speak of yet    
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Meta on Wednesday entered into a partnership with Arm Holdings with the aim of helping its software run more efficiently on the British chip designer's CPUs.
The tie-up signals that Arm will also play a bigger role in the datacenters of Facebook and Instagram's parent company, though not necessarily in the way you might expect. Rather than a custom Arm CPU, like the ones that Microsoft, AWS, and Google designed, Meta tells us the partnership will focus on optimizing the Arm-based silicon that it's already deploying.
Like most hyperscalers and cloud providers, Meta is rolling out large quantities of Arm Neoverse cores across its AI datacenters; they just happen to be part of Nvidia's GB200 or GB300 NVL72 rack systems. Each of these racks is equipped with 72 Blackwell GPUs and 36 of Nvidia's Neoverse-V2-based Grace CPUs. 
"Meta's AI ranking and recommendation systems - which power discovery and personalization across Meta's family of apps, including Facebook and Instagram - will leverage Arm's Neoverse-based datacenter platforms to deliver higher performance and lower power consumption compared to x86 systems," the release reads.
The move from x86 boxes to Nvidia's rack systems presents an opportunity for Arm and Meta to optimize existing codebases and frameworks, like PyTorch or Facebook General Matrix Multiplication (FBGEMM) libraries, to take better advantage of the RISC architecture's extensions. 
This includes things like transitioning workloads that previously relied on Intel or AMD AVX2 or AVX-512 to take advantage of modern Arm vector extensions or optimizing PyTorch code to utilize features like ExecuTorch or Arm's KleidiAI platforms.


	Nvidia adds more air to the AI bubble with vague $100B OpenAI deal


	Arm wrestles away 25% share of server market thanks to Nvidia's home-grown CPUs


	DGX Spark, Nvidia's tiniest supercomputer, tackles large models at solid speeds


	Apple goes all in on AI acceleration with M5 MacBook, iPad, and Vision Pros


Adoption of Nvidia's Grace-Blackwell systems has driven a surge in Arm's datacenter market share. A recent Dell'Oro report estimated that Arm CPUs accounted for 25 percent of the datacenter CPU market in Q2.
A year ago, that share hovered around 15 percent, with adoption by major cloud providers its biggest driver. As of 2025, nearly every major US cloud company is renting virtual machines and services powered by custom Arm processors. 
AWS has Graviton, Google Axion, and Microsoft Cobalt. Oracle, meanwhile, continues to deploy Arm-based CPUs from Ampere Computing. As it so happens, on Wednesday, Oracle announced the availability of yet more instances based on the chip vendor's AmpereOne processors.
Given Meta's scale, it would seem like the next obvious candidate for a custom cloud CPU. The company already deploys a number of custom chips for things like video transcoding, as well as its MTIA line of machine learning accelerators, which power its ad recommendation systems. However, at least for the moment, it doesn't seem a custom Arm CPU is in Meta's future. Or if it is, the company isn't ready to talk about it. (r)
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    Librephone battles the proprietary binary blob

    
Free Software Foundation project aims to reverse-engineer non-freedom respecting firmware    
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To bridge the gap between Android distributions and true mobile phone freedom, the Free Software Foundation (FSF) has launched an initiative called Librephone.
It's not an attempt to build yet another mobile operating system. Rather, the goal is to develop replacements for proprietary blobs - binaries without associated source code - in Android device firmware that limit software freedom technically or legally.
Google's Android operating system and Apple's iOS both limit that freedom through contractual rules and intellectual property rights. While alternative mobile operating systems exist, often distributions based on the Android Open Source Project (e.g., LineageOS), they may contain proprietary blobs related to specific vendors (e.g., Qualcomm). Such blobs, which often handle functions related to networking and wireless communication, are governed by software licenses that limit the sharing or modification of code.
The FSF says it wants people to have the freedom to inspect, alter, and share the source code for mobile phone firmware and applications. 
"A lot of work has been done in mobile phone freedom over the years that we'll be building on," said Zoe Kooyman, executive director of the FSF, in a statement. "The FSF is now ready to do what is necessary to bring freedom to cell phone users. Given the complexity of the devices, this work will take time, but we're used to playing the long game."
The aim of the Librephone initiative is to reverse-engineer various proprietary blobs so FOSS versions of the code can be created and used in place of freedom-limiting bits. 
Not everyone wants the FSF seal of approval. The makers of AOSP-based GrapheneOS - which the FSF has declined to endorse - have argued that GNU/FSF approval is not a goal because the FSF's stance on firmware updates is fundamentally insecure.
"We don't want their endorsement since it simply means an OS is insecure," a GrapheneOS administrative account said in a forum post last year. "They even require removing security warnings about insecure out-of-date firmware/microcode because they consider it promoting non-free software. That's scammer behavior. We want nothing to do with it."


	Framework flame war erupts over support of politically polarizing Linux projects


	Raspberry Pi OS, LMDE, Peppermint OS join the Debian 13 club


	Meta will move React to Linux Foundation to address vendor dominance fears


	Qualcomm solders Arduino to its edge AI ambitions, debuts Raspberry Pi rival


The Librephone project is backed by FSF board member John Gilmore, who explained in a statement, "I have enjoyed using a mobile phone running LineageOS with MicroG and F-Droid for years, which eliminates the spyware and control that Google embeds in standard Android phones. I later discovered that the LineageOS distribution links in significant proprietary binary modules copied from the firmware of particular phones. Rather than accept this sad situation, I looked for collaborators to reverse-engineer and replace those proprietary modules with fully free software, for at least one modern phone."
With Gilmore's funding, the FSF has hired developer Rob Savoye, who has contributed to various GNU/Linux projects such as GCC, GDB, DejaGNU, Gnash, and Autotools.
Savoye told The Register in an email that initially he intends to focus on binary blobs associated with radio functions, cellular connectivity, Wi-Fi, and Bluetooth. After that, he expects to be looking at GPU functions, and blobs associated with touch screen interaction and media playback.
He's not sure how long the project will take. "This will be a multi-year effort," Savoye said. "It's impossible to propose a timeline as that's dependent on resources like funding and developers. To really get this done in a reasonable amount of time is going to require developers working in parallel."
Asked whether Google's recently announced plans to limit Android app distribution played a role in the launch of the Librephone project, Savoye said it hadn't.
"My initial discussions with the FSF pre-date that announcement," he said. "John Gilmore and I have talked about this for ages, but it had to wait till I had the time freed up from other work. I'm not trying to build a free mobile OS, just freeing up the low-level layer that controls the hardware. Any of the mobile operating systems would be able to use any replacements for the binary blobs."
Savoye said he expects the most significant technical challenge to be the obstacles smartphone makers have put in place to make reverse engineering difficult.
"For example, I can't even get datasheets on the chipsets," he said. "Then throw in things like Secure Boot, Trusted Computing, and layers of firmware signing. In addition there are also legal issues to be conscious of here in the US, namely the DMCA and FCC regulations. The real challenge is to work around all these issues in a legally conforming way."
For those disinclined to wait, there's the FSF-blessed Purism Librem 5. (r)
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    CISA exec blames nation-state hackers and Democrats for putting America's critical systems at risk

    
Federal agencies have seven days to patch F5 products    
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An unidentified nation-state hacking crew targeting vulnerable F5 products to break into US government networks poses an "imminent risk" to federal agencies, American cyber officials warned on Wednesday - while also blaming Democrats for the ongoing government shutdown and insisting that the staffing cuts haven't hurt cyber defenses at all.
The US Cybersecurity and Infrastructure Agency (CISA) warning and related emergency directive followed a breach disclosure, during which security vendor F5 said government-backed spies broke into its network and stole BIG-IP source code, undisclosed vulnerability details, and customer configuration data belonging to a "small percentage" of its users. It also issued security patches for a whopping 45 bugs.
Neither F5 nor CISA has attributed the attack to a particular group or country, but Google's Mandiant threat hunters last year accused Chinese spies of exploiting a couple of critical-severity bugs in F5 BIG-IP products to sell access to compromised US defense organizations and UK government agencies.
The emergency directive requires all US federal agencies to take inventory and update instances of F5's BIG-IP hardware and software appliances by October 22. Both CISA and the UK's National Cyber Security Centre on Wednesday urged all F5 customers - not just government organizations - to apply patches immediately.
"A nation state cyber threat actor poses an imminent risk with the potential to exploit vulnerabilities in certain F5 products and to gain unauthorized access to embedded credentials and API keys," CISA's Nick Andersen, executive assistant director for cybersecurity, said on a call with reporters.
"The exploitation of the information that F5 has disclosed in partnership with us could allow the threat actor to move laterally within organizations' networks, exfiltrate sensitive data and establish some persistent system access, potentially leading to a full compromise of those targeted information systems," he said, noting that "thousands of instances" of F5 products are in use across federal agencies. 
While Andersen declined to comment on the specific goals of this particular intrusion, "the broader goals" with these types of nation-state digital break-ins are "to maintain persistent access within entities' technological infrastructure for the purposes of being able to hold that infrastructure hostage, to launch an attack at a future time and place of their choosing, or for the purpose of gathering information."
The F5 breach and subsequent targeting of agencies' vulnerable products comes as the US government enters day 15 of the shutdown, during which even more CISA employees have been cut or reassigned, and a key cyber-threat intel sharing law lapsed. 
None of these factors was lost on reporters on Wednesday's CISA call; however, the cyber agency's spokespeople continue to toe the Administration's line about putting CISA back on mission.


	'Highly sophisticated' government goons hacked F5, stole source code and undisclosed bug details


	Chinese snoops use F5, ConnectWise bugs to sell access into top US, UK networks


	CISA cuts more staff and reassigns others as government stays shut down


	Cyber threat-sharing law set to shut down, along with US government


Under the Biden administration, "CISA was focused on things that were not core mission," including "censorship and branding activities and such," Andersen said. "This is really part of getting CISA back on mission."
The lapse of CISA 2015 - CISA, in this case, means the Cybersecurity Information Sharing Act - "did not impact our ability to work with F5 in this regard and be able to turn around the emergency directive," he added.
As The Register has previously reported, CISA the cyber agency has slashed nearly 1,000 jobs this year, employing just 2,540 people as of the end of May. Of the remaining CISA staffers, only 889 - 35 percent - were cleared to continue working during the shutdown. 
When asked if government agencies have sufficient staff to manage the F5 security holes during the shutdown, Andersen blamed Congressional Democrats.
"I cannot speak for other departments and agencies. I'm unaware of their staffing levels as we continue to see the Democrats' refusal on the Hill to act," he told reporters. "The shutdown is forcing a lot of these folks to work without pay as nation states continue to intensify efforts to exploit Americans and our critical systems, and certainly think that that's an unacceptable and unnecessary strain on our nation's defenses." (r)
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    X to combat bot problem by showing more info about users

    
Meet [user] from [location]    
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In an effort to help human readers figure out whether they can trust the source of information (or opinion) posted on X, Elon Musk's social network plans to add a new "About this account" screen with metadata from each user, including their location, how long they've had the account, and how many times they've changed their usernames.
In a post on Tuesday, X Head of Product Nikita Bier showed a picture of the proposed information screen and announced that we'd start seeing it available on the profiles of X staff members as soon as next week.
[image: About this account feature on Twitter as shown by Nikita Bier]
About this account feature on X as shown by Nikita Bier - Click to enlarge


"When you read content on X, you should be able to verify its authenticity," Bier wrote. "This is critical to getting a pulse on important issues happening in the world."
In the screenshot, you can see that the "About this account" page shows the date the user joined X, the number of times the username changed and the date of last change, the location the account is "based in," and a "Connected via" field that shows how the user is getting onto X.
Bier's post generated a series of follow-up comments, some of which he responded to with more details about the service. He said that users would be able to opt out of sharing their details using privacy settings, but that their choice would be noted on their profiles.
The X exec also said that he would try to help users whose governments penalize certain forms of speech by showing their regions rather than the specific countries they come from. However, he made clear that he was primarily talking about the EU, which has laws against hate speech, and not dictatorships that penalize pro-democracy expression.
"In EU countries where speech can have penalties, we should substitute country for region--to preserve their right of free expression," he wrote.


	X marks the drop for European users


	UK minister suggests government could ditch 'dangerous' Elon Musk's X


	X tells the French police 'non' to its request for algorithmic data


	xAI's Grok has no place in US federal government, say advocacy groups


Bier also said that he and his team are experimenting with different levels of device detail to show. The screenshot shows someone "connected via United States App Store," but it remains unclear whether you'll know if someone was on an iPhone, an iPad, an Android handset, a Windows PC, a MacBook, or a Linux box.
It's hard to know the exact number of bots that infest X, but consensus suggests it's significant. CHEQ, a firm that analyzes fake traffic, reported that during the 2024 Super Bowl, 75 percent of traffic X sent to advertisers it monitors appeared to come from bots. A 2023 study published in the Findings of the Association for Computational Linguistics estimated that about 14 percent of the Twitter respondents in US political conversations were bots with that number shrinking to a still-high 10 percent in the UK. A March 2025 study in Scientific Reports measured the percentage of bots in different types of discussions from politics and entertainment and found the numbers between 15 and 44 percent.
Knowing how long someone has been using X and where they logged in from would be a signal that they are not a bot. Then again, someone could probably give a bot access to a long-established account and let it post from there.
We reached out to X for comment on the new "About this account" feature and will update this article if we receive a reply. (r)
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    OpenAI's ChatGPT is so popular that almost no one will pay for it

    
If you build it, they will come and expect the service to be free    
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OpenAI is losing about three times more money than it's earning, and 95 percent of those using ChatGPT, which generates roughly 70 percent of the company's recurring revenue, aren't paying a dime to help stem the losses.
For this level of success, the company is reportedly valued at about $500 billion, even as it commits to spending more than $1 trillion that it doesn't have in partnership deals over the next five years.
According to a report published last month in The Information, OpenAI during the first half of 2025 collected $4.3 billion in revenue while still posting a net loss of $13.5 billion during that six month period.
More than half of that loss is attributable to "remeasurement of convertible interest rights," which The Information suggests is a reference to billions of dollars' worth of convertible equity issued to investors. 
The Financial Times reports that OpenAI had an operating loss of about $8 billion for the first half of the year, which presumably excludes the equity obligations.
The Financial Times also says that OpenAI is presently booking $13 billion in annual recurring revenue - a projection of future business based on revenue of over $1 billion in a recent month that some find dubious. 
About 70 percent of OpenAI's recurring revenue reportedly comes from those paying for ChatGPT subscriptions (Free, $20/month, $200/month).
But of ChatGPT's 800 million users, just 5 percent pay, according to a senior executive who spoke to the Financial Times. Menlo Ventures came to a similar estimate based on a $10 billion annual run rate and about 800 million monthly active users - about 40 million would be paying $20 per month to generate that much revenue.
Five percent is actually a higher-than-average figure for the percentage of those willing to pay for AI. Menlo Ventures calculates that just 3 percent of the 1.8 billion people using generative AI services overall pay.
"This gap between usage and payment represents a major opportunity," the VC firm observed in June with no small amount of optimism.


	Microsoft, Nvidia, and others inject $40B into AI bubble with massive datacenter deal


	Cisco: Most companies don't know what they're doing with AI


	Devs are writing VS Code extensions that blab secrets by the bucketload


	Nvidia adds more air to the AI bubble with vague $100B OpenAI deal


A ZDNET/Aberdeen study published in May suggests a limit to that optimism - only eight percent of respondents said they'd pay extra for AI.
OpenAI did not respond to a request to comment.
OpenAI aims to double its paying customer base in an unspecified time frame, per The Financial Times, which notes that CEO Sam Altman has committed to buying more than 26 gigawatts of datacenter capacity from AMD, Broadcom, Nvidia, and Oracle through the end of the decade at a cost of more than $1 trillion.
This spending spree is supported by, among others, Nvidia, which says it will invest $100 billion in OpenAI - presumably much of which will take the form of GPU credits. More than a few have observed this circular investment scheme looks a lot like a bubble.
OpenAI has other theoretical revenue streams, like charging a commission for items purchased through ChatGPT e-commerce integrations and ads - something CEO Sam Altman initially dismissed but now is considering. 
Automated e-commerce could be a thing, someday. Stranger things have happened. Ad support, however, has proven difficult for rival Perplexity, which recently paused accepting new advertisers to rethink its revenue plan.
OpenAI's platforms account for about 80 percent of all web traffic for generative AI tools, representing 190 million of the 240 million average daily visits, according to SimilarWeb data [PDF] published in May.
OpenAI's path to profitability is easier said than done - make a product so compelling that people will pay for it. We're not there yet. (r)
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    Apple goes all in on AI acceleration with M5 MacBook, iPad, and Vision Pros

    
Oh and the CPU is up to 15% faster for those that could care less about articifically intelligent Apple products and more about getting work done    
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Apple's fifth-generation of M-series silicon is starting to trickle out with the launch of the M5 MacBook, iPad, and Vision Pros this week.
However, those looking for an updated MacBook Air, Mac Mini, or Studio will have to wait a little longer to get ahold of Cupertino's upgraded system-on-a-chip (SoC).
On the surface, the M5 doesn't look all that different from the M4 it replaces. The chip features up to 10 CPU cores, 10 GPU cores, and a 16-core Neural Engine (NPU). 
Dig a bit deeper and it becomes obvious that Apple has managed to pack several significant architectural upgrades into the M5. Most notably, the GPU has been upgraded with improved shader and ray tracing cores that supposedly deliver between 30 and 45 percent higher performance in graphics heavy workloads like gaming over last year's M4 silicon.
Each GPU core now features an onboard neural processor, which you can think of a bit like the tensor cores in Nvidia's GPUs. These accelerate matrix operations common in generative AI and machine learning workloads.
And boy are Tim Cook and crew gung ho on AI with this launch. The subject of AI and how the M5 bolsters AI performance dominated the launch announcement, and the GPU is at the center of many of these claims.
Apple says that the GPU now delivers 4x the AI compute of the M4. How that translates into teraFLOPS of whatever-bit floating point performance, they conveniently didn't say. Even so, the inclusion of tensor cores in the GPU should translate into big improvements in large language model prompt processing and image generation -- two areas where M-series silicon has historically struggled.
In theory, it should also benefit Apple Intelligence features now baked into the operating system.
Feeding the GPU is an improved memory subsystem. The M5 can be kitted out with 16, 24, or 32 GB of unified memory. This architecture is super fast compared to using SODIMMS, but means that whatever you spec the machine with is what you're stuck with. Compared to the M4, Apple has managed to boost memory bandwidth about 30 percent to 153 GB/s, which coincidentally is the same as Qualcomm's X2 Elite and Intel's Panther Lake.
For AI, faster memory should translate to improved generation rates for large language models running in apps like LM Studio.
And not to be forgotten is the M5's improved Neural Engine (NPU), which is used to accelerate smaller, less compute-intensive machine learning workloads which might run in the background. How Apple has improved the NPU isn't immediately obvious. The press release made no mention of TOPS, not that we're sure we'd notice the difference between a 38 TOPS NPU and one capable of 50 or more.
With that said, Apple's M-series has had an NPU from the very beginning and it's actually used for all kinds of subtle but helpful things like face and object detection in Photos or optical character recognition in Finder.
[image: Not exactly a die-shot, but at least it gives some sense of how the M5's various cores are laid out]
Not exactly a die-shot, but at least it gives some sense of how the M5's various cores are laid out - Click to enlarge


Setting aside the AI-focused improvements coming in the M5, Apple says it's also managed to deliver an even more powerful CPU this time around. The chip features the same 4 + 6 one-two punch of performance and efficiency cores as the M4, but says the cores are up to 15 percent faster in multi-threaded jobs.
The entire part is fabbed on TSMC's 3nm process node, and is currently available for preorder available in the MacBook, iPad, and Vision Pros starting at $1,599, $999, and $3,499 respectively.


	DGX Spark, Nvidia's tiniest supercomputer, tackles large models at solid speeds


	Panther Lake sets stage for Intel's 2 nm comeback, but many details still TBD


	X2 Elite is Qualcomm's latest attempt to bring Apple's M-series magic to the PC


	Framework flame war erupts over support of politically polarizing Linux projects


The M5 arrives ahead of Intel and Qualcomm's latest silicon teased earlier this fall. Intel's Panther Lake SoCs announced last week won't debut until January, but will be available with up to 16 CPU cores and dedicated graphics options.
Qualcomm's X2 Elite chips, meanwhile, are expected to make their first appearance sometime in the first half of next year and will pack between 12 and 18 CPU cores in total. (r)
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    Japan tells OpenAI to stop spiriting away its copyrighted anime

    
Tokyo cries foul over Sora slop abusing 'irreplaceable treasures' of anime, manga - oh, and copyright law    
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OpenAI's Sora 2 video generator has gone viral, particularly among users churning out anime that looks suspiciously like Studio Ghibli and other copyrighted works. Alarmed by the threat to one of its prized cultural exports, Japan has reportedly lodged a formal request that the American firm knock it off.
Japanese Minister of State for Intellectual Property Strategy Minoru Kiuchi revealed that the government made a formal request to OpenAI through the Cabinet Office's IP Strategy Promotion Secretariat last week during a press conference, as reported by Japanese media. 
"Anime and manga are irreplaceable treasures that we can be proud of around the world," Kiuchi said last week, according to Japanese tech news outlet ITMedia. "We have requested OpenAI not to engage in any actions that could constitute copyright infringement."
For those who remain blissfully unaware of the copyright-headache machine that is Sora 2, OpenAI released its latest and greatest video and image generation engine at the end of last month, and the reaction from IP copyright holders was a near instantaneous cry of horror.
Almost immediately upon release, videos began flooding social media with characters owned by Japanese gaming giant Nintendo in situations they might not be in were Nintendo making the ultimate decision, like Pikachu storming the beaches of Normandy or Mario being pulled over for driving his go-kart like a maniac (i.e., in keeping with his Mario Kart performance). Nintendo is among the companies that have registered their discontent. 
OpenAI reportedly told copyright holders that they would have to opt out of having their content digested and regurgitated by Sora 2, but the outcry from IP holders led CEO Sam Altman to quickly backtrack and promise to give more control to rightsholders over the use of their content. 
Altman made particular reference to Japan in his blog post, dated October 3, saying OpenAI wanted "to acknowledge the remarkable creative output of Japan," and noting he was "struck by how deep the connection between users and Japanese content is." 
According to Japanese politician Akihisa Shiozaki, that acknowledgement took political pressure to accomplish. 
"When I tried entering a prompt into Sora 2, it generated a succession of images of popular anime characters with such high quality that it was indistinguishable from the real thing," Shiozaki said in a blog post written days after Altman's Sora 2 note. "However, for some reason, characters whose rights are owned by major American companies, such as Mickey Mouse or Superman, did not appear."
Shiozaki described the difference in how Sora was treating US vs. Japanese IP as "a serious problem under copyright law," specifically the AI Promotion Act enacted earlier this year, Section 16 of which gives the government the authority to take action against businesses that infringe on the rights and interests of Japanese citizens due to inappropriate use of AI. 


	Some like it bot! ChatGPT promises AI-rotica is coming for verified adults


	OpenAI GPT-5: great taste, less filling, now with 30% less bias


	AI comes for jobs at studio of American filmmaker Tyler Perry


	OpenAI says models are programmed to make stuff up instead of admitting ignorance


Shiozaki claimed in his post that he spoke directly with executives from OpenAI after he expressed concern over Sora 2's treatment of Japanese IP, and that Altman's statement was published shortly after their discussion. 
"Also, as promised, shortly after the announcement, unauthorized creation of problematic Japanese anime and game characters began to be blocked one after another, confirming a significant strengthening of filtering," Shiozaki noted. "It is clear that the company's policy change was based on strong concerns expressed by Japan." 
Minister Kiuchi's statement that the Japanese Cabinet Office had contacted OpenAI on its own comes after Shiozaki's blog post, however, suggesting the government still isn't happy with the state of Sora 2's copyright control. 
As of this writing, attempts to generate videos in Sora of particular Japanese characters (e.g., Final Fantasy VII's Cloud Strife, or Final Fantasy characters more broadly) were met with a copyright warning and refusal to generate the video. Asking for art in the style of popular Japanese animation studios like Hayao Miyazaki's Ghibli, on the other hand, still generated results. 
A number of anime-style videos mimicking various studios' styles still appear on the Sora app, suggesting Japan may have more to do to rein in the misuse of its "irreplaceable treasures."
OpenAI didn't respond to questions for this story. (r)
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    Microsoft, Nvidia, and others inject $40B into AI bubble with massive datacenter deal

    
Big Tech and big money unite to back world's biggest bit-barn buyout    


    
        By 
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The AI bubble just keeps getting bigger. A consortium featuring BlackRock, Microsoft, Nvidia, xAI, and MGX is buying Aligned Data Centers in a deal valuing the operator at around $40 billion, in what is reportedly the biggest datacenter acquisition to date.
US-based Aligned Data Centers, currently owned by Macquarie Asset Management, is being sold to a consortium led through the AI Infrastructure Partnership (AIP) - a group formed last year by BlackRock, its Global Infrastructure Partners unit, Abu Dhabi's state-backed MGX, and Microsoft, later joined by Nvidia, Elon Musk's xAI, the Kuwait Investment Authority, and Singapore's Temasek.
ADC's portfolio includes 50 datacenters in North and South America amounting to 5 GW of capacity - or at least that's what it'll have once all of its planned facilities are up and running, according to Macquarie. The company said, in its press release announcing the acquisition, that ADC has grown from just two datacenters in the Dallas and Phoenix markets to 50 in only seven years under Macquarie's management. 
Now it'll be up to the AIP consortium to take that even further in the name of fueling the expansion of AI for its flagship tech firms, and it has some scaling to do. 
According to AIP's own press release on the deal, the Partnership's goal is to "accelerate investment in next-generation AI infrastructure and advance the infrastructure and innovation needed to power the future of AI," and it intends to do so by mobilizing $30 billion in equity from investors, "with the potential to reach $100 billion including debt financing." The deal is AIP's first investment, the company noted.
This is just the latest in a string of high-profile deals involving AI firms snatching up computing resources, and while it may be the largest to date, it's just another indication that companies are willing to go into massive debt to fuel the AI bubble.
Investment bank Goldman Sachs recently predicted that datacenter capacity is likely to surge by 50 percent in the next two years, but it tempered that growth with a note that the "frenzied atmosphere" around AI investment of late is seeing companies deploy capital in a defensive manner in a bid to prevent being left behind. 


	Bank of England smells hint of dotcom bubble 2.0 in AI froth


	$500 billion Stargate AI infrastructure project struggles to get off the drawing board


	Big money is nervous about AI hype, but not ready to call it a bubble


	Datacenter market offers us captive customer base, say investors


OpenAI and its Stargate initiative have banked big on borrowing to fuel its growth ambitions, signing a $300 billion cloud infrastructure deal with Oracle last month that analysts predict will require Oracle to go $100 billion into debt in order to support. 
Elon Musk himself (through xAI), an investor in AIP, heaped scorn on OpenAI for its debt dealings, claiming shortly after OpenAI announced Stargate that none of the firms involved actually had the money they were planning to spend on the program, instead creating a revolving door of debt that sees AI investors simply trade promissory notes to fuel their ambitions. 
"With AIP, MGX, and GIP's global reach, extensive resources, and deep expertise across AI, energy, and finance, we are poised to scale faster, innovate further, and redefine what's possible in sustainable data center infrastructure," ADC CEO Andrew Schaap said of the deal. 
Let's hope for their sake the bubble doesn't burst before some of those bills come due. (r)
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    PS2B UK cloud licensing claim against Microsoft seeks more business backers

    
Action alleges Redmond unfairly hikes costs for businesses running Windows Server outside Azure    
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Updated The team pushing a PS2 billion legal claim accusing Microsoft of overcharging businesses that use its software on rival clouds has called for further participants ahead of its first hearing in December.
The case in the UK's Competition Appeal Tribunal (CAT) centers on the cost - sometimes as much as four times as high - of running Windows Server on Google, AWS, or Alibaba clouds.
[image: Icons representing Google Cloud, Azure, AWS on a phone]
Microsoft: So what if it costs 4X as much to run Windows Server in AWS, Alibaba, and Google?

READ MORE
Filed in December 2024, the case is being spearheaded by digital markets regulation expert Dr Maria Luisa Stasi. It was given added impetus by the Competition and Markets Authority's (CMA) final findings in July that Microsoft's licensing policies disadvantaged customers using its three main rivals.
Among other findings, the CMA's 637-page report said: "We found significant differences relating to price and/or quality when customers use these software products on Microsoft's cloud rather than AWS or Google's."
The report also found that "Microsoft does not make certain products available to AWS and Google through their licensing agreements, and customers with existing licenses cannot bring these to AWS and Google in most instances." This affected AWS's and Google's competitive offerings.
Stasi said today: "If your organization has used Windows Server on Google, Amazon or Alibaba's cloud platforms at any point since December 2018, you have likely paid too much money. This legal action seeks to put that to an end."
She added: "Billions have been drained from budgets as a result of Microsoft's licensing practices. Cloud costs are soaring for UK businesses. Getting in touch does not commit you to anything but could result in your business or organization clawing back budget for IT costs."
The CAT hearing in December will decide whether the case can go to trial.
Microsoft had a deadline of July to file its initial response to Stasi's case. Given that Stasi is moving ahead with the action, it appears the software giant is not planning to compromise. At least not at this stage.
Then again, its legal department has had rather a lot to consider of late. Google last month griped about a lack of progress on the formal complaint it made last year to the EU about Microsoft's licensing on non-Azure platforms - signaling it's not going to let the matter drop.
In fact, it claimed in a blog: "It's getting worse."


	AWS claims 50% of Azure workloads would jump ship if licensing costs allowed


	Google, AWS say it's too hard for customers to use Linux to swerve Azure


	Microsoft still prohibits Google or Alibaba from running O365 Windows Apps


	EU cloud gang wins Microsoft concessions, but fair software licensing group brands them 'stalling tactic'


Last month saw the start of another CAT hearing on the sale of second-hand licenses. And another CAT case is in the works covering alleged overcharging on "licences for certain specified Microsoft software products (including Microsoft Office and Windows)... as a result of Microsoft's anti-competitive practices."
It's not just businesses that are kicking up a fuss. Earlier this week, Austria's Data Protection Authority ruled the company had "illegally" tracked students via its 365 Education platform and used their data.
[image: Amit Zavery, Google Cloud]
Google veep calls out Microsoft's cloud software licensing 'tax'

READ MORE
Microsoft is also facing multiple fights over the end of support for Windows 10. It arguably yielded an inch or two of ground - in the European Economic Area at least - by offering almost no-strings-attached extended support to consumers.
Back in the UK, the CMA's findings all added up to the conclusion that "Microsoft's licensing practices are adversely impacting the competitiveness of AWS and Google in the supply of cloud services, particularly in competing for customers that purchase cloud services which use the relevant Microsoft software as an input."
The report recommended the CMA Board use its digital market powers to remedy the situation. There's been no official word on that, but it's early days yet.
The Register has asked Microsoft to comment. (r)

  Updated at 15.30 UTC on October 16, 2025 to add:

A Microsoft spokesperson made contact following publication of this article to say:
"This is an opportunistic attempt by a law firm and its private funders to piggy-back on baseless complaints Google has made and which we've all addressed or rebutted. We enable our cloud competitors to profit by offering our products to their cloud customers, and our competitors set their own prices when they do this."
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    Trump's anti-sustainability agenda comes to Eurozone

    
ESG kicked like a 'toxic political football' amid greenwashing    
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canalys emea forum 2025 US President Donald Trump released a wrecking ball that smashed through environmental, social, and governance (ESG) policies stateside - and it's now swinging across the Atlantic, according to analysts.
ESG has taken a significant backward step since Trump's administration took power in January. Diversity, equity, and inclusion commitments are being forgotten or watered down, and carbon emissions goals are being rewritten.
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Diversity, equity, and inclusion is not an illusion, but it soon might be

READ MORE
Against this backdrop and without namechecking the man in the Oval Office, Ben Caddy, senior analyst at Omdia, said it "feels like we've had a real paradigm shift on sustainability" - and not in a good way.
"It seemed like companies were really taking it seriously," he told an audience of tech suppliers at the Canalys Forums event in Barcelona. "For the first time, we were seeing companies appointing chief sustainability officers or even talking about sustainability and marketing it in their earnings calls.
"It was everywhere, but only for a few years. In the last 12 months, something seems to have changed, and sustainability has experienced somewhat of a total system crash."
He added: "In the 2024 US election, obviously sustainability, ESG, especially DEI, became toxic political footballs thrown around in the American culture war, and in the aftermath of that election, vendors are terrified to even use that language."
Just recently, investors were obsessed with green bonds, regulators fixated on disclosure and transparency around carbon emissions and energy use, and corporate staff paid close attention to their environmental footprint. Money still makes the world go round, and sustainability featured prominently in tenders for new contracts as governments and organizations sought to meet compliance obligations.
"If you didn't have a credible sustainability strategy, or if you weren't telling a sustainability story that resonated with the customer, you would be left out of critical deals," noted Caddy. "Many of you tied sustainability performance to executive pay. You even got validated science based targets."
"But everyone wanted a piece of the sustainability pie, so people kind of started to greenwash. They started to talk sustainability without even understanding it and doing it themselves."
Hyperscalers, as The Register has highlighted before, began to emit "outlandish carbon reduction claims" that didn't hold up to scrutiny and hardware vendors stuck eco labels on their recycled packaging, he said.
Microsoft's carbon emissions have surged almost 30 percent since 2020 and Google reported a 48 percent climb since 2019. Amazon doesn't provide AWS-specific location-based data, so no one outside of the corporation is able to ascertain its total carbon footprint.
This hype, or "greenwashing," served to "set sustainability up for a total failure when the pressure finally hit," and hit it has. Canalys polled suppliers downstream in the supply chain who claimed the single biggest threat to IT sustainability progress this year was geopolitical contention over sustainability itself.
"Hyperscalers' emissions are completely out of control, and they've lost control of the narrative," said Caddy.
Datacenters being constructed for AI training and inference are a major contributor to the challenges that Microsoft et al face. Carbon emitted by DCs is forecast to be three times greater by 2030 than if generative AI had not been developed. And more coal is being burned to power these facilities. Rising electricity prices are also being blamed on datacenters.
Outside of tech, Barclays, JP Morgan, and Goldman Sachs have left the UN-backed Net Zero banking alliance, precipitating its recent collapse.


	AWS says Britain needs more nuclear power to feed AI datacenter surge


	White House bans 'woke' AI, but LLMs don't know the truth


	Euro businesses flummoxed by Scope 3 emissions


	Pentagon celebrates snipping 0.58% from defense budget in IT, DEI cuts


Caddy said: "There's been a complete change in sentiment, and that geopolitical pressure has started to run over to Europe as well. Anti-ESG politics in Europe have caused the EU to massively roll back the scope of its landmark corporate sustainability finance reporting by 80 percent."
Sustainability may be struggling to remain relevant for CIOs now more interested in agentic AI, security or the cloud, yet according to a poll of channel partners, sustainability is "critical" to their "financial resilience as climate change worsens" and it remains a key factor when selling to certain customers in government and the commercial sector.
Just because the "political pendulum swung the other way" does not mean the IT industry should ignore it as a financial and ethically sound practice, argued Caddy. "The hype has ended, and it's time to get the work done." (r)
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