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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Baidu answers China's call for home-grown silicon with custom AI accelerators
        Tobias Mann

        Chinese search giant plans to bring custom silicon to the rack scale in 2026 with 256- and 512-chip systems Chinese search giant Baidu unveiled two new AI accelerators this week amid a national push to end reliance on Western chips.... 

      

      
        States that aren't nice to ICE still sharing key database full of personal info
        Brandon Vigliarolo

        Lawmakers warn of 'information gap' lets immigration agents sidestep states' data safeguards Democratic lawmakers say some states that don't want to assist Immigration and Customs Enforcement (ICE) may be unintentionally allowing the agency access to residents' driver and criminal records through a law-enforcement data network....

      

      
        AI pilots keep crashing, mostly because firms skip the prep, survey finds
        Dan Robinson

        Under a third of PoCs make it past testing, but those that do often boost productivity It is the best of AI times; it is the worst of AI times, depending on whom you ask. Nearly a third of firms are seeing almost total failure of their AI proof-of-concept (PoC) projects, while 46 percent are successfully moving more than 10 percent of theirs into operational use....

      

      
        Ubuntu 25.10's Rusty sudo holes quickly welded shut
        Liam Proven

        The goal of 'oxidizing' the Linux distro hits another bump Two vulnerabilities in Ubuntu 25.10's new "sudo-rs" command have been found, disclosed, and fixed in short order....

      

      
        Avalonia brings Linux, browser support to Microsoft's MAUI cross-platform app solution
        Tim Anderson

        Third-party framework builds alternative backend using its own renderer and WebAssembly Microsoft's MAUI (Multi-platform App UI), the official .NET solution for cross-platform desktop and mobile apps, will get Linux and browser support via Avalonia, a third-party framework.... 

      

      
        ERP carnage continues as orgs jump in unprepared
        Lindsay Clark

        Lack of executive backing, unrealistic plans, and muddled goals remain recipe for failure In Barcelona this week, consultancy Gartner once again tried to answer one of the perennial questions in IT: what is it about ERP projects that makes them so likely to fail?...

      

      
        Blue Origin hopes third time's the charm for New Glenn after two scrubbed launches
        Richard Speed

        Bezos booster blasted by solar emissions A blast from the Sun kept Blue Origin's New Glenn rocket on the pad as the Northern Lights forced NASA to halt the launch....

      

      
        HPE details Vera Rubin blades for next-gen Cray supercomputers
        Dan Robinson

        Promised for 2027 racks, mixing Nvidia and AMD silicon in one liquid-cooled box HPE's next-gen Cray supercomputing platform will offer a choice of compute nodes with Nvidia's Vera Rubin or AMD's upcoming Venice Epyc CPUs - or a mix of both....

      

      
        Extra, extra, read all about it: Washington Post clobbered in Clop caper
        Carly Page

        Nearly 10,000 staff and contractors warned after attackers raided newspaper's Oracle EBS setup The Washington Post has confirmed that nearly 10,000 employees and contractors had sensitive personal data stolen in the Clop-linked Oracle E-Business Suite (EBS) attacks....

      

      
        To solve compatibility issues, Microsoft would quietly patch other people's code
        Richard Speed

        Long before automatic updates, the Windows 95 team tweaked third-party software to keep it running How to get that all-important piece of software working on Windows has vexed Microsoft since the beginning of the operating system. Compatibility was king.... 

      

      
        Britain's first small modular reactors to be built in Wales
        Dan Robinson

        Government picks Wylfa on Anglesey for initial trio of units, but power unlikely before mid-2030s The UK will build its first small modular reactor (SMR) nuclear plant at Wylfa on Anglesey, an island off northwest Wales - but it won't generate power until the mid-2030s....

      

      
        Geopolitics push European CIOs to think local on cloud
        Lindsay Clark

        Majority of customers plan to favor domestic providers as sovereignty fears rise A survey of CIOs and tech leaders in Western Europe has found 61 percent want to increase their use of local cloud providers amid global geopolitical uncertainty....

      

      
        Rhadamanthys malware admin rattled as cops seize a thousand-plus servers
        Connor Jones

        Operation Endgame also takes down Elysium and VenomRAT infrastructure International cops have pulled apart the Rhadamanthys infostealer operation, seizing 1,025 servers tied to the malware in coordinated raids between November 10-13....

      

      
        London left buffering as Hyperoptic backup link refuses to boot
        Richard Speed

        Broadband provider says damaged fiber and dormant failover path knocked customers offline for nearly 24 hours UK broadband provider Hyperoptic learned the importance of testing backup systems this week after the service went dark for customers in London....

      

      
        NHS supplier ends probe into ransomware attack that contributed to patient death
        Carly Page

        Synnovis's 18-month forensic review of Qilin intrusion completed, now affected patients to be notified Synnovis has finally wrapped up its investigation into the 2024 ransomware attack that crippled pathology services across London, ending an 18-month effort to untangle what the NHS supplier describes as one of the most complex data reconstruction jobs it has ever faced.... 

      

      
        To 'Infinity' ... and beyond: MX Linux 25 has arrived
        Liam Proven

        Systemd-free option still available if you choose that download MX Linux 25 "Infinity" is now available, and the new version has some significant differences from the 2023 release, with things that used to be boot-time choices having become pre-install decisions....

      

      
        Networking students need an explanation of the internet that can fit in their heads
        Larry Peterson

        Networks have changed profoundly, except for the parts that haven't Systems Approach  When my colleague and co-author Bruce Davie delivered his keynote at the SIGCOMM conference, he was asked a thought-provoking question: How should we think about educating the next generation of students about networking, given how different and more complex the internet is today?...

      

      
        Russia's first autonomous humanoid robot staggers and falls on debut
        Simon Sharwood

        Go home, comrade clanker, you look drunk - and worryingly angry A semi-autonomous humanoid robot said to be Russia's first such machine has fallen over within seconds of facing the public for the first time....

      

      
        Google to allow Android users with high pain tolerance to sideload unverified apps
        Simon Sharwood

        Promises some easing of rules that knobble indie devs, eventually Google has decided to loosen some of its recently introduced rules regarding registration of Android developers and their apps, but isn't rushing to deliver the modest changes it plans.... 

      

      
        Atlassian twice shunned AWS Graviton CPUs, but now runs Jira and Confluence on them
        Simon Sharwood

        Bills fell 10 percent after granular tests suggested JVM tweaks that improved performance Atlassian twice marked Amazon Web Services' Graviton CPUs off-limits for production purposes, but recently relented and now uses the processors to power thousands of server instances that run its Jira and Confluence products. So what changed?...

      

      
        Microsoft is building datacenter superclusters that span continents
        Tobias Mann

        The 100 trillion-parameter models of the near future can't be built in one place Microsoft believes the next generation of AI models will use hundreds of trillions of parameters. To train them, it's not just building bigger, more efficient datacenters - it's started connecting distant facilities using high-speed networks spanning hundreds or thousands of miles....

      

      
        OpenAI GPT-5.1 adds more personalities, loses inhibitions
        Thomas Claburn

        Updated model may deliver a bit more unwanted content, but will be polite about it OpenAI on Wednesday introduced GPT-5.1, an AI model update that's "warmer," more conversational, and slightly more willing to blurt out unwelcome observations about sex, violence, and mental health in a way that invites emotional dependence....

      

      
        You can now put your US passport into Apple Wallet for domestic travel
        Brandon Vigliarolo

        But only a few states plus Puerto Rico will accept it Need to fly domestically, but want to leave your passport or driver's license at home? Apple has you covered, as long as you're using an iOS device and traveling between or within one of the dozen or so states that support digital IDs and Apple Wallet. Unfortunately, it's not clear which states those are, and the TSA's web site is not up to date thanks to the ongoing government shutdown....

      

      
        Google sues 25 China-based scammers behind Lighthouse 'phishing for dummies' kit
        Jessica Lyons

        600+ phishing websites and 116 of these use a Google logo Google has filed a lawsuit against 25 unnamed China-based scammers, which it claims have stolen more than 115 million credit card numbers in the US as part of the Lighthouse phishing operation.... 

      

      
        OpenAI's viability called into question by reported inference spending with Microsoft
        Tobias Mann

        Microsoft internal financials also suggest AI flag bearer is nowhere close to $13 billion in revenues OpenAI may be burning far more capital serving its GPT-family of models than previously thought. Leaked documents show the company paying more than $12 billion to Microsoft for compute power since 2024 and suggest much weaker revenue than it needs to pay for all those expenses....

      

      
        Google apes Apple, swears cloud-based AI will keep your info private
        Thomas Claburn

        We take your privacy, seriously Google, perhaps not the first name you'd associate with privacy, has taken a page from Apple's playbook and now claims that its cloud AI services will safeguard sensitive personal data handled by its Gemini model family....
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    Baidu answers China's call for home-grown silicon with custom AI accelerators

    
Chinese search giant plans to bring custom silicon to the rack scale in 2026 with 256- and 512-chip systems    


    
        By 
Tobias Mann        
    

    
        Posted in AI + ML,
        
            13th November 2025 19:15 GMT
        
    


    
Chinese search giant Baidu unveiled two new AI accelerators this week amid a national push to end reliance on Western chips.
Baidu was an early adopter of generative AI technologies, developing models like its ERNIE family. Like many Western cloud providers, including Amazon and Google, Baidu has been designing custom accelerators for years.
According to the South China Morning Post, the search provider's latest generation of chips aims to drive down inference costs and support larger, more complex architectures.
The company plans to release a new inference-optimized chip, the M100, next year. It was developed by its Kunlunxin chip unit to better serve the next generation of mixture-of-experts (MoE) models. 
As we've recently explored, MoE architectures present specific challenges for inference at scale, particularly as models grow beyond a single accelerator or server. In many cases, interconnect bandwidth and latency become a bottleneck, inhibiting performance.
It appears Baidu aims to sidestep this particular issue by building larger compute domains, similar to what AMD and Nvidia are doing with their own rack-scale architectures. Baidu plans to offer the chips in a clustered configuration called the Tianchi256 beginning in early 2026. As the name suggests, the configuration will feature 256 M100 accelerators.
Baidu will reportedly expand the system to an even larger compute domain with the launch of the Tianchi512 in late 2026, which will double the system's inference capacity.
Alongside inference serving, Baidu is also working on a more powerful training-optimized chip called the M300, which will make its debut in 2027. The chip aims to support the training of multi-trillion-parameter models, which have become increasingly common over the past year, with Moonshot AI's Kimi K2 being just one example.
Alongside the new silicon, Baidu announced ERNIE 5.0, its latest foundation model, capable of working with text, images, audio, and videos.
Baidu's latest hardware underscores a strategic shift by the Chinese away from Nvidia accelerators. Officials in Beijing have reportedly pressured tech titans to ditch Western suppliers in favor of domestic alternatives.


	HPE details Vera Rubin blades for next-gen Cray supercomputers


	Britain's first small modular reactors to be built in Wales


	Blackwell a no-sell in China as trade deal fails to materialize


	White House says China to lift rare earth export bans, stop probes into US tech companies


Last week, Nvidia CEO Jensen Huang admitted that efforts to sell its Blackwell accelerators in China had stalled and that there were currently no "active discussions."
The sea change has bolstered efforts by Huawei and other Chinese chipmakers, including Biren, Cambricon Technologies, and MetaX, to bring home-grown GPUs to market.
Earlier this year, we looked at Huawei's new CloudMatrix 384 rack machines. While nowhere near as efficient as Nvidia's Blackwell family, they make up for it with sheer scale. (r)
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    States that aren't nice to ICE still sharing key database full of personal info

    
Lawmakers warn of 'information gap' lets immigration agents sidestep states' data safeguards    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in Public Sector,
        
            13th November 2025 18:20 GMT
        
    


    
Democratic lawmakers say some states that don't want to assist Immigration and Customs Enforcement (ICE) may be unintentionally allowing the agency access to residents' driver and criminal records through a law-enforcement data network.
A group of 40 congressional Democrats, led by Senator Ron Wyden (D-OR) and Representative Adriano Espaillat (D-NY), sent letters to 19 Democratic governors on Wednesday warning them of an "information gap" that has allowed ICE to collect driver's license and registration information from the National Law Enforcement Telecommunications System. 
Also known as Nlets, the network, operated by private nonprofit the International Justice & Public Safety Network, links law-enforcement systems from all 50 states, Washington, D.C., and roughly 18,000 federal, state, local, and Canadian agencies. Along with driver's license and vehicle registration records, Nlets carries information such as criminal histories, concealed-weapon permit data, and other law-enforcement files shared between jurisdictions.
The elected officials noted in their letters that states have granular opt-in controls that limit who can access what data or ask what sort of queries, and it's here that they say ICE is undermining state-level efforts to restrict access "to ... federal agencies that are now acting as Trump's shock troops" in the administration's massive deportation push. 
"Because of the technical complexity of Nlets' system, few state government officials understand how their state is sharing their residents' data with federal and out-of-state agencies," the letters read. "Elected officials ... have not been fully briefed on the current scale of state information sharing with ICE and other federal agencies, nor the availability of technical controls to restrict data sharing with these federal agencies." 
Nlets has been known for years to play "an outsized and often opaque role in immigration enforcement," the National Immigration Law Center noted in 2020, likewise warning that immigration enforcement officials have provided little information about how they use Nlets, which the congressional letters suggest may be intentional. 
According to the elected officials, state-level policies designed to restrict Department of Motor Vehicles data sharing with immigration authorities are often ineffective thanks to Nlets. DMV databases aren't connected to Nlets directly, for example, but the data is fed into the system by state police, which they say "act as a conduit" for out-of-state and federal agencies to access that data via Nlets. Simultaneously, Nlets doesn't require ICE and other federal agencies to indicate the purpose of a query, meaning that state-level agencies never have the opportunity to proactively block a request they wouldn't agree to. 
Nlets facilitated more than 290 million queries for DMV data in the 12-month period ending October 1, 2025, according to data shared with Congress cited in the letters. Of those searches, 292,114 were conducted by ICE, and 605,116 were from Homeland Security Investigations.


	Uncle Sam wants to scan your iris and collect your DNA, citizen or not


	ICE plans to scour Facebook, TikTok, X, and even defunct Google+ for illegal immigration leads


	Smile! Uncle Sam wants to scan your face on the way in - and out


	Uncle Sam claims H-1B fraud crackdown is working as registrations drop 25%


Lest you think state-level action to block ICE queries of DMV data in Nlets could hamper law enforcement efforts, the Democrats argue that wouldn't be the case. 
"Blocking agencies' unfettered access to your state's data through Nlets will not prevent federal law enforcement from obtaining information needed to investigate serious crimes," the Dems advise the governors, "but taking these measures will significantly increase accountability and reduce abuse."
While not explicitly stated in the letters, some of the data that ICE could be collecting could be furthering the use of its mobile biometric identification app that's come under fire in recent months. ICE's Mobile Fortify app, which reportedly lets agents use a phone's camera to photograph individuals and match those images against law-enforcement and immigration databases, draws on photographs from multiple federal and state sources; Nlets includes photographs from driver's licenses, and may be included in ICE's database. 
A mobile app developed by Customs and Border Protection (CBP) that can be used by local law enforcement to identify individuals and refer them to ICE is currently available via Google Play, a fact that has drawn criticism in light of Google's decision to remove apps designed to track immigration enforcement activity in communities while leaving such an app available for law enforcement use. Apple has removed similar ICE and immigration enforcement-tracking apps from the App Store, but doesn't currently host the Mobile Identify app. (r)
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    AI pilots keep crashing, mostly because firms skip the prep, survey finds

    
Under a third of PoCs make it past testing, but those that do often boost productivity    


    
        By 
Dan Robinson        
    

    
        Posted in AI + ML,
        
            13th November 2025 16:36 GMT
        
    


    
It is the best of AI times; it is the worst of AI times, depending on whom you ask. Nearly a third of firms are seeing almost total failure of their AI proof-of-concept (PoC) projects, while 46 percent are successfully moving more than 10 percent of theirs into operational use.
These figures are from Omdia's 2025 AI Market Maturity Survey, which claims that its research reveals a diverse and nuanced picture of the progress of AI adoption in corporations, with some managing to get projects into production while others are still struggling to get theirs off the ground.
That said, the largest single category is the 31 percent of enterprises that experienced a success rate lower than five percent. Only nine percent reported that more than half of their PoCs were accepted into production.
According to Omdia, the chief reason that PoC projects fail is not because of flaws in the particular AI technology being tested, but because both customers and vendors fail to appreciate the complexity involved in an AI deployment.
It says that firms need to grasp that a successful implementation starts with identifying a business challenge or an opportunity that AI could, in theory, address, and that much of the critical effort comes before the PoC even kicks off and will continue after its completion.
A recent report from Cisco backs this up, finding that many companies simply don't know what they are doing with AI, and only 32 percent bothered to identify which human tasks they wanted AI agents to supplement or take over. 
US Environmental Protection Agency CIO Carter Farmer also claimed that organizations are hastily rushing to deploy AI projects without defining a clear use case, leaving them to wonder why it doesn't work.


	Superintelligence probably not happening, but AI will still reshape society, expert panel says


	Russia's first autonomous humanoid robot staggers and falls on debut


	Microsoft is building datacenter superclusters that span continents


	OpenAI GPT-5.1 adds more personalities, loses inhibitions


Having access to greater resources also helps. Omdia found that many firms in its survey that reported revenue below $100 million are running fewer than five PoCs, while at the opposite end of the scale, just four percent of enterprises are managing over 100 at the same time, and these were the largest companies in the survey.
In other words, the survey shows that AI tools are neither a total disaster nor the greatest thing since sliced bread, with a growing number of companies now managing to implement them in production workloads.
Reading between the lines, it does appear that actually getting AI to function properly can be a painstaking and complex task for many organizations, and so questions remain over whether the gains are actually worth all that investment.
Earlier this year, research from IT firm Lenovo found that business leaders remain unconvinced that it is worth the expense. Most AI use cases have met business expectations, it said, but proving the return on these investments remains challenging and is one of the biggest barriers to adoption.
For its part, Omdia says that 30 percent of respondents in its survey reported that AI deployments aimed at increasing productivity had exceeded expectations, while 49 percent claimed they are meeting expectations. (r)
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    Ubuntu 25.10's Rusty sudo holes quickly welded shut

    
The goal of 'oxidizing' the Linux distro hits another bump    


    
        By 
Liam Proven        
    

    
        Posted in Security,
        
            13th November 2025 15:45 GMT
        
    


    
Two vulnerabilities in Ubuntu 25.10's new "sudo-rs" command have been found, disclosed, and fixed in short order.
On Monday, Ubuntu security notice USN-7867-1 revealed two security holes in the new Rusty sudo command, whose arrival in version 25.10 The Register described back in May. The sudo is a separate project from the other new Rust component in Questing Quokka, the Rust replacements for the GNU coreutils.
True, security vulnerabilities are a bad thing for a core tool whose purpose is authentication and elevating permissions, but the holes are fairly minor and would be hard to exploit.
The Reg FOSS desk encountered sudo in the first public beta of Mac OS X, way back in 2000, but the classic C version is a venerable tool. It's so old that precise initial dates are lost to time, but the project's own history says it dates back to 1980. (The project's logo is much younger than the code - it's a reference to a 2006 XKCD comic.) Ubuntu has included the sudo command - and discouraged use of the all-powerful root account - since its very first release, 4.10 "Warty Warthog."
The new sudo-rs implementation is a total rewrite, and project lead Marc Schoolderman of the Trifecta Tech Foundation delivered a talk about it at last month's Ubuntu Summit, titled "Sudo-rs and beyond." This vulture attended that talk and spoke to Schoolderman afterwards, so we contacted him. Here's what happened from the horse's mouth:


We've fixed two issues which for convenience I'll call the "password timeout issue" and the "timestamp auth" issue.


1. Password timeout issue ("Low" severity)


Normally, sudo asks for a password with a timeout (default = 5 minutes). The problem was, if you type something in and DON'T hit Enter, whenever the timeout occurred you would see whatever you typed in spat back out at the terminal (except if you had the pwfeedback setting enabled, which most users probably don't).


Essentially, this enables a social attack: coax someone into typing in (a fragment of) their password in sudo and then distract them before they hit Enter... For 5 minutes.


But we did want to take this seriously: typically if someone pulls this off they'll typically have obtained the admin password and users don't expect sudo to have a secret "reveal password" feature.


2. timestamp_auth ("Moderate" severity)


Essentially: sudo is known for "remembering" a prior authentication for a brief while. There is a setting in sudo that allows changing what password it asks for - but sudo-rs would ignore that setting when "remembering" the authentication. That meant that this configuration setting (called targetpw) was essentially broken.


This had zero impact in default installations, since this configuration setting is not on by default. Also, the users who could abuse this would have to be highly privileged (i.e. explicitly allowed to run commands as other users in the sudo policy).


Given that many people in the Linux world have strong feelings about Rust, both for and against, he also pointed out that neither issue was related to memory safety - and therefore not directly to Rust itself at all.
That said, both bugs do have security implications - even if they're only slim ones - so it's worth discussing them and assigning numbers. Sharing the information - and the fixes, and the reasons for the fixes - helps spread the word. He told us that the team had also backported the security fixes to the version of sudo-rs in Debian "stable," which helps make life for downstream packagers easier.
Since the release of Questing almost exactly a month ago, this is the second time that the bug-hunters' spotlight has focused on the new Rust components. Back on October 23, Julian Andres Klode posted a message to the ubuntu-security-announce mailing list revealing a date-handling bug in the Rust coreutils.
Canonical's own Bug #2127970 has the details. The date -r $FILENAME command is intended to report the last time a file changed:
-r, --reference=FILE
    display the last modification time of FILE

The new Rusty date command didn't. It returned the current date instead, which is what happens if you just type the bare date command. Among other things, this broke automatic updates. The background checks couldn't tell if files were older than a given date.


	Snap out of it: Canonical on Flatpak friction, Core Desktop, and the future of Ubuntu


	Linux vendors are getting into Ubuntu - and Snap


	Ubuntu Unity hanging by a thread as wunderkind maintainer gets busy with life


	Ubuntu users left waiting after Canonical's servers take weekend off


As discussed on Reddit, this is because the Rust commands silently accept all the same switches as the C versions from the GNU coreutils. As a comment noted, this is quite common behavior in packages that ship replacements for older, more complex tools - such as the Postfix sendmail command, which is a much simpler replacement for the classic sendmail (see the bootnote).
The good news is that the Rust date issue didn't cause serious breakage. A normal check for updates was unaffected: run an update, the fixed date command was installed, and the problem went away. This one is a security issue, and so the still-young sudo-rs project went through the full Coordinated Vulnerability Disclosure process. Schoolderman told us: "Internally, we're pleased with how smoothly this process went, and our interactions with other stakeholders in the open source community."
This kind of thing is important, and it's why interim Ubuntu releases exist - to get new tools out there early, so that people can find the issues that nobody anticipated. Schoolderman concluded:


I think this kind of attention that seeks out and gets bugs fixed is one of the reasons they made bold choices in 25.10 like adopting sudo-rs, Rusty coreutils, but also chrony, Wayland, etc.


Bootnote
The original sendmail program was written by Eric Allman, and it is renowned: "Sendmail has the reputation of having the most hideous configuration file in the history of mankind." During his Unix apprenticeship in the 1980s, this vulture had to learn to write a basic sendmail.cf file. As the Linux Network Administrator's Guide puts it:


You aren't a real Unix system administrator until you've edited a sendmail.cf file. It's also been said that you're crazy if you've attempted to do so twice.


At last year's EuroBSDCon, this vulture met Allman, and got his autograph. (r)
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    Avalonia brings Linux, browser support to Microsoft's MAUI cross-platform app solution

    
Third-party framework builds alternative backend using its own renderer and WebAssembly    


    
        By 
Tim Anderson        
    

    
        Posted in Applications,
        
            13th November 2025 15:11 GMT
        
    


    
Microsoft's MAUI (Multi-platform App UI), the official .NET solution for cross-platform desktop and mobile apps, will get Linux and browser support via Avalonia, a third-party framework.
MAUI is an evolution of Xamarin Forms, a cross-platform framework for .NET first developed outside Microsoft and acquired in 2016 along with Mono, the first open source implementation of .NET.
The supported platforms for MAUI are Android, iOS, Mac Catalyst, and Windows. Mac Catalyst is Apple's API for running iPad apps on macOS, with some limitations compared to the full AppKit API. On Windows, MAUI uses the WinUI 3 framework.
Notably absent from this list is Linux, even though .NET runs well on Linux for web applications. Xamarin Forms had preview support for GTK#, a .NET wrapper for GTK, the widget toolkit used by the GNOME desktop, but this was not carried forward to MAUI. Although Linux desktop market share is small versus Windows and Mac, usage is increasing and may be as high as three percent, boosted by Microsoft's determination to make older hardware incompatible with Windows 11. Linux is also widely used for embedded applications.
[image: Browser-based MAUI running alongside Mac Catalyst MAUI]
Browser-based MAUI running alongside Mac Catalyst MAUI. It appears that even the official sample has chopped-off captions


AvaloniaUI, a company that provides an open source framework for cross-platform .NET applications, has now stepped up to add this support. According to a post from CEO Mike James, the team has been working on a new backend for MAUI that would render the UI using the Avalonia renderer, instead of the native controls used by MAUI. James said that this has been done "with guidance and feedback from engineers in the MAUI ecosystem," implying though not quite stating that the Microsoft developers are supportive. In addition, because Avalonia supports WebAssembly, the new approach will enable MAUI apps to run in the browser.
There is some history behind this technology. Veteran developers will recall the early days of Java desktop applications, and the debate over whether controls should be drawn by the framework, as done by Java Swing, or call the API to display native controls, as done by SWT (Standard Widget Toolkit), first developed by IBM. Using native controls is better for achieving the look and feel of the operating system, but makes cross-platform code more difficult as these controls are not an exact match on different systems.
The original Xamarin developers were convinced that native controls gave a superior user experience, and that philosophy has carried through into MAUI. Avalonia, by contrast, draws its own controls. According to James, "not only do you get more platforms and improved performance, your MAUI applications can look and behave consistently whether they are on Windows, macOS, Linux, mobile or running in a browser tab." James said that the Avalonia backend will be usable on all platforms, not just Linux and browser, and claims that performance is better particularly on macOS.


	Microsoft ships .NET 10 LTS and Visual Studio 2026, Copilot everywhere


	OWASP Top 10: Broken access control still tops app security list


	Another chance for JPEG XL? PDF will support format as 'preferred solution'


	Fedora council approves policy allowing AI-assisted contributions


The counterargument is that, while Linux support will be welcomed by MAUI developers, it is not the same thing, and those who prefer MAUI because it renders using native controls will be disappointed.
The current status of the project is that a sample of the WebAssembly support is online, but nothing further beyond a signup for preview access promised in the first quarter of 2026.
The business model behind the forthcoming support is not yet stated, except that James expresses the hope that MAUI developers using the Avalonia renderer may switch to AvaloniaUI for future projects.
Another key Avalonia development is that the project is likely to move away from Skia, an open source 2D graphics library, in favor of Impeller, developed by Google for its Flutter framework. Flutter, like Avalonia, draws its own controls and the team developed Impeller to overcome performance issues with Skia. Avalonia is now going down the same path, with the team creating a .NET wrapper for Impeller, now on GitHub as Nimpeller, though it is early days for the switch. According to the post: "Impeller delivers smooth, consistent performance, higher average frame rates, and reduced VRAM use."(r)
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    ERP carnage continues as orgs jump in unprepared

    
Lack of executive backing, unrealistic plans, and muddled goals remain recipe for failure    
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In Barcelona this week, consultancy Gartner once again tried to answer one of the perennial questions in IT: what is it about ERP projects that makes them so likely to fail?
The US Air Force, retail giant Lidl, brewer MillerCoors, and cosmetics brand Revlon have all suffered high-profile ERP disasters, but Birmingham City Council, Europe's largest local authority, topped them all by going live with an Oracle system that was not ready, leading to financial crisis and a decision to reimplement the software, taking the total project costs from around PS19 million to PS170 million.
According to Dixie John, senior director of ERP strategy at Gartner, such projects are inherently complex and a schism often develops between the IT department and other business leaders.
"There's so much that can go wrong," she told The Register. "From the beginning, we're talking with clients, and we're hearing a technology conversation without any type of business input, and that happened today. We're always steering clients back to the fact that this is business transformation. There needs to be executive sponsorship, there needs to be evidence that the organization is actually preparing itself for change - how they're going to operate - and not just replacing an application."
Presenting at the global analyst firm's Symposium conference, John said bad business cases, unrealistic scope, underestimated complexity, and scope creep were among the common contributors to ERP disasters. These are joined by conflicting stakeholder interests, customization being too wedded to existing processes, and limited organizational change management.
Collectively, these contribute to 70 percent of ERP initiatives failing to fully meet their original business use case goals, and 25 percent fail catastrophically, John said.
Data from 2023 gives an indication of why. The survey of 251 tech leaders found 73 percent thought their organization's ERP strategy was not strongly aligned with their business strategy.


	Geopolitics push European CIOs to think local on cloud


	Retail giant Kingfisher rejects SAP ERP upgrade plan


	How to bluff your way to AI credibility with the right buzzwords


	Two-fifths of SAP Americas users yet to ditch legacy ERP


The idea is that ERP data should be at the heart of financial planning and decision-making, but there is a reasonable chance that people setting the business strategy are in the dark about what ERP actually is. "They don't understand it" John said. "It's almost as though they say, 'I know I need to do it, but I don't know the impact.' There is this requirement, from an IT standpoint, to educate the business about those things."
"You can't speed date and build a house," she added. "You have to have built out a relationship with the business so that when the ERP does come around, it is a project of shared values and shared risk that you're taking on as an organization together. It's not IT and business, it is a shared responsibility."
Generating such an ethos should start with securing visible executive sponsorship and, together with business leads, building organizational oversight through all phases of the project, she said.
While it is is important to recognize the potential for failures, she added, IT should focus business minds on what it can achieve if all goes to plan. Targets such as more rapid product launches and flexible manufacturing are good examples.
Someone should have told Birmingham City Council. (r)
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    Blue Origin hopes third time's the charm for New Glenn after two scrubbed launches

    
Bezos booster blasted by solar emissions    
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A blast from the Sun kept Blue Origin's New Glenn rocket on the pad as the Northern Lights forced NASA to halt the launch.
It has not been a good week for Jeff Bezos' rocket. A planned launch on November 9 was scrubbed due to weather, and the Blue Origin team had hoped to get the New Glenn off the pad on November 12, but it was not to be. While skywatchers were admiring an aurora, NASA scientists were fretting about the effects of the solar storm.
In an announcement, Blue Origin said: "New Glenn is ready to launch. However, due to highly elevated solar activity and its potential effects on the ESCAPADE spacecraft, NASA is postponing launch until space weather conditions improve. We are currently assessing opportunities to establish our next launch window based on forecasted space weather and range availability."
The company will attempt to launch again today, November 13, with a launch window extending between 1957 to 2125 UTC from Launch Complex 36 at Cape Canaveral Space Force Station.
The European Space Agency (ESA) noted an intense solar flare on November 11, which peaked at approximately 1004 UTC. A Coronal Mass Ejection (CME) was observed less than an hour later, with an estimated speed of 1,500 km/s. It was due to reach Earth in the evening of November 12 or the early morning of November 13. Therefore, NASA's decision to postpone the launch appears prudent.
When it finally happens, the mission will be the second launch for the New Glenn. The primary payload is NASA's ESCAPADE (Escape and Plasma Acceleration and Dynamics Explorers) mission, which will send two spacecraft on a lengthy trip to Mars. The ESCAPADE mission was to launch on the maiden flight of the New Glenn, but NASA elected to postpone. The original trajectory for ESCAPADE required a launch within a specific window, which seemed somewhat impractical for the first flight of a rocket.


	Ex-NASA chief: China likely to land humans on Moon before Uncle Sam does again


	Untangling the Jeff Bezos web: Who pays for the billionaire's space lust?


	SpaceX scores $5.9B lion's share of Space Force launch contracts


	Blue Origin spins up lunar gravity for New Shepard flight


The planetary alignment in 2024 would have provided an efficient transfer window to Mars. Launching later means the spacecraft must spend additional time in orbit before Mars becomes accessible.
Also on board is a technology demonstration from Viasat in support of NASA's Communications Services Project.
Blue Origin hopes to recover the first stage booster this time, having failed to do so on its first launch. The company will attempt to land the booster, named "Never Tell Me The Odds," on its landing platform, Jacklyn, which will be located in the Atlantic Ocean.
Company boss Dave Limp said failing again would not be the end of the world. "NG-1's [the first launch] goal was clear: reach orbit, everything after that was a bonus.
"NG-2 builds on that with our primary goal to get Escapade safely to orbit and land the booster. What if we don't stick the landing? That's OK. We've got several more New Glenn boosters already in production." (r)
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    HPE details Vera Rubin blades for next-gen Cray supercomputers

    
Promised for 2027 racks, mixing Nvidia and AMD silicon in one liquid-cooled box    
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HPE's next-gen Cray supercomputing platform will offer a choice of compute nodes with Nvidia's Vera Rubin or AMD's upcoming Venice Epyc CPUs - or a mix of both.
The HPE Cray Supercomputing GX5000, some details of which were disclosed last month, is the next iteration of the firm's architecture for high performance computing (HPC) systems.
On Thursday, the firm unveiled details of three compute blades that will initially be offered, the server nodes that will fill the liquid-cooled compute racks of any future deployment, new management tools, and two new supercomputers for German research bodies.
None of the new kit is expected to be available until early 2027, save for the Cray Supercomputing Storage Systems K3000 announced last month, which will ship in early 2026.
Of the compute blades, the most notable is the Nvidia-based GX440n Accelerated Blade, which will feature 4 Vera CPUs and 8 Rubin GPUs for "mixed-precision computing," which we take to mean AI as well as more traditional HPC workloads.
Each Vera CPU comprises 88 custom-designed Arm cores, while Rubin is the successor to Nvidia's current Blackwell GPUs, scheduled for release in 2026.
Each Cray rack can be configured with a maximum of 24 of these blades for up to 192 Rubin GPUs per rack, HPE said.
The remaining two blades will be based on AMD's sixth-gen Epyc processors, codenamed Venice, which are also expected to launch in 2026 and understood to feature up to an impressive 256 CPU cores each.
The GX350a Accelerated Blade is similarly aimed at mixed-precision computing, with one Venice CPU and 4 of AMD's Instinct MI430X series GPUs. Up to 28 of those blades can be configured per rack, for a total of 112 MI430X accelerators.
For customers wanting to build a CPU-only cluster, the GX250 Compute Blade fits eight of those AMD Venice chips, and up to 40 of those blades will fit in each rack, enabling up to 81,920 CPU cores.
HPE said that a mix of these nodes can be fitted in a Cray GX5000 compute rack (pictured below), to enable the most cost-effective combination of processing blades for smaller deployments - the first time it has been possible to mix nodes this way in a Cray deployment.
[image: cray_rack]
HPE Cray rack - Click to enlarge


Networking for systems based on this kit will be the 400 Gbps version of HPE's Slingshot interconnect, which can be regarded as a high-performance version of Ethernet.
All of the blades can be configured with either four or eight Slingshot ports per blade via a liquid-cooled PCIe mezzanine network card, while all the blade types can optionally fit a pair of NVMe SSDs.
Also new is a liquid-cooled Slingshot 400 switch blade featuring 64 network ports, plus a blade chassis that can fit eight, 16 or 32 of these blades.
The Cray Supercomputing GX5000 racks themselves are designed to accommodate up to 400 kilowatts of equipment, with the potential to go up to 1 megawatt in the future, HPE claims. Each holds up to 44 of the slightly taller Open Compute Project (OCP) specification rack units, which are 48 mm high to accommodate power shelves, compute blades, or Slingshot switch blades.


	HPE's Discovery to succeed Frontier supercomputer with next-gen Cray tech


	Nvidia's Vera Rubin CPU, GPU roadmap charts course for hot-hot-hot 600 kW racks


	HPE goes Cray for Nvidia's Blackwell GPUs, crams 224 into a single cabinet


	Conquer your storage challenges for generative AI success


Two customers lined up to get supercomputers based on the new kit are the University of Stuttgart's High Performance Computing Center (HLRS), and the Leibniz Supercomputing Center (LRZ) of the Bavarian Academy of Sciences and Humanities.
However, with the chips to power these not due to launch until next year, there's not much info yet about them. We know the Stuttgart system will be called Herder and is expected in 2027, and the LRZ computer will be known as Blue Lion and is expected to deliver sustained performance up to 30 times faster than the current setup. That's about it.
HPE also announced Supercomputing Management Software to enable customers to deploy converged AI and HPC workloads on its Cray hardware.
This supports multi-tenant, virtualized, and containerized environments and also provides system-wide management of power. The latter enables monitoring of energy consumption and integrates with power-aware schedulers to maximize energy efficiency and forecast running costs, the firm said. (r)
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    Extra, extra, read all about it: Washington Post clobbered in Clop caper

    
Nearly 10,000 staff and contractors warned after attackers raided newspaper's Oracle EBS setup    
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The Washington Post has confirmed that nearly 10,000 employees and contractors had sensitive personal data stolen in the Clop-linked Oracle E-Business Suite (EBS) attacks.
In a filing with Maine's attorney general, submitted on November 12, the Post details how the newspaper was contacted by a "bad actor" on September 29 who claimed to have breached its Oracle EBS environment.
An internal investigation later confirmed the intruder's claims and tied the access to the previously unknown Oracle EBS vulnerability that cybercriminals have exploited across multiple organizations. The Clop ransomware gang has claimed responsibility for those attacks, posting dozens of alleged victims on its dark web leak site.
According to the Post's notice, attackers accessed and exfiltrated data between July 10 and August 22.
The newspaper determined on October 27 that the stolen information included names, bank account and routing numbers, Social Security numbers, and tax ID numbers belonging to current and former staff and contractors.
Almost 10,000 people were ultimately notified, and affected individuals whose Social Security numbers or tax IDs were compromised have been offered complimentary identity-protection services.
The notification letter states that the vulnerability "was unknown prior to this incident, has impacted many Oracle customers, and is not specific to the Post." The newspaper stresses that it moved quickly to lock down its environment once the intrusion was detected and applied Oracle's patches as soon as they became available.


	Allianz UK joins growing list of Clop's Oracle E-Business Suite victims


	American Airlines subsidiary Envoy caught in Clop's Oracle EBS raid


	Oracle rushes out another emergency E-Business Suite patch as Clop fallout widens


	Clop raid on Oracle E-Business Suite started months ago, researchers warn


Oracle has said little publicly about the wave of mass exploitation that followed the discovery of the EBS flaw. Big Red confirmed the vulnerability in late October when it released emergency fixes, but it has not disclosed how many customers were affected, nor has it addressed researchers' claims that the bug was used at scale for months against organizations worldwide.
Still, the Post's confirmation adds another high-profile name to the growing list of victims of the EBS-targeting campaign that has dominated enterprise security headlines in recent weeks. Hitachi-owned GlobalLogic disclosed this week that more than 10,000 of its own staff had data stolen via the same exploit, and Allianz UK also confirmed it was caught up in the spree.
Clop, known for its mass-exploitation tactics, has already named dozens of organizations on its leak site following the Oracle EBS campaign, spanning sectors from healthcare and consumer electronics to finance, manufacturing, education, and media.
In its letter to the Maine attorney general, the Post said it "regrets any worry or inconvenience" caused by the breach and insisted that safeguarding staff data remains "a top priority." With other organizations now trawling their Oracle logs for signs of trouble, more disclosures look inevitable. (r)
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    To solve compatibility issues, Microsoft would quietly patch other people's code

    
Long before automatic updates, the Windows 95 team tweaked third-party software to keep it running    
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How to get that all-important piece of software working on Windows has vexed Microsoft since the beginning of the operating system. Compatibility was king.
Things were simpler in the days of Windows 3.1. It was up to the user to tell the system which application was which in the event they shared a filename. Veteran Microsoft engineer Raymond Chen gave the example of C:\MAIL\MAIL.EXE. Perhaps it was Microsoft Mail? Or maybe it was cc:Mail for MS-DOS?
The APPS.INF told Windows what to do with the application, but it was up to the user to differentiate apps that shared the same filename. Simpler times indeed.
Windows 95, however, dialed things up quite a bit with its application compatibility database. The behavior of the operating system could be altered based on compatibility flags, and Microsoft went so far as to automatically patch programs where a simple operating system tweak wouldn't address a deep-seated problem.
Patching someone else's code is inherently risky. Chen said: "Out of safety, the Windows 95 team got written permission from the vendor whenever they needed to patch a program."
"The consultation included detailed information on what the problem was and how it was going to be patched. In exchange, the team requested information from the vendor on what versions of their product are affected (and if they could send those versions for analysis), as well as a promise to fix the problem in their next version, because the next version won't have the benefit of the patch."
But how to spot an application for which a patch is available? Rather than rely on the user to tell the operating system what a given file was, Windows 95 used detection strings stored in the Registry. When a 16-bit module was loaded, targeting a version of Windows earlier than 4.0, the kernel tried every detection string to see if one was triggered.


	The CAPITAL LETTERS trick that helped merge Windows 95 into NT


	Microsoft finance slang defines the eternal optimist: The 'hockey stick on wheels'


	Microsoft's ancient icon library still lurks deep within Windows 11


	Microsoft veteran explains Windows quirk that made videos play in Paint


The strings weren't straightforward checksums. Instead, the string was decoded into bytes, with the first being the match algorithm, which dictated what came next. "In practice, you tend to see a lot of file size matches," said Chen.
"Conversely, you are unlikely to see many file contents matches because those incur additional I/O and are therefore more expensive."
Chen noted that while there was eventually a tool to build the detection strings, earlier incarnations had to be written by hand.
"If a match is found," explained Chen, "the subkeys indicate the segments to patch, and the values of those subkeys are binary data providing the patch to apply."
"The names of the values are not significant, but traditionally 'Add' patches are named Add and 'Change' patches are named Change. If there is more than one Add or Replace patch, tradition dictates that they are given numeric suffixes to distinguish them."
Microsoft's focus on backward compatibility is often cited as a major factor in its success at the end of the 20th century and the beginning of the 21st.
An interesting thought experiment is what engineers from the Windows 95 era would make of the hundreds of millions of devices that were suddenly made obsolete with the end of Windows 10 support. (r)
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    Britain's first small modular reactors to be built in Wales

    
Government picks Wylfa on Anglesey for initial trio of units, but power unlikely before mid-2030s    
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The UK will build its first small modular reactor (SMR) nuclear plant at Wylfa on Anglesey, an island off northwest Wales - but it won't generate power until the mid-2030s.
The PS2.5 billion ($3.3 billion) project will initially deploy three Rolls-Royce SMR units capable of powering three million homes, with potential to expand to eight reactors.
Government-owned Great British Energy - Nuclear (GBE-N) plans to start construction in 2026 as part of the country's "clean energy superpower" mission.
The timing problem is critical. The UK urgently needs generation capacity to support its mandated shift to electric vehicles and plans for AI-hungry datacenters.
AWS has called nuclear an "excellent source of zero-carbon, 24/7 power," but Alan Howard, principal analyst at Omdia, says commercially viable SMRs remain roughly a decade away.
"Operational SMRs appear to be on the near-term horizon a bit earlier than 2030," he said. "These announcements, at least in the US, are commonly test reactors which is the next development step. Omdia has talked with many power generation project developers and the consensus is that broad market acceptance and availability is likely around 2035, so about ten years out."
"We hope we're wrong and we'll see better progress sooner, but from an infrastructure planning perspective this is the more pragmatic view," Howard added.
Datacenter developers are unable to wait for SMRs, and many are looking to generate electrical power on-site for new datacenter campuses, typically using gas-fired turbines.


	Amazon spills plan to nuke Washington...with X-Energy mini-reactors


	Renewables blow past nuclear when it comes to cheap datacenter juice


	Small nuke reactors are really coming online by next year, US energy secretary insists


	Molten salt nuclear reactors slated to power Google datacenters in 2030


Rolls-Royce SMR selected in June from four contenders, will build the reactors. CEO Chris Cholerton said the company would "deliver nuclear power very differently by utilizing modularization and a high level of factory build, therefore minimizing the impact on local people."
The Wylfa was acquired by GBE-N from engineering firm Hitachi early in 2024 for PS160 million ($210 million), along with another nuclear plant at Oldbury in Gloucestershire.
The government is also considering further large-scale reactor projects beyond the current deployments at Hinkley Point C and the recently confirmed Sizewell C. GBE-N has been tasked with identifying suitable sites from all over the UK. Any such site would be expected to provide enough power for about six million homes. (r)
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    Geopolitics push European CIOs to think local on cloud

    
Majority of customers plan to favor domestic providers as sovereignty fears rise    
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A survey of CIOs and tech leaders in Western Europe has found 61 percent want to increase their use of local cloud providers amid global geopolitical uncertainty.
Around half (53 percent) said geopolitics would restrict their use of global providers in the future.
[image: Office 365, photo by dennizn via Shutterstock]
International Criminal Court kicks Microsoft Office to the curb

READ MORE
Gartner surveyed 241 CIOs and IT leaders in Western Europe between May and July. It found that ongoing geopolitical tension was fueling concerns over digital sovereignty. Tech leaders in the region were worried their organizations' data, operations, and technology, hosted by and reliant on US cloud infrastructure, could be creating unwanted risks.
The global analyst company forecasts that by 2030, more than three-quarters of all large organizations outside of the US would have a digital sovereignty strategy, supported by a sovereign cloud strategy.
Rene Buest, senior director analyst, said: "Many Western European organizations can't run all of their workloads or core systems in a non-European cloud environment. This is either because they are subject to specific regulations, their customers demand it, or they are considered part of a country's critical infrastructure."
However, the shift away from globally dominant US cloud providers would take time. "While geopatriation can enable local cloud options to meet geopolitical needs, full independence from global tech vendors will take several years of ongoing effort and investments by local providers," Buest said.
As a result, organizations that have been slow to adopt cloud infrastructure might be at an advantage as the run legacy systems, and can decide on cloud solutions or platforms suited to each part of their operation, he added.
The findings come as US cloud providers try to improve their image among Europeans in terms of digital sovereignty and risk.


	Big Tech's control freak era is breaking itself apart


	Microsoft's data sovereignty: Now with extra sovereignty!


	France jacks into the Matrix for state messaging - and pays too


	EU sovereignty plan accused of helping US cloud giants


Earlier this month, Microsoft promised end-to-end AI data processing in Europe in what it calls the EU Data Boundary. It is also introducing in-country processing for Microsoft 365 Copilot interactions in 15 countries, although only the UK, Australia, India, and Japan will have the option by the end of 2025.
The move follows Microsoft's admission in a French court that it couldn't guarantee data would not be transmitted to the US government when it is legally required to do so. The US CLOUD Act gives authorities access to information held by American cloud providers irrespective of where in the world that data is housed. No European customers, whether private or public, had yet been the subject of any such requests, Microsoft said.
In an April blog post, Microsoft president Brad Smith acknowledged geopolitical volatility and emphasized the vendor's respect for European values and law.
Google has also taken steps to strengthen cloud sovereignty in Europe, while AWS is expected to announce a similar service before year-end. (r)
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    Rhadamanthys malware admin rattled as cops seize a thousand-plus servers

    
Operation Endgame also takes down Elysium and VenomRAT infrastructure    
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International cops have pulled apart the Rhadamanthys infostealer operation, seizing 1,025 servers tied to the malware in coordinated raids between November 10-13.
The infrastructure takedown, part of the long-running Operation Endgame coordinated by Europol and Eurojust, affected hundreds of thousands of infected computers containing several million stolen credentials worldwide.
[image: ]
Europol: Five pay-per-infect suspects cuffed, some spill secrets to cops

READ MORE
"Many of the victims were not aware of the infection of their systems," the operation saidd
Today's announcement confirms recent reports of a Rhadamanthys takedown after cybercrime forums reported European law enforcement had seized its infrastructure.
The malware's administrator told customers to down tools "for safety reasons" on November 11, hours before the operation's onion site went dark.
In typical Operation Endgame fashion, officials released a smug animated video hinting at intelligence gathered during the operation. The video depicts a lone administrator allegedly skimming the most valuable secrets and cryptocurrency keys for personal gain, passing only less lucrative data to customers -- a tactic designed to undermine trust within criminal organizations.
According to the Shadowserver Foundation, which assisted in the enforcement action, officials accessed a Rhadamanthys database revealing more than 525,000 infections between March and November 2025 across 226 countries, collecting over 86 million individual records.
"The main suspect behind the infostealer had access to over 100,000 crypto wallets belonging to these victims, potentially worth millions of euros," the Operation Endgame team said in a statement.
While infrastructure was disrupted, the administrator and customers remain at large. The animated video ends with a call for public help identifying those involved.


	Google nukes 3,000 YouTube videos that sowed malware disguised as cracked software


	How malware vaccines could stop ransomware's rampage


	Python-powered malware snags hundreds of credit cards, 200K passwords, and 4M cookies


	Don't open that 'copyright infringement' email attachment - it's an infostealer


First spotted in 2022, Rhadamanthys quickly became a go-to credential theft tool in the criminal underground. According to Proofpoint, access cost $300-500 monthly, with bespoke configurations available at higher prices. Criminals typically distributed it via emails, web injects, and malvertising campaigns.
Proofpoint reported more Rhadamanthys activity in 2025 than in any other previous year, attributing the surge to increased use of compromised websites for malware delivery.
The operation also targeted the Elysium botnet and VenomRAT malware, seizing their infrastructure and arresting one suspect -- VenomRAT's "main suspect" -- in Greece on November 3. Police searched 11 locations: one in Germany, one in Greece, and nine in the Netherlands.
Launched in 2024, Operation Endgame has repeatedly targeted malware and the botnets used to distribute it. (r)
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    London left buffering as Hyperoptic backup link refuses to boot

    
Broadband provider says damaged fiber and dormant failover path knocked customers offline for nearly 24 hours    
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UK broadband provider Hyperoptic learned the importance of testing backup systems this week after the service went dark for customers in London.
The service fell over on November 11, and despite users reporting that Hyperoptic's status page claimed there were no issues, there were indeed.
[image: man and scottish flag photo via Shutterstock]
Hyperoptic customers left in dark as power outage takes down systems

READ MORE
A spokesperson for the company told The Register that "a small percentage of our customer base in North London experienced an unexpected temporary loss of service," but things were up and running again "within less than 24 hours."
According to the HyperopticCS account on Reddit, the issue was a little more widespread. One post noted: "The outage is affecting a wider network of exchanges throughout London, postcodes W2-W9 are all impacted to a degree."
Another stated: "The Zayo link is down and we're currently working with Openreach to get it fixed. Their engineers just arrived. All teams are now on site working diligently to get the problem sorted."
Zayo claims to be one of the largest global internet backbone companies. Losing the link meant a very bad day for Hyperoptic and its customers.
But wait, surely there was a backup? There was, but it appears it did not work as planned. A spokesperson told El Reg: "While our network is designed with built-in redundancy, we are also reviewing a secondary link that did not activate as expected, which should have limited customer impact."


	Azure stumbles in Western Europe, Microsoft blames 'thermal event'


	DNS downing clouds is boring: IBM Cloud is experiencing a quantum computer outage


	Azure's bad night fuels fresh calls for cloud diversification in Europe


	Amazon Web Services' US-EAST-1 region in trouble again, with EC2 and container services impacted


And the primary link? "The outage was caused by damage to a fibre cable at our local aggregation point. Hyperoptic's engineering teams, along with our partners, worked tirelessly throughout the night to carry out repairs and restore connectivity as quickly as possible."
According to a Reddit post, service was restored by 0300 on November 12.
Despite the nearly day-long outage, Hyperoptic said customers won't receive compensation, as "this incident does not qualify for automatic compensation under the terms of Ofcom's voluntary scheme (of which Hyperoptic is a member)."
The company apologized for the disruption and described such incidents as "very rare," though questions remain about the backup system and why it did not activate when needed. (r)
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    NHS supplier ends probe into ransomware attack that contributed to patient death

    
Synnovis's 18-month forensic review of Qilin intrusion completed, now affected patients to be notified    
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Synnovis has finally wrapped up its investigation into the 2024 ransomware attack that crippled pathology services across London, ending an 18-month effort to untangle what the NHS supplier describes as one of the most complex data reconstruction jobs it has ever faced.
The attack, claimed at the time by the Qilin ransomware gang, forced the cancellation of thousands of appointments and operations after the pathology provider's systems went dark in June 2024. Synnovis has now confirmed that its forensic review is complete, but the company still isn't saying how many people were affected.
Security firm CaseMatrix previously estimated that data relating to more than 900,000 NHS patients was leaked, according to Recorded Future, though Synnovis has neither corroborated nor disputed that figure.
[image: Silhouette of a woman with clouds signifying health concerns]
Cancer patient forced to make terrible decision after Qilin attack on London hospitals

READ MORE
Notably, in June 2025, King's College Hospital NHS Trust confirmed that the disruption caused by Synnovis's supplier breach contributed to the death of a patient - a finding that marks one of the rare occasions a ransomware incident has been linked to a fatality.
In a statement published this week, Synnovis said the investigation "took more than a year to complete because the compromised data was unstructured, incomplete and fragmented, and often very difficult to understand." It added that specialist incident response teams had to use "highly specialized platforms and bespoke processes" to work through terabytes of jumbled information and identify which healthcare providers' patients were affected.
Synnovis CEO Mark Dollar said: "It has taken more than a year of painstaking investigation to decipher and piece together the data stolen in this smash-and-grab cyberattack. I've seen first hand the scale of the challenge - even for leading cyber experts - to tackle the random and fragmented nature of the data scraped from our systems."
Synnovis said it will finish notifying all NHS organizations that relied on its pathology services by November 21, telling them whether patient data they entrusted to the company was caught up in the breach. Under UK data protection law, it will then be up to those hospitals, GP surgeries, and clinics to inform individual patients.
The company warned that patients may be waiting a while yet. "It may take some time for healthcare providers to notify impacted patients," it said. "We recommend checking the website of your healthcare provider(s) for any relevant updates."
While the Qilin crew dumped stolen files online last summer, Synnovis stressed that the haul was taken "in haste from a working drive, in a random and untargeted manner." It said attackers did not access its primary laboratory database and instead made off with whatever files they could grab during the intrusion.
Some documents contained fragments of personal data, such as NHS numbers, names or dates of birth, according to Synnovis's dedicated cyberattack website, while a "very small amount" included test results that investigators could match to a specific person. "The majority of test results would require clinical knowledge or further enrichment to interpret," Synnovis said, adding that they lacked the kind of clear positive/negative flags that would make them easy to misuse.
Synnovis also said the stolen data "has never been available in a form that could easily be used by anyone with ill intent," although even partial personal or medical information can be valuable to fraudsters or foreign intelligence services when combined with data from other breaches.


	NHS left with sick PCs as suppliers resist Windows 11 treatment


	Cybercriminals pwn 850k+ Americans' healthcare data


	NHS disability equipment provider on brink of collapse a year after cyberattack


	UK to ban ransomware payments by public sector organizations


The company reiterated that it did not pay a ransom to Qilin, saying the decision was made jointly with the NHS trusts it serves. "This decision... reflects our commitment to ethical principles and the rejection of funding future cybercriminal activities that threaten critical infrastructure, patient privacy, and national security," Synnovis said, though it declined to reveal the ransom amount demanded.
The Qilin gang has targeted health providers, schools, manufacturers, and local governments using double-extortion tactics. The group typically exfiltrates large volumes of data before encrypting systems, then threatens to publish the stolen material if victims refuse to pay.
[image: Someone using some hospital equipment to treat a patient]
Write-back to aging UK health systems lessens benefits of Palantir-based platform

READ MORE
The group, believed to be of Russian origin, told The Register that its attack on Synnovis was deliberate, saying "all of our attacks are not accidental" and that "we choose only those companies whose management is directly or indirectly affiliated with the political elites of a particular country."
Synnovis said its forensic investigation could not determine how the attackers first gained entry. All affected infrastructure has since been replaced, and the company maintains that none of the compromised systems remain in use. That lack of clarity over initial access is likely to raise further questions for NHS England, which has faced mounting scrutiny over the security of suppliers embedded in frontline care.
For patients, however, the wait for answers continues. With Synnovis passing responsibility for notifications to the hundreds of NHS organizations it supports, the timeline for individual disclosures will now vary depending on how quickly each provider processes the company's findings. At the very least, it brings to a close one of the longest and most disruptive incident investigations in recent NHS history - albeit without resolving how nearly a million people's data ended up in criminals' hands. (r)
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    To 'Infinity' ... and beyond: MX Linux 25 has arrived

    
Systemd-free option still available if you choose that download    
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MX Linux 25 "Infinity" is now available, and the new version has some significant differences from the 2023 release, with things that used to be boot-time choices having become pre-install decisions.
Infinity is available in no fewer than seven different downloads. They are all for x86-64: there's no x86-32 edition any more. MX 25 is based on Debian 13, and since the parent distro no longer offers a 32-bit x86 edition, nor does MX Linux.
So that's one choice simplified. However, other choices have gotten a little more complicated. One of the things that impressed us about MX Linux 21 and then in MX Linux 23 was that it didn't use the controversial systemd as its init system, but even so, systemd was present and could be triggered at startup. As we reported back in August, and just as in the beta version, that useful feature has gone. It relied on the Linux kernel's cgroups version 1. That was superseded by cgroups v2 in kernel 4.5, as LWN reported in 2016, and in the current LTS kernel 6.12 cgroups is turned off, which effectively disables the systemd-shim tool that enabled MX's init-switching superpower.
As a result, you can still have MX Linux without systemd if you wish - but now, the flavors with the traditional sysvinit are in separate downloads. In other words, you must choose the edition up front, and you can't readily switch once installed.
MX still offers the same choice of just three desktops: the default middleweight Xfce, the full-fat KDE Plasma, or super-lightweight Fluxbox. Like Debian 13 itself, the KDE flavor of MX Linux has Plasma 6.3.6, and this variant is only available with systemd. The other editions have Xfce 4.20 or Fluxbox 1.3.7, and both of these are available with either systemd or sysvinit. And just to add a little more complexity to an already quite complex situation, the flagship Xfce edition is also available in an Advanced Hardware Support variant, or AHS for short, which comes with the alternative Liquorix kernel, which we looked at in 2022.
The result is seven different variants, which we fear is rather confusing:
Xfce

	Standard kernel 6.12

	


	1 - with systemd


	2 - with sysvinit







	AHS kernel 6.16

	


	3 - with systemd


	4 - with sysvinit






KDE

	5 kernel 6.12 and systemd


Fluxbox

	6 - with systemd


	7 - with sysvinit


It's interesting that the project chose this route despite the additional complexity. As with anything, time will tell, and in future some of these options may disappear again if they prove less popular.
As well as the relatively major changes of a new Debian version and the new up-front choice of init system, there are also new features and improvements.
Some are in the installation program. This has some new features. One is that it can now enable ZRAM memory compression as well as conventional file or partition based swap. This vulture only advocates using ZRAM on machines whose primary storage has a limited number of writes, such as machines running off USB key or microSD card, but around these parts we favor a low-tech approach. The Reg FOSS desk knows people personally who are running home computers with hundreds of gigs of RAM, or even more remarkably, pensioning off such boxes and upgrading - in which case, ZRAM makes some sort of sense.
The MX installer also has a new option to replace an existing Linux installation in place. If you do this, it can preserve the contents of the /home tree, so any users will keep their files and settings - although you'll have to recreate the user accounts afterwards. This is useful because, as used to be the case with some other popular distros in the greater Debian family such as Mint and Zorin, MX Linux doesn't directly support version-to-version upgrades.
The official route is in-place migration. The suite of handy MX Tools for system maintenance and adjustment has been updated to use Qt6. One of these, called MX User Installed Packages, will make a list of all the extra Debian packages you may have installed. You can use the resulting list as a script to reinstall them afterwards. Note, though, that from one Debian release to the next, some software may get re-packaged with new, slightly different names, or some other change - so this isn't guaranteed to be 100 per cent successful. For those with sufficient tech knowledge to be able to manually recover a partly-upgraded system, there is a documented in-place upgrade procedure.
MX 25 also inherits Trixie's support for a new new repository config file format,the catchily-named deb822. All three desktops have been polished and spruced up a little, with tweaks to Xfce's Whisker menu, Plasma's Dolphin file manager, and Fluxbox's panel layout, app menus and more.
MX's configuration of the Xfce desktop is one of the best in the business. It defaults to a vertical panel, for the most efficient use of widescreen monitors, with the Docklike Taskbar plugin. This brings a Windows Vista style iconic taskbar instead of Xfce's default buttons: apps can be pinned to the taskbar for easier launching, and icons show indicators if more than one window is open. It uses the multifunction Whisker menu in place of Xfce's very simple default launch menu, with added search, session management, and more. Moving the left-to-right horizontal panel into a vertical orientation normally puts the launch button at the top, but MX puts it at the end of the panel instead - meaning that users more accustomed to Windows' default horizontal taskbar will find the launch button where they expect it, in the bottom left corner. It's a much better config than the Xfce default of a largely empty top panel and a bottom panel configured to resemble a dock, and it's also a smarter layout than Xubuntu's single panel.
We tried the systemd and sysvinit versions of the Xfce edition side by side in VMs. As you might expect, they look and work identically, and we couldn't see any difference in speed or responsiveness. In fact the only difference we could see was that the sysvinit variant uses about 50 MB less RAM at idle.
We also tried the sysvinit edition on the bare metal of our trusty old Thinkpad W520. It worked fine, but MX Linux couldn't wake up the NVIDIA Quadro 1000M second GPU, so the second display attached to the machine's DisplayPort stayed dark. The NVIDIA driver installer in MX Tools correctly detected the GPU and recommended either version 340 or 390 of Nvidia's proprietary driver. We went with the newer one, but although it seemed to install successfully, it didn't work and the display remained off. We didn't expect it to work - the NVIDIA driver isn't supported on such a new kernel, which is why we downgraded that machine back to Ubuntu 22.04. Saying that, some distros with modern kernels manage to wake the display: the beta of Pop!_OS 24.04 did, as did Ubuntu 25.10.


	MX Linux 25 reaches beta testing - complete with systemd


	Gadget geeks aghast at guru's geriatric GPU


	De-duplicating the desktops: Let's come together, right now


	'Windows sucks,' former Microsoft engineer says, explains how to fix it


This small issue aside, we found that MX Linux 25 worked very well. It has an uncommonly sophisticated Xfce configuration - few other distros manage this so well. The less well known Asmi Linux does, and like Asmi, MX 25 comes with the improved Nala package manager preinstalled. So, for instance, once installed, we could do a full update with a single command - nala upgrade -y - and in another window run htop, also pre-installed, to monitor how hard it was working as it did it.
As ever, MX's fit and finish is good. It holds up well compared to its progenitor Debian 13, or the similarly systemd-free Devuan 6, for instance: it's easier to install, and easier to adjust afterwards. If you want something a little easier than Debian itself, without Ubuntu's deeper changes such as snap, and optionally without systemd, then this is a good option. (r)
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    Networking students need an explanation of the internet that can fit in their heads

    
Networks have changed profoundly, except for the parts that haven't    
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Systems Approach When my colleague and co-author Bruce Davie delivered his keynote at the SIGCOMM conference, he was asked a thought-provoking question: How should we think about educating the next generation of students about networking, given how different and more complex the internet is today?
It's a good question because we published the first edition of our book Computer Networks: A Systems Approach in 1996.
Bruce's answer was pretty much the same as I would have given: Because networks are both complex and constantly changing, what you need to teach students is how to reason about system design, as opposed to being overly fixated on any particular set of layers or technology choices.
With the benefit of a couple of weeks to think about the question, I would double down on that answer, but with the caveat that maybe it is time to rethink how the book is organized and scoped. This might help draw attention to what is most important - the invariants that survive change - while making sure students have a working understanding of today's most important artifacts.
As a starting point, the one thing I would not change is the spirit of the first sentence of the first chapter (although I would update the list of applications to use today's vernacular):


Suppose you want to build a computer network, one that has the potential to grow to global proportions and to support applications as diverse as teleconferencing, video on demand, electronic commerce, distributed computing, and digital libraries.


My view is that framing an introductory networking course around "building" is the key to keeping system design perspective front and center. The rest of the first paragraph talks about selecting the right building blocks and devising an architecture to integrate them into an effective solution - valid next steps, to be sure, but this is where I might rethink the approach.
All system designs start by identifying the available building blocks, and the commodity components available today are much different from those available in 1995. So instead of starting at the very bottom and taking a bottom-up approach, I might work middle-out and assume we'll be building our network using commodity Ethernet switches; the de facto building block of today's Internet.
This is an opportunity to drill down on an example artifact that represents a uniquely network-centric topic - where else would you learn about packet switching and switching devices than in a networking course? It also sets us up to introduce two other core networking challenges:

	How to route across a network of switches


	How to scale a network by federating multiple autonomous networks.


Generalizing on this idea, an important objective for how we teach networking is to identify the central challenges of the discipline. For example, when you teach an OS course, you know you have to cover concurrency and synchronization, no matter what else you teach or how you organize the material. Routing is one of those topics in networking. Mediating access to a shared medium is another, with Wi-Fi serving as the exemplar. Congestion control is yet another "big idea" in networking, for which TCP is the anchor artifact.


	BGP's security problems are notorious. Attempts to fix that are a work in progress


	DNS security is important but DNSSEC may be a failed experiment


	To progress as an engineer career-wise, become a great communicator


	What does it mean to build in security from the ground up?


As networks infiltrate every aspect of our world and the cloud becomes ubiquitous, it's tempting to take an expansive approach, and bring as many topics as possible under the networking umbrella as possible. But I would approach the scoping question from the opposite direction, and identify the topics that are unique to networking (and define everything else as out-of-scope).
In addition to the ones I've identified so far, I would add one more to that list: Defining powerful communication abstractions that serve as the interface between the network and all the applications that run on top of it. Defining abstractions is not unique to networking, but it is one of the most important skills students need to learn, and networking is rich with opportunities.
Where Does Architecture Fit?
There are many details to be worked out, but I think this approach can be crafted to cover the important artifacts a student needs to know about. And just as importantly, it provides an opportunity to sharpen our "system design muscles" on the hard problems at the core of networking as a discipline.
The missing piece is to talk about network architecture, which I believe is another opportunity to do things differently. For the past 30 years, our textbook has introduced the Internet architecture in Chapter 1 and then used it as a roadmap for covering all the topics.
Roughly speaking, there's a chapter for each box in the architectural diagram. It's important to have an architecture in mind before you start to build, but framing it as the Internet architecture is probably worth revisiting. Exactly what constitutes an architecture is a topic Bruce and I have touched on many times - as have others - so I'm confident we have a good place to start a discussion about the topic. The important point is that teaching students how to think about system design and teaching students how to craft an architecture are pretty much the same thing. It would be important to frame any discussion of Internet architecture in those terms, as opposed to treating it as a given.
Finally, back to the original question Bruce was asked: an interesting observation was that, back in 1995, the Internet, although already quite complex, was still simple enough to "fit" in a person's head; the claim was that this is no longer the case.
While I understand where that comment comes from - look at the explosion of RFCs for one illustrative metric - I think the most important thing an introductory network class can do is explain the Internet in such a way that it can fit in a person's head. This "mental model" is what students take away, and it needs to include only the essentials, with everything else abstracted away.
All of this is just me thinking out loud about how we might approach a new edition of our main book, which is something we're starting to do. There are certain to be more posts on the topic in coming weeks, and we're happy to hear your feedback as we brainstorm. (r)
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    Russia's first autonomous humanoid robot staggers and falls on debut

    
Go home, comrade clanker, you look drunk - and worryingly angry    
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A semi-autonomous humanoid robot said to be Russia's first such machine has fallen over within seconds of facing the public for the first time.
The robot, named AIDOL - also the moniker of the Artificial Intelligence Dynamic Organism Lab that made it - can carry ten kilograms, work autonomously for up to six hours with or without an internet connection, and move at six kilometers an hour. AIDOL's web page claims its AI includes "A set of solutions that allows a robot to move in space, transport objects and communicate," including by "reproducing 12 basic emotions and hundreds of micro-expressions."
The page also includes this photo of AIDOL. We think the micro-expression depicted is "murderous cyber-rage."
[image: Artificial Intelligence Dynamic Organism Lab robot]
Artificial Intelligence Dynamic Organism Lab robot - Click to enlarge


AIDOL let its eponymous bot out in public for the first time yesterday, with unimpressive results.

  Youtube Video

The Register has some sympathy for AIDOL, because the demo gods are always cruel - your correspondent saw a glitchy Cisco keynote earlier this week.
Another seemingly universal element of this story is that AIDOL's creators, like any good Western startup, have apparently said they'll learn from this failure.
Russian newswire TASS reports that 77 percent of the components used to make AIDOL are local creations, and that its maker hopes to reach 93 percent.
AIDOL also offers a desktop version of its bot that it suggests you might want to install in a public place so it can interact with humans. (r)
[image: Desktop Artificial Intelligence Dynamic Organism Lab robot]
AIDOL's desktop incarnation
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    Google to allow Android users with high pain tolerance to sideload unverified apps

    
Promises some easing of rules that knobble indie devs, eventually    
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Google has decided to loosen some of its recently introduced rules regarding registration of Android developers and their apps, but isn't rushing to deliver the modest changes it plans.
The company has long required developers of apps sold in its Play store to verify their identities, but spared coders of apps who distribute their efforts elsewhere from that requirement. In August, Google changed that stance and required all developers of Android apps to submit information about their affairs to pass an identity verification process, and to have all their apps digitally signed.
Google said the changes were necessary because apps from unknown developers delivered from sources outside Play are a major source of malware.
But developers didn't like the changes and, under the rallying cry Keep Android Open, pushed back against Google's proposed changes.
Google appears to have noticed that protest, as on Wednesday backed down a little from the scheme it announced in August.


	Google apes Apple, swears cloud-based AI will keep your info private


	Android malware types like your gran to steal banking creds


	UK competition cops brand Apple, Google with 'strategic market status' for mobile


	Google declares AI bug hunting season open, sets a $30K max reward


"We appreciate the community's engagement and have heard the early feedback - specifically from students and hobbyists who need an accessible path to learn, and from power users who are more comfortable with security risks," wrote Matthew Forsythe, Google's Director of product management, Android app safety. "We are making changes to address the needs of both groups."
Forsythe described power users as "experienced" and happy to "accept the risks of installing software that isn't verified."
Such users will therefore get a new way to install apps that makes it hard for scammers to coerce them into installing software, and will "include clear warnings to ensure users fully understand the risks involved, but ultimately, it puts the choice in their hands."
Google is not rushing this effort: Forsythe said the company is "gathering early feedback on the design of this feature now and will share more details in the coming months."
Also moving slowly is Google's pledge, made in August, to offer a less burdensome registration process for students and hobbyists. Forsythe's post says the company has listened to feedback and is working on a "dedicated account type" that will allow such users to distribute their apps "to a limited number of devices without going through the full verification requirements."
He didn't offer any information on when the process will become available.
But on Wednesday Google did start accepting invitations for developer verification in Android Developer Console for developers that distribute exclusively outside of Play - which means it is enacting its original and controversial plan but isn't saying when its modest revisions will become available. (r)
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    Atlassian twice shunned AWS Graviton CPUs, but now runs Jira and Confluence on them

    
Bills fell 10 percent after granular tests suggested JVM tweaks that improved performance    
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Atlassian twice marked Amazon Web Services' Graviton CPUs off-limits for production purposes, but recently relented and now uses the processors to power thousands of server instances that run its Jira and Confluence products. So what changed?
A recent post by Atlassian principal site reliability engineers Paulo Almeida and Jakub Gutkowski, plus software engineer Jedrzej Lepa, reveals that Atlassian was interested in Amazon's CPUs after the 2020 release of Graviton 2.
"In the tech industry there are only a couple of things that can make engineers try something new. Either it's because we can do something faster or because we can do something cheaper," the Atlassian trio wrote. "When only one of those two benefits presents itself, we often resort to long trade-off conversations because we not only have to factor in the immediate gains but also the invisible costs of implementation, support, tooling ecosystem, edge cases, and so on."
Atlassian noted AWS's claims that Graviton would be both faster and cheaper, which made the processors worthy of investigation - but its early tests did not support Amazon's assertions.
"There have been previous investigations into the feasibility of migrating Jira to Graviton 2 and Graviton 3 at Atlassian," the trio wrote. Those efforts produced results that showed Graviton processors were not superior, but didn't unearth a smoking gun that showed exactly how Amazon's CPUs slowed Atlassian's code.
"From a performance engineer's view, this is a problem," Atlassian's post states. "When issues appear at specific parts of our code, at least you know where to investigate next. But when problems span multiple endpoints and areas of your code, pinpointing a fix is like finding a needle in a haystack."
Atlassian doesn't have unlimited resources, so after its site reliability engineering team could not reach consensus about why Graviton wasn't delivering, the company parked it.
"The sentiment for a while across the SRE team was 'Graviton is off limits for now; should we ever want to try it again, we need an unquestionable and reproducible evidence that explains why Jira and Confluence couldn't run before with the desired performance (and what makes it possible now)'," the post explains.


	Atlassian migrated 4 million Postgres databases to shrink AWS bill


	Atlassian's Trello redesign may be 'worst in tech history' say frustrated users


	Atlassian's move to cloud-only means customers face integration issues and more


	Atlassian drops $1B on company that helps measure dev productivity


In September 2024, AWS switched on the EC2 instances running Graviton 4 and again claimed they delivered superior performance. Atlassian decided to take another look and this time devised tests it hoped would yield more granular data about the performance of Amazon's chips with its code.
That effort produced insights into the way Graviton processors use their L3 cache.
"This finding was valuable because it helped us move beyond the biased 'Graviton-doesn't-have-enough-horse-power' knee-jerk reaction and pointed us to something more tangible, consistent and reproducible across multiple tests," Atlassian's authors wrote. It also suggested ways that Atlassian could optimize its use of the Java virtual machine (JVM) so that Graviton's caching quirks didn't negatively impact performance.
Those JVM tweaks produced improved performance.
"In theory all we would to have to do is to change the instance type to a Graviton-based equivalent and happy days, right?" the post states, before answering that question with an observation that when AWS launches a new instance type, the incidence of Insufficient Capacity Errors (ICE) increases.
"Atlassian has worked with the cloud long enough to realise that what might be an exception for smaller customers is common for us. ICE errors occur between 10,000 to 15,000 times per hour worldwide for Atlassian," the post states.
The company therefore devised a scheme that sees it use EC2 instances powered by Graviton 4 processors for user-facing tasks and older Gravitons for other workloads, while ensuring workloads can fallback to x86 instances when required.
Atlassian has since migrated over 3,000 Jira and Confluence instances to Graviton, and after has chalked up "around 9.8 percent savings across the board, while improving the experience for our customers with ... meaningfully lower latencies."
The post says Atlassian's cost to operate some of its cloudy infrastructure has fallen 25 percent, but achieving that on all systems "will require a bit of reorganisation of our fleet to unlock."
Atlassian users will probably hope the company gets that re-org done quickly, as the company hiked prices in October and has promised to start charging for its Rovio AI at an unspecified future point. (r)
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    Microsoft is building datacenter superclusters that span continents

    
The 100 trillion-parameter models of the near future can't be built in one place    
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Microsoft believes the next generation of AI models will use hundreds of trillions of parameters. To train them, it's not just building bigger, more efficient datacenters - it's started connecting distant facilities using high-speed networks spanning hundreds or thousands of miles.
The first node of this multi-datacenter cluster came online in October, connecting Microsoft's datacenter campus in Mount Pleasant, Wisconsin, to a facility in Atlanta, Georgia.
The software giant's goal is to eventually scale AI workloads across datacenters using similar methods as employed to distribute high-performance computing and AI workloads across multiple servers today.
"To make improvements in the capabilities of the AI, you need to have larger and larger infrastructure to train it," said Microsoft Azure CTO Mark Russinovich in a canned statement. "The amount of infrastructure required now to train these models is not just one datacenter, not two, but multiples of that."
These aren't any ordinary datacenters, either. The facilities are the first in a family of bit barns Microsoft is calling its "Fairwater" clusters. These facilities are two stories tall, use direct-to-chip liquid cooling, and consume "almost zero water," Microsoft boasts.
Eventually, Microsoft envisions this network of datacenters will scale to hundreds of thousands of diverse GPUs chosen to match workloads and availability. At its Atlanta facility, Microsoft will deploy Nvidia's GB200 NVL72 rack systems, each rated to host over 120 kilowatts of kit and to offer 720 petaFLOPS of sparse FP8 compute for training, helped by the presence of 13TB HBM3e memory,.
Spreading the load
By connecting its datacenters, Microsoft will be able to train much larger models and give itself the chance to choose different locations for its facilities - meaning it can choose places with cheap land, cooler climates, and - perhaps most importantly - access to ample power.
Microsoft doesn't specify what technology it's using to bridge the roughly 1,000 kilometer (as the vulture flies) distance between the two datacenters, but it has plenty of options.
Last month, Cisco revealed the Cisco 8223, a 51.2 Tbps router designed to connect AI datacenters up to 1,000 kilometers away. Broadcom intends its Jericho 4 hardware, announced in August, to do the same job and provide similar bandwidth.
Meanwhile, Nvidia, which has quietly become one of the largest networking vendors in the world on the back of the AI boom, has teased its Spectrum-XGS network switches with crypto-miner-turned-rent-a-GPU outfit Coreweave signed up as an early adopter.


	What happens when we can't just build bigger AI datacenters anymore?


	DeepMind working on distributed training of large AI models


	Cisco's new router unites disparate datacenters into AI training behemoths


	Broadcom's Jericho4 ASICs just opened the door to multi-datacenter AI training


We've asked Microsoft to comment on which of these technologies it's using at its Fairwater facilities, and will update this story if we hear back. But Redmond's close ties to Nvidia certainly makes Spectrum-XGS a likely contender.
Microsoft is famously one of the few hyperscalers that's standardized on Nvidia's InfiniBand network protocol over Ethernet or a proprietary data fabric like Amazon Web Service's EFA for its high-performance compute environments.
While Microsoft has no shortage of options for stitching datacenters together, distributing AI workloads without incurring bandwidth- or latency-related penalties remains a topic of interest to researchers.
They're making good progress: Readers may recall that earlier this year, Google's DeepMind team published a report showing that many of the challenges can be overcome by compressing models during training and strategically scheduling communications between datacenters. (r)
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    OpenAI GPT-5.1 adds more personalities, loses inhibitions

    
Updated model may deliver a bit more unwanted content, but will be polite about it    


    
        By 
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        Posted in AI + ML,
        
            13th November 2025 00:15 GMT
        
    


    
OpenAI on Wednesday introduced GPT-5.1, an AI model update that's "warmer," more conversational, and slightly more willing to blurt out unwelcome observations about sex, violence, and mental health in a way that invites emotional dependence.
The upstart's latest model drop consists of two variations: GPT-5.1 Instant, "now warmer, more intelligent, and better at following your instructions," according to OpenAI, and GPT-5.1 Thinking, "our advanced reasoning model, now easier to understand and faster on simple tasks, more persistent on complex ones."
GPT-5.1 is available to paying subscribers; freeloaders will continue to have access to GPT-5, released in August (gpt-5-instant-aug15) and then updated last month (gpt-5-instant-oct3).


The only warmth from AI can be measured in the heat radiating from data center hardware


"We heard clearly from users that great AI should not only be smart, but also enjoyable to talk to," the company said in its announcement. "GPT-5.1 improves meaningfully on both intelligence and communication style."
"We're also making it easier for you to shape ChatGPT's tone. Preferences on chat style vary - from person to person and even from conversation to conversation - so we're introducing more intuitive and effective controls so ChatGPT can better match the tone you want in responses."
OpenAI in August introduced four personality settings for ChatGPT as options in its Personalization menu when it rolled out GPT-5: Cynical, Robot, Listener, and Nerd.
With the 5.1 release, Robot becomes "Efficient", Listener is now called "Friendly", Cynical becomes "Cynic", and Nerd remains unchanged. The new model adds personas named Professional, Candid, and Quirky.
When tweaking the tone of its models in August, OpenAI said the personality adjustments did not make its models more sycophantic, which has been a problem for OpenAI.
As an example of ChatGPT's warmer default tone, the prompt, "I'm feeling stressed and could use some relaxation tips," resulted in the following no-nonsense response from GPT-5:
Here are a few simple, effective ways to help ease stress -- you can mix and match depending on how you're feeling and how much time you have:

GPT-5.1 Instant responded with more emotionally suggestive language:
I've got you, Ron -- that's totally normal, especially with everything you've got going on lately. Here are a few ways to decompress depending on what kind of stress you're feeling:

OpenAI faces legal challenges related to the way its AI models use emotionally engaging language, which can encourage vulnerable people to form emotional attachments to the software. In August, the company landed in court after allegations its chatbot service contributed to the suicide of a California teen. Last week, litigants filed four similar claims.


	Mozilla's Firefox 145 is heeeeeere: Buffs up privacy, bloats AI


	OpenAI's viability called into question by reported inference spending with Microsoft


	Google apes Apple, swears cloud-based AI will keep your info private


	EU's reforms of GDPR, AI slated by privacy activists for 'playing into Big Tech's hands'


We note that OpenAI's use of terms like "warmer and more empathetic" to describe GPT-5.1 Thinking's tone unhelpfully perpetuates the notion that a machine learning model can display those qualities by producing certain tokens. The only warmth from AI can be measured in the heat radiating from data center hardware handling training and inference.
In October, OpenAI said it is taking steps to better recognize and respond when people engaging with its AI models face a mental health crisis. The company revealed that "around 0.07 percent of users active in a given week and 0.01 percent of messages indicate possible signs of mental health emergencies related to psychosis or mania."
That's about 560,000 people in any given week, given OpenAI's current estimated weekly active user base of 800 million.
GPT-5.1 exhibits worse performance for some internal Production Benchmarks compared to preceding iterations.
[image: OpenAI production benchmarks for GPT-5 and 5.1]
OpenAI production benchmarks for GPT-5 and 5.1 - Click to enlarge


"The new gpt-5.1-thinking model shows light regressions relative to gpt-5-thinking for content involving harassment and hateful language, as well as disallowed sexual content," the GPT-5.1 system card [PDF] explains. "We are working on further improvements for these categories."
While gpt-5.1-instant does better than gpt-5-instant-aug15, the first GPT-5 iteration, it does worse than gpt-5-instant-oct3, an update released last month, in terms of disallowed sexual content, violent content, mental health, and emotional reliance.
But as with a lot of AI benchmark tests, these observations come with varying degrees of statistical confidence and significance.
In terms of external benchmarks, results have not yet been published. But OpenAI claims GPT-5.1 exhibits "significant improvements on math and coding evaluations like AIME 2025 and Codeforces," thanks to the implementation of adaptive reasoning - that is, the model has a better sense of when to enter an iterative evaluation loop than before.
And GPT-5 Thinking, the company says, adapts its thinking process to suit its question, so it will spend longer processing complex queries and will respond faster for simpler ones. This may lead to better results as reasoning models can go off the rails by overthinking problems - though "thinking" in the human sense is not really what's going on here. (r)
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    You can now put your US passport into Apple Wallet for domestic travel

    
But only a few states plus Puerto Rico will accept it    
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Need to fly domestically, but want to leave your passport or driver's license at home? Apple has you covered, as long as you're using an iOS device and traveling between or within one of the dozen or so states that support digital IDs and Apple Wallet. Unfortunately, it's not clear which states those are, and the TSA's web site is not up to date thanks to the ongoing government shutdown.
The previous version of Digital ID in the Apple Wallet app supported state IDs and driver's licenses. In a similar fashion, users can now snap a shot of the photo page of their physical passport and take a verification selfie to pass to the authorities, who then verify the user is who they're claiming to be. Unlike the driver's license/state ID version, Apple said in Wednesday's press release that the process also uses an iPhone to read the chip embedded in the rear cover of a user's passport to validate the legitimacy of the document.  
Once verified, Apple said users will be able to hold their iPhone near an identity reader after opening the Wallet app to present their information at any of the 250-ish airports that support digital identity documents. Transportation Security Administration (TSA) employees will still need to make sure the Apple user they're interacting with is the right person by looking at their face and comparing it to the digital document, naturally, but that's it - no need to dig that passport or license out of your wallet or purse. If you plan to leave the Real ID at home, make sure both airports on your roundtrip will support digital identity documents.
According to the TSA's digital ID website, 16 states and Puerto Rico currently support digital IDs, but not all support the use of Apple Wallet. Apple's own site says that the following locations support digital IDs in Wallet: Arizona, California, Colorado, Georgia, Hawaii, Iowa, Maryland, Montana, New Mexico, North Dakota, Ohio, Puerto Rico, and West Virginia. Either way, best to have your physical ID on hand for backup in case you run into a TSA agent who doesn't know the new rules.
Apple reassures us it's perfectly safe to send a copy of one's passport across the intertubes for verification, or have it stored on a smartphone that can be picked up by anyone and have the wallet opened with a double-click of the device's side button: The data's encrypted, stored locally, and users can't present the info unless they use Face ID or Touch ID to verify that they're the user. Apple also said that the Wallet app will only present "information needed for a transaction," and claims it can't see when or where users present their digital passports, or what data is being shared. 
That's a good thing, given the likely expansion of digital identification that Apple's banking on taking place. 
"In the future, users will be able to present their Digital ID at additional select businesses and organizations for identity and age verification in person, in apps, and online," the iMaker noted. In other words, someday soon you'll be able to use an Apple Digital ID to order booze over the internet, or eventually to prove your age to view online smut, given how that's trending in the US and beyond despite privacy concerns. 


	UK calls up Armed Forces veterans for digital ID soft launch


	Trump guts digital ID rules, claims they help 'illegal aliens' commit fraud


	Privacy activists warn digital ID won't stop small boats - but will enable mass surveillance


	How to track equipped cars via exploitable e-ink platemaker


Google Wallet, we note, has supported digital passports since last year. Samsung Wallet, the other OEM-made wallet that supports digital IDs, doesn't support passports, only driver's licenses and state IDs. The TSA's site suggests that it only supports digital US passports for domestic travel (physical passports are still needed for any travel outside the US) via Google Wallet, but the agency also notes on the page that it may be out of date due to the ongoing government shutdown. 
One would assume Apple wouldn't release this capability without the go-ahead from the feds, so we reached out to the company and the TSA to be sure we're not steering readers toward a confrontation with airport security. We didn't hear back from either. (r)
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    Google sues 25 China-based scammers behind Lighthouse 'phishing for dummies' kit

    
600+ phishing websites and 116 of these use a Google logo    
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Google has filed a lawsuit against 25 unnamed China-based scammers, which it claims have stolen more than 115 million credit card numbers in the US as part of the Lighthouse phishing operation.
Lighthouse is a phishing software service described in the lawsuit [PDF] as a "phishing for dummies" kit. Criminals pay a monthly subscription fee for access to hundreds of templates for fake websites, domain set-up tools for those phony sites, and other features designed to dupe victims into believing they are visiting a legitimate website. The crims use these sites to trick victims into entering their financial info and other sensitive details, which the crooks then steal.
These scams include text messages alerting victims about an "unpaid toll violation," or a "stuck package" purporting to come from the US Postal Service.
Over a 20-day period, criminals using Lighthouse created more than 200,000 fraudulent websites to target more than one million victims across 121 countries, according to Silent Push security researchers.
In total, Lighthouse offers more than 600 phishing websites mimicking real websites belonging to over 400 entities. At least 116 of these templates feature a Google logo, such as YouTube, Gmail, Google Play on the sign-in screen - and that's where Google's attorneys come into the picture.
These phishing attacks have harmed Google's customers and the company itself through the unauthorized use of its trademarks and services, according to the lawsuit. 
"The Defendants are a group of foreign cybercriminals who have engaged in relentless phishing attacks against millions of innocent victims, including Google customers, to steal personal and financial information," the lawsuit alleges. "These attacks have collectively swindled innocent victims out of millions of dollars and harmed Google through the unauthorized use of its trademarks and services."
Google's complaint, citing the Corrupt Organizations (RICO) Act, the Trademark Act of 1946, and the Computer Fraud and Abuse Act, seeks to disrupt the Lighthouse scams and prevent operators from causing future harm. It also seeks to recover damages the criminals obtained from the phishing operations.


	Chinese phishing kit helps scammers who send fake texts impersonate TikTok, Coinbase, others


	Google sues 25 alleged BadBox 2.0 botnet operators, all of whom are in China


	Microsoft blocks bait for 'fastest-growing' 365 phish kit, seizes 338 domains


	Darcula adds AI to its DIY phishing kits to help would-be vampires bleed victims dry


It's worth noting that the 25 "Does" in the lawsuit are very unlikely to end up in a US court - or to see their Lighthouse phishing kit shut down - as they are presumably in China. Beijing seldom allows extraditions to America or prosecutes Chinese scammers stealing money from foreign victims.
In July, Google filed a similar lawsuit against 25 unnamed individuals in China it accuses of breaking into more than 10 million devices worldwide, using those compromised devices to build a botnet (BadBox 2.0) they allegedly used to carry out other cybercrimes and fraud.
None of those individuals have seen the inside of a US court room, and Human Security CISO Gavin Reid told The Register in an earlier interview: "We expect there will be a Badbox 3." 
Human Security worked with Google and other security orgs to identify the C2 servers and domains directing the hijacked devices.
There oughta be a law
Perhaps because of these roadblocks, Google also said that it's working with US lawmakers on public policy that "can address the broader threat of scams," and today endorsed three bipartisan bills that aim to prevent foreign cybercrime.
The first one, called the Guarding Unprotected Aging Retirees from Deception (GUARD) Act, would allow federal law enforcement to assist state and local cops with tracing tools for blockchain technology to help catch fraudsters who use cryptocurrency to facilitate their crimes. It would also allow grantees of existing federal programs to use funds to increase resources and personnel specifically to use the blockchain for investigating financial fraud. 
Second, the Foreign Robocall Elimination Act, would increase cooperation between the feds and the private sector and establish a taskforce focused on how to best block foreign-originated illegal robocalls before they reach Americans.
Finally, the Scam Compound Accountability and Mobilization Act would develop and implement a national strategy to counter scam compounds, allow the president to use International Emergency Economic Powers Act (IEEPA) sanctions against foreign persons who enable international scam compound operations, and support survivors of human trafficking. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2025/11/12/google_sues_25_chinabased_scammers/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2025/11/12/openai_spending_report/
    

    OpenAI's viability called into question by reported inference spending with Microsoft

    
Microsoft internal financials also suggest AI flag bearer is nowhere close to $13 billion in revenues    
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OpenAI may be burning far more capital serving its GPT-family of models than previously thought. Leaked documents show the company paying more than $12 billion to Microsoft for compute power since 2024 and suggest much weaker revenue than it needs to pay for all those expenses.
According to internal Microsoft financial documents obtained by AI skeptic and tech blogger Ed Zitron, OpenAI blew $8.7 billion serving its models, a process called inference, on Azure alone in the first three quarters of 2025. That's more than double the $3.7 billion the AI flag bearer reportedly spent in 2024.
If the info in these leaks are correct, OpenAI's expense line is even worse than it looks at first blush. The report, we'll note, didn't include details on any training-specific spend at the cloud provider. It also does not mention CoreWeave and Google, which OpenAI also pays for compute capacity.
Using these numbers, OpenAI would be on a trajectory to far exceed the $9 billion in cash burn previously reported by the Wall Street Journal earlier this week.
However, there's reason to believe these documents may not provide a full picture as to OpenAI's financial relationship with its long-time compute partner, Microsoft.
According to the Financial Times, which also got a look at the documents, a Microsoft spokesperson said "the numbers aren't quite right," but declined to comment further. Another source familiar with OpenAI suggested to the FT that the figures offered an incomplete accounting of the two company's dealings.
One possibility is that these documents may not account for the possibility of cloud credits Microsoft granted to OpenAI. Those credits would likely end up lumped with other customers and show up under cost of sales in Microsoft's accounting. In that case, depending on how Microsoft has chosen to engineer its books, the figures in the report may inflate the amount of cash OpenAI is actually spending on inference with Azure each quarter.
Then there's the revenue side of the picture. Zitron's report also suggests that OpenAI's sales may be significantly smaller than its previous reports about annual recurring revenues (ARRs) imply.


Also on Wednesday, OpenAI rival Anthropic announced a $50 billion investment in US datacenter infrastructure in collaboration with Fluidstack.


The collaboration will see the construction of several large datacenters in Texas and New York. The announcement didn't address how the AI startup would pay for said datacenters, what silicon would power them, or the timeline over which they'd be built. The AI startup did suggest that, when complete, the project would create around 800 permanent jobs, each paying on average $144,000. (r)


These details are based on a 20 percent revenue share that OpenAI pays Microsoft under the company's initial $1 billion tie-up in 2019. Under that deal, Microsoft also pays OpenAI a 20 percent slice of revenue from the resale of OpenAI models and services under its brand.
The documents show Microsoft received $454.7 million from OpenAI during the first half of calendar year 2025. Taking into account the 20 percent revenue share, this suggests that OpenAI's sales during the period were approximately $2.27 billion. 
As Zitron notes, that's approximately $2 billion short of the $4.3 billion in revenues The Information reported in early October.
The documents indicate that OpenAI's revenues surged in the quarter ended Sept. 30, with Microsoft's share of sales reaching $865.9 million through that quarter, putting OpenAI's calculated revenues at $4.33 billion.
In spite of the jump, these figures are still in conflict with statements OpenAI CEO Sam Altman made earlier this month that the company's annual revenues would exceed $13 billion.
However, just like OpenAI's inference spend, it's possible that the figures contained within the report are incomplete. As mentioned earlier, Microsoft also pays OpenAI a 20 percent share of revenues from reselling the AI dev's models.


	Superintelligence probably not happening, but AI will still reshape society, expert panel says


	Altman sticks a different hand out, wants tax credits instead of gov loans


	Meta can't afford its $600B love letter to Trump


	OpenAI's Altman and Friar walk back remarks about federal loan guarantees


The documents appear to apply only to Azure. But Microsoft may be paying OpenAI separately out of other segments within its software business. Microsoft integrates OpenAI products into several products including its Bing search engine, Office 365 productivity Suite, GitHub copilot code assistant. Unfortunately, Microsoft has yet to break out AI-related revenues in the associated fields. 
However, Redmond's own financial reporting did indicate that OpenAI had a net loss in the neighborhood of $12 billion during the quarter ended Sept. 30.
If nothing else, Wednesday's reports underscore the need for greater financial transparency from OpenAI and its partners. Customers planning for the AI revolution need to understand if the finances don't work, as that would imply either a slower buildout or higher prices than expected.
El Reg reached out to Microsoft and OpenAI for their comment. Microsoft declined, and OpenAI did not respond by press time. (r)
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    Google apes Apple, swears cloud-based AI will keep your info private

    
We take your privacy, seriously    
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Google, perhaps not the first name you'd associate with privacy, has taken a page from Apple's playbook and now claims that its cloud AI services will safeguard sensitive personal data handled by its Gemini model family.
The Chocolate Factory has announced Private AI Compute, which is designed to extend the trust commitments embodied by Android's on-device Private Compute Core to services running in Google datacenters. It's conceptually and architecturally similar to Private Cloud Compute from Apple, which historically has used privacy as a big selling point for its devices and services, unlike Google, which is fairly open about collecting user data to serve more relevant information and advertisements.
"Private AI Compute is a secure, fortified space for processing your data that keeps your data isolated and private to you," said Jay Yagnik, VP of AI innovation and research, in a blog post. "It processes the same type of sensitive information you might expect to be processed on-device."
Since the generative AI boom began, experts have advised keeping sensitive data away from large language models, for fear that such data may be incorporated into them during the training process. Threat scenarios since then have expanded as models have been granted varying degrees of agency and access to other software tools. Now, providers are trying to convince consumers to share personal info with AI agents so that they can take action that requires credentials and payment information.
Without greater privacy and security assurances, the agentic pipe dreams promoted by AI vendors look unlikely to take shape. Among the 39 percent of Americans who haven't adopted AI, 71 percent cite data privacy as a reason why, according to a recent Menlo Ventures survey. 
The paranoids have reason to be concerned. According to a recent Stanford study, six major AI companies - Amazon (Nova), Anthropic (Claude), Google (Gemini), Meta (Meta AI), Microsoft (Copilot), and OpenAI (ChatGPT) - "appear to employ their users' chat data to train and improve their models by default, and that some retain this data indefinitely."
If every AI prompt could be handled by an on-device model that didn't phone home with user data, many of the privacy and security concerns would be moot. But so far, the consensus appears to be that frontier AI models must run in the cloud. So model vendors have to allay concerns about insiders harvesting sensitive stuff from the tokens flowing between the street and the data center.
Google's solution, Private AI Compute, is similar to Apple's Private Cloud Compute in that both data isolation schemes rely on Trusted Execution Environments (TEE) or Secure Enclaves. These notionally confidential computing mechanisms encrypt and isolate memory and processing from the host.


	Mozilla's Firefox 145 is heeeeeere: Buffs up privacy, bloats AI


	EU's reforms of GDPR, AI slated by privacy activists for 'playing into Big Tech's hands'


	Who's watching the watchers? This Mozilla fellow, and her Surveillance Watch map


	Google's Gemini Deep Research can now read your Gmail and rummage through Google Drive


For AI workloads on its Tensor Processing Unit (TPU) hardware, Google calls its computational safe room Titanium Intelligence Enclave (TIE). For CPU workloads, Private AI Compute relies on AMD's Secure Encrypted Virtualization - Secure Nested Paging (SEV-SNP), a secure computing environment for virtual machines.
Where Private AI Compute jobs require analytics, Google claims that it relies on confidential federated analytics, "to ensure that only anonymous statistics (e.g. differentially private aggregates) are visible to Google."
And the system incorporates various defenses against insiders, Google claims. Data is processed during inference requests in protected environments and then discarded when the user's session ends. There's no administrative access to user data and no shell access on hardened TPUs.
As a first step toward makings its claims verifiable, Google has published [PDF] cryptographic digests (e.g. SHA2-256) of application binaries used by Private AI Compute servers. Looking ahead, Google plans to let experts inspect its remote attestation data, to undertake third-party further audits, and to expand its Vulnerability Rewards Program to cover Private AI Compute.
That may attract more interest from security researchers, some of whom recently found flaws in AMD SEV-SNP and other trusted computing schemes.
Kaveh Ravazi, assistant professor in the department of information technology and electrical engineering at ETH Zurich, told The Register in an email that, while he's not an expert on privacy preserving analytics, he's familiar with TEEs.
"There have been attacks in the past to leak information from SEV-SNP for a remote attacker and compromise the TEE directly for an attacker with physical access (e.g., Google itself)," he said. "So while SEV-SNP raises the bar, there are definitely ways around it."
As for the hardened TPU platform, that looks more opaque, Ravazi said.
"They say things like there is no shell access and the security of the TPU platform itself has definitely been less scrutinized (at least publicly) compared to a TEE like SEV-SNP," he said. "Now in terms of what it means for user data privacy, it is a bit hard for me to say since it is unclear how much user data actually goes to these nodes (except maybe the prompt, but maybe they also create user-specific layers, but I do not really know)."
He added, "Google seems to be a bit more open about their security architecture compared to other AI-serving cloud companies as far as this whitepaper goes, and while not perfect, I see this (partial) openness as a good thing."
An audit conducted by NCC Group concludes that Private AI Compute mostly keeps AI session data safe from everyone except Google.
"Although the overall system relies upon proprietary hardware and is centralized on Borg Prime, NCC Group considers that Google has robustly limited the risk of user data being exposed to unexpected processing or outsiders, unless Google, as a whole organization, decides to do so," the security firm's audit concludes. (r)
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