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        Zendesk users targeted as Scattered Lapsus$ Hunters spin up fake support sites
        Carly Page

        ReliaQuest finds fresh crop of phishing domains and toxic tickets Scattered Lapsus$ Hunters may be circling Zendesk users for its latest extortion campaign, with new phishing domains and weaponized helpdesk tickets uncovered by ReliaQuest....

      

      
        OpenAI cuts off Mixpanel after analytics leak exposes API users
        Connor Jones

        ChatGPT maker places other vendors under review following breach OpenAI says API users may be affected by a recent breach at its former data analytics provider, Mixpanel....

      

      
        Tenstorrent QuietBox tested: A high-performance RISC-V AI workstation trapped in a software blackhole
        Tobias Mann

        $12K machine promises performance that can scale to 32 chip servers and beyond but immature stack makes harnessing compute challenging hands on  Tenstorrent probably isn't the first name that springs to mind when it comes to AI infrastructure. But unlike the litany of AI chip startups vying for VC funding and a slice of Nvidia's pie, Tenstorrent's chips actually exist outside the lab....

      

      
        Rosalind Franklin rover catches a break as NASA reaffirms committment
        Richard Speed

        ExoMars project may actually get to the red planet one day The European Space Agency's long-delayed Rosalind Franklin rover has received a boost with confirmation that NASA is staying in the project....

      

      
        FCC sounds alarm after emergency tones turned into potty-mouthed radio takeover
        Carly Page

        Agency flags hijacks of insecure studio-to-transmitter gear after attackers pipe in fake alerts and vulgar audio Malicious intruders have hijacked US radio gear to turn emergency broadcast tones into a profanity-laced alarm system.... 

      

      
        Asahi admits ransomware gang may have spilled almost 2M people's data
        Carly Page

        Brewer finally tallies fallout from September attack as it pushes earnings into 2026 Asahi has finally done the sums on September's ransomware attack in Japan, conceding the crooks may have helped themselves to personal data tied to almost 2 million people....

      

      
        Canadian data order risks blowing a hole in EU sovereignty
        Richard Speed

        OVH stuck between a rock and a hard place as investigators demand access A Canadian court has ordered French cloud provider OVHcloud to hand over customer data stored in Europe, potentially undermining the provider's claims about digital sovereignty protections....

      

      
        Scottish council still rebuilding systems two years after ransomware attack
        Connor Jones

        Audit sympathetic toward Comhairle nan Eilean Siar as staff stretched to capacity trying to recover Auditors remain concerned about the cyber resilience of a Scottish council as some systems are yet to be fully rebuilt following a ransomware attack in November 2023....

      

      
        One-fifth of the jobs at your company could disappear as AI automation takes off
        Lindsay Clark

        IT in the firing line as 'legacy' roles under the microscope AI-pocalypse  New research suggests AI deployment is creating significant workforce redundancies across major organizations....

      

      
        Tiny tweak for Pi OS, big makeover for the Imager
        Liam Proven

        Debian 13.2 freshness, better HiDPI support, and 101 other things to run on your Pi Raspberry Pi Ltd has shipped two updates for its single-board computers: a very small refresh to Pi OS 6, and a more substantial upgrade to the tool that writes your Pi's operating system to an SD card.... 

      

      
        HPC won't be an x86 monoculture forever - and it's starting to show
        Danny Bradbury

        Arm and RISC-V would like a word Feature  Remember when high-performance computing always seemed to be about x86? Exactly a decade ago, almost nine in ten supercomputers in the TOP500 (a list of the beefiest machines maintained twice yearly by academics) were Intel-based. Today, it's down to 57 percent....

      

      
        TSMC lawsuit claims former exec is probably leaking secrets to Intel
        Simon Sharwood

        Chipzilla can certainly use foundry smarts, but denies the allegation Taiwanese foundry TSMC believes a former executive has leaked company secrets to Intel and is testing the matter in court....

      

      
        ICANN distances itself from radical proposal - which it funded - to give nations a role in internet governance
        Simon Sharwood

        Africa is again at the center of strife ICANN has defended its decision to fund a group that proposed a radical new governance model that would give states a role in regulating the internet, and distanced itself from the group's proposal....

      

      
        Apple's lousy AI didn't stop it beating Samsung's smartphone sales for the first time since 2011
        Simon Sharwood

        Analyst Counterpoint says second-hand phones are also helping Cupertino to the smartphone shipment summit Apple is set to displace Samsung as the world's top smartphone manufacturer, measured by shipment volume, according to analyst firm Counterpoint.... 

      

      
        AWS builds a DNS backstop to allow changes when its notoriously flaky US East region wobbles
        Simon Sharwood

        60-minute RTO means big outages can still happen The cause of major internet outages is often the domain name system (DNS) and/or problems at Amazon Web Services' US East region. The cloud giant has now made a change that will make its own role in such outages less painful....

      

      
        Gainsight CEO downplays breach, says only a 'handful' of customers had data stolen
        Jessica Lyons

        Maybe if your hand has 200+ fingers... Gainsight CEO Chuck Ganapathi downplayed the victim count related to his company's recent breach, saying he's only aware of "a handful of customers" who had their data affected after Salesforce flagged unusual activity involving Gainsight's connected app....

      

      
        NASA pares back Boeing's Starliner deal after 2024 calamity
        Richard Speed

        Capsule might only manage three crewed missions to the ISS NASA has modified its Commercial Crew contract with Boeing, dropping the order from six to four missions, of which one will be uncrewed.... 
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ReliaQuest finds fresh crop of phishing domains and toxic tickets    
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Scattered Lapsus$ Hunters may be circling Zendesk users for its latest extortion campaign, with new phishing domains and weaponized helpdesk tickets uncovered by ReliaQuest.
Researchers say they found more than 40 typosquatted and impersonation domains - names like "znedesk.com" or "vpn-zendesk.com" - designed to mirror Zendesk's portals over the past six months. Some host fake single sign-on (SSO) pages aimed at harvesting credentials, while others are used to submit fraudulent tickets to helpdesk staff.
All share common registration hallmarks - the same registrar (NiceNic), US or UK contact details, and Cloudflare-masked nameservers - a profile almost identical to that of a previous impersonation campaign targeting Salesforce. That similarity leads security watchers to suspect the same criminal crew is behind both schemes: the "retired" Scattered Lapsus$ Hunters crew.
"These elements are reminiscent of the recent Scattered Lapsus$ Hunters campaign that targeted customer relationship management platform Salesforce in August 2025," ReliaQuest's threat researchers said in a blog post this week.
This is more than phishing noise. According to ReliaQuest, the attackers appear to be chaining support interface impersonation with targeted intrusions, submitting malicious tickets to legitimate Zendesk portals operated by real organizations, potentially dropping remote-access trojans (RATs) directly onto agents' machines. Once inside, they could pivot across corporate networks, quietly looting intellectual property or sensitive data.
These findings add uncomfortable context to the September 2025 Discord breach, which involved Discord's Zendesk-based support system being compromised. At the time, the incident was treated as an isolated data grab - albeit a miserable one, with attackers lifting user names, email addresses, billing details, IP logs, and government-issued IDs.
[image: Excalibur]
Ransomed CTO falls on sword, refuses to pay extortion demand

READ MORE
However, ReliaQuest says this breach was likely the work of Scattered Lapsus$ Hunters, and the new pile of impersonation domains and agent-targeted tickets indicates the group is likely doubling down on support platforms as part of its attack strategy. The gang even bragged on Telegram earlier this month: "Wait for 2026, we are running 3-4 campaigns atm," and warned incident responders to watch their logs through January 2026 because "#ShinyHuntazz is coming to collect your customer databases."
"It's likely that the Zendesk-related infrastructure we've uncovered is part of one of these campaigns," said ReliaQuest. "Scattered Lapsus$ Hunters claimed responsibility for a compromise of the customer success platform Gainsight in November 2025; it's realistically possible that Zendesk is the second of these campaign targets promised on Telegram."
Scattered Lapsus$ Hunters has already made headlines this year with a major campaign against Salesforce. In October, the group launched a dark web leak site claiming data theft from dozens of Salesforce customers. The cybercrime crew claims they stole up to a billion records, and threatened to publish them unless its ransom demands were met.


	3 more infamous cybercrime crews team up to 'maximize income' in 'challenging' ransomware biz


	Scattered Lapsus$ Hunters offering $10 in Bitcoin to 'endlessly harass' execs


	Two Scattered Spider teens charged over attack on London's transport network


	Criminals broke into the system Google uses to share info with cops


This fresh wave of attacks reflects a structural shift. Rather than hacking networks directly or exploiting zero-days, modern cybercriminals are weaponizing identity and trust in SaaS tooling.
Scattered Lapsus$ Hunters themselves are a coalition of previously separate outfits: social engineering specialists from Scattered Spider, data theft veterans from ShinyHunters, and the extortion-oriented Lapsus$ - effectively forming a "supergroup" tuned to the contours of 2025 enterprise IT.
That makes their interest in helpdesk infrastructure logical. Zendesk is used by more than 100,000 companies for internal and external support workflows. Compromise that, and you may own the front door to thousands of firms. (r)
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OpenAI says API users may be affected by a recent breach at its former data analytics provider, Mixpanel.
Limiting the exposure somewhat, only users of OpenAI's platform - its tools to develop AI-powered products - are affected. Typical users of ChatGPT need not worry unless they too use the API.
Mixpanel detected the data breach on November 9 and shared the dataset with OpenAI on November 25.
The data types involved pertain to profile information associated with OpenAI platform accounts and includes names, email addresses, approximate locations, operating system and browser details, referring websites, and organization or user IDs associated with the account.
OpenAI said it dropped Mixpanel as a result of the attack and is carrying out wider security reviews across its vendor ecosystem, elevating the requirements for each.
It said in an announcement: "As part of our security investigation, we removed Mixpanel from our production services, reviewed the affected datasets, and are working closely with Mixpanel and other partners to fully understand the incident and its scope. We are in the process of notifying impacted organizations, admins, and users directly. While we have found no evidence of any effect on systems or data outside Mixpanel's environment, we continue to monitor closely for any signs of misuse. 
"Trust, security, and privacy are foundational to our products, our organization, and our mission. We are committed to transparency, and are notifying all impacted customers and users. We also hold our partners and vendors accountable for the highest bar for security and privacy of their services. After reviewing this incident, OpenAI has terminated its use of Mixpanel."


	Asahi admits ransomware gang may have spilled almost 2M people's data


	Gainsight CEO downplays breach, says only a 'handful' of customers had data stolen


	Lifetime access to AI-for-evil WormGPT 4 costs just $220


	Get ready for 2026, the year of AI-aided ransomware


OpenAI did not reveal how many users might be affected by the Mixpanel breach, but confirmed it is notifying them directly. The Register asked for more information.
As you'd expect from a breach notification, the company warned users to be wary of possible phishing attempts, but said they don't need to go as far as resetting their passwords.
The main concerns here are convincing emails that contain suspicious links or attachments, or attempt to capture passwords and verification codes.
OpenAI's public statement on the matter is a carbon copy of the information issued to affected customers directly, which has been shared by security pros on social media.
The ChatGPT maker said it formerly used Mixpanel for web analytics to better understand how customers used its API, before dropping it in the wake of the breach.
The Register also asked Mixpanel for its take on the breach and OpenAI's decision to terminate its agreement, but it only directed us back to OpenAI's statement. (r)
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hands on Tenstorrent probably isn't the first name that springs to mind when it comes to AI infrastructure. But unlike the litany of AI chip startups vying for VC funding and a slice of Nvidia's pie, Tenstorrent's chips actually exist outside the lab.
If you're feeling a little non-conformist and want to color outside the lines, Tenstorrent parts and systems are readily available to anyone that wants them. In fact, you may be surprised to discover the company has already shipped three generations of its RISC-V-based accelerators in an effort to build momentum within the open-source community.
Their philosophy is to deliver a reasonably performant accelerator that can scale efficiently from a single card to a 32-chip system and beyond, at a fraction of the cost of competing AMD or Nvidia GPU boxes. 
El Reg recently had the privilege of going hands-on with one of the startup's most powerful systems to date, an $11,999 liquid-cooled AI workstation called the Blackhole QuietBox. The 80-pound (36 kg) machine is essentially a cut-down version of the chip startup's upcoming Blackhole Galaxy servers, which are expected next year. It's designed to serve as a development platform to learn the architecture, port over existing code bases, and optimize model kernels before pushing them to a production system.
And, because the machine uses the same chips, memory, and interconnects that you'll find in Tenstorrent's Galaxy servers, that work should theoretically scale seamlessly to the full system -- something that isn't generally true of most AI workstations available today. Sure, you could toss four RTX 5000 Adas or Radeon Pro AI R9700s into a similarly equipped workstation and find yourself in the same ballpark as the QuietBox, but performance characteristics of those systems will be wildly different than the GB200 racks or MI350 boxes your code would eventually end up running on.
This is one of the reasons why Nvidia has periodically released systems like the DGX Station, which cram the same CPUs and GPUs found in its datacenter class products into a more office-friendly chassis. Having said that, we fully expect Nvidia's next-gen Blackwell Ultra-based DGX Station to cost several times what Tenstorrent is asking for the QuietBox.
If you're in the market for something to run local AI inference or fine-tuning jobs of small to medium-sized models, Tenstorrent's QuietBox probably isn't for you. We expect that will change, but right now the company's software stack simply isn't polished enough for most local AI enthusiasts.
However, for machine learning software devs interested in exploring Tenstorrent's hardware architecture and software stack, or those looking to deploy the startup's chips in production, systems like Blackhole QuietBox offer a relatively low-cost entry point into the company's RISC-V-based accelerator ecosystem. 
Unpacking the TT-QuietBox
[image: Tenstorrent's latest QuietBox puts four of its liquid cooled Blackhole ASICs on your desk]
Tenstorrent's latest QuietBox puts four of its liquid cooled Blackhole ASICs on your desk - Click to enlarge


Tenstorrent's QuietBox is as beautifully engineered as it is ostentatiously styled. The machine is quiet, but its vibrant blue-stripped livery is anything but. Tenstorrent gets full marks for building a machine that's instantly recognizable.
The QuietBox, both the Blackhole edition we have here and the older Wormhole-based variant, use a custom chassis with radiator placement and a front-mounted reservoir that remind us of Lian Li's O11 Dynamic chassis.
The case functions as a chimney that pulls cool air through a 400 mm radiator at the bottom and exhausts it out a second 400 mm rad at the top. That might sound excessive, but those rads have nearly 1,200 watts worth of accelerators, not to mention the CPU, system memory, and storage-generating heat that they also need to dissipate.
The arrangement allows the entire machine to be cooled by just four of Noctua's 200 mm fans, all while staying true to its name and keeping noise levels in check. And that's really the inspiration behind the system. Tenstorrent wanted to give its users a high-performance compute platform they wouldn't mind putting on their desks.
It's certainly quiet, but it's not silent. Fan noise ranges from a gentle hum to that of a desktop space heater, which, given the QuietBox's contents, is an apt description. Accelerator temps never exceeded 70 Celsius in our testing, but that's because that heat, all 1300-plus watts of it, was being pumped into the room.
[image: We've pulled off the side panel to give you a better look at the QuietBox's internals.]
We've pulled off the side panel to give you a better look at the QuietBox's internals. - Click to enlarge


Sandwiched between the rads is an Epyc server board from ASRock Rack which provides connectivity to the accelerators as well as a couple of 10 gigabit Ethernet connections for local network access.
Rather than a typical workstation CPU, like an Intel Xeon-W or AMD Threadripper, Tenstorrent opted for the House of Zen's Epyc Siena 8124P. The 125 watt chip features 16 Zen4C cores -- "C" for compact -- capable of boosting up to 3 GHz under load.
[image: Instead of a typical workstation CPU, Tenstorrent has opted for a 16-core AMD Epyc.]
Instead of a typical workstation CPU, Tenstorrent has opted for a 16-core AMD Epyc. - Click to enlarge


The CPU is fed by eight 64 GB DDR5 4800 RDIMMs (one of the six channels runs in a two DIMM per channel mode) for a total of 512 GB of capacity and just over 200 GB/s of memory bandwidth.
Just below the CPU cold plate, we see the QuietBox's main attraction: four Tenstorrent Blackhole P150 accelerators. Together the chips boast over 3 petaFLOPS of dense FP8 performance.
[image: The QuietBox's main attraction is its four liquid-cooled Blackhole P150 accelerators.]
The QuietBox's main attraction is its four liquid-cooled Blackhole P150 accelerators. - Click to enlarge


TT-Quietbox Blackhole at a glance





	 
	 




	Price:

	$11,999




	CPU:
	AMD Epyc 8124P (16C / 32T)




	Memory:

	512 GB DDR5-4800 MT/s




	Storage:
	4TB NVMe PCIe 4.0 x4




	Accelerators:

	4x TT Blackhole P150c




	 
	480 Tensix Cores




	 

	64 'Big' RISC-V Cores




	 
	840 MB SRAM




	 

	128 GB GDDR6




	 
	2 TB/s Mem BW (Agg)




	 

	12.8 Tbps Interconnect BW




	Performance:
	3 PFLOPS - FP8 (dense)




	 

	776 TFLOPS - FP16 (dense)




	 
	1.5 PFLOPS - Block FP8 (dense)




	Connectivity:

	2x RJ45 10 GbE Intel X710-AT2




	 
	2x RJ45 1 GbE Intel i210




	 

	4x USB 3.1 Gen 1 (5 Gbps)




	 
	1x VGA (MB Graphics)




	Power:

	1650W 80 Plus Platinum




	OS:
	Ubuntu 22.04 Jammy Jellyfish






The Blackhole P150
[image: We couldn't exactly pull and disassemble one of the P150s from our test system, so here's a rendering of the card from Tenstorrent's website. ]
We couldn't exactly pull and disassemble one of the P150s from our test system, so here's a rendering of the card from Tenstorrent's website. - Click to enlarge


We took a closer look at Tenstorrent's Blackhole architecture back at HotChips in 2024, but, in a nutshell, each of the 300 watt chips is packed with 752 "baby" RISC-V processor cores that make up everything from the chip's 140 Tensix processor cores (T) to its memory (D), PCIe (P), and Ethernet (E) controllers.
The chip also features 16 of SiFive's Intelligence x280 cores, which, in addition to handling operations that can't easily be parallelized, can run Linux. We weren't able to test this for ourselves, but in theory this should enable Blackhole to function as a standalone computer.
[image: Here's an overview of the core layout in Tenstorrent's Blackhole ASICs]
Here's an overview of the core layout in Tenstorrent's Blackhole ASICs - Click to enlarge


Together, the chip's Tensix cores deliver roughly 774 teraFLOPS of dense FP8 compute or 387 teraFLOPS using Tenstorrent's four or eight-bit block floating point data types. This compute is paired with 32 GB of GDDR6 that is good for 512 GB/s of memory bandwidth. And there are four of these in the system. But, as you'll see, actually harnessing that performance and bandwidth proved somewhat difficult.
If dropping nearly $12K on a fully-built system like the QuietBox is a little more than your wallet can handle, Tenstorrent also sells air-cooled (active and passive) versions of the card for $1,399. Or, if you only need one card, a cheaper, less powerful version without the chip-to-chip networking and 28 GB of memory can be had for $999.
BlackHole P100 / P150 speeds and feeds





	 
	P100a
	P150a/b/c




	Price:

	$999

	$1,399*




	Tensix Cores:
	120
	140




	Core Clock:

	1.35 GHz

	1.35 GHz




	'Big' RISC-V Cores:
	16
	16




	SRAM:

	180 MB

	210 MB




	Memory:
	28 GB GDDR6
	32 GB GDDR6




	Memory BW:

	448 GB/s

	512 GB/s




	TFLOPS FP8:
	644
	774




	TFLOPS FP16:

	166

	194




	TFLOPS Block FP8:
	332
	387




	TDP:

	300 Watts

	300 Watts




	Power:
	12-2x6 pin
	12-2x6 pin




	Interconnect:

	NA

	4x QSFP-DD 800GbE




	System Interface:
	PCIe 5.0 x16
	PCIe 5.0 x16




	Cooling:

	Active

	Active (a) / Passive (b) / Liquid (c)




	Dimensions:
	42 mm x 270 mm x 111 mm
	42 mm x 270 mm x 111 mm*







  * not specified for P150c

Scaling
Rather than relying on PCIe 5.0 or some proprietary interconnect like Nvidia's NVLink, each P150 is equipped with four QSFP-DD cages which provide high-speed connectivity at 800 Gbps to the other cards in the system over Ethernet. Or, well, it's kind of Ethernet. It appears the ports aren't exactly standard, with Tenstorrent warning that they are only for chip-to-chip communications, and can't be connected directly to a switch.
[image: Alongside the motherboard's rather spartan I/O, we see the sixteen QSFP-DD cages used to mesh the four P150s together.]
Alongside the motherboard's rather spartan I/O, we see the sixteen QSFP-DD cages used to mesh the four P150s together. - Click to enlarge


Usually Ethernet isn't fast enough for scale-up networks, but, with 3,200 Gbps of aggregate bandwidth per accelerator, each P150 has nearly as much interconnect bandwidth as an Nvidia H100 (400 GB/s versus 450 GB/s).
For the QuietBox, Tenstorrent recommends a 2D-Torus topology, like the one depicted below, using the eight 0.5 meter direct attach copper cables included with the system.
[image: For the Blackhole QuietBox, Tenstorrent recommends wiring up the four P150s in a 2D torus]
For the Blackhole QuietBox, Tenstorrent recommends wiring up the four P150s in a 2D torus - Click to enlarge


While elegant in its simplicity, those cables aren't cheap, running around $200 apiece. We can't help but think an NVLink-style bridge connector would have been less expensive. With that said, QSFP-DD means the cards can easily scale to clusters of eight, 16, or more. Want to stitch a couple of QuietBoxes together? That's totally possible.
More importantly, the architecture means that any code developed on a P150 or QuietBox is directly applicable to larger clusters through various degrees of pipeline, tensor, data, and/or expert parallelism.
In fact, if you look at the P150's core layout, you'll notice that only eight of the chip's 14 Ethernet cores are active. We suspect future versions of the chip will support even larger topologies. Tenstorrent's Blackhole Galaxy, for example, will pack 32 accelerators arranged into a 4x8 mesh.
Blackhole Galaxy is expected to deliver about 25 petaFLOPS of dense FP8 performance, a terabyte of GDDR6, and 16 TB/s of aggregate bandwidth. To put that in perspective, a DGX H100 with eight GPUs offered just under 16 petaFLOPS of dense FP8 performance, 640 GB of HBM3e, but 26.8 TB/s of memory bandwidth. Nvidia's Blackwell and AMD's MI350-series systems are on another level and are priced as such.
But, that's for a single node. Tenstorrent's interconnect heavy architecture means that it could be scaled up to a rack or beyond. In a rack-scale configuration, we can envision a system with 192 accelerators. Add in some optical transceivers to boost the reach, and the platform could theoretically scale across multiple racks and thousands of accelerators. 
This is really what the startup is getting at when they call Blackhole infinitely scalable. In fact, the architecture is really more in line with how Google and Amazon have built out their TPU and Trainium clusters than what we see with Nvidia hardware.
Initial setup
Setting up the QuietBox is a bit different than configuring your typical desktop or workstation. 
For one, there's no graphics card -- at least not in the traditional sense. Instead, your options are either to use the motherboard graphics via the included VGA-to-HDMI adapter, or the system's IPMI interface to control it remotely over the network.
There's also the matter of wiring up the accelerators per the diagram below.
[image: The QuietBox's four P150s use eight 800GbE DACs connected as shown in the diagram above]
The QuietBox's four P150s use eight 800GbE DACs connected as shown in the diagram above - Click to enlarge


With that out of the way, we could power up the system. Tenstorrent notes the initial boot could take in excess of 10 minutes. This is normal for Epyc systems, particularly those equipped with a large quantity of memory, but it's something that may catch newcomers off guard, making Tenstorrent's warning warranted.
Out of the box, the machine comes preinstalled with Ubuntu Desktop 22.04 LTS. Since we knew all of our interaction with the system would be through the terminal, we opted to install OpenSSH, so we could remotely access it over the network.
Tenstorrent provides an automated install script which ensures that all the dependencies are installed, device firmware is fully up to date, and the Ethernet mesh connecting the cards is functioning properly.
For the most part, the script involves answering a few "Yes / No" questions, most of which you'll be answering "Yes" to. Unfortunately, on our initial setup, a recent change to package naming caused it to error out. 
This, as it turns out, was foreshadowing as to the rest of Tenstorrent's software stack.
In any case, after a reboot, which took another eight or so minutes, we ran Tenstorrent's diagnostics utility tt-smi and confirmed all of the cards were detected properly.
[image: Tesntorrent's system management interface tt-smi was quite sure what to make of our single chip Blackhole accelerators]
Tesntorrent's system management interface tt-smi was quite sure what to make of our single chip Blackhole accelerators - Click to enlarge


All four of the cards appeared as expected, but it's clear `tt-smi` isn't quite sure what to make of our Blackhole cards. In addition to being detected as Tenstorrent's passively-cooled P150b parts, many of TT-SMI's fields were either blank or missing. This was a bit disconcerting, but apparently it's normal and nothing to worry about.
Model demos
Blackhole isn't a GPU. That means you can't just spin up a model in something like Ollama or Llama.cpp like you normally would. Thankfully, Tenstorrent's getting started guide provides a number of demos, including one for running LLMs in TT-Inference-Server. 
This process was fairly straightforward and was aided by a couple of convenient helper scripts that automatically selected the right model and flags for the hardware.
The entire process took about 45 minutes or so. Most of the wait was dominated by the download of the roughly 140 GB model files and conversion to the 4- and 8-bit block floating point data types used by Tenstorrent's hardware.
In the end, we were left with an OpenAI-compatible API endpoint that we could point to a front-end, like Open WebUI, at and begin prompting the system.
Since LLM inference is one of the prime use cases for this class of hardware, it's nice to see Tenstorrent putting the documentation for TT-Inference-Server front and center, even if performance isn't quite there yet.
Alongside the LLM serving demo, Tenstorrent also provides a containerized environment for playing with model demos that can be started by running `tt-metallium-demos`.
This eliminates the often frustrating process of downloading and wrangling the dependencies necessary to get things running. With a bit of effort, we were able to get a variety of models running, including Resnet50, Bert, Stable Diffusion 1.4, and the Boltz 2 structured biology foundation model, which is designed to predict protein structure and binding characteristics.
[image: In addition to ML demos you'd expect, like Bert or ResNet, we were also able to get scentific models like the Boltz-2 biomolecular foundation model running on the QuietBox]
In addition to ML demos you'd expect, like Bert or ResNet, we were also able to get scentific models like the Boltz-2 biomolecular foundation model running on the QuietBox - Click to enlarge


Unfortunately, actually finding the demos requires digging through Tenstorrent's TT-Metal Github repo. Even after we found them, it was hit or miss whether they ran at all or if there was any documentation to help us sort out why.
We'd really like to see more playbooks and tutorials like Tenstorrent's LLM serving guide for popular genAI workloads like image generation, text and image classification, object detection, voice transcription, and fine tuning, to name a few.
New users shouldn't need to search through GitHub repos or parse code comments just to get demos running. A couple of straightforward and user-friendly tutorials would go a long way to attracting interest from developers and students. It would also give Tenstorrent the chance to highlight its hardware's strengths, which aren't always obvious given the general immaturity of the software stack.
Tenstorrent's software philosophy
Something that's become abundantly clear over the past few years is that it doesn't matter how good your GPU or AI ASIC looks on paper if nobody can or is willing to program it.
Tenstorrent has taken a multi-pronged approach to this particular challenge. First, its software stack is entirely open source. Second, it's developing both a low-level API interface akin to Nvidia's CUDA and higher-level compilers for running existing Pytorch, JAX, or Onnx models.
This sets Tenstorrent apart from many AI chip startups that may have aspired to such a comprehensive software stack at first, but in the end delivered little more than an LLM inference server or API service.
[image: Tenstorrent's software strategy looks a bit like a layer cake.]
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At the very bottom of Tenstorrent's software stack is its low-level kernel environment (TT-LLK), which is about as close to programming on bare metal as you can get.
One layer up from that is TT-Metalium (TT-Metal) which provides a low-level API for writing custom kernels in C or C++ for Tenstorrent hardware. You can think of TT-Metal in the same category as Nvidia's CUDA or AMD's HIP. But while TT-Metal offers low-level access to hardware features, it comes at the price of a new programming model.
Above TT-Metal is TT-NN, a library that exposes supported neural-network operations to users without requiring intimate knowledge of the underlying hardware. These libraries work with both standard Python and C++ and provide a higher-level program environment for running AI models.
From what we can tell, TT-Metal and TT-NN is where most of Tenstorrent's model enablement is taking place. For example, both Tenstorrent's implementation of Transformers and vLLM are running atop TT-NN.
The complexity associated with programming at these layers is no doubt why it has taken so long to add support for new models, as custom kernels need to be handwritten for each.
These challenges aren't unique to Tenstorrent. It's one of the reasons why PyTorch, TensorFlow, and JAX have become so popular in recent years. They provide a hardware-agnostic abstraction layer for accelerated computing.
However, because Blackhole doesn't look anything like a modern GPU, using these same frameworks means Tenstorrent needs a compiler.
The company is developing a multi-level intermediate representation (TT-MLIR)-based compiler it calls Forge. The idea is that TT-Forge will take PyTorch, JAX, or other models and convert them to an intermediate representation. TT-Metal can then use this to compile compatible kernels for the underlying hardware.
Forge is currently in beta and clearly under very active development. If they can make it work, TT-MLIR and Forge should eliminate the need to hand code custom kernels just to support new models. As we've seen with similar projects, performance probably won't be as good as targeting TT-NN or TT-Metal, but would go a long way to expanding Tenstorrent's addressable market.
Gen AI performance
The Tenstorrent Blackhole accelerators available today, including the QuietBox, are all development kits, and that makes performance comparisons a bit tricky. The point of this hardware isn't to compete directly with Nvidia or AMD GPUs, at least not just yet, but rather to enable users to write software for Tenstorrent hardware. 
The state of the startup's software stack means performance enhancements are hitting Github on a daily basis. Just like we saw with AMD's ROCm 6.0 libraries, software can have a far larger impact on inference and training performance than the hardware itself. In a little over a year and a half, AMD managed to bolster inference performance on the MI300X by 3x. We fully expect Tenstorrent to deliver similar gains with time. 
But this means any benchmarks we share here will already be out of date. As such, the figures below should be interpreted as a snapshot of the Blackhole P150 and QuietBox's performance as of November 2025 and not as the final word on what the accelerators are capable of.
LLM inference performance
For the Blackhole accelerators, we tested LLM performance using both the TT-Transformers libraries and Tenstorrent's vLLM fork. We also experimented with TT-Inference-Server, but found no material advantage over using vLLM.
For most LLM inference workloads, Tenstorrent utilizes either 4- or 8-bit block floating point data types, not unlike OCP's MXFP4 and MXFP8 or Nvidia's NVFP4, which we previously explored here.
The implementation of these data types is, unfortunately, non-standard. We can't just pull an NVFP4 quant from Hugging Face and expect it to run. Instead, we needed to quantize higher-precision models to run on the QuietBox's P150s. When it comes to AI, quantization involves compressing model weights from one precision to another, shrinking them in the process.
[image: Tenstorrent's accelerators are optimized for block floating point datatypes similar to what we've seen from OCP and Nvidia]
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The specific combination of FP8, BF16, BFP8, and BFP4 used by Tenstorrent varies from model to model in order to balance performance and accuracy.
For the sake of consistency, we opted to quantize our test models, which included Llama 3.1 8B and Llama 3.3 70B, to BFP8. In real world applications, we recommend sticking to Tenstorrent's defaults.
And, if you're wondering, we're using Llama rather than newer, more capable models like gpt-oss-20B or 120B. The reason is simple: of the rather short list of LLMs supported, the two Llamas appear to be the best optimized for Blackhole.
A full list of supported models can be found here.
Batch 1 performance
We began our testing by evaluating the single batch performance of the P150 in single, two-way and four-way tensor parallel configurations.
Tensor parallelism is a method of distributing both the model weights and inference workload across multiple accelerators. It generally provides better scaling than pipeline parallelism, while also being more memory efficient than data parallelism.
On the left, we see the decode and prefill performance shown in blue and green, respectively. If you're not familiar, decode represents how fast the hardware can generate tokens, while prefill measures the time required to process a prompt. 
On the right, we chart how efficiently the inference engine can utilize the card's memory bandwidth as a percentage of its peak theoretical performance.
[image: On the left we chart decode and prefill performance in Tok/s and miliseconds time to first token. On the left we chart the percentage of theoretical decode performance achieved]
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Even in the best-case scenarios, the P150's decode performance is only about half that of theoretical when running Llama 3.1 8B on a single card. This is far less than we typically see on GPUs from Nvidia or AMD, which usually saturate somewhere between 60 and 80 percent of a card's memory bandwidth.
For the larger 70 billion parameter model, which is too large at BFP8 to run on one or even two cards, the QuietBox scales significantly better but still only manages to achieve about 41 percent of peak theoretical performance.
Scaling up
Sometimes accelerators perform better at larger batch sizes. To test this, we tasked the system with processing a 2,048-token prompt and generating a 128-token response at batch sizes ranging from 1 to 32. At the largest batch size, the cards had to process more than 64,000 tokens and generate roughly 4,096 tokens in response. 
Like our batch-one benchmarks, we ran these tests across our P150s in single, dual, and quad tensor-parallel configurations, charting total token throughput on the vertical axis and end-to-end latency on the horizontal.
[image: This graph charts overall throughput (tok/s) against end-to-end latency at various batch sizes ranging from 1-32]
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Even at higher batch sizes, performance fell well short of our expectations. At batch 32, results showed a roughly 25 percent reduction in end-to-end latency going from one card to two and then again from two cards to four. Meanwhile, overall throughput jumped 36 percent going from one P150 to two, and 27 percent going from two to four.
We observed similar scaling in our online-serving benchmark. The four-card configuration was able to serve 1.78x more requests than a single P150, while the dual-card configuration landed roughly in the middle.
[image: Similar to the multi-batch benchmark, this graph depicts the performance characteristics for various numbers of concurrent requests]
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At four requests a second, a QuietBox running a similarly-sized model should be able to handle over 14,000 requests an hour while maintaining reasonable prompt processing times (TTFT) and interactivity. Performance isn't awful; it's just less than half of what we'd expect from hardware of this caliber.
The relatively even spacing in both tests is encouraging in its consistency, but performance is anything but. We would have expected better scaling here, especially considering the 12.8 Tbps of bandwidth stitching the cards together.
To put these performance figures into perspective, a single P150 performed almost identically to an Nvidia DGX Spark in our testing. Going off speeds and feeds, the Blackhole card should deliver somewhere between 2-3x the the performance in LLM serving at FP8. 
Confusingly, Tenstorrent's own docs actually show super-linear decode scaling on its prior-gen accelerators when going from an eight-chip Wormhole QuietBox to a 32-chip Galaxy node. Meanwhile, for prefill, the jump from eight to 32 accelerators cut prompt processing time by roughly two thirds. This suggests that a lack of optimization is holding back the P150 and QuietBox from achieving its full potential.
[image: Tenstorrent's own performance testing shows that it was able to achieve linear decode scaling on its prior gen Wormhole accelerators]
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Making sense of Blackhole's half-baked performance
So, what's with the lackluster showing for Tenstorrent's latest accelerators? From what we can tell, the problem lies in the fact that all the models we tested appear to be using kernels written for its older Wormhole accelerators. 
These models are forward-compatible with Blackhole, which means they run but don't take advantage of the newer chip's substantially higher core counts.
Wormhole features 80 Tensix cores, but, on the N150 and N300, only 72 or 128 (64 per ASIC) are actually enabled. In what we imagine was a move to maximize compatibility, most models ended up being tuned for 64 Tensix cores. Unfortunately, that means, when running kernels written for Wormhole on Blackhole, 76 of the chip's 140 Tensix cores end up sitting idle.
The lack of optimized kernels also appears to be why Blackhole generates tokens so much slower than we're expecting. The kernels haven't been tuned to take advantage of the additional memory bandwidth, so they don't. The decode performance we observed is indicative of a card artificially capped at 288 GB/s of bandwidth, which happens to be exactly what Wormhole was capable of.
If we're right, this is a missed opportunity on Tenstorrent's part. We understand that this is a bit of a chicken and egg problem. You can't exactly write kernels if you don't have the hardware to write them for. But even one optimized model would have been enough to showcase Blackhole's architectural improvements. 
Instead, we're left with an accelerator that, in testing, looks like it only delivers iterative improvements in performance over its predecessor while consuming roughly twice the power.
We get the distinct impression here that, in a rush to get the product out the door, Tenstorrent's marketing team may have gotten ahead of its software engineers. 
Summing up
With the Blackhole QuietBox, Tenstorrent has managed to build a powerful. yet quiet, not to mention relatively affordable, development platform for its latest generation of accelerators.
On paper, the system's four Blackhole P150s promise a nice balance of compute, memory, and bandwidth, while doing something similarly priced GPUs can't: scale. The days of NVLink on consumer or workstation platforms are long past us, and PCIe will only get you so far. With 3.2 Tbps of bandwidth per chip, Tenstorrent has a platform that should deliver the same linear scaling as its last-gen Wormhole cards.
While some will balk at the machine's $11,999 price tag, getting anything remotely close in terms of performance, memory, and networking will set you back at least as much, if not more. 
The bigger problem for Tenstorrent is that those competing platforms are still more useful and therefore a better value thanks to software stacks that are more mature, even if they can't scale as effectively.
The open source community -- arguably the P150's and QuietBox's target market -- can and are helping with this, but, without clear examples to demonstrate the Blackhole architecture's potential, it's a tough sell.
Imagine if Nvidia launched a new GPU with 3x the performance and nearly twice the memory bandwidth, but to harness any of it meant rewriting your codebase without any assurances the claimed performance gains are even achievable. That's a big ask. Yet, this is essentially where we find ourselves with Blackhole.
The lack of optimized kernels for LLM inference -- the most important, or at least highest demand, workload in the world today -- is a particularly inexcusable misstep, and one that Tenstorrent shouldn't waste time resolving.
Even one optimized model, perhaps OpenAI's gpt-oss, would go a long way toward inspiring confidence, and, more importantly, building momentum behind the Blackhole architecture.
On the topic of software, we would also like to see Tenstorrent do a better job of consolidating its documentation. As it stands, the company's docs are scattered across multiple dedicated sites or buried in one of dozens of poorly indexed GitHub repos.
In particular, we think Tenstorrent would benefit greatly from increasing the number and quality of its "Getting Started" guides. If anyone from Tenstorrent's software team needs inspiration, take a look at the documentation Nvidia has provided with the DGX Spark.
The more things that potential customers know can and do run on Tenstorrent hardware, the faster the company can build momentum behind the product, and the easier time it's going to have selling accelerators and core IP.
Production servers based on Tenstorrent's Blackhole architecture haven't started shipping, so there's still time for the startup to break out the sanders and polishing cloths and smooth over its software platform's rough edges. (r)
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    Rosalind Franklin rover catches a break as NASA reaffirms committment

    
ExoMars project may actually get to the red planet one day    
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The European Space Agency's long-delayed Rosalind Franklin rover has received a boost with confirmation that NASA is staying in the project.
During Director General Josef Achbacher's speech at the agency's Ministerial meeting, where funding is debated and projects proposed and selected, he said [PDF]: "Just yesterday, I received very good news from NASA to confirm their contribution to the Rosalind Franklin Mission."
Among other things, the mission calls for a rover to be sent to Mars and drill up to two meters in search of underground biomarkers. Thanks to proposed cuts to NASA's budget, the US space agency's participation could have been scaled back or cut altogether.
An ESA insider described the ExoMars project as "snakebit." The project initially had NASA as a partner, but the US space agency walked away after budget cuts. This left the Russian space agency, Roscosmos, to plug the gap and provide a launcher and lander for the rover. A 2018 launch was delayed due to technical problems with the hardware, and another attempt in 2020 was also called off after issues cropped up with the parachutes. In 2022, Russia invaded Ukraine, and ESA halted cooperation, keeping the trundlebot firmly on Earth.


	Brits to build ExoMars landing gear after Russia sent packing


	Rosalind Franklin rover gets another shot at Mars after string of bad luck


	ESA kicks ExoMars rover down the road, to 2026 at best


	ExoMars rover launch axed over Russia tensions


For a while, it looked like ESA might finally throw in the towel on the project. The rover was complete, but needed a new ride and lander for its trip to Mars. In 2024, a deal was signed to replace the missing components, including NASA contributions such as radioisotope heater units (RHUs) for the rover, throttleable braking engines for the lander, and launch services.
With a 2028 launch date in place, the project finally appeared stable. That changed when the new US administration proposed significant reductions to NASA's budget.
While NASA's budget proposal hasn't yet been approved, ESA's Director General says the agency's contribution is still going ahead - meaning the ExoMars Rover might finally be headed to the red planet. (r)
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    FCC sounds alarm after emergency tones turned into potty-mouthed radio takeover

    
Agency flags hijacks of insecure studio-to-transmitter gear after attackers pipe in fake alerts and vulgar audio    


    
        By 
Carly Page        
    

    
        Posted in Cyber-crime,
        
            27th November 2025 14:00 GMT
        
    


    
Malicious intruders have hijacked US radio gear to turn emergency broadcast tones into a profanity-laced alarm system.
That's according to the latest warning issued by the Federal Communications Commission (FCC), which has flagged a "recent string of cyber intrusions" that diverted studio-to-transmitter links (STLs) so attackers could replace legitimate programming with their own audio - complete with the signature "Attention Signal" tone of the domestic Emergency Alert System (EAS).
According to the alert, the intrusions exploited unsecured broadcasting equipment, notably devices manufactured by Swiss firm Barix, which were reconfigured to stream attacker-controlled audio instead of station output. That stream included either real or simulated EAS alert tones, followed by obscene language or other offensive content.
Stations in Texas and Virginia have already reported incidents, including one during a live sports broadcast and another on a public radio affiliate's backup stream.
The HTX Media radio station in Houston confirmed it had fallen victim to hijackers in a post on Facebook, saying: "We've received multiple reports that 97.5 FM (ESPN Houston) has been hijacked and is currently broadcasting explicit and highly offensive content... The station appears to be looping a repeated audio stream that includes an Emergency Alert System (EAS) tone before playing an extremely vulgar track."


	Boffins say tool can sniff 5G traffic, launch 'attacks' without using rogue base stations


	A software-defined radio can derail a US train by slamming the brakes on remotely


	UK eyes new laws as cable sabotage blurs line between war and peace


	DHS warns of sharp rise in Chinese-made signal jammers it calls 'tools of terrorism'


The FCC's notice doesn't just sound the alarm about the problem - it offers a checklist of "best practices" broadcasters should follow to avoid falling victim to similar hijacks. These include promptly patching and updating firmware, replacing default passwords with strong alternatives (and rotating them periodically), putting EAS and other critical audio gear behind firewalls or VPN-protected networks, restricting remote management to authorized devices, and systematically auditing logs for suspicious access attempts.
Broadcasters are also urged to alert the FCC and the FBI's Internet Crime Complaint Center (IC3) if they suspect unauthorized access.
The FCC's warning comes after the EAS was compromised in 2013 across multiple television stations, with hoax "zombie apocalypse" alerts briefly terrorizing viewers before authorities confirmed they were pranks.
For radio stations, the fix isn't fancy - just overdue. (r)
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    Asahi admits ransomware gang may have spilled almost 2M people's data

    
Brewer finally tallies fallout from September attack as it pushes earnings into 2026    
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Asahi has finally done the sums on September's ransomware attack in Japan, conceding the crooks may have helped themselves to personal data tied to almost 2 million people.
Back on September 29, Asahi disclosed a "system failure caused by a cyberattack" that knocked out ordering, shipping, and call center systems across its Japanese operations. Days later, the attack was claimed by the Qilin ransomware crew, which reckons it stole some 27 GB of internal files - including employee records, contracts, financial documents, and other sensitive assets.
Fast forward to November 27, Asahi has finally posted a full breakdown of who and what might be affected. The tally includes 1.525 million people who contacted its customer service centers, 114,000 external contacts who received condolence or congratulatory telegrams, 107,000 current or former employees, and 168,000 of their family members. The exposed data includes names, addresses, phone numbers, email addresses, and in some cases date of birth and gender - but credit card information is not on the list.
Asahi notes that the exposed data was limited to systems managed in Japan, and none has yet been published. The company also pledges to notify individuals whose data is confirmed to have been compromised - but with nearly two million people in scope, that's a mammoth mailing list.
In its latest update, Asahi said attackers entered via compromised network equipment at a Group datacenter facility in Japan and deployed ransomware on the same day, encrypting data on multiple live servers and some connected PCs. This forced a broad operational suspension - order processing systems were shut down, shipments paused, and customer service lines silenced. The company isolated the datacenter within hours, but ransomware gangs don't need much time when the door is already open.


	Muji's minimalist calm shattered as ransomware takes down logistics partner


	Asahi breach leaves bitter taste as brewer fears personal data slurped


	No suds for you! Asahi brewery attack leaves Japanese drinkers dry


	Asahi runs dry as online attackers take down Japanese brewer


The disruption even interfered with Asahi's annual earnings cadence. The company has delayed the release of its full-year earnings report for the fiscal period ending December 31 by more than 50 days past the financial year close. That's a significant delay in anyone's calendar, especially a brewer with investors, distributors, and retailers waiting for guidance.
The company has made clear that it is restoring systems cautiously and in phases. Product shipments are resuming in stages as isolated systems are validated as secure. The earnings delay suggests full operational normalization will take longer than planned, with Reuters reporting that logistics may not be fully restored until February.
While Asahi may be brewing again at factories, the investigation confirms a sharper flavor of exposure - personal records first, PR headache second, and earnings punted firmly into 2026. If breach disclosures were beer, this one would need a dedicated production line. (r)
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    Canadian data order risks blowing a hole in EU sovereignty

    
OVH stuck between a rock and a hard place as investigators demand access    
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A Canadian court has ordered French cloud provider OVHcloud to hand over customer data stored in Europe, potentially undermining the provider's claims about digital sovereignty protections.
According to documents seen by The Register, the Royal Canadian Mounted Police (RCMP) issued a Production Order in April 2024 demanding subscriber and account data linked to four IP addresses on OVH servers in France, the UK, and Australia as part of a criminal investigation.
OVH has a Canadian arm, which was the jumping-off point for the courts, but OVH Group is a French company, so the data in France should be protected from prying eyes. Or perhaps not.
Rather than using established Mutual Legal Assistance Treaties (MLAT) between Canada and France, the RCMP sought direct disclosure through OVH's Canadian subsidiary.
This puts OVH in an impossible position. French law prohibits such data sharing outside official treaties, with penalties up to EU90,000 and six months imprisonment. But refusing the Canadian order risks contempt of court charges.


	NATO taps Google for air-gapped sovereign cloud


	Microsoft-SAP pact aims to keep Euro cloud running in a crisis


	Europe's IT spend to surge 11% as cloud sovereignty fever takes hold


	Geopolitics push European CIOs to think local on cloud


On September 25, a decision on the production order by Justice Heather Perkins-McVey was released, rejecting an application to have it revoked. Justice Perkins-McVey said: "The Court must balance the interests of the state and the respondent." In this instance, the national security nature of the investigation trumped other concerns.
Unsurprisingly, not least because Justice Perkins-McVey set a deadline of October 27 for data disclosure, an application for judicial review was filed. It states that OVH "will be forced to choose between the risks of criminal liability in Canada and/or France, including imprisonment and fines" and the "urgency flows directly from the compliance deadline imposed by the Review Decision."
Under Trump 2.0, economic and geopolitical relations between Europe and the US have become increasingly volatile, something Microsoft acknowledged in April.
Against this backdrop, concerns about the US CLOUD Act are growing. Through the legislation, US authorities can request - via warrant or subpoena - access to data hosted by US corporations regardless of where in the world that data is stored. Hyperscalers claim they have received no such requests with respect to European customers, but the risk remains and European cloud providers have used this as a sales tactic by insisting digital information they hold is protected.
In the OVH case, if Canadian authorities are able to force access to data held on European servers rather than navigate official channels (for example, international treaties), the implications could be severe.
Mark Boost, CEO of Civo, told The Register: "We are watching this case very closely because it has the potential to set a major precedent.
"If courts decide that a foreign government can reach into data stored inside another country simply because a provider has a commercial presence there, it changes the entire meaning of sovereignty. It would raise real doubts about whether local storage is enough, or whether customers need stronger guarantees around who actually owns and controls the infrastructure behind the scenes.
He added: "If the Canadian position is upheld, it will force the industry to rethink how sovereignty is protected in practice. Customers may need to look beyond data location and start asking hard questions about corporate structure, legal separation, and how providers shield users from overseas claims."
Earlier this week, GrapheneOS announced it no longer had active servers in France and was in the process of leaving OVH.
The privacy-focused mobile outfit said, "France isn't a safe country for open source privacy projects. They expect backdoors in encryption and for device access too. Secure devices and services are not going to be allowed. We don't feel safe using OVH for even a static website with servers in Canada/US via their Canada/US subsidiaries."
In August, an OVH legal representative crowed over the admission by Microsoft that it could not guarantee data sovereignty.
It would be deeply ironic if OVH were unable to guarantee the same thing because the company has a subsidiary in Canada.
The Register asked OVH to comment and a spokesperson told us a response was incoming, though it had not arrived at the time of publication. (r)
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Audit sympathetic toward Comhairle nan Eilean Siar as staff stretched to capacity trying to recover    
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Auditors remain concerned about the cyber resilience of a Scottish council as some systems are yet to be fully rebuilt following a ransomware attack in November 2023.
The ransomware attack on Comhairle nan Eilean Siar, in Scotland's Western Isles, required "several" of its systems to be reconstructed, among other damage - especially to the authority's finance department.
Systems for housing benefits, council tax, and non-domestic rates remain unrestored, with their large data volumes slowing the digital renovation, the audit noted.
A report [PDF] on the attack, published by Scotland's Accounts Commission today, commended the Comhairle's swift response to the attack, but highlights various gaps that remain in its cybersecurity defenses.
In addition to systems destroyed by the attack that still have not been rebuilt two years later, some of the key recommended cybersecurity improvements made at the time have also yet to be implemented.
As of September 2025, the audit notes that only five of the ten recommendations were put in place. The most significant areas yet to be addressed include testing staff training programs, testing the incident response plan, and meeting full compliance with the NCSC's security principles.
The audit report states: "Weaknesses in IT infrastructure, governance, preparedness, and staff capacity were identified back in 2021/22 and had they been addressed sooner, the impact of the attack might have been reduced.
"As a matter of priority, realistic and achievable timelines should be set for all agreed audit recommendations which will support elected members to monitor delivery more effectively and focus on mitigating risks. This is important for any agreed recommendations in all councils."
Among the various weaknesses identified were the locally hosted nature of many systems. Other than the cloud-hosted M365, most were affected by the attack.
The council's backups were also not considered robust enough to minimize the impact of a potential attack, but together with the audit's perceived on-prem vulnerabilities, its overall cyber posture was still considered adequate at the time.
The Accounts Commission says that, as a matter of urgency, the Comhairle council must test its updated business continuity and incident response plans against scenarios as severe as the 2023 attack.
It notes that the Comhairle's response to the attack "was largely effective," but the continuity plans were not applied consistently across the organization and had not been adequately tested.
Jo Armstrong, Chair of the Accounts Commission, said in a statement:
"This cyberattack shows how exposed local government is, and the urgent need to test resilience and recovery arrangements. Councils need to assume that it's a case of when, not if, they are attacked. A collective approach is needed to prepare councils for an increasingly digital future - they must collaborate, learn from each other, and work closely with partners, including the Scottish Government.
"Comhairle nan Eilean Siar staff went above and beyond to mitigate the impacts on service users, suppliers, and the local community. This increased pressure on staff as they took on additional work, alongside dealing with day-to-day responsibilities. We want the council to take action to improve how they communicate and support staff during significant events that could increase workload and stress."
Staffing shortfalls
Finding the right talent to fill vacant cybersecurity roles is a longstanding challenge for all types of organization, but this is especially true for cash-strapped local authorities, particularly those located away from the mainland.
At the time of the Comhairle's ransomware attack, the audit notes that five out of the total 17 IT positions at the council were vacant, including that of a senior systems analyst, and the biennial cybersecurity training for wider staff members had lapsed.
Further, its IT Health Check was overdue, and the council's Public Sector Network (PSN) certification had expired for 2022/23. It was not renewed at the time of the attack, when Comhairle also lacked an incident response and disaster recovery plan.
Staff have worked for the past two years to bring council services back online. As of April 2025, all services were operational, although the authority's departments are all tasked with handling a backlog of work caused by the attack, which remains to be cleared.


	CodeRED emergency alert system CodeDEAD after INC ransomware attack


	London councils probe cyber incident as shared IT systems knocked offline


	Get ready for 2026, the year of AI-aided ransomware


	Intrusion at real estate finance biz sparks concern for big banks


The vast majority of this work pertains to rebuilding databases. The ransomware attack locked staff out of much of the data and some was rendered permanently lost. As a result, the council could not publish 2024 annual accounts on time.
Council employees had to piece together what data they could from disparate sources to file those accounts six months late, and it still acknowledged that there would be gaps in the data.
Overall, direct costs related to the attack stand at an estimated PS950,000 ($1.25 million). Around PS250,000 ($330,000) was claimed from the Scottish government, and the council continues to pursue an insurance payout to cover a larger share of the total outlay.
These costs primarily relate to consultancy fees, cloud setup costs, and ongoing charges for cloud-based systems. The audit notes that Comhairle incurred many more indirect costs, such as those related to missed growth opportunities while instructing staff to focus on rebuilding databases.
The volume of work handled by staff increased significantly post-attack, as manual processes replaced the inaccessible digital alternatives, and this stretched individuals to capacity.
This increased workload is expected to affect operations for months or years to come, and has dented staff morale, the audit notes.
The Comhairle's response
The Accounts Commission commended the authority for an appropriate response given its resources at the time. The council escalated the case to organizations like the central Scottish government and the NCSC, and followed it business continuity plan, even though it wasn't properly stress-tested for a scenario as serious as the ransomware attack it faced.
It also quickly identified that its HR/payroll system, ResourceLink, was the most critical system rendered inaccessible, and it worked quickly to restore functionality. Payroll was restored by the end of the month, so staff did not miss a paycheck, and partial functionality was achieved by mid-December.
The authority engaged the right regulators and third parties, like UK cybersecurity biz NCC Group, to help with remediation efforts, and has made some progress in its recovery plan. (r)
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AI-pocalypse New research suggests AI deployment is creating significant workforce redundancies across major organizations.
A BearingPoint survey of 1,000 plus global execs found half report 10 to 19 percent workforce overcapacity due to "early-stage automation and limited role redesign" as AI is rolled out in their businesses.
[image: ]
Tech industry grad hiring crashes 46% as bots do junior work

READ MORE
"Roles centered on routine analysis, process execution, transactional support, and repetitive knowledge work - including back-office operations, customer service, and entry-level financial or HR support - are becoming increasingly redundant," said the report. "Half of C-level executives indicate 10 to 20 percent overcapacity induced by AI, with IT, administration, and customer support already high on their agenda."
According to the study, AI is expected to drive a sharp increase in workforce overcapacity by 2028 as productivity gains accelerate, "leading to a sustained reduction in demand for multiple profiles."
Within three years, all companies forecast at least 10 percent overcapacity, and 45 percent expect to manage 30-50 percent excess capacity, the report said.
Alfred Obereder, partner at BearingPoint, said organizations are being forced to rethink not just who does the work, but how work itself is designed and delivered. "Rather than layering AI onto outdated functions, they are beginning to deconstruct traditional role definitions and rebuild them around human-agent collaboration," he said.


	AI has had zero effect on jobs so far, says Yale study


	AI layoffs to backfire: Half quietly rehired at lower pay


	Senate report says AI will take 97M US jobs in the next 10 years, but those numbers come from ChatGPT


	AI robs jobs from recent college grads, but isn't hurting wages, Stanford study says


Organizations must balance overcapacity in "legacy roles" while finding the skills in AI-critical domains. "Workforce planning, talent development, and organizational design will need to be rethought from the ground up."
The Register has asked BearingPoint whether this might mean job losses in the short term.
Last week, UK-based global law firm Clifford Chance said it was reducing the number of business services staff at its London office by 10 percent as it increases use of AI in back-office functions.
Consultancy PwC also said AI may lead to fewer workers being hired. In the tech industry, Amazon has told its staff that some of them will be replaced by bots, although this would not mean total headcount reduction in the short term.
However, a Yale study from October claims that there's little evidence of jobs being lost due to AI so far, at least in the US. Researchers said they had looked at the labor market since ChatGPT's release and did not see "discernible disruption." (r)
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        By 
Liam Proven        
    

    
        Posted in OSes,
        
            27th November 2025 10:15 GMT
        
    


    
Raspberry Pi Ltd has shipped two updates for its single-board computers: a very small refresh to Pi OS 6, and a more substantial upgrade to the tool that writes your Pi's operating system to an SD card.
The Raspberry Pi Imager 2.0 is a significant new version of the best and easiest tool for creating boot media for any Raspberry Pi from the Zero upward. Two years ago, when we introduced Raspberry Pi OS 5, we also showed you a couple of screenshots of the improved Pi Imager application. Now it's been streamlined and simplified.
[image: Pi Imager 2 showing 5 different models, right back to the version 1 hardware]
What flavor of Pi would you like to start with?


The Raspberry Pi Imager is the quickest way to create a fresh SD card. It's rather more capable than a generic image writer like the handy Balena Etcher. The Imager also offers a menu letting you choose the OS you want, and it downloads the relevant OS for you, as well as writing it. Version 2.0 has been restructured as a step-by-step "wizard." A panel down the left identifies the steps: Device, OS, Storage, Customisation (yes, with an "s" because this is a British app), Writing, and finally Done. There are a few additional options for the Imager app itself, behind a button at the bottom. For each step, you need to pick an option before you can proceed.
There are a lot of OS choices in here now. As well as the standard small GUI-based options of Pi OS 6 (in both 64-bit and 32-bit editions) plus Pi OS 5, there's a sub-menu with various "Full," "Lite," and "Legacy" options, plus seven other OSes including RISC OS Pi 5.30 and an Android variant called Bass OS. Some of these have sub-menus - for instance, the Ubuntu option offers no fewer than 14 variants, including Server, LTS and latest interim desktops, Ubuntu Core, and the previous LTS releases. Fortunately, the window is resizable. There is a bewildering array of OS choices in here: five dedicated media player choices, 26 special-purpose OSes for things like digital signage or 3D printing, and so on.
[image: Tall thin window showing 14 different variants of Ubuntu, Ubuntu Server and Ubuntu Core]
You can resize the window of Pi Imager 2, which we've done to show 14 different Ubuntu variants


Pi OS 6 gets freshened up
The Raspberry Pi organization tends to be a little coy about administrivia like version numbers and release announcements, making it slightly tricky for us to link to anything very specific. However, it's also released a small update to the new Debian 13-based version of the Raspberry Pi OS, which appeared last month. The company's own October announcement of the Trixie-based release doesn't give it a version number or anything handy for your hardworking hack.
The splash screen on an actual device now says Raspberry Pi OS 6.0 -- September 2025. After the latest update, flagged as 2025-11-24 in the combined release notes file that's been updated for a dozen years now, the splash screen still says version 6.0, but now the /etc/debian_release file says that it's based on Debian 13.2. That is the latest update version, which was released on November 15.
For Wayland users, this release adopts the latest labwc compositor 0.9.2 and refines the HiDPI scaling options, with new hi-def icons, icons in the app switcher, and a new Scaling section in the Screens control panel. Since this aging vulture's eyes can't tell the difference between standard definition and high definition from a typical 60 cm or so away, we don't own any HD displays - why pay more for something you can't see? So we can't test it for you. However, we're sure that it looks absolutely lovely if you can see it. We have read that if you invest in a gold and silver-plated premium HDMI cable to go with your 600 Hz specialist eSports monitor, the colors look richer and more vibrant. Do feel free to tell us we're a mole-person who ought to use sonar in the comments.
[image: Pi OS 6 desktop under Wayland and Pi Connect, showing Fastfetch and the /dev/debian_version file.]
The version number hasn't changed, but Raspberry Pi OS 6 is now based on Debian 13.2 - complete with new labwc for Wayland fans


You also get new releases of both Firefox and Chromium, which will be handy. This is only a modest update, and there's no need to write new media, reinstall, or anything. Just do a normal update however you choose to do such things, and you'll get it. We use the command line, partly because it works whether you've got a GUI or not, including over an SSH connection - for example, to this vulture's home Pi-hole, which is still serving very well. The simple way is three commands:
sudo -s
apt update ; apt full-upgrade -y

In the PiOS standard config, the sudo command doesn't ask for your password. If you're impatient, or do this a lot, the Nala package manager is a little quicker. Just once, type:
sudo apt install -y nala

From then on, you can update with a single command instead of two, and it might go a little bit faster as well:
sudo -s
nala upgrade -y

Periodically, though, especially if you have a fairly small microSD card, you should empty the cache:
sudo apt clean

Pi OS longevity - and breadth of OS support
This long-term Linux support is one of the key differentiators about the Raspberry Pi. The Register covered the prototype Pi way back in 2011, and when it went into full production in January 2012. That's 13 years ago, but you can still download three versions of the Raspberry Pi OS that works on all models of Pi, complete with Debian 13 base and kernel 6.12.
Alongside Raspberry Pi Ltd's very impressive commitment to long-term OS support, there's also a very long list of other OSes for the Pi. The Imager app offers RISC OS, which is nearly as unlike Unix as any OS that has ever existed. Missing from the Imager, though, are some other members of the wider Unix-like family. You can get the latest FreeBSD, NetBSD, and OpenBSD.


	Raspberry Pi OS, LMDE, Peppermint OS join the Debian 13 club


	Struggling to heat your home? How about 500 Raspberry Pi units?


	Raspberry Pi prices hiked as AI gobbles all the memory


	AI can spew code, but kids should still suffer like we did, says Raspberry Pi


And it doesn't stop there. There's a port of Plan 9 from Bell Labs, and we are impressed that it was ported by Richard Miller - the same genius who in 1976 did the first ever port of Unix outside AT&T [PDF] - to the Interdata 7/32. And since Plan 9 exists, there's a version of 9front too.
Plan 9 is what Unix grew up into. It's a cluster-native OS that provides all the important functionality of Linux, complete with Kubernetes - and it does it in a 5 MB kernel with 38 system calls. It's about the same age as Linux and the x86 flavors of BSD, and in this vulture's humble opinion, it's an epic mistake that once Plan 9 went FOSS at the turn of the century, the industry didn't adopt it instead of Linux.
The development of Unix didn't end with Plan 9. Plan 9 code is written in an exceptionally small and quick-compiling dialect of C, and that means that processes in a Plan 9 cluster can only move between machines with the same CPU type. So Dennis Ritchie and Ken Thompson went on and fixed that to create the Inferno OS, which replaces C with the cleaner safer Limbo language, meaning that processes can run natively on any CPU that Inferno supports. And, yes, the Raspberry Pi has its own native port of Inferno OS too.
There are lots of inexpensive Arm boards out there, many with specs exceeding those of the Raspberry Pi. With some of them, you might even get an OS update or two after you buy it, if you're lucky. The original 2013 Raspberry Pi can still run Debian 13, though, and half a dozen totally different OSes as well. There's nothing else quite like it in the 21st century. Long may it thrive. (r)
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Feature Remember when high-performance computing always seemed to be about x86? Exactly a decade ago, almost nine in ten supercomputers in the TOP500 (a list of the beefiest machines maintained twice yearly by academics) were Intel-based. Today, it's down to 57 percent.
Intel might once have ruled the HPC roost but its influence is waning. Today, other processors are making significant inroads.
Supercomputing development has evolved in waves since Cray pioneered vector processors (which were excellent at conducting single operations across large data sets) in the mid-1970s.
Later came reduced instruction set chip (RISC) architectures with chips like the 64-bit DEC Alpha, IBM POWER, Sun/Fujitsu SPARC, SGI MIPS, and HP PA-RISC. Each offered distinct performance characteristics. Their simpler instruction sets made for fast instruction decoding and pipelining, and also served more general-purpose use cases than vector-based systems.
The coming of the commodity cluster
The problem for RISC was economic. Chips manufactured in smaller volumes cost far more than commodity chips like x86. NASA realized this and began using Intel chips for its Beowulf supercomputing clusters as far back as 1994. It proved that running cheap chips in parallel could approach or match specialized hardware in performance terms while slashing costs.
Intel's ASCI Red followed that work in 1997, becoming the first teraFLOPS machine using 9,152 Pentium Pro processors designed for workstations.
Intel gained traction, but GPUs have become increasingly important. Nvidia's 2006 CUDA launch transformed graphics processors into general-purpose computing machines with dramatic speedups for parallel data workloads.
"It's that AI trend and what's going on with hyperscale that really opens up the opportunity for architectures on the CPU side beyond x86," says Addison Snell, CEO at market analyst Intersect360 Research. "A large, high-growth portion of the market is chasing the accelerators, mostly the GPUs from Nvidia, and that really is driving a lot of the architecture."
However, those GPUs still need CPUs to handle part of the workload.
That CPU-bound load includes job scheduling, workflow management, I/O, and scalar operations that don't parallelize well. "For example, taking an average of numbers, right? A GPU can't do that any faster than an Arm chip or an x86 chip," explains Karl Freund, founder and principal analyst at Cambria-AI Research. "So when you finish a layer and you then want to do an average across the nodes, yeah, just let Arm do it."
x86 chips, whether from Intel or AMD, grew quickly to outpace RISC chips in the market, increasingly working alongside GPUs to do the heavy parallel lifting. For example, 2012 saw Oak Ridge's Titan supercomputer top the TOP500 list by pairing AMD Opterons with Nvidia K20 GPUs across 18,688 nodes for 17.6 petaflops.
Nvidia's domination of the GPU space in HPC stems from its complete and tightly integrated stack, spanning hardware and software.
"The bigger advantage that Nvidia has is on the software side," says Snell's colleague, Steve Conway, senior analyst at Intersect360 Research. "They made, very early on, an investment in their software to manage this monster called CUDA."
That tech stack is the company's true moat, he says. It filled it wide and deep, investing in its use by current commercial developers along with upcoming generations of developers in the universities.
AMD's HPC play
AMD shows considerable promise in both the CPU and GPU sides. Its EPYC architecture, which targets servers and embedded systems, helped drive Oak Ridge to the top spot in 2023 again with Frontier, containing 9,472 of its CPUs along with 37,888 AMD Instinct GPUs (its datacenter GPU brand).
The company's Milan, Genoa, and Turin EPYC generations have progressively increased chip density, driving it to further big wins. November saw the El Capitan supercomputer from Lawrence Livermore National Laboratory (LANL) retain its top spot, sporting an AMD EPYC and Instinct combo.
Simon McIntosh-Smith, director of the Bristol Centre for Supercomputing, sees great promise in AMD. "AMD is increasingly viable. The hardware is really good, in the same sort of ballpark as Nvidia. Where they've traditionally not been as strong is on the software side," he says, calling for more investment there.
Arm's patient path from mobile to exascale
While AMD has gained considerable traction over Intel in the highly successful x86 HPC market, Arm is another strong contender in that space. The Mont-Blanc project, started by the Barcelona Supercomputing Center in 2011, provided European validation of the Arm architecture using embedded Arm chips in experimental clusters. That was among the first experiments with the Arm architecture in HPC machines.
Almost a decade later came Fugaku, a 2020 deployment at Japan's Riken Center for Computational Science that was really Arm's biggest achievement. This 442 petaFLOPS monster used 48-core A64FX processors to propel it to TOP500's top spot.
A year later, in 2021, Arm brought vector processing to its Neoverse datacenter processor designs with its Neoverse V1 CPU, which featured Scalable Vector Extensions.
A big strategic foothold in the HPC space for Arm came with its Nvidia partnership. Announced in 2021, it led to the creation of Grace, an Nvidia chip based on Arm, which it married with its Hopper GPU to create the Grace Hopper Superchip.
Over 40 supercomputer projects announced their support for Grace Hopper, including Germany's Jupiter system, which just became Europe's first exascale system at 1 exaFLOPS.
Studies also show high energy efficiency for Arm chips. For example, a 2023 benchmarking exercise in AI systems found energy savings of around 25-30 percent when running Arm over comparable x86 chips.
The Bristol Centre for Supercomputing also opted for the Arm architecture, beginning with its first Isambard supercomputer in 2018. Now its Isambard-AI supercomputer is built on Nvidia Grace Hopper nodes. It is the UK's largest supercomputer, with more than 5,500 Grace Hopper nodes.
Nvidia looks set to develop its own CPU architecture. The company has a 20-year IP licensing arrangement with Arm and has already indicated that it will build its own cores using that IP, which could see a departure from off-the-shelf Neoverse cores.
The open architecture proposition
While Arm is making great gains today, there are other contenders on the horizon. One of them is RISC-V, which represents a big departure from Arm in its licensing strategy, which consists of giving it away for free. Conceived at the University of California, Berkeley, it's an open instruction set architecture with no licensing fees at all.
That's a huge advantage, says John Leidel, chief scientist and founder of Tactical Computing Labs (TCL). The Cray and Silicon Graphics veteran has a history in software development and hardware design. He now runs a small R&D firm specializing in novel hardware and software for HPC and high-performance data analytics.
"If you were to take an x86 processor and you wanted to customize it for a given scientific application, you would need to license that from Intel," he says. "And then go through a very arduous process that costs billions of dollars."
The same goes for Arm processors, of course. However, this isn't RISC-V's only advantage over x86 in particular, he says. That venerable architecture has a lot of baggage.
"x86 is a legacy architecture that by definition has to support every legacy instruction that the x86 processor has ever had," Leidel points out. That application written in 1989 to run someone's desktop accounting system still has to run on the same modern x86 chips that sit inside a TOP500 machine.
"RISC-V backed away from that standard. They said this is absolutely insane," he explains. "Why don't we do a clean from-scratch design, clear the slate, clear the room, clear the whiteboard, and do things right from the get-go?"
The idea behind RISC-V is to provide a baseline instruction set and then allow people to build their own optional extensions on top of it, he says. That way, they can build custom chips tailored for their own unique applications.
McIntosh-Smith isn't convinced. There's a reason that you pay for an Arm license, he points out, and a lot of it has to do with more advanced tooling.
"The quality and performance of the free implementations is not equivalent to, say, a top-end Arm core that you would find in an Apple device or any of the clouds," he explains. "The things in the open source are not going to be competitive state-of-the-art. They'll be textbook-style good enough, but not really competitive."


	The exascale offensive: America's race to rule AI HPC


	India has satisfied its supercomputing needs, but not its ambitions


	UK lines up PS250M cloud procurement to feed its growing AI research appetite


	How high-end supercomputer filesystem DAOS can break out of its niche


He also points to testing and verification suites, which take decades of investment. "You don't get that for free with RISC-V," he says. By the time you've developed all that stuff yourself, the advantage of a free open system might fade.
European initiatives and sovereignty
But there is another advantage to RISC-V that Etienne Walter is eager to talk about. He's director of the European Processor Initiative (EPI), which launched in 2018 to develop HPC technology using RISC-V for accelerators. The initiative has 27 partners across 10 countries.
It pursued a dual architecture strategy: Arm for general-purpose processors and RISC-V for specialized accelerators. The latter includes a CPU based on vector extensions in the RISC-V instruction set architecture. The EPI taped out functional RISC-V accelerator test chips in 2021.
Along with the vector accelerator, which came from research at the Barcelona Supercomputing Center, the EPI also worked on variable precision acceleration and tensor accelerators.
The EPI is now winding up, handing the baton over to the Digital Autonomy with RISC-V in Europe (DARE) project, which launched in March. It has a EU240 million budget across 38 partners from 13 countries.
Coordinated by the Barcelona Supercomputing Center, the initiative is currently set to extend through 2030. It will develop a general-purpose processor, a vector accelerator, and an AI processing unit.
Why bother with all this? A quick look at US foreign policy is perhaps reason enough. Sovereignty is becoming increasingly important as political and economic ties unravel.
"That's the point for us. We have to keep in mind this concern and have some potential solutions just in case," Walter says, "even if we know Europe is not at the same level as in the US and we do not cover the same level of expertise and solutions."
Conway sympathizes with regional governments that understand HPC will become increasingly important for economic development, and who consequently don't want to find themselves beholden to a foreign power. But there are nuances. It's hard for him to imagine complete HPC sovereignty.
"You're reliant on lithium from China or somewhere else, you're reliant on the advanced lithography stuff from the Netherlands," he says. "Even the US, in that sense, is not sovereign at the processor level. They talk about it in every country, as if that were a reasonable goal, but it probably isn't in the short run."
It took Arm around a decade to stand up a robust example of supercomputing with its chip design. Launching 64-bit processors in 2011 wasn't enough; it needed the right software stack and verification ecosystem.
Now RISC-V must do the same. "The ecosystem is not here yet or not as mature, for sure," says Walter. "There is still a lot of work to do to have a stable and mature environment, but I have no doubt that this may happen at the end. It's a matter of time."
How much time? DARE's first stage, SGA-1, is shooting for "a fully European supercomputing hardware/software stack for HPC and AI" within three years. Then it has to persuade people to use it.
Snell is cautiously optimistic. "I think RISC-V does have a lot of potential over the next five years," he says. "We see it as being just a little bit behind where Arm was, and it could really use a champion who's going to carry it in."
There is some forward movement for RISC-V. In October, Meta acquired RISC-V startup Rivos. This would give Meta, which relies on third parties for its silicon, an in-house CUDA-compatible hybrid CPU-GPU RISC-V architecture. Meta has reportedly also been working on its own RISC-V chips internally.
HPC processors have been through a cycle, beginning with a diverse range of proprietary chips that thinned out in the commodity chip era. Today, things seem to be going the other way again. There are several key players, including some waiting in the wings. There are hyperscalers that are markets unto themselves and are doing interesting things. Microsoft has Maia, AWS has Inferentia and Trainium, Google has its TPU, and they're all custom ASICs.
Looking further, things get even more weird and wonderful. Cerebras has wafer-scale engines that bypass interconnect bottlenecks by keeping everything on a single die. Then there are silicon photonics projects designed to cut power consumption with optical compute interconnects directly on the chip.
With so much money at stake, the tide turns slowly in the HPC space. But with so many interesting options now, and more in the wings, it's unlikely to be an x86 world forever. (r)
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Taiwanese foundry TSMC believes a former executive has leaked company secrets to Intel and is testing the matter in court.
The exec is Wei-Jen Lo who, according to a TSMC regulatory filing, joined the company in 2004, rose to become a senior vice-president in 2014. In 2024 he took a job in the company's Corporate Strategy Development team that saw him required to provide counsel to chairman and CEO Dr. C.C. Wei.
TSMC's filing alleges that in that role Lo met with R&D staff, despite the job not involving oversight of their teams, and sought information about "the advanced technologies currently, and planned to be, under development by TSMC."
Lo retired from TSMC last July, and in his exit interview said he planned to join an academic institution. TSMC says the exit interview also saw its general counsel remind Lo of the non-disclosure agreement and non-compete agreement he had previously signed.


	Intel CTO and AI boss quits to join OpenAI after just six months in the job


	TSMC hurrying to bring advanced chip tech to Arizona fab


	Inside the belly of the beast: A technical walk through Intel's 18A production facility at Fab52


	Panther Lake sets stage for Intel's 2 nm comeback, but many details still TBD


Imagine TSMC's surprise, then, when he joined Intel.
Intel can certainly use people with knowledge of TSMC's foundry practices, because the Taiwanese company's manufacturing processes are acknowledged as the only ones capable of making the world's most advanced semiconductors.
TSMC's prowess even exceeds Intel's: The American company therefore hired TSMC to make some chips, a departure from its decades-old practice of designing and building its own products.
Intel is now trying to create a foundry business to compete with TSMC.
TSMC's filing therefore concludes "There is a high probability that Lo uses, leaks, discloses, delivers, or transfers TSMC's trade secrets and confidential information to Intel."
Intel has said TSMC's claims are meritless, that people moving between semiconductor companies has helped to drive innovation, and that it is confident it can act with integrity.
TSMC chose Taiwan's Intellectual Property and Commercial Court to fight this matter and mentioned the nation's Trade Secrets Act as pertinent to the case. That's an interesting gambit, as Taiwanese prosecutors have used it to pursue Chinese nationals suspected of stealing local tech for use on the mainland. (r)
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Africa is again at the center of strife    
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ICANN has defended its decision to fund a group that proposed a radical new governance model that would give states a role in regulating the internet, and distanced itself from the group's proposal.
The governance model is called the Council of African Internet Governance Authorities (CAIGA) framework, and is the work of Smart Africa, an entity that represents 42 African nations that work to accelerate adoption of digital technology across the continent. Member nations' heads of state sit on Smart Africa's board.
The CAIGA framework suggests creating a body to represent Africa at internet global internet governance bodies, and for that body to supersede some of the policy-making functions of existing governance organizations such as the African Network Information Centre (AFRINIC), Africa's sometimes dysfunctional and controversial regional internet registry.
Smart Africa has not responded to multiple requests from The Register for an interview to discuss CAIGA, but in presentations like this session at October's ICANN84 conference, described CAIGA's role a being to "define Africa's strategic objectives within global Internet governance bodies (ICANN, ITU, IGF) and ensure its voice is reflected in discussions on Internet resources and digital regulations."
CAIGA has alarmed some in the African internet community.
Nigeria-based network engineer and internet governance activist Amin Dayekh labelled CAIGA a "quiet coup" because he feels it could mean AFRINIC members could lose decision-making power.
Alice Munyua, a Kenyan who has held senior positions at the Internet Society and ICANN, riffed on Dayekh's post, suggesting that CAIGA "represents a new layer of governmental and regulatory authority positioned above AFRINIC's elected board."
Such a layer would be extraordinary, as AFRINIC and the world's four other regional internet registries (RIRs) have for decades used a bottom-up decision-making process in which members and other stakeholders devise, debate, and vote on policies. A new layer of internet governance for AFRINIC would also challenge the role of the Internet Corporation for Assigned Names and Numbers (ICANN), which oversees AFRINIC through its role as the policy-setting body for domain names, the domain name system, and IP addresses.
Milton Mueller, founder of the Internet Governance Project at the Georgia Institute of Technology, has criticized the CAIGA framework for lacking important details.
"The 'Council' would be an as-yet unformed, totally untested group selected by a board dominated by African heads of state, with unclear powers over registry operations," he wrote.
Mueller also points out that in 2024 ICANN and Smart Africa signed a Memorandum of Understanding [PDF] to co-operate on many matters, plus a Project Agreement that requires Smart Africa to develop a long-term vision and roadmap for Internet governance in Africa. ICANN committed $40,000 to that project.
Joining the dots
Smart Africa endorsed a slate of candidates at AFRINIC's recent board election. Seven of the eight elected directors were on Smart Africa's list. After the election, Smart Africa issued a statement linking the election result to advancement of the CAIGA development process.
ICANN's involvement with Smart Africa, Smart Africa's endorsement of AFRINIC board members, and CAIGA's suggestion of new governance arrangements, led some to conclude that ICANN was effectively endorsing a new internet governance framework that applied new rules only to African and AFRINIC.
As Milton Mueller put it: "ICANN, which positions itself as the ultimate manifestation of bottom-up governance by nonstate actors, and which fought for years to rid itself of political oversight by the U.S. government, is supporting Smart Africa, an organization that promotes digital sovereignty, has a board composed of heads of state, and issues rhetoric that calls for political oversight of its Regional Internet Registry."
Online debate about CAIGA became louder, and more prominent.
On November 18, ICANN president Kurt Lindquist published a post in which he said the organization doesn't endorse CAIGA and that its Project Agreement with Smart Africa didn't ask it "to cover AFRINIC governance, modify AFRINIC, or envision a different RIR structure to serve the region."
Lindquist also distanced ICANN from CAIGA, saying financial support for Smart Africa "does not equate to ownership or responsibility for the content, similar to how researchers might obtain a grant or other financial support without attributing the results of that research to the funder."
The ICANN president also said no change will be made to African internet governance unless it is consistent with existing policy and approved by AFRINIC members.
Lindquist's post did not go down well within ICANN itself, as the next day the org's own Non-Commercial Stakeholder Group (NCSG), a body that represents non-commercial internet users and organizations in ICANN policy-making forums, sent a letter calling for Lindquist and the ICANN Board to clarify its relationship to Smart Africa and to the development of CAIGA.
The NCSG's letter describes CAIGA, and ICANN's role in its development, as potentially representing "a precedent that undermines community trust and the integrity of ICANN's governance framework."
Lindquist responded on Tuesday, writing that he understands "it can be difficult to separate the issues of authorship and endorsement from funding."
He added that ICANN did not intend for its relationship with Smart Africa to produce a new internet governance model, did not ask Smart Africa to develop such a model, and "did not preevaluate the resulting CAIGA proposal." Lindquist said criticism of ICANN for not revealing its role in the development of CAIGA is therefore unfounded, and again said ICANN will not accept any reform to AFRINIC that its members do not support.
Lindquist also noted, as The Register has reported, that ICANN is currently debating revisions to the "ICP-2" policy that governs RIRs. Consultation on the second draft of a revised ICP-2 closed on November 7 and debate on its final form continues.
"If the RIR communities wish to have the ability for an RIR to be governed in the way that CAIGA proposes for AFRINIC, to allow direct governmental involvement in RIR governance ... now is the time for those proposals to be raised and evaluated in the ICP-2 conversation," Lindquist's letter states.
On his LinkedIn account, Amin Dayekh labelled Lindquist's explanation of ICANN's involvement with CAIGA as "shame wrapped in bureaucratic language, bureaucratic evasion disguised as multistakeholder respect."
Dayekh also wondered: "Is ICANN opening the conceptual door for governments to reshape RIR governance by capturing the ICP-2 process?"
The Register thinks that's unlikely, as in our recent coverage of internet governance bodies we have seen them fiercely resist outside influence, albeit at the slow pace at which such organizations move as they work through their bottom-up, consensus-driven decision-making processes.
However, our contacts in the internet governance community also tell us that events of recent years are almost unprecedentedly contentious and an unwelcome change from the usual technically focused matters discussed at ICANN and RIR conferences. (r)
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    Apple's lousy AI didn't stop it beating Samsung's smartphone sales for the first time since 2011

    
Analyst Counterpoint says second-hand phones are also helping Cupertino to the smartphone shipment summit    


    
        By 
Simon Sharwood        
    

    
        Posted in Personal Tech,
        
            27th November 2025 03:52 GMT
        
    


    
Apple is set to displace Samsung as the world's top smartphone manufacturer, measured by shipment volume, according to analyst firm Counterpoint.
Samsung has topped the charts since 2011, but the firm says the recently-released iPhone 17 is selling better, faster, than its predecessor.
Counterpoint senior analyst Yang Wang said two other factors are fueling an iBoom.
"Consumers who purchased smartphones during the COVID-19 boom are now entering their upgrade phase," he said. "Furthermore, 358 million second-hand iPhones were sold between 2023 and Q2 2025. These users are also likely to upgrade to a new iPhone in the coming years. These factors will form a sizable demand base, which is expected to sustain iPhone shipment growth over the coming quarters."
Wang said the iPhone's tepid AI features aren't a worry for buyers. Counterpoint thinks that once Apple improves its AI, "it will likely provide a further driver of upgrades." The firm also thinks Apple will deliver "a major iPhone design revamp" in 2027 to mark the 20th anniversary of the iPhone.
Apple also got lucky when the USA and China declared a truce in their trade war, as that saw tariffs reduced and meant iPhones remained affordable in the US. "This not only helped Apple's supply chain and the ongoing efforts to diversify manufacturing bases, but also aggregate demand in its key growth regions, i.e. emerging markets," the firm wrote.


	Commodity memory prices set to double as fabs pivot to AI market


	Everyone wants a fancy phone - even the folk buying them second-hand


	Who gets a Mac at work? Here's how companies decide


	It's time mobile devs started to think seriously about foldable smartphones


The above factors lead Counterpoint to believe iPhone shipments will increase by ten percent in 2025, allowing Apple to exit the year with 19.4 percent smartphone market share. Samsung's predicted share will be 18.7 percent, and according to Counterpoint the Korean giant doesn't stand a chance of catching Apple until 2029.
Global smartphone shipments will rise 3.5 percent this year, Counterpoint thinks. Chinese OEMs like Oppo, Xiaomi, and vivo have had a tougher year, thanks to nervous Chinese consumers and supply chain weaknesses. The analyst firm thinks Chinese phone-makers will change strategy to pursue stable profits instead of market share growth.
If Counterpoint is correct, Apple will make the most popular smartphone, tablet computer, and laptop - the MacBook Air sells more than any other model of portable PC.
Cupertino does not, however, dominate the operating system market. But as Apple users need to be well-heeled, the rest of the industry is happy to cater to users of iOS, macOS, and iPadOS. (r)
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    AWS builds a DNS backstop to allow changes when its notoriously flaky US East region wobbles

    
60-minute RTO means big outages can still happen    


    
        By 
Simon Sharwood        
    

    
        Posted in PaaS + IaaS,
        
            27th November 2025 01:04 GMT
        
    


    
The cause of major internet outages is often the domain name system (DNS) and/or problems at Amazon Web Services' US East region. The cloud giant has now made a change that will make its own role in such outages less painful.
As explained in a Wednesday post, AWS customers told the cloud colossus "they need additional DNS resilience capabilities to meet their business continuity requirements and regulatory compliance obligations."
"Organizations in regulated industries like banking, FinTech, and SaaS want the confidence that they will be able to make DNS changes even during unexpected regional disruptions, allowing them to quickly provision standby cloud resources or redirect traffic when needed," the post adds.
AWS's response to those needs is a feature "designed to provide a 60-minute recovery time objective (RTO) during service disruptions in the US East."
Elsewhere in the post, AWS says the feature targets "DNS changes that customers can make within 60 minutes of a service disruption in the US East."
That still leaves plenty of time for problems at the cloudy region to create a big blast radius of outages and service interruptions - and potential for worse interruptions if AWS doesn't meet its RTO.


	Botnet takes advantage of AWS outage to smack 28 countries


	AWS to build 1.3 gigawatts of government-grade supercomputing power for Uncle Sam


	Praise Amazon for raising this service from the dead


	AWS under pressure as big three battle to eat the cloud market


The mere fact that AWS has created this service speaks to the long history of problems at US East, including the DynamoDB debacle on October 20th, a VM problem a few days later, plus significant outages in 2021 and 2023.
AWS, of course, knew about those problems, and as far back as 2022 analyst firm Gartner warned its customers that US East represents a weak point in the Amazonian cloud that impairs its ability to handle crises.
Yet last year, AWS told The Register that the scale of US East is not less reliable than its other regions, but operates at such colossal scale that it stresses cloud services more sternly than its smaller installations.
And here we are, less than six weeks after an especially bad problem at US East earned AWS criticism, and the cloud giant has found a way to increase resilience. (r)
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    Gainsight CEO downplays breach, says only a 'handful' of customers had data stolen

    
Maybe if your hand has 200+ fingers...    


    
        By 
Jessica Lyons        
    

    
        Posted in Cyber-crime,
        
            26th November 2025 20:37 GMT
        
    


    
Gainsight CEO Chuck Ganapathi downplayed the victim count related to his company's recent breach, saying he's only aware of "a handful of customers" who had their data affected after Salesforce flagged unusual activity involving Gainsight's connected app.
This contradicts what Google Threat Intelligence Group principal analyst Austin Larsen told The Register last week: "GTIG is aware of more than 200 potentially affected Salesforce instances." Larsen also said ShinyHunters was "likely" behind the digital intrusion, which the extortion crew later confirmed to The Register.
Google's Mandiant incident response team is assisting with the forensic investigation related to the breach.
Salesforce first disclosed the suspicious activity on November 19, and in response, revoked all access and refresh tokens associated with Gainsight-published applications connected to the CRM giant. 
In a Tuesday update and subsequent blog post by Ganapathi, the company said its forensic analysis continues and its Salesforce integration remains disabled, with no word on when the connected app will be back online.
"While Salesforce has identified compromised customer tokens, we presently know of only a handful of customers who had their data affected," Ganapathi said. "Salesforce has notified the affected customers and we have reached out to each of them to provide support and are working directly with them." 
As of Wednesday, Gainsight was "investigating login issues for a subset of customers using GSuite for SSO."


	Salesforce-linked data breach claims 200+ victims, has ShinyHunters' fingerprints all over it


	ShinyHunters 'does not like Salesforce at all,' claims the crew accessed Gainsight 3 months ago


	Take this rob and shove it! Salesforce issues stern retort to ransomware extort


	How big will this Drift get? Cloudflare cops to Salesloft Drift breach


Gainsight did not respond to The Register's questions about the breach, including the discrepancy in affected customers and whether other connections were affected. In addition to Salesforce, the customer success platform integrates with several other CRMs, including HubSpot, as well as support tools like Zendesk.
Last week, both Zendesk and HubSpot revoked their connectors' access to Gainsight.
Salesforce did not respond to The Register's inquiries, including how many of its customers were affected by the Gainsight breach. Its security advisory also includes a list of indicators of compromise that threat intel teams have linked to ShinyHunters, so network defenders should give those a close read.
"We know how critical Gainsight is to your daily operations, and we personally take the responsibility for ensuring you have access to our products," Ganapathi wrote in the Tuesday blog post, adding that since learning of the breach, his company has hosted town halls and established teams to help customers manage their customer success instances while the Salesforce connection remains offline. 
"I will be sharing more details about this effort, including additional guidance and resources, on our Community page in the coming days," he said. (r)
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    NASA pares back Boeing's Starliner deal after 2024 calamity

    
Capsule might only manage three crewed missions to the ISS    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            25th November 2025 13:44 GMT
        
    


    
NASA has modified its Commercial Crew contract with Boeing, dropping the order from six to four missions, of which one will be uncrewed.
The uncrewed mission, Starliner-1, will be used for in-flight validation of the upgrades made to Boeing's Calamity Capsule following the disastrous test flight in 2024 that left the crew, Sunita Williams and Barry Wilmore, with an unexpectedly long stint aboard the International Space Station (ISS). NASA engineers had deemed the vehicle unsafe to return the astronauts to Earth.
Starliner-1 will not launch before April 2026. Assuming all goes well, the capsule will fly up to three crew rotations to the ISS. Managers hope to squeeze one of those missions into next year.
The original contract was awarded in 2014. At least two and up to six crewed missions were initially offered. Boeing's price was $4.2 billion. The other successful bidder, SpaceX, came in at $2.6 billion.
At the time, the goal was to end US reliance on Russia in 2017. Only a few years had passed since the Space Shuttles were retired.
SpaceX conducted its first crewed demonstration flight in 2020 and has since reliably ferried astronauts to and from the ISS. Boeing has fared less well, finally getting a crewed test flight launched in 2024, only to have to return the capsule uncrewed.


	Boeing's Starliner may fly again, pending fixes to literally everything


	Boeing's Starliner future uncertain as NASA weighs next steps


	SpaceX Crew Dragons swapped so ISS crew can go home early


	Boeing, Boeing, burned: Over half a billion dollars by Starliner in 2024


It is more than a year since the uncrewed return of the Calamity Capsule, during which time speculation increased over the fate of Boeing's Starliner program. The ISS has only a few years of life left before it is due to be deorbited, making the move to four Boeing flights inevitable. A bigger question was whether the company must repeat the crewed flight test before the vehicle is certified for use.
The answer is that the next flight will use the capsule for cargo rather than crew and will validate the upgrades made since the previous test flight. Three flights will remain in the contract, although NASA will have the option to add two more.
Steve Stich, manager of NASA's Commercial Crew Program, said: "NASA and Boeing are continuing to rigorously test the Starliner propulsion system in preparation for two potential flights next year.
"This modification allows NASA and Boeing to focus on safely certifying the system in 2026, execute Starliner's first crew rotation when ready, and align our ongoing flight planning for future Starliner missions based on station's operational needs through 2030." (r)
Updated to add at 1542 UTC, November 27
A Boeing spokesperson told The Register: "Boeing remains committed to supporting NASA's goal of sustained human presence in low Earth orbit through the ongoing development and certification of the Starliner spacecraft. With four contracted Starliner missions, and options for two additional missions, we're preparing now for the Starliner-1 mission no earlier than April 2026 and a possible second mission later in the year. Safety remains our highest priority as we focus on the Starliner-1 mission, which incorporates our findings and learnings from previous flight tests and testing this fall."
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