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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        We'll beat China to the Moon, NASA nominee declares
        Richard Speed

        Isaacman: 'We can never accept a gap in our capabilities again' The US must return astronauts to the Moon before China mounts its first crewed landing there, NASA administrator nominee Jared Isaacman predicted on Wednesday. He also vowed that the country will not endure another gap in its human-spaceflight capabilities as the International Space Station approaches retirement....

      

      
        Server prices set to jump 15%, PCs 5%, as memory costs spike - channel sources
        Paul Kunert

        Major OEMs are plotting double-digit hikes as DRAM and NAND shortages bite Exclusive  Server and PC prices are climbing sharply as hardware manufacturers grapple with soaring memory component costs, multiple supply chain sources have told The Register....

      

      
        Snowflake jumps on agentic AI train with Anthropic tie-up
        O'Ryan Johnson

        $200M deal brings Claude into data cloud, yet its touted '90%+' accuracy needs human oversight Anthropic and Snowflake announced a deal that will allow the deployment of AI agents capable of complex, multi-step analysis inside Snowflake's governed data environments.... 

      

      
        Sorry, but your glitchy connection might have cost you that job
        Lindsay Clark

        Technical problems on video calls can cause uncanniness, which influences real-world decisions If you didn't get your dream job, you might be able to blame your internet provider. Technical glitches on video calls in healthcare, job interviews, and parole hearings can affect real-world decisions, a study has found. The researchers suggest new technologies may even be making the problem worse....

      

      
        EU probes Meta after WhatsApp kicked rival AIs off platform
        Richard Speed

        OpenAI and Microsoft yank their chatbots, telling millions of users to head elsewhere The European Commission has opened an antitrust probe into Meta after WhatsApp rewrote its rules to block rival AI chatbots including OpenAI's ChatGPT and Microsoft's Copilot....

      

      
        Palantir wants to set the juice loose with new AI power initiative
        Brandon Vigliarolo

        Nvidia is along for the ride with chips to offer, naturally Palantir has always been a company marked by ambition, and it's embarking on what might be its most ambitious project yet with Chain Reaction, a new multi-industry, AI-powered software suite designed to eliminate energy bottlenecks for datacenters....

      

      
        Microsoft quietly shuts down Windows shortcut flaw after years of espionage abuse
        Carly Page

        Silent Patch Tuesday mitigation ends ability to hide malicious commands in .lnk files Microsoft has quietly closed off a critical Windows shortcut file bug long abused by espionage and cybercrime networks....

      

      
        Latest Windows 11 updates may break the OS's most basic bits
        Richard Speed

        Microsoft warns Start menu, Explorer, and other XAML apps can crash or vanish on managed devices Microsoft has admitted that it might have broken Windows components including the Start menu and Explorer in the latest round of updates....

      

      
        Logitech chief says ill-conceived gadgets put the AI in FAIL
        Dan Robinson

        Just ignore all the ways the peripherals biz uses AI itself Logitech's CEO says that AI-powered devices are a solution looking for a problem, despite being a strong proponent of AI and her firm pushing out exactly the kind of thing she's talking about....

      

      
        Aisuru botnet turns Q3 into a terabit-scale stress test for the entire internet
        Carly Page

        Cloudflare data shows 29.7 Tbps record-breaker landed amid 87% surge in network-layer attacks The internet has spent the past three months ducking for cover as the Aisuru botnet hurled record-shattering DDoS barrages from an army of up to 4 million infected machines....

      

      
        Datacenters planned for Scotland could end up draining a loch of power
        Dan Robinson

        3 GW is roughly three quarters of the country's peak demand, says Foxglove New datacenters planned in Scotland would collectively require 75 percent as much energy as the entire country currently consumes, according to tech campaign group Foxglove.... 

      

      
        UK SAP users say they're baffled by Business Suite reboot licensing maze
        Lindsay Clark

        Pricing complexity makes justifying migrations an uphill battle UK SAP users say licensing and pricing complexity is muddying the picture for Business Suite, the vendor's new model for cloud applications....

      

      
        Xero to start charging developers API usage fees, replacing revenue share deals
        Simon Sharwood

        One dev thinks this will become their second-highest cost, fears they'll have to pass it on Exclusive  SaaS-y accounting outfit Xero has advised developers who integrate their products with its services that they'll soon have to pay for the privilege in a new way....

      

      
        Datacenters that don't have their own power supplies will fail
        Simon Sharwood

        It's time to ask your bit barn provider how they'll keep the lights on, and what their plans mean for prices Availability of energy will determine the prices charged by datacenter operators, who won't be viable unless they generate some of their own juice....

      

      
        TLS 1.3 includes welcome improvements, but still allows long-lived secrets
        Bruce Davie

        Tricky tradeoffs are hard to avoid when designing systems, but the choice not to use LLMs for some tasks is clear Systems Approach  As we neared the finish line for our network security book, I received a piece of feedback from Brad Karp that my explanation of forward secrecy in the chapter on TLS (Transport Layer Security) was not quite right.... 

      

      
        Rust core library partly polished for industrial safety spec
        Thomas Claburn

        Ferrous Systems achieves IEC 61508 (SIL 2) certification for systems that demand reliability Memory-safe Rust code can now be more broadly applied in devices that require electronic system safety, at least as measured by International Electrotechnical Commission (IEC) standards....

      

      
        India's government targets Uber, Ola with plan to launch zero-commission rideshare platform
        Simon Sharwood

        Minister wants to 'free drivers from dependency on private companies' India's government is set to launch a rideshare platform and app that charges no commission and is intended to make life harder for Uber and its ilk....

      

      
        Micron ditches consumer memory brand Crucial to chase AI riches
        Tobias Mann

        First AI came for our jobs. Now, our memory? The lure of AI spending was too much for Micron to ignore. On Wednesday, the US chipmaker announced it's abandoning its Crucial memory and storage lineup to bolster its supply of enterprise-focused chips, including those used in AI systems....

      

      
        John Henry still leading the race vs AI in customer service
        O'Ryan Johnson

        Gartner found only 20% of customer service leaders have cut human agents because of AI The world's smallest digital violin is playing for AI chatbots, which are having a hard time elbowing out their human counterparts for jobs in customer service, according to a Gartner study....

      

      
        Lawyer's 6-year-old son uses AI to build copyright infringement generator
        Brandon Vigliarolo

        Rights holders had better buckle up for years of legal wrangling, IP lawyer tells The Reg You don't have to be smarter than a fifth grader (or even a first grader) to commit potential copyright infringement using AI tools. One IP attorney watched over the weekend as his young son built a bedtime story generator that used copyrighted characters without permission. ... 

      

      
        'Exploitation is imminent' as 39 percent of cloud environs have max-severity React hole
        Jessica Lyons

        Finish reading this, then patch A maximum-severity flaw in the widely used JavaScript library React, and several React-based frameworks including Next.js allows unauthenticated, remote attackers to execute malicious code on vulnerable instances. The flaw is easy to abuse, and mass exploitation is "imminent," according to security researchers....

      

      
        MAGA cognoscenti warn feds away from shielding AI infringers
        Thomas Claburn

        Letting AI firms train on copyrighted data will end up helping China, conservative groups argue A group of conservatives allied with President Donald Trump's MAGA movement, including former Trump strategist Steve Bannon, has asked the Justice Department and the White House to stop protecting Big Tech against copyright claims....

      

      
        HPE positions Morpheus stack as enterprise alternative to VMware
        Dan Robinson

        IT giant touts unified management, stretched clusters, and AI-ready networking at Discover Barcelona HPE is laying out its enterprise stall with enhancements to its GreenLake hybrid cloud portfolio, while converging its Aruba and Juniper networking to offer customers AIOps across both, plus high-speed connectivity for AI processing....

      

      
        ISS hits rare full house as all eight docking ports ocupado
        Richard Speed

        Russian vehicles will depart soon, but Baikonur launchpad damage clouds future arrivals Updated  NASA confirmed this week that for the first time, all eight of the International Space Station's docking ports are currently occupied - four by Russian vehicles....

      

      
        Newly launched civil service pension portal from Capita is crapita, users report
        Lindsay Clark

        Awarded a PS239M contract, outsourcer apologizes for any inconvenience to 1.5M members Updated  Pension scheme members are facing a string of errors and malfunctions as they try to log into and retrieve account details from the UK's civil service portal the government is paying Capita PS239 million ($318 million) to build and run....

      

      
        China using AI as 'precision instrument' of censorship and repression, at home and abroad
        Simon Sharwood

        Think tank ASPI says Beijing is even using it to steal fish from the ocean China has embraced AI to help it censor and surveil its citizens and is exporting its techniques to the world, according to a new report by think tank the Australian Strategic Policy Institute (ASPI).... 

      

      
        AWS admits AI coding tools cause problems, reckons its three new agents fix 'em
        Brandon Vigliarolo

        Autonomous AI triages DevOps issues and pushes code to repositories, while checking security Re:Invent  Amazon is all-in on agentic AI when it comes to software development, and it sincerely hopes you are too, based on Tuesday's AWS re:Invent keynote. ...
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    We'll beat China to the Moon, NASA nominee declares

    
Isaacman: 'We can never accept a gap in our capabilities again'    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            4th December 2025 18:16 GMT
        
    


    
The US must return astronauts to the Moon before China mounts its first crewed landing there, NASA administrator nominee Jared Isaacman predicted on Wednesday. He also vowed that the country will not endure another gap in its human-spaceflight capabilities as the International Space Station approaches retirement.
Isaacman appeared before the US Senate Committee on Commerce, Science and Transportation, and unsurprisingly, voiced strong support for US President Donald Trump's budget reconciliation law, the so-called One Big Beautiful Bill, even as the administration's separate budget proposal includes potentially painful cuts to the storied space agency.
Indeed, Isaacman's opening speech was chock-full of promises that NASA's budget will struggle to write checks for.
After praising the Artemis program, Isaacman told the committee that "America will return to the Moon before our great rival," and promised that the US would establish an "enduring presence" on the lunar surface.
Isaacman stated that returning astronauts to the Moon would be a priority, but that doing so would require reusable heavy-lift launch capabilities from commercial providers as well as in-space propellant transfer.
The billionaire and former commercial astronaut also committed to ensuring that there is no gap between the retirement of the International Space Station (ISS) and commercial Low Earth Orbit destinations. "We can never accept a gap in our capabilities again," intoned the wannabe NASA head, "Not in Low Earth Orbit, or in our ability to reach the Moon."
Capability gaps are all too familiar to NASA watchers. There was a gap of almost six years between the last Apollo mission (the Apollo Soyuz Test Project) and the first launch of the Space Shuttle, and nearly nine years between the end of the Space Shuttle program and the first crewed launch of a commercial spacecraft from US soil.
The gap since astronauts last walked on the Moon continues to widen. It is now over half a century since the last Apollo lunar mission, and there is a chance the gap could reach 60 years before another flag can be erected on the Moon's surface.


	Rosalind Franklin rover catches a break as NASA reaffirms commitment


	NASA pares back Boeing's Starliner deal after 2024 calamity


	Pegasus XL rocket dusted off to rescue NASA's Swift observatory from fiery demise


	NASA administrator says US should have 'village' on Moon in a decade


However, making a commitment to do something and having the budget to make it happen are two different things. Earlier this week, Isaacman also committed to relocating a retired Space Shuttle to Houston, despite some estimates that the $85 million budget assigned for this task would not be enough.
Should Isaacman, as seems likely, be confirmed in the position next week, he will represent a change for the US space agency, with greater emphasis on commercial involvement. He may also have to contend with some of the deepest proposed budget cuts NASA has faced in decades. When pressed about the administration's plan to roughly halve NASA's science budget, Isaacman was noncommittal, saying only that he supported the broader goal of reducing the US national debt.
"If I'm confirmed," he said, "I'd love to get my arms around where we are presently at." (r)
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    Server prices set to jump 15%, PCs 5%, as memory costs spike - channel sources

    
Major OEMs are plotting double-digit hikes as DRAM and NAND shortages bite    


    
        By 
Paul Kunert        
    

    
        Posted in Systems,
        
            4th December 2025 17:51 GMT
        
    


    
Exclusive Server and PC prices are climbing sharply as hardware manufacturers grapple with soaring memory component costs, multiple supply chain sources have told The Register.
Major manufacturers including Dell, Lenovo, HP, and HPE are planning price increases of around 15 percent for servers and 5 percent for PCs, according to channel sources.
"I believe the hikes are coming from everyone," said a contact at a major reseller who requested anonymity.
Dell COO Jeff Clarke called the memory shortages "unprecedented" during a recent earnings call [PDF], noting that the problem extends beyond DRAM to NAND, hard drives, and leading-edge semiconductor nodes.
"We have not seen costs move at the rate that we've seen," Clarke said. "Demand is way ahead of supply."
A Dell spokesperson did not deny plans to increase prices, saying the company takes "targeted pricing action when necessary" while maintaining supply continuity.
Marco Andresen, COO at Lenovo's Intelligent Devices Group, echoed the severity, telling us, "There is an unprecedented cost increase widely in the industry, especially on memory and SSD. The cost increase itself is more dramatic than usual - more than any player can mitigate."


	Micron ditches consumer memory brand Crucial to chase AI riches


	Commodity memory prices set to double as fabs pivot to AI market


	Memory boom-bust cycle booms again as Samsung reportedly jacks memory prices 60%


	The $100B memory war: Inside the battle for AI's future


Analysts warned in September that memory makers were prioritizing higher-end DRAM and HBM production for AI servers. TrendForce estimated DRAM prices could jump 8 to 13 percent, while Counterpoint forecast an even steeper impact.
On Wednesday, memory maker Micron announced it would kill off its Crucial brand of consumer memory DRAM and storage products after 29 years so it could focus more on the needs of large clients with AI systems.
At Wednesday's UBS Global Technology and AI conference, HP CFO Karen Parkhill described the "increased cost of memory" as a "temporary headwind" that "really impacts PCs, not peripherals."
She said HP would focus on "reconfiguring solutions to optimize the memory situation for our customers." HP did not respond to requests for comment.
A senior European reseller source expects elongated lead times from all major PC brands, with price increases across the board except for Apple Macs and Microsoft Surface products.
HPE, currently in its quiet period before Q4 results, acknowledged the industry is "experiencing constraints and pricing increases on certain memory components due to the rapid expansion in AI datacenters and compute refresh cycles," a spokesperson told us.
Matt Eastwood, senior VP of research at IDC, told us that while suppliers are experienced at managing volatile component pricing, the "magnitude" of current memory market movement is "unique." (r)
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    Snowflake jumps on agentic AI train with Anthropic tie-up

    
$200M deal brings Claude into data cloud, yet its touted '90%+' accuracy needs human oversight    


    
        By 
O'Ryan Johnson        
    

    
        Posted in AI + ML,
        
            4th December 2025 17:40 GMT
        
    


    
Anthropic and Snowflake announced a deal that will allow the deployment of AI agents capable of complex, multi-step analysis inside Snowflake's governed data environments.
The combination is a win for Anthropic's efforts to get its large language models (LLMs) used in enterprises ahead of other providers like OpenAI and Google. It will allow customers in the highly regulated finance and healthcare industries - among others - to deploy agents and then pull answers from across an enterprise's Snowflake instance with greater than 90 percent accuracy on complex text-to-SQL tasks, the companies claimed in the deal announcements published Wednesday. The press release said the deal was worth $200 million, but it's not clear who's paying whom nor how that number is measured. We've reached out to both companies for more info and will update this story if they respond.
It's worth noting that anything less than 100 percent accuracy means humans will still need to be involved to make sure the answers delivered are correct and actionable, as is nearly always the case with AI tools.
The service will be available to more than 12,600 Snowflake customers on Amazon Bedrock, Google Cloud Vertex AI, and Microsoft Azure.
"Enterprises have spent years building secure, trusted data environments, and now they want AI that can work within those environments without compromise," said Dario Amodei, CEO and Co-Founder of Anthropic in a canned statement. "This partnership brings Claude directly into Snowflake, where that data already lives. It's a meaningful step toward making frontier AI genuinely useful for businesses."
By bringing Claude to Snowflake, customers can get natural-language AI answers from structured and unstructured data while keeping everything within Snowflake's security and governance perimeter. This includes multimodal data analysis that uses Snowflake's Cortex AI Functions and Claude's Opus 4.5 to query text, images, audio, and tables, using SQL.


	Anthropic reduces model misbehavior by endorsing cheating


	Snowflake goes all out to woo PostgreSQL developers with lakehouse extensions


	If you want a picture of the future, imagine humans checking AI didn't make a mistake - forever


	Snowflake and Databricks bank PostgreSQL acquisitions to bring transactions onto their platforms


The partnership will also allow customers to use Snowflake Cortex Agents to build production-ready data agents that are powered by Claude to "retrieve and reason" across structured and unstructured data. Snowflake said these multi-agent solutions can work with and learn context from financial, operational and customer data in a way where it shows its work while it retrieves an answer.
As an example, the data-platform biz said customers in finance can use its Snowflake Intelligence with Claude to generate portfolio recommendations for clients that take into account the client's holdings, current market data and compliance rules.
"Anthropic joins a very select group of partners where we have nine-figure alignment, co-innovation at the product level, and a proven track record of executing together for customers worldwide. Together, the combined power of Snowflake and Claude is raising the bar for how enterprises deploy scalable, context-aware AI on top of their most critical business data," Snowflake CEO Sridhar Ramaswamy said in a statement that accompanied the announcement.
In the announcement, Snowflake said its customers are already using its own AI platform, Cortex AI, which uses Claude on the backend to process trillions of tokens per month. (r)
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    Sorry, but your glitchy connection might have cost you that job

    
Technical problems on video calls can cause uncanniness, which influences real-world decisions    


    
        By 
Lindsay Clark        
    

    
        Posted in Networks,
        
            4th December 2025 17:19 GMT
        
    


    
If you didn't get your dream job, you might be able to blame your internet provider. Technical glitches on video calls in healthcare, job interviews, and parole hearings can affect real-world decisions, a study has found. The researchers suggest new technologies may even be making the problem worse.
Since the Covid-19 pandemic and associated lockdowns made video meetings more commonplace, questions remain about how effectively they replace face-to-face meetings. However, around a third of online meetings are hit by connectivity issues, including frozen screens, lag, and distorted audio.
Columbia University assistant professor Melanie Brucks and colleagues conducted an experiment in which more than 3,000 participants watched job interview recordings in a setting designed to replicate a video call. Calls that included glitches were less likely to result in a recommendation for hire compared to those without. Meanwhile, among 497 participants who listened to healthcare advice, 77 percent reported confidence in working with the healthcare professional during a glitch-free call, but only 61 percent had the same confidence when the call had connection issues.
The team also studied real-world data from 472 online court hearings. They found that glitchy connections reduced the chances of an individual being granted parole.
Reported in Nature this week, the study notes that audiovisual glitches break the illusion of a face-to-face meeting, damaging interpersonal judgments.
The authors argued that distorted faces, misaligned audio and visual cues, and choppy movements resulting from technical failures can create an "uncanniness, a strange, creepy or eerie feeling."


	John Henry still leading the race vs AI in customer service


	Space telescopes are being photobombed by satellites, and the problem is slated to get much worse


	Dutch study finds teen cybercrime is mostly just a phase


	One-fifth of the jobs at your company could disappear as AI automation takes off


"As the uncanniness of a glitch increases, so does its negative effect on interpersonal judgments," the paper said. "Furthermore, audiovisual glitches undermine interpersonal judgments only in video calls that simulate face-to-face interaction, showing that the negative effect produced by glitches goes beyond mere disruptiveness, comprehension difficulties and negative attributions."
Some might think the resources of the tech industry could eliminate such problems and their resulting impacts in the real world. But priorities seem to lie elsewhere.
The study's authors noted that older technologies like phone calls have fewer glitches now, but keep getting displaced by those that require more bandwidth. New conferencing methods such as 3D group functionality and VR will have even higher bandwidth demands.
"This is the nature of technological innovation: as infrastructure capacity expands, we simultaneously develop more demanding applications that strain these very improvements," the authors wrote. "Moreover, as communication technologies often aim to further heighten social presence, simulating real life through augmented and virtual realities, glitches might become even more uncanny. As such, these cutting-edge environments could inadvertently be increasingly fertile grounds for glitches and uncanniness." (r)
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    EU probes Meta after WhatsApp kicked rival AIs off platform

    
OpenAI and Microsoft yank their chatbots, telling millions of users to head elsewhere    


    
        By 
Richard Speed        
    

    
        Posted in AI + ML,
        
            4th December 2025 17:08 GMT
        
    


    
The European Commission has opened an antitrust probe into Meta after WhatsApp rewrote its rules to block rival AI chatbots including OpenAI's ChatGPT and Microsoft's Copilot.
The problem is a WhatsApp policy update that bars AI providers from using the platform's business API (the WhatsApp Business Solution) to make their AI technologies the primary service on offer. Services like automated customer support remain allowed when AI is only incidental or ancillary, but "providing, delivering, offering, selling, or otherwise making available" such technologies via the WhatsApp Business Solution is prohibited when they are the main functionality being made available.
The update was made in October 2025 and will apply to AI providers already on the platform from January 15, 2026.
The result has been an exodus of providers. On October 21, OpenAI directed users to the ChatGPT app, noting that more than 50 million users had used ChatGPT on WhatsApp. "We would have much preferred to continue serving you on WhatsApp," said the cash bonfire, before blaming the policy and terms change for the move.
In November, Microsoft followed suit. It said, "Copilot on WhatsApp has helped millions of people connect with their AI companion in a familiar, everyday setting," but a transition was needed due to WhatsApp's policy change.
The EC said in a press release that "As a result of the new policy, competing AI providers may be blocked from reaching their customers through WhatsApp. On the other hand, Meta's own AI service 'Meta AI' would remain accessible to users on the platform."
A WhatsApp spokesperson told The Register: "The claims are baseless."
The spokesperson went on to point out that the company's systems were not designed to handle the load placed on them by AI chatbots through the Business API, and that, regardless, there was more than enough competition in the AI space.


	Researchers claim 'largest leak ever' after uncovering WhatsApp enumeration flaw


	CISA warns spyware crews are breaking into Signal and WhatsApp accounts


	Don't open that JPEG in WhatsApp for Windows. It might be an .EXE


	WhatsApp's former security boss claims reporting infosec failings led to ousting


That is something for the EC to decide. Teresa Ribera, EC Executive VP for Clean, Just and Competitive Transition, agreed that the AI market was indeed booming. However, "We must ensure European citizens and businesses can benefit fully from this technological revolution and act to prevent dominant digital incumbents from abusing their power to crowd out innovative competitors," she said in the EC's release.
The investigation's opening wasn't surprising, given WhatsApp's size and the impact of the new rules on rival AI providers. The effect of the change is to prevent third-party AI providers from offering general-purpose chatbots through the WhatsApp Business Solution, leaving Meta AI as the only consumer-facing, general-purpose assistant available on the platform.
The EU has been working to curb the excesses of the tech giants, prompting US President Donald Trump to threaten retaliatory tariffs on any nation that dared to impose regulation on US tech companies.
Trump has yet to comment on the EC's WhatsApp announcement through his usual social media orifices. (r)
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    Palantir wants to set the juice loose with new AI power initiative

    
Nvidia is along for the ride with chips to offer, naturally    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in The Future of the Datacenter,
        
            4th December 2025 16:23 GMT
        
    


    
Palantir has always been a company marked by ambition, and it's embarking on what might be its most ambitious project yet with Chain Reaction, a new multi-industry, AI-powered software suite designed to eliminate energy bottlenecks for datacenters.
Palantir announced the project Thursday morning, describing its objective with Chain Reaction as a complete rethink of the software stack underlying American energy infrastructure. 
"The bottleneck to AI innovation is no longer algorithms; it is power and compute," the company said in its statement. "America is at an inflection point in the energy infrastructure buildout, and it requires software built for an entirely different scale." 
There's not much debating that point, thanks to datacenters' insatiable hunger for energy and compute space, demand for which is growing far faster than supply can keep up.
Chain Reaction is designed to serve the entire datacenter supply chain, according to Palantir, with energy producers, power distributors, datacenters and infrastructure builders all given a space in the so-called "operating system for American AI infrastructure." 
The company sees it being used at various firms to help modernize power generation; stabilize and expand power grids; and speed up generation, transmission and compute construction. Basically, if it touches the energy supply chain for AI infrastructure development, Palantir wants Chain Reaction to have a role in it. 
"Chain Reaction offers ... systems to manage complex assets (generation, transmission, data centers), from conception, through construction to operations," a company spokesperson told us.
No surprise, but Palantir is touting Nvidia as one of the launch partners for Chain Reaction. The deal expands on the AI arms dealer's partnership with the company, announced in late October, when Nvidia added CUDA-X library and Neomotron AI models into Palantir's AI platform. 
Thursday, Nvidia told The Register that its Chain Reaction contribution will be expanding its presence in Palantir's AI Intelligence Platform and Ontology into the AI infrastructure ecosystem. 
"Energy, construction, and data center operations ... each has an incredibly complex supply chain that can be optimized with AI" an Nvidia spokesperson said. If there's going to be buildout, Nvidia wants to make sure its chips are involved, which they will be under the expanded partnership announced today.  


	Palantir CEO celebrates one cash culture to rule them all


	Palantir designed to 'power the West to its obvious innate superiority,' says CEO


	Palantir's CEO calls 'woke' a 'central risk to Palantir, America and the world'


	Palantir jumps aboard tech-nuclear bandwagon with software deal


Palantir has also scored a Chain Reaction energy infrastructure partner in Texas-based CenterPoint Energy, which is deploying the software in its systems "to accelerate speed-to-power, and improve operational visibility across its critical assets." CenterPoint is already a Palantir partner, using the company's AI systems to improve grid resiliency and speed storm response. 
"The energy infrastructure buildout is the industrial challenge of our generation," Palantir head of energy and infrastructure Tristan Gruska said in the company's announcement. "But the software that the sector relies on was not built for this moment."
With the role Chain Reaction could play in shaping the future of AI energy infrastructure such a massive and critical one, you'd expect Palantir's press release and the accompanying Chain Reaction website to be rich in details about how the platform will work, but it's pretty bare bones.
Palantir did let The Register know that, while it seems like Chain Reaction would be the sort of platform that interfaces between firms in various sectors to smooth planning, it's actually designed for use within a single organization. The platform will be most valuable to a customer when it's "used across their owned portfolio and facilities," Palantir noted in an email, suggesting it envisions it being used by large players like CenterPoint, which operates both power generation and transmission facilities.
While the ultimate goal is to build "a suite of systems designed to orchestrate, monitor, and manage the complex processes involved in building out AI infrastructure, such as data centers and the supporting energy grid," according to a Palantir spokesperson, Chain Reaction's initial focus is on managing energy assets. "It is designed to be extensible to other actors involved in the AI/data center chain." (r)
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    Microsoft quietly shuts down Windows shortcut flaw after years of espionage abuse

    
Silent Patch Tuesday mitigation ends ability to hide malicious commands in .lnk files    


    
        By 
Carly Page        
    

    
        Posted in Patches,
        
            4th December 2025 15:01 GMT
        
    


    
Microsoft has quietly closed off a critical Windows shortcut file bug long abused by espionage and cybercrime networks.
The flaw, tracked as CVE-2025-9491, allows malicious .lnk shortcut files to hide harmful command-line arguments from users, enabling hidden code execution when a victim opens the shortcut.
Researchers at Trend Micro said in March that nearly a thousand malicious .lnk samples dating back to 2017 exploited this weakness across a mix of state-sponsored and cybercriminal campaigns worldwide. "Our analysis revealed that 11 state-sponsored groups from North Korea, Iran, Russia, and China have employed ZDI-CAN-25373 in operations primarily motivated by cyber espionage and data theft," it said at the time.
The trick is deceptively simple: malicious commands are padded with whitespace (or other non-printing characters) so that when the shortcut's properties are viewed in Windows, the "Target" field appears harmless - blank or ending in innocuous binaries - effectively concealing nefarious payloads.
Initial attempts by Trend Micro's Zero Day Initiative (ZDI) to get the flaw patched were rebuffed by Microsoft, which argued that the flaw was "low severity" and did not meet the bar for servicing.
But the window of complacency has now closed. According to patch-watcher 0patch, Microsoft rolled out a "silent mitigation" in its November 2025 Patch Tuesday fix bundle. Post-update, Windows' "Properties" dialog now reveals the full command, shutting down the obfuscation trick that attackers relied upon.


	'Exploitation is imminent' as 39 percent of cloud environs have max-severity React hole


	Two Android 0-day bugs disclosed and fixed, plus 105 more to patch


	University of Pennsylvania joins list of victims from Clop's Oracle EBS raid


	Botnet takes advantage of AWS outage to smack 28 countries


The timing of the fix is hardly incidental. In October, researchers at Arctic Wolf Labs disclosed that a China-linked espionage group, known as UNC6384 or "Mustang Panda," had leveraged CVE-2025-9491 in a targeted campaign against European diplomatic entities in Hungary, Belgium, Italy, Serbia, and the Netherlands.
The attack chain started with spear-phishing emails posing as invitations to NATO or European Commission workshops. When a recipient opened what appeared to be a harmless shortcut, the hidden commands triggered obfuscated PowerShell scripts that dropped a multi-stage payload, culminating in the installation of the PlugX remote access trojan via DLL sideloading of legitimate, signed binaries. This gave the attackers persistent, stealthy access to the compromised systems.
The campaign underscores just how valuable the LNK format has become for attackers: short, seemingly innocuous files that bypass many email attachment filters, yet remain capable of full remote code execution through social engineering.
For defenders, Microsoft's mitigation doesn't mean the risk has vanished. The extensive history of exploitation dating back years suggests many systems may remain compromised - and until all affected Windows machines receive the update, the tactic remains dangerous in the wild. (r)
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    Latest Windows 11 updates may break the OS's most basic bits

    
Microsoft warns Start menu, Explorer, and other XAML apps can crash or vanish on managed devices    
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Microsoft has admitted that it might have broken Windows components including the Start menu and Explorer in the latest round of updates.
The problem, which "primarily affects a limited number of enterprise or managed environments," occurs on PCs running Windows 11 24H2 or 25H2 with a monthly cumulative update released from July 2025. XAML-dependent modern apps such as the Start menu, Explorer, Windows Search, and the taskbar might abruptly crash or fail to load.
The cause, according to Microsoft, is a failure to register certain XAML packages in a timely manner after an update installation. The bad news is that there is no immediate fix, and the workaround involves fiddling with the Windows registry for virtualized environments or a PowerShell script to prevent Explorer launching before the required packages are provisioned.
Affected users might see a black screen or experience a crash on startup when Explorer loads. The Start menu might fail to open, and the taskbar might not appear on the desktop. Any app that depends on XAML could also crash or fail to start. Microsoft said: "We are working on a resolution and will update this article as more information becomes available."
The Copilot company also noted that the issues were "very unlikely to occur on personal devices used by individuals." But never say never, eh?


	Windows 11 needs an XP SP2 moment, says ex-Microsoft engineer


	Dell says Windows 11 transition is far slower than Win 10 shift as PC sales stall


	Microsoft's fix for slow File Explorer: load it before you need it


	Windows boss defends 'agentic OS' push as users plead for reliability


According to Microsoft, the "difficulties" might occur if Windows updates are installed before a first-time user logs on to a persistent OS installation, or before all users have logged on to a non-persistent OS installation (such as Virtual Desktop Infrastructure).
Although there is a workaround for admins to deploy when the support calls come in, breaking Windows to the point where fundamental parts of the user experience stop working is not a great look for Microsoft, particularly since it appears these problems go back to July 2025.
At this point, we'd usually say something about the company's "legendary approach to quality control," but, as always, The Register readers had far better ideas.
Paul Herber's "Well, it compiles!" seems to sum up things pretty well as affected administrators gaze glumly down the barrel of yet another problem with Windows updates. (r)
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Logitech's CEO says that AI-powered devices are a solution looking for a problem, despite being a strong proponent of AI and her firm pushing out exactly the kind of thing she's talking about.
In an interview with Bloomberg, Hanneke Faber, head of the Swiss mouse and webcam maker, dismissed efforts of other hardware companies to build AI into their gadgets.
"What's out there is a solution looking for a problem that doesn't exist," she reportedly told Bloomberg.
Admittedly, there have been some oddities such as the Humane AI Pin, a voice-powered chunk of plastic that users were supposed to pin to their clothing, and the Rabbit R1, a small square device equipped with a 2.88-inch touchscreen that used AI to interact with your smartphone so you wouldn't have to.
Logitech would never do that, of course, and so claims to be holding off on dabbling in AI-enabled widgets that allow users to interact with an AI assistant. Except, perhaps, for the Signature AI Edition Wireless mouse, which features a dedicated button that fires up a dialog to create ChatGPT prompts.


	Logitech leaks data after zero-day attack


	Logitech's MX Master 4 mouse buzzes with haptic feedback but lacks lefty love


	Solar flair: Logitech's K980 Signature Slim keyboard runs on rays


	Logitech's latest keyboard and mouse combo is wired, quiet, and suspiciously sensible


The recently launched MX Master 4 mouse also offers a shortcut button to Microsoft Copilot, for those who don't find having a dedicated Copilot key on their keyboard galling enough.
So let's not get the impression that Faber is some kind of AI skeptic like the now (in)famous Ed Zitron. Last month, she told Fortune that she'd be open to the idea of having an AI-powered board member, and that Logitech now uses AI agents in almost every meeting.
"If you don't have an AI agent in every meeting, you're missing out on some of the productivity," she claimed.
Perhaps Faber will change her mind on gadgets if and when OpenAI chief Sam Altman and former Apple designer Jony Ive come up with their prospective AI boondoggle. The pair were reported to be planning a startup to develop some kind of personal AI-powered gizmo way back in 2023, and recently said they are prototyping the device, expecting it to arrive in less than two years. (r)
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Cloudflare data shows 29.7 Tbps record-breaker landed amid 87% surge in network-layer attacks    
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The internet has spent the past three months ducking for cover as the Aisuru botnet hurled record-shattering DDoS barrages from an army of up to 4 million infected machines.
Aisuru is a relative newcomer to the botnet scene. It was first spotted in 2024, but it has quickly grown into a Mirai-class monster built from hijacked routers, cameras, and other bargain-basement IoT gear. Despite its humble parts, it punches far above its weight, firing off multi-terabit, multibillion-packet-per-second DDoS blasts that make earlier Mirai variants look almost low-key by comparison.
In its latest quarterly report, Cloudflare reveals Aisuru is now thought to command between 1 million and 4 million infected devices worldwide. That global horde routinely pumped out DDoS attacks topping 1 terabit per second and 1 billion packets per second. On average, that amounted to roughly 14 hyper-volumetric attacks a day - a 54 percent quarter-on-quarter increase.
Aisuru's firepower isn't just consistent; it's record-breaking. In Q3, one attack peaked at 29.7 Tbps, a new high water mark for volumetric disruption. The assault was delivered as a "UDP carpet-bombing" flood, blasting traffic across roughly 15,000 destination ports per second while using randomized packet attributes to evade legacy defenses.
Cloudflare says that since the start of 2025, it has already mitigated 2,867 Aisuru-linked attacks, with 1,304 of them hyper-volumetric fires in Q3 alone. The infrastructure giant's autonomous defenses blocked a total of 8.3 million DDoS attacks during the quarter - that's nearly 3,780 attacks every hour.
Behind the scenes, the broader DDoS landscape has shifted sharply. Network-layer attacks, including UDP, DNS, SYN, and ICMP floods, comprised 71 percent of all attacks in Q3, with network-layer counts up 87 percent quarter-on-quarter and 95 percent year-on-year. HTTP-layer DDoS, by contrast, fell by 41 percent quarter-on-quarter and 17 percent year-on-year, accounting for 29 percent of total attacks.


	Cloudflare broke itself - and a big chunk of the Internet - with a bad database query


	Cloudflare coughs, half the internet catches a cold


	Cloudflare Q3 report shows the internet still breaks for the strangest reasons


	Cloudflare DDoSed itself with React useEffect hook blunder


Amid evolving global conditions, certain sectors saw sharp surges in DDoS activity. Cloudflare observed a 347 percent month-on-month spike in attack traffic against generative AI companies during September - a period of heightened public scrutiny and regulatory attention on AI. Meanwhile, industries tied to mining, metals, and automotive surged as geopolitical friction - notably rising EU-China trade tensions over rare earth minerals and EV tariffs - coincided with increased DDoS targeting.
Top-ranked industries under siege included IT and services, telecommunications, and gambling and casinos. Notably, the automotive sector revved up 62 spots in the ranking in just one quarter, becoming the sixth most attacked industry globally. Attack origins also reflect shifting geography. Seven of the top ten source regions for DDoS traffic were in Asia, with Indonesia leading for the second consecutive year.
Cloudflare says the sheer volume and rapidity of these attacks show that the DDoS threat landscape has fundamentally changed. Many assaults now end in under ten minutes, which is too fast for on-demand mitigation services to respond. For organizations relying on on-premises scrubbing centers or reactive defenses, keeping pace with this flood of traffic may no longer be feasible.
Given that chunks of Aisuru are effectively up for hire, allowing cybercriminals to weaponize a global army of compromised devices, the implications are worrying. What was once the domain of major cybercrime or state-backed infrastructure war games may now be available for a few hundred dollars. (r)
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New datacenters planned in Scotland would collectively require 75 percent as much energy as the entire country currently consumes, according to tech campaign group Foxglove.
The nonprofit says its research [PDF] indicates that 11 hyperscale bit barns planned for construction across Scotland (bit bothies?) would require a total of 2,000 to 3,000 MW of electricity to operate, while the current peak demand for the country is 4 gigawatts (4,000 MW).
Foxglove states that it compiled this information simply by searching through local authority planning websites during November for applications, so it may not include other facilities that developers are planning to build but have not yet submitted an application for approval.
Not all the developers list the expected capacity of their datacenters once operational, so the researchers used an estimate of 250 MW each for the three facilities planned by developer ILI Group and another by Apatura.
All of the others fell between 200 and 300 MW, with the exception of the 550 MW campus at Ravenscraig in North Lanarkshire to be built by Apatura.
The total for all these planned facilities comes to roughly 3 GW, which means that the total energy consumed in Scotland could dramatically increase if they are all built.
According to the website of the National Energy System Operator (NESO), responsible for managing and planning the UK's electricity and gas networks, Scotland's current winter peak gross demand is just over 4 GW, and the agency expects this to remain below 5 GW by 2030 across all future energy scenarios.
This latter figure would seem to be at odds with the expected 75 percent increase implied by Foxglove's research, so we asked NESO if it was aware of the planned datacenter projects, but it had not responded by the time of publication.
For those concerned that bit barns might starve Scottish users of electricity, fear not. According to NESO, the generation capacity in Scotland today is just under 20 GW, and this is set to more than double by 2030.
But if Foxglove's figures are correct, over 40 percent of energy consumption in Scotland will be accounted for by datacenters - trumping even Ireland's situation, where bit barns gobble more than 20 percent of the electricity supply.
What concerns Foxglove is all the extra greenhouse gases likely to be emitted by those datacenters. Just one of the 11 facilities planned would cause emissions comparable with those of Edinburgh airport, it says, citing figures from the developer.
The organization's director of advocacy, Donald Campbell, said: "It is worrying that this vast expansion of polluting datacenters is receiving the backing of both the Scottish and UK governments, with little apparent thought for the consequences. Ministers need to ensure the public isn't left to foot the bill for the environmental costs racked up by some of the richest companies on the planet."


	Datacenters that don't have their own power supplies will fail: Gartner


	HPE backs AMD's Helios AI rack with Juniper's scale-up switch


	London grid crunch delays new housing amid datacenter boom


	Britain plots atomic reboot as datacenter demand surges


Estimating emissions from the datacenters is difficult, since few developers have volunteered this information. But according to NESO, generation of energy from fossil fuels in Scotland is expected to reach zero sometime between 2035 and 2040 as energy from renewable sources rises to replace it.
It should therefore follow that the new facilities will also be emitting zero greenhouse gases by then, if they are powered from the grid. That still leaves 10 to 15 years of potential emissions in the meantime, however.
This research comes just weeks after the UK government's Department for Science, Innovation and Technology outlined plans to offer discounts on energy for datacenter operators prepared to locate their projects in Scotland and the north of England, closer to sources of renewable power.
According to NESO, Scotland has vast natural resources, and it forecasts a big increase in renewable-generated electricity within the country. But the grid transmission system needs upgrading to deliver the power where it is needed.
With generation capacity far exceeding demand, Scotland may be able to export power into England with those grid updates, except during periods of prolonged low wind, where the reverse may occur. (r)
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UK SAP users say licensing and pricing complexity is muddying the picture for Business Suite, the vendor's new model for cloud applications.
Confusion over Business Suite's reboot for the cloud is also creating difficulties in preparing business cases necessary to migrate from legacy systems, said Conor Riordan, chair of the UK and Ireland SAP User Group (UKISUG).
In a survey of members, UKISUG found only 27 percent were familiar with the reimagined SAP Business Suite, introduced in February with the promise of a "truly modular, composable" set of business applications, including ERP, HR, CRM, supply chain, and expense management. SAP said the applications in the suite would share the same data model and user experience after years of integrating disparate software, some from acquisitions.
At the same time, UK SAP users were asked to identify aspects of Business Suite they felt uninformed about, or that they needed more information on. Licensing and pricing models was the top issue, cited by 61 percent of respondents.
Earlier this year, the German-speaking SAP user group, DSAG, called for greater transparency in licensing to enable the migration and upgrade of on-prem systems to the cloud, saying inconsistencies were making the transition more challenging than it could be.
In April, SAP scrapped its RISE package and introduced SAP Cloud ERP Private, priced under a new Full Use Equivalent (FUE) metric.
The original incarnation of Business Suite was launched in 2006 and includes the legacy ERP application ECC6. In September, DSAG said the reboot would continue to cause difficulties over licensing models.
Speaking to The Register, Riordan said there was confusion over the difference between Business Suite and S/4HANA, SAP's most up-to-date ERP offering.
"We just need to simplify the story, communicate the roadmap in the business case... [be] more clear, more transparent, so that as our members go to their boards to get the money approved to do this work, it's just an easier story to tell about what we're trying to do and how we're trying to do it, how much it's going to cost, and what the return on investment is," he said.
Many users remain on legacy ERP platform ECC and are struggling to make the case to move to S/4HANA, which requires a complete business transformation. Analyst Gartner has said that approximately 39 percent of worldwide ECC customers - from a total of 35,000 - had bought or subscribed to licenses to start their transition to S/4HANA, a platform first launched in 2015. Separate research from Freeform Dynamics found that 95 percent of legacy users say building a positive case to migrate requires a big effort or is genuinely challenging.


	Employee trust in SAP board dips amid ongoing restructure


	SAP's migration narrative suddenly looks messy as Kingfisher goes off-script


	SAP portal outage raises questions over vendor's cloud readiness


	Two-fifths of SAP Americas users yet to ditch legacy ERP


Mainstream support for ECC ends in 2027, while extended support is available until the end of 2030 at a 2 percent premium. Typically, an ERP transformation in a large international organization might take three years.
"The feedback we're getting from members is that there's still a big struggle on the business case. Users are asking us 'How do you tell the story? What's the value of doing what we're doing?'" Riordan said.
"When you're going from ECC to public cloud or private cloud, or whatever you're going to do, it's typically a multi-step process, and the value often comes at the end run, or in the middle, and a lot of the cost is at the beginning, because you're doing the migration and the upgrade. It's being able to tell that complete story and put an investment package together. Members are still saying that it's a difficult story to tell."
SAP has said it is committed to guiding and supporting customers at every step of their move to "integrated, cloud-powered operational excellence."
"The SAP Cloud ERP Private Edition package is not just a solution; it is a gateway to a future of limitless potential and unprecedented business agility," the company said.
It also said licensing changes do "not mean a direct increase or decrease in cost." (r)
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Exclusive SaaS-y accounting outfit Xero has advised developers who integrate their products with its services that they'll soon have to pay for the privilege in a new way.
Xero started its life in New Zealand and has since won over 4.6 million subscribers in 180-plus countries. In Australia, Xero displaced the dominant player MYOB. It's a challenger brand chasing the likes of Sage and Intuit elsewhere.
Xero today emailed developers who create products that integrate with its services. The Register has seen that mail, which opens "We are deeply committed to investing in our ecosystem" and states that Xero wants to "ensure our platform supports your app development journey."
Ecosystem-killer
Xero will do two things to meet those goals, the first of which is "introducing a tiered pricing model based on your API connections and usage."
Developers who create products that work with Xero can bill their customers direct, or place their wares in the Xero App Store at the cost of 15 percent of average revenue per user.
The email seen by The Register links to this page, which says Xero will retire the 15 percent commission scheme and replace it with the following tiers and charges:
[image: Xero's new Tier Fees, Connection Limits, and API Volume Usage ]
Xero's new Tier Fees, Connection Limits, and API Volume Usage - Click to enlarge


Xero says this scheme is "Designed to meet developers where they are in their app development journey" and will make it "clearer for you [developers] to forecast and control costs."


	Xero, Slack suffer outages just as Let's Encrypt root cert expiry downs other websites, services


	Intuit branches out into email marketing by splashing $12bn on Mailchimp acquisition


	Xero says accounting software users were locked out by login glitch, not nefarious deeds


	Bye, bye Brazil: Sage takes a multi-million dollar bath as it slips out of Latin America


The table is starkly clear to Alex Lacota, co-founder of a balance sheet reconciliation app for Xero called RecHound, because his access to APIs was previously free.
He therefore fears the change represents bait and switch tactics.
"As it stands, RecHound would be up for an annual bill of $17,340.00," he wrote on LinkedIn. "As a bootstrapped startup - that would financially eclipse our 2nd highest annual expense by a country mile."
Lacota warned his customers that he may need to pass on those costs.
"RecHound has not once increased it's fees over the last 3 years, and I've been steadfast on keeping them as is, even while we deliver new features," he wrote. "Unfortunately this may need to change slightly due to this, because as it stands, an API fee this high would become a huge financial burden to us."
Lacota says he understands Xero's need to charge for its API, but feels Xero's prices are too high for his business and for startups.
"A fee as high to access the journals of our users would be severely impactful for RecHound, and it would render smaller, less developed apps completely unfeasible," he wrote. "To put it another way, RecHound would not have been viable in the slightest if this were in place 3 years ago when we had started."
Xero's rivals are keen to point out the change. Phil Johnson, general manager of payroll and HR software house Tanda, suggested a shift to his company will result in lower bills.
The Register has asked Xero to comment on its changes but had not received a response at the time of writing.
The second change mentioned in the email comes in the form of revisions to Xero's legalese to prohibit using API data to train artificial intelligence and machine learning models. The company has also clarified its language to specify "apps must not use bots or browser extensions to undermine our security controls or simulate user actions." (r)
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It's time to ask your bit barn provider how they'll keep the lights on, and what their plans mean for prices    
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Availability of energy will determine the prices charged by datacenter operators, who won't be viable unless they generate some of their own juice.
So says Bob Johnson, a VP analyst at Gartner, which on Tuesday published research titled "Emerging Tech: Top Trends in Data Center Power Provisioning."
Johnson opens by suggesting the AI boom means "newer and larger data centers are being built at a rate that exceeds the support infrastructure that supports it - notably, the traditional power utilities' ability to supply sufficient electricity." While electricity utilities are building new generating capacity, those efforts take years and won't come online in time to power the current datacenter construction pipeline.
Datacenter operators therefore can't expect to get all the energy they need from the grid and most will build their own generating capacity. Gartner predicts that by 2028, "only 40 percent of all new data centers will rely solely on power delivered via the electricity grid network."
The analyst firm therefore advises datacenter tenants to demand operators describe their power strategies, and document how those plans impact datacenter pricing.


	Datacenter fossil fuel habit 'not sustainable' as AI workloads soar


	Amazon-backed X-energy sweet talks investors into another $700M for small modular reactor dream


	Britain's first small modular reactors to be built in Wales


	Small nuke reactors are really coming online by next year, US energy secretary insists


Gartner thinks change is coming quite quickly and that in 2036, 40 percent of all new data centers "will rely on power generated on-site by new clean technologies that are not currently commercially available."
The document mentions small modular reactors as one candidate that could help to power 2036's new crop of datacenters, and notes Microsoft's deal to acquire energy produced by fusion hints at another future source of juice.
The one generating technology Gartner mentions that is already viable at datacenter scale - hydrogen fuel cells - currently relies on natural gas as source of H and therefore produces plenty of greenhouse gases. Gartner points to the possibility of "green hydrogen" that's the product of electricity generated by wind, solar or other renewables and then used to electrolyze water.
Whatever method datacenter operators use to generate electricity, Gartner thinks they'll be crash test dummies and you'll pay to help cure their bruises.
"Data center operators will be in the forefront of adopters for new emerging clean power generation technologies. However, like any first adopters, initial costs of these technologies will be high," the analyst firm suggests.
"Initial users of data centers that rely on new clean power technologies will be expected to cover the necessary costs."
Those costs will doubtless trickle down to every user of SaaS and IaaS.
Gartner thinks users need to consider the impact of energy prices and availability now.
"Add power sustainability to due diligence criteria of cloud services, including priority access to power and mitigation strategies in the case of limited availability," Johnson suggests. (r)
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Tricky tradeoffs are hard to avoid when designing systems, but the choice not to use LLMs for some tasks is clear    
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Systems Approach As we neared the finish line for our network security book, I received a piece of feedback from Brad Karp that my explanation of forward secrecy in the chapter on TLS (Transport Layer Security) was not quite right.
This is a perennial concern for me - that I will get something wrong in my explanations of security because I have not lived and breathed the field the way a true security expert would.
A lot of my writing is based on my reading of relevant RFCs, which are not always the easiest going for a non-expert, but can usually be considered authoritative. I spent enough time with the TLS RFCs to pick up the fact that there is a tradeoff between using "0-RTT" data (data sent along with the first TLS handshake message before the handshake completes) and forward secrecy. I went back to the RFC to check my facts, but forward secrecy is never really defined in the RFC; other sources, however, confirmed that my initial effort to explain the issue had missed the mark.
My next step was to see if a search query might get me somewhere, and I was very pleased with the result. I recognize that this is the sort of question one might take to their preferred LLM, but this is exactly the sort of subtle issue where I would not trust the LLM's answer - I needed an authoritative reference. As it happened, I got to an authoritative reference directly from DuckDuckGo (my default search engine): it was a discussion among contributors to the upcoming revised version of the TLS RFC that tackled this exact issue. In fact the explanation will be clearer in the new RFC (due for publication soon).
The reason that 0-RTT data may not have forward secrecy is rather subtle, but what it comes down to is that the encryption key used for 0-RTT data is derived from a secret that may be long-lived (up to several days). This contrasts with the session key that is derived in a full TLS handshake using ephemeral Diffie-Hellman; that key is unique to the session, depends on no long-lived secrets, and is never re-used.
But the use of a relatively long-lived secret to create the session key for 0-RTT data means that an attacker could potentially save a copy of the 0-RTT data, and then later compromise the long-lived secret that was used to derive the session key. The essence of forward secrecy is this: There should be no long-lived secret which, if later compromised, would allow an attacker to decrypt the session.
One source of the confusion in the original RFC is the fact that some implementation strategies can avoid the use of long-lived secrets with 0-RTT data. However, the protocol provides no way for a client to determine what implementation strategy has been employed at the server, and so the RFC argues that clients must expect no forward secrecy for 0-RTT data. See the discussion noted above and the latest internet draft for more detail.


	DNS security is important but DNSSEC may be a failed experiment


	BGP's security problems are notorious. Attempts to fix that are a work in progress


	To progress as an engineer career-wise, become a great communicator


	Contrary to some, traceroute is very real - I should know, I helped make it work


As a sort of experiment, I went to ChatGPT to see if I could learn anything further. While I can say that I found nothing wrong with the answers it gave me, I didn't get the level of insight that the discussion among RFC contributors gave me. I also found myself going back to the RFC again to see if I believed what ChatGPT was telling me, which might be a "me issue", but given the known problems with LLMs making things up, seems reasonable. And that's before I even get to the climate impact of using LLMs to do the work of search engines.
A classic systems problem
More interesting than the relative merits of search versus LLMs, to me at least, was the way in which this detailed examination of TLS illustrated our position that network security is a systems problem. Making tradeoffs is at the heart of system design, and here we have a very clear tradeoff between optimizing performance (save an RTT in getting data flowing between client and server) and an aspect of security.
As with many systems problems, there is a complex set of moving parts that interact to produce the overall system behavior. Some applications may care about forward secrecy, some may not; it depends on your threat model. Some applications may be very latency-sensitive, others less so. Thus there is no single right answer, but the protocol design allows different application designers to make different choices.
We allocated an entire chapter to TLS in our new book because of how well it illustrates the systems approach. In addition to the performance-security tradeoff just discussed, TLS contains quite a comprehensive set of mechanisms to allow: authentication of one or both parties in a session; confidentiality of data; integrity; and protection against a range of attacks including man-in-the-middle, protocol downgrade, and replay attacks.
Most of these mechanisms can be configured in various ways to make different tradeoffs in a large design space. In many cases, the mechanisms found in TLS 1.3 have been built in response to weaknesses discovered in earlier versions of TLS. If you want an illustration of how a secure system can be built by assembling and configuring a set of component parts, and the tradeoffs inherent in building such a system, you can hardly do better than TLS.
Finally, the system story does not stop with TLS. Applications that use TLS have to make their own system design choices; for example, an application may choose to use 0-RTT data, overriding the safer default behaviour in TLS. Doing so requires the application to deal with the forward secrecy risks, along with possible replay attacks (another subtle issue in the design of TLS).
Similarly, there is a decision to make about what transport runs below TLS, with QUIC offering a number of benefits relative to TCP. Even decisions about the UI of a browser, such as the use of a padlock icon to show you when a connection is secured by TLS, are part of the overall system design.
As we have said before, it is easy to be overly focused on the building blocks of security such as cryptographic algorithms. But a systems approach takes into account competing design goals, including both a range of threat models and performance considerations, when deciding how to assemble those building blocks into a specific solution.
When I look at the improvements in TLS, HTTP, and QUIC over thirty years since the first secure socket layer implementation, it's an impressive story of a complex, evolving system. And I am much happier to have learned that story from the perspective of the people building the standards than from an LLM. (r)


Larry Peterson and Bruce Davie are the authors behind Computer Networks: A Systems Approach and the related Systems Approach series of books. All their content is open source and available for free on GitHub. You can find them on Mastodon, their newsletter right here, and past The Register columns here.
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    Rust core library partly polished for industrial safety spec

    
Ferrous Systems achieves IEC 61508 (SIL 2) certification for systems that demand reliability    
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Memory-safe Rust code can now be more broadly applied in devices that require electronic system safety, at least as measured by International Electrotechnical Commission (IEC) standards.
The latest update to Ferrocene, an open source Rust compiler toolchain for safety-and mission-critical systems, comes with IEC 61508 (SIL 2) certification for portions of the core library.
"Rust is impractical to run in embedded or safety-critical environments without core, and core can't be certified without rigorous validation using toolchains like Ferrocene," said Florian Gilcher, managing director at Ferrous Systems, in a blog post. "This release reaffirms our commitment to providing modern Rust compilers - and now certified libraries - to meet the needs of the safety-critical world."
Stamping out memory safety bugs has become a priority for those concerned with the security of public and private sector systems. But developing for embedded systems still largely involves the use of C or C++ code, which face memory safety challenges - an issue that a new C/C++ compiler called Fil-C may address.
The certification of a portion of the Rust core library has the potential to bring more Rust code to regulated industries. The programming language's strong memory safety guarantees should help reduce memory-related errors and improve the stability of associated applications, assuming new bugs aren't introduced along the way.


	Linux 6.18 arrives as the year's final drop and likely next LTS


	CPython may go Rusty, but older platforms risk getting iced out


	Linus Torvalds is OK with vibe coding as long as it's not used for anything that matters


	Ubuntu 25.10's Rusty sudo holes quickly welded shut


SIL represents Safety Integrity Level, a measure of system safety performance. It summarizes the probability of failure on demand, where SIL 4 represents the most dependable and SIL 1 represents the least.
The SIL 4 designation is appropriate for systems that require maximum reliability because failures have the potential for mass casualties - think nuclear reactor controls or railway systems. SIL 3 tends to be applied to systems that pose a high risk during failure, such as chemical engineering kit, medical devices, or oxygen sensors. SIL 2 might be applied to industrial robots. And SIL 1 would work for CCTV cameras or building lighting.
Certification firm TUV SUD has already blessed the Ferrocene toolchain for safety-focused development based on ISO 26262 (ASIL D), IEC 61508 (SIL 3), and IEC 62304 (Class C). The outfit also supports qualification efforts to reach assurance levels SIL 4 and DO-178C (DAL C).
With the help of partners Sonair and Kiteshield, Ferrocene devs have certified a substantial subset of the core library so that it meets the IEC 61508 (SIL 2) standard.
The Ferrocene-certified core subset provides developers with access to types and functions such as: Option, Clone, str, pointers, and most primitives, such as slices. It's intended to be used for qualified development targets like x86_64 Linux, x86_64 or Armv8-A QNX Neutrino, or RTOS on Armv8-A or Armv7E-M.
Sonair is using Ferrocene for acoustic detection and ranging (ADAR) in robots sporting Armv8-A and an Armv7E-M subsystem. Kiteshield is developing a Rust-based Ultra-Wideband safety system for mining that's designed to prevent collisions between manually operated and autonomous machinery. (r)
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    India's government targets Uber, Ola with plan to launch zero-commission rideshare platform

    
Minister wants to 'free drivers from dependency on private companies'    
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India's government is set to launch a rideshare platform and app that charges no commission and is intended to make life harder for Uber and its ilk.
Called Bharat Taxi, the app will be operated by a co-operative company that describes the service as "a sustainable and democratic taxi service owned and operated by drivers" and will deliver "fair income, social security and dignified livelihood for drivers through collective ownership and cooperative principles."
The app is already available on Android and promises the chance to "book cabs in all major cities and countless small towns across India." It also reportedly allows operators of cabs, private cars, motorcycles, and even three-wheeled autorickshaws to bid for trips.
Left unexplained at this point is how the platform will cover its operating costs, but drivers who sign up will apparently be in line for a share of any profits the co-op generates.
In a written answer to a parliamentary question, Cooperation Minister Amit Shah said Bharat Taxi will "free the country's commercial vehicle drivers from dependency on private companies."
That's a nod to the fact that the likes of Uber, and India's own rideshare champion Ola, charge considerable commissions on each fare arranged through their apps, and that those fees have reduced the amount of money drivers receive for a trip. It also reflects India's uneasy relationship with big tech companies, which it fears will dominate local markets with for-profit business models that benefit shareholders but often challenge local businesses.


	India demands smartphone makers install a government app on every handset


	Indian government reveals GPS spoofing at eight major airports


	India has satisfied its supercomputing needs, but not its ambitions


	Geopolitics push European CIOs to think local on cloud


India has responded to challenge posed by big tech companies with initiatives like the Unified Payments Interface (UPI) that allows real-time payments between any participating parties and therefore means users can exchange money regardless of which bank or payments apps they use. UPI is also free.
The International Monetary Fund recently hailed UPI as an example of interoperability between closed systems having the power to "empower consumers, foster innovation, and accelerate the shift away from cash."
Reversing course on compulsory app
Also in India, Minister for Communications and Development Jyotiraditya Scindia yesterday "cleared the air" regarding the nation's decision to require installation of a fraud reporting app on every smartphone in the country. Critics expressed concerns about the potential for India's government to surveil citizens.
Scindia pointed out that while India wants the app to be present on every phone, using it won't be compulsory and users can delete or deactivate it at any time.
But the government later backpedaled and decided not to make installation of the app compulsory, citing strong adoption that made its previous edict redundant. (r)
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    Micron ditches consumer memory brand Crucial to chase AI riches

    
First AI came for our jobs. Now, our memory?    
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The lure of AI spending was too much for Micron to ignore. On Wednesday, the US chipmaker announced it's abandoning its Crucial memory and storage lineup to bolster its supply of enterprise-focused chips, including those used in AI systems.
"The AI-driven growth in the data center has led to a surge in demand for memory and storage. Micron has made the difficult decision to exit the Crucial consumer business in order to improve supply and support for our larger, strategic customers in faster-growing segments," Sumit Sadana, EVP and chief business officer at Micron, said in a canned statement.
Micron will continue shipping Crucial products through the end of February 2026 and will continue to provide warranty service and support for the products after that date.
While the Crucial brand may be on death's door, there's still a chance your next laptop, prebuilt desktop, or workstation could end up having Micron-made memory on board. The chipmaker says it will continue to supply enterprise memory products to commercial channel customers going forward.
"We would like to thank our millions of customers, hundreds of partners and all of the Micron team members who have supported the Crucial journey for the last 29 years," Sadana said in a statement to his customers who will soon have even fewer choices for memory amid a global shortage of DRAM and NAND.


	Amazon primed to fuse Nvidia's NVLink into 4th-gen Trainium accelerators


	Nvidia plows $2B into Synopsys to make GPUs a must-have for design, simulation customers


	Cheaper 1 GB Raspberry Pi 5 lands as memory costs go through the roof


	Memory boom-bust cycle booms again as Samsung reportedly jacks memory prices 60%


Over the past few weeks, DRAM and NAND memory prices have skyrocketed in the face of unrelenting AI server demand. The market watchers at TrendForce place the blame on DRAM makers like Samsung, SK Hynix, and Micron, which it says are allocating advanced process capacity to high-end server DRAM and HBM, leaving only the spare bits for customer chips.
And it's not hard to see why. Consumer platforms at most might have 256 GB of DDR5, with most falling well below that. By comparison, GPU servers like Nvidia's HGX B300 can have more than 4 TB of memory between the CPU's DDR5 and GPU's HBM.
Counterpoint Research now expects DRAM prices could soon double as chipmakers continue to prioritize the AI market, leaving a shortfall in their wake. 
It's not just DRAM either. AI is also being blamed for a shortage of NAND flash modules used in solid state media. In November, TrendForce reported that average prices jumped by 20 to more than 60 percent across the various product categories with additional price hikes predicted for this month. (r)
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    John Henry still leading the race vs AI in customer service

    
Gartner found only 20% of customer service leaders have cut human agents because of AI    
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The world's smallest digital violin is playing for AI chatbots, which are having a hard time elbowing out their human counterparts for jobs in customer service, according to a Gartner study.
Researchers found that only 20 percent of customer service and support leaders reported reducing agent staffing to favor our would-be robot overlords.
"Customer service and support leaders should avoid framing AI initiatives solely around headcount reduction," said Melissa Fletcher, senior principal of research in the Gartner Customer Service Support practice. "Leaders should plan for new roles, leverage central resources, and communicate transparently about AI's impact to manage expectations effectively."
Meanwhile, 42 percent of organizations are hiring for newly created jobs for humans that incorporate AI into their workflow.
"Although conversations about AI in customer service tend to focus on AI's role in headcount reduction, many leaders (42%) have found themselves hiring specialized staff to help with their AI initiatives," the researchers found. "These roles may include AI strategists, Agent assist analysts, AI automations and process analysts, conversational AI designers, and AI analysts and Trainers."
For its paper, The Real Impact of AI on Headcount Today, Gartner surveyed 321 customer service and support leaders from September to October. They found that 55 percent of those businesses held on to the same number of employees while handling higher customer volumes. The authors said this shows AI is boosting efficiency rather than eliminating jobs.
There was some less celebratory human-centric news in the report, as researchers found that 25 percent of organizations paused hiring replacements when customer service agents left.
Gartner estimates that half of the organizations planning for major AI-driven workforce reductions will be forced to reconsider those goals by 2027, as "the vision of agentless service" will prove "elusive."
"While there are some use cases that have the potential to displace enough volume to provide reductions in headcount (e.g., chatbots or IVAs), these require a level of readiness that many organizations simply do not have. Additionally, leaders should articulate that these changes will be incremental," the researchers stated.
Gartner's findings jibe with other recent reports, including an October report out of Yale's Budget Lab that looked at US employment since November 2022, when OpenAI's ChatGPT was released and began generating AI hype.
"Overall, our metrics indicate that the broader labor market has not experienced a discernible disruption since ChatGPT's release 33 months ago, undercutting fears that AI automation is currently eroding the demand for cognitive labor across the economy," said Martha Gimbel, Molly Kinder, Joshua Kendall, and Maddie Lee in a report summary.


	One-fifth of the jobs at your company could disappear as AI automation takes off


	Half of businesses rethink ditching humans for customer service bots


	Call center staffers explain to researchers how their AI assistants aren't very helpful


	Your call is very important to us - which is why we're connecting you to a human


But the good times for humans may not last.
A recent BearingPoint Study that surveyed 1,000 executives found that AI and automation led half of those companies to believe they were overstaffed by as much as 19 percent.
According to the study, AI is expected to drive a sharp increase in workforce overcapacity by 2028 as productivity gains accelerate, "leading to a sustained reduction in demand for multiple profiles."
Within three years, all of the companies surveyed forecast at least 10 percent overcapacity, and 45 percent expect to manage 30 to 50 percent excess capacity, the report said. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2025/12/03/john_henry_ai_customer_service/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2025/12/03/ai_has_made_ip_violations/
    

    Lawyer's 6-year-old son uses AI to build copyright infringement generator

    
Rights holders had better buckle up for years of legal wrangling, IP lawyer tells The Reg    
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You don't have to be smarter than a fifth grader (or even a first grader) to commit potential copyright infringement using AI tools. One IP attorney watched over the weekend as his young son built a bedtime story generator that used copyrighted characters without permission. 
"When experimenting with Google's AI Studio over the weekend, my 6-year-old son had the idea to create a website that would tell stories and generate pictures of the story," US IP lawyer Jonathan Menkes, a partner at the Knobbe Martens law firm, explained in a blog post. "In less than 2 minutes, he created a fully interactive website, including the proposed name 'Bedtime Story Weaver.'"
All it took to get Menkes the younger to create his tool was a few basic prompts that were "so simple, even a six-year-old with zero coding experience" was able to create a web app asking users to provide a target age, theme, characters, an optional morale or lesson, learning objective, preferred story length, and tone, to get an instant AI-penned tale. 
First up, Menkes' son generated a story about a dragon and knight, which came with an accompanying photo. So far, so good, Menkes explained, "but my son's imagination did not stop there." 
Next he prompted his vibe-coded story generator to give him a story about video game character Sonic the Hedgehog going on an adventure with Nintendo's mascot, Mario. A few more details added, and boom: Google AI Studio's custom website spit out a story about Sonic and Mario questing for coins. 
"As an IP attorney, this was jaw-dropping," Menkes said. "My sweet little son unwittingly created something that I spent over a decade of my life preventing others from doing."
The evolution of a legal arms race
El Reg readers probably aren't surprised to find that AI-enabled copyright infringement is so simple - we've covered it multiple times of late, most recently with OpenAI's Sora making it a snap for anyone to place copyrighted characters into custom scenarios without the permission of holders of those IPs. Menkes said that the incident with his son illustrates that not everyone in the IP space is prepared to face the myriad challenges stemming from AI tools.
"As IP practitioners, we need to understand how this technology works and anticipate the problems and opportunities it affords," Menkes told The Register in an email. "This is exactly what happened to me over the weekend when having a bonding moment with my son."
While there are plenty of concerns to be had over how AI companies are using and misusing copyrighted content to train their models, Menkes posits his bedtime story incident as one that should alarm IP holders regardless of what AI companies are doing. 
"Intellectual property holders ... should be prepared for a potential tsunami of software applications and websites that push the boundaries of current IP law," Menkes warned. 


	AI does a better job of ripping off the style of famous authors than MFA students do


	Boffins detail new method to make neural nets forget private and copyrighted info


	OpenAI wants to bend copyright rules. Study suggests it isn't waiting for permission


	Do AI robo-authors qualify for copyright? It's still no, says appeals court


At a minimum, the IP lawyer suggested, IP holders need to review their existing methods of monitoring the web for copyright infringement to ensure all the potential misuse of their brands is being captured, as current methods are likely insufficient for the modern world of AI IP infringement. To illustrate that point, see our prior coverage of how neutral prompts - e.g., "video game plumber" instead of Super Mario - will still return copyright-infringing imagery. 
Combatting such deeply embedded IP infringement, Menkes said, is going to require copyright holders to take a more direct approach. 
"Brand owners should go further and have people within their organizations test each new AI tool on the market to determine whether it includes internal safeguards to prevent users from generating unauthorized content," he recommends. Along with that approach, Menkes also recommends that IP holders have a triage plan in place to take quick action when any infringement is discovered.
That said, in an era where it's as easy to reproduce and manipulate copyrighted IP as typing a prompt into a text field, IP holders also need to recognize that it's not like the olden days of IP law. 
"I think that IP owners and AI companies can find ways to work together so both can benefit from the tremendous opportunities this new technology provides," Menkes told us. "Companies that can stem the infringement while also creating opportunities for creative outlets will be the ultimate victors in this AI race." 
OpenAI has already paved the way for rightsholders to monetize their IP on Sora, for example, after blowback from Hollywood and others over how easy it was to reproduce their properties. Disney has also taken upon itself to use AI to monetize its own IP by giving Disney+ subscribers the ability to create their own AI content of Disney characters. 
Even with those sorts of arrangements, however, Menkes believes that IP law is going to have to significantly evolve in the coming years. What that may look like, though, isn't even clear to this IP expert. 
"So much of case law is developed out of fact-specific cases, so we will have to be patient with the courts as they continue to grapple with these thorny issues," Menkes told us. 
"I fully expect that takedown procedures will need to be refined given the sheer volume and speed at which content can be pushed out," he cited as one example of how IP law will change while noting that "tremendous legal battles" are likely to be fought in the meanwhile. 
"It will be up to policymakers to weigh the pros and cons of enacting legislation that places the burden [of controlling IP infringement] on AI developers, but I think brand owners have strong motivation for wanting to shift more responsibility to those developers," Menkes added. 
Speaking of the developers, Google didn't respond to questions about the ease with which its AI Studio produced IP-infringing content. (r)
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    'Exploitation is imminent' as 39 percent of cloud environs have max-severity React hole

    
Finish reading this, then patch    
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A maximum-severity flaw in the widely used JavaScript library React, and several React-based frameworks including Next.js allows unauthenticated, remote attackers to execute malicious code on vulnerable instances. The flaw is easy to abuse, and mass exploitation is "imminent," according to security researchers.
The React team disclosed the unauthenticated remote code execution (RCE) vulnerability in React Server Components on Wednesday. It's tracked as CVE-2025-55182 and received a maximum 10.0 CVSS severity rating.
This is a big deal because much of the internet is built on React - one estimate suggests 39 percent of cloud environments are vulnerable to this flaw. This issue therefore deserves a prominent place on your to-do list.
The bug affects versions 19.0, 19.1.0, 19.1.1, and 19.2.0 of:

	react-server-dom-webpack


	react-server-dom-parcel


	React-server-dom-turbopack


It also affects the default configuration of several React frameworks and bundlers including next, react-router, waku, @parcel/rsc, @vitejs/plugin-rsc, and rwsdk.
The project's maintainers say upgrading to versions 19.0.1, 19.1.2, and 19.2.1 fixes the flaw.
"We recommend upgrading immediately," the React team said in a Wednesday security advisory.
"CVE-2025-55182 represents a major risk to users of one of the world's most widely used web application frameworks," Benjamin Harris, founder and CEO of exposure management tools vendor watchTowr, told The Register. "Exploitation requires few prerequisites [and] there should be no doubt that in-the-wild exploitation is imminent as soon as attackers begin analyzing now-public patches."
Vercel, the creator and primary maintainer of Next.js, assigned its own CVE (CVE-2025-66478) for the flaw, and issued an alert and patch on Wednesday, too.
While we don't have too many details about the vulnerability, we know it abuses a flaw in how React decodes payloads sent to React Server Function endpoints.
"An unauthenticated attacker could craft a malicious HTTP request to any Server Function endpoint that, when deserialized by React, achieves remote code execution on the server," the security alert warned. "Further details of the vulnerability will be provided after the rollout of the fix is complete."
Researcher Lachlan Davidson found and reported the flaw to Meta, which created the open source project, on Saturday. Meta worked with the React team to quickly roll out an emergency patch just four days later.
React is very widely used - Meta's Facebook and Instagram, Netflix, Airbnb, Shopify, Hello Fresh, Walmart, and Asana rely on it, as do millions of developers - and many frameworks depend on vulnerable React packages.
This CVE therefore puts much of the internet at risk.
"Wiz data indicates that 39 percent of cloud environments contain instances of Next.js or React in versions vulnerable to CVE-2025-55182 and/or CVE-2025-66478," the cloud security shop's threat hunters Gili Tikochinski, Merav Bar, and Danielle Aminov said on Wednesday.


	Years-old bugs in open source tool left every major cloud open to disruption


	Two Android 0-day bugs disclosed and fixed, plus 105 more to patch


	Fortinet finally cops to critical make-me-admin bug under active exploitation


	PostHog admits Shai-Hulud 2.0 was its biggest ever security bungle


The soon-to-be-Google-owned biz experimented with the flaw and fix, and reported that "exploitation of this vulnerability had high fidelity, with a near 100 percent success rate and can be leveraged to a full remote code execution."
"Due to the high severity and the ease of exploitation, immediate patching is required," the trio added.
At the time of writing, The Register could find no reports of in-the-wild exploitation. However it is safe to assume that criminals are already reverse engineering patches and scanning the internet for exposed, vulnerable instances.
"Due to the widespread use of React and frameworks like Next.js that are built on top of it, this vulnerability is expected to draw significant attention," Stephen Fewer, senior principal researcher at Rapid7, told The Register.
"The chances of technical details and exploit code being made publicly available are high, so exploitation is likely to occur soon," he said. "It is therefore critical to patch this vulnerability immediately."
Cloudflare customers may also wish to dig into the company's claim that its Web Application Firewall (WAF) protects them from the flaw, if their React application traffic is proxied through the WAF. (r)
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    MAGA cognoscenti warn feds away from shielding AI infringers

    
Letting AI firms train on copyrighted data will end up helping China, conservative groups argue    
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A group of conservatives allied with President Donald Trump's MAGA movement, including former Trump strategist Steve Bannon, has asked the Justice Department and the White House to stop protecting Big Tech against copyright claims.
In a letter [PDF] addressed to US Attorney General Pam Bondi and Michael Kratsios, director of the White House Office of Science and Technology Policy, more than a dozen leaders of conservative organizations urge the government to reject calls to change copyright law to accommodate AI companies.
The signatories argue that supporting the tech industry's effort to reform copyright law would harm American workers, contradict the Trump administration's AI and trade policy, dilute US soft power, and encourage economic espionage by China.
"Opponents of applying copyright law to AI make a series of flawed claims in an effort to cut corners," the letter says. "One is that competition with China requires the US to abandon its commitment to strong IP protections."
The authors contend that weakening IP rights domestically will allow China and other adversaries "to avail themselves of the same dubious 'fair use' theories to not only steal creative content, but also proprietary US AI models and algorithms."
Prior to the debut of OpenAI's ChatGPT in November 2022, legal scholars voiced support for the tech industry's view that training AI models on copyrighted content qualified for the fair use defense against infringement claims.
The fair use defense under US law requires an analysis of four factors: the purpose and character of the use, the nature of the copyrighted work, the amount of material used, and the effect upon the market for the copyrighted work.
In 2021, for example, judicial law clerk Jenny Quang, who at the time was a UC Berkeley Law School research assistant, wrote an article [PDF] for the Berkeley Technology Law Journal titled, "Does Training AI Violate Copyright Law?"
Quang wrote, "Training a machine learning model with this copyrighted data does not infringe because the data are not redistributed or recommunicated to the public. Copyright protects creative expression, but model training extracts unprotectable ideas and patterns from data."
That same year, Nat Friedman, then CEO of GitHub, echoed that line of reasoning as GitHub debuted a beta version of its Copilot AI assistant. He wrote in a social media post, "training ML systems on public data is fair use [and] the output belongs to the operator, just like with a compiler."


	Amazon is forging a walled garden for enterprise AI


	Zig quits GitHub, says Microsoft's AI obsession has ruined the service


	China using AI as 'precision instrument' of censorship and repression, at home and abroad


	Apple swaps one ex-Google AI chief for another


Various legal scholars have made similar arguments.
But the AI-related copyright claims heard to date by US courts suggest AI companies can't count on a fair use defense in all cases - and there are more than 50 of them presently.
When legal scholar Pamela Samuelson asked the same question in October in an article titled "Does Using In-Copyright Works as Training Data Infringe?", she came to a less definitive conclusion based on the outcomes of Bartz v. Anthropic and Kadrey v. Meta.
In both cases, authors sued the AI providers (Anthropic and Meta) for training on copyrighted books, and while the judges mostly found for the AI companies, the results weren't completely cut and dried. In Anthropic, the judge ruled that as long as the company acquired the copyrighted material legally, it could train its AI on it; Anthropic later settled with authors of some books that it had pirated. In the Meta case, the judge said that it was fair to use the copyrighted texts and the plaintiffs did not present enough evidence of market harm, which at least paves the way for future rulings to take market effects into consideration.
"The Bartz and Kadrey decisions are mixed bags," she wrote. "They indicate that some training data uses may be found fair use, while others may not." 
One of the things that has changed in the past few years is that the market impact of AI on copyrighted works is starting to show up.
In Thomson Reuters' copyright claim against Ross Intelligence, the court in February found that training AI models on Westlaw content to build a rival legal service did not qualify as fair use.
AI companies have recognized the risk of infringement claims by settling or striking content licensing deals, though they'd prefer not to incur that cost. 
And the potential cost is high because so much of what people have written is subject to copyright protection. As OpenAI CEO Sam Altman said in a December 2023 submission [PDF] to an inquiry by the UK House of Lords, leading AI models could not be trained without the use of copyrighted content.
"Limiting training data to public domain books and drawings created more than a century ago might yield an interesting experiment, but would not provide AI systems that meet the needs of today's citizens," he said.
If AI companies were broadly required to pay for the data they use, their already extensive data center expenditures would balloon with the cost of licensing arrangements.
The conservative letter signatories say that's just fine.
"It is absurd to suggest that licensing copyrighted content is a financial hindrance to a $20 trillion industry spending hundreds of billions of dollars per year," the letter says. "AI companies enjoy virtually unlimited access to financing. In a free market, businesses pay for the inputs they need. Imagine if AI CEOs claimed they needed free access to semiconductors, energy, researchers, and developers to build their products. They would be laughed out of their boardrooms."
Adam Eisgrau, senior director of AI, Creativity and Copyright Policy at Chamber of Progress - one of the tech-aligned groups cited by the conservative authors - rejects the call to have the feds remain on the sidelines. 
In an email to The Register, he said, "The purpose of copyright as defined in the Constitution is to promote innovation: what the Framers called the 'progress of science and useful arts.' Under the law, by definition fair use isn't theft or copyright infringement; it's exactly what the Framers wanted. The DOJ absolutely should go to bat for innovators and fair use."
The letter concludes, "President Trump - himself a bestselling author and former television producer - said it best: 'The pioneering spirit of [our] artists, authors, inventors, and other creators has improved our lives and the lives of millions of people around the world, and will continue to propel us toward a better future.'"
Trump made those remarks in April 2020 [PDF], before AI lobbying surged. We note that earlier this year, the President fired Shira Perlmutter, Register of Copyrights, an event that US Representative Joe Morelle (NY-25) linked to Perlmutter's refusal "to rubber-stamp Elon Musk's efforts to mine troves of copyrighted works to train AI models." Perlmutter was reinstated in September by an appeals court while she challenges the lawfulness of her dismissal.(r)
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    HPE positions Morpheus stack as enterprise alternative to VMware

    
IT giant touts unified management, stretched clusters, and AI-ready networking at Discover Barcelona    
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HPE is laying out its enterprise stall with enhancements to its GreenLake hybrid cloud portfolio, while converging its Aruba and Juniper networking to offer customers AIOps across both, plus high-speed connectivity for AI processing.
With the opening of its Discover event in Barcelona today, the IT giant is pitching its cloud credentials, claiming its enhanced GreenLake lineup is able to meet the requirements others cannot.
"As your AI initiatives continue to grow, you need more control over where and how your data and workloads are managed," said HPE president and CEO Antonio Neri.
"One of the biggest recent challenges we hear from many of you is around virtualization costs - licenses, fees are skyrocketing. You're faced with rigid architecture and upcoming deadlines and single vendor runtime models are becoming harder to adapt and afford. It is not enough to lift and shift to the public cloud. You need a cloud model and experience everywhere. That is exactly what we have delivered with the next generation of HPE private clouds, now supercharged with HPE Morpheus software."
CTO and EVP of hybrid cloud Fidelma Russo continued the theme, saying it was a misconception that enterprises are looking to just replace a hypervisor.
"They're looking for a modern platform that can run traditional virtual machines (VMs), containers, and AI-era workloads with the same levels of resilience, security, and automation they expect from the cloud," she said.
She claimed that HPE's Morpheus and OpsRamp management tools plus Zerto disaster recovery software deliver "a fully integrated enterprise-grade alternative that spans your VMs, containers, and bare metal."
Nobody mentioned what it's an alternative to, but it seems clear they are referring to Broadcom's VMware platform.
New capabilities in Morpheus, which HPE acquired last year, include zero-trust software-defined networking (SDN) for VMs hosted by its HVM hypervisor, powered by technology from Juniper, which HPE acquired this year.
Morpheus also offers full support for Kubernetes and containerized workloads on top of the HVM hypervisor, for unified VM and container operations.
Juniper's Apstra Data Center Director is now integrated into Morpheus, providing automated switch configuration for when VMs get moved or migrated.
OpsRamp is also being integrated with Apstra Data Center Director and Compute Ops Management, connecting management and intelligence across the full stack, according to HPE.
"With this integration... we now have a fully automated stack that eliminates the problems that can exist between virtual machines and the network resilience, which was another key requirement when we spoke to customers," Russo said.
Stretched clusters, where servers in a cluster are in separate locations to keep workloads online even during a full site outage at one of the locations, are now supported, with synchronous replication provided by Zerto.
HPE also said its Morpheus VM Essentials will work with Veeam's Data Platform v13 to deliver hypervisor-based, image-level backup. This will enable rapid recovery for VMs across private cloud environments, including HPE's Private Cloud Business Edition, the firm said.
All these capabilities are either available now or coming in the first half of 2026.
On the networking side, HPE's head of networking business, Rami Rahim, said the firm is working to deliver "AI for networking, and networking for AI," meaning it is infusing AI-based automation into network ops and building high-performance networks to support AI infrastructure.
AIOps has moved on from just gathering telemetry and making recommendations, with the next step being self-driving capabilities with agentic AI, "where the network can practically do everything on its own, and the human equation is largely out of the picture," he said - although we're not quite there yet.
This was aptly demonstrated during the Discover keynote, where The Register's representative reports that HPE was still unable to deliver an uninterrupted Wi-Fi service, despite all the talk of AIOps and self-healing networks.


	HPE backs AMD's Helios AI rack with Juniper's scale-up switch


	HPE pumps AI cloud lineup with extra Nvidia capabilities


	Norway's most powerful supercomputer will use waste heat to raise salmon


	HPE scores $931M contract to make DoD's cloud migration a little less public


What HPE is doing now is moving to unify the experience of its two current AIOps platforms, Juniper Mist and Aruba Central. Mist was developed largely for cloud deployment, and Aruba Central has much more of a diverse deployment model, but the firm is cross-pollinating capabilities from one to the other.
From Mist, Marvis Actions, which identifies and fixes network issues, plus its Large Experience Model (LEM), will be available in Aruba Central in the first quarter of 2026.
Conversely, Aruba's AI-based Client Profiling and Organizational Insight features will migrate across to Mist, Rahim said.
"We're going to continue to do this cross-pollination, bringing the best of both platforms to all users. Nobody gets left behind," he commented.
HPE is also preparing dual-platform Wi-Fi 7 access points, which will allow customers to choose Mist or Aruba Central as their preferred point of control and switch between the two if desired, Rahim said.
When it comes to networking for AI, HPE unveiled what it claims are the first switches using Broadcom's Tomahawk 6 silicon. The Juniper QFX5250 is a liquid-cooled device intended to connect GPUs within datacenters with 102.4 Tbps of aggregate bandwidth. It is designed with Nvidia's Rubin and AMD's MI400 Series accelerators in mind.
Meanwhile, the Juniper MX301 edge router "packs all of the performance, and all of the flexibility that our customers have come to love about the MX in a small 1U power-optimized package, which makes it absolutely ideal as an on-ramp for the distributed inference cluster opportunity," Rahim said.
Updates for GreenLake include an enhanced GreenLake Marketplace, and Cloud Commit, which lets customers commit to pre-specified future spend levels.
HPE Financial Services (HPEFS) is also extending financing programs for CloudOps Software and Alletra Storage. HPEFS now allows customers to spread the costs over three years, at no additional cost for CloudOps, plus standalone Morpheus Software, OpsRamp, and Zerto. Customers for Alletra Storage, meanwhile, are eligible for up to 10 percent savings over traditional purchasing, with no payments for the first two months. (r)
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    ISS hits rare full house as all eight docking ports ocupado

    
Russian vehicles will depart soon, but Baikonur launchpad damage clouds future arrivals    
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Updated NASA confirmed this week that for the first time, all eight of the International Space Station's docking ports are currently occupied - four by Russian vehicles.
But while the outpost is unusually busy, Russia faces a different problem. Damage to the launchpad used for sending Soyuz vehicles to the ISS has raised questions about when the next spacecraft will fly.
Space agency insiders have confirmed to The Register reports of Russian engineers conducting an urgent audit of resources onboard the ISS. Although any cargo gap could likely be filled by NASA's commercial partners, such as SpaceX, refueling the Russian portion of the complex can only be performed by Progress freighters.
Crew transport will also be a challenge if the Soyuz is unavailable. However, there is a chance that Boeing might finally join SpaceX in flying astronauts to the outpost in 2026, should its Starliner spacecraft be declared operational.
The launchpad problems are compounded by an abrupt, unexpected change to the crew of SpaceX's Crew-12 mission, scheduled to launch in February 2026. Soyuz veteran Oleg Artemyev has been removed due to "a transfer to another job," according to Roscosmos. His replacement is Andrei Fedyayev.
One space agency insider questioned whether Russia might use the launchpad incident to hasten its exit from the ISS. With the outpost due for deorbit around 2030, a long Soyuz launch hiatus could strengthen arguments that it's time for Russia to move on.


	UK sinks to fifth in ESA funding league behind Spain


	Baikonur's only crew-capable pad busted after Soyuz flight


	NASA pares back Boeing's Starliner deal after 2024 calamity


	Lifeboat docks with Tiangong after cracked capsule triggers emergency rendezvous


For now, however, the country remains committed to the program.
Damage to Russia's launchpad and a sudden change of crew are not how the ISS team would have liked to celebrate 25 years of human occupation of the outpost, particularly with the end of the program looming.
There are currently ten crew members aboard the ISS, and all eight docking ports are occupied by visiting spacecraft. There are a pair of SpaceX vehicles (Cargo and Crew Dragons), the Japanese HTV-X1, Northrop Grumman's Cygnus freighter, a pair of Russian Progress cargo spacecraft, and two Soyuz vehicles.
The crew will return to seven on December 8 when NASA astronaut Jonny Kim and Roscosmos cosmonauts Sergey Ryzhikov and Alexey Zubritsky enter the Soyuz MS-27 spacecraft, undock from the Prichal module, and parachute to a landing in Kazakhstan. Soyuz MS-28 is also attached to the ISS.
Soyuz MS-29 was due to launch in 2026, but that now depends on repairs to the damaged Baikonur launchpad or on an alternative departure point becoming available. (r)

  Updated at 8.55 UTC on December 4, 2025, to add:

A NASA spokesperson told The Register that the agency is aware of inspections of the launchpad by Roscosmos: "Station has sufficient capability for reboost and attitude control, and there are no expected impacts to this capability."
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    Newly launched civil service pension portal from Capita is crapita, users report

    
Awarded a PS239M contract, outsourcer apologizes for any inconvenience to 1.5M members    
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Updated Pension scheme members are facing a string of errors and malfunctions as they try to log into and retrieve account details from the UK's civil service portal the government is paying Capita PS239 million ($318 million) to build and run.
After it went live on Monday, the refreshed and updated pension website for the Civil Service Pension Scheme (CSPS), which supports 1.5 million current and former public servants, promptly offered users a string of unrecognized passwords and usernames, according to online reports. They were forced to create new accounts, which were also unrecognized. They endured broken and circular links while the website appeared unfinished and untested, with headers and other features displaying dummy text.
More worryingly, personal details were unavailable, including pensions statements and beneficiaries information.
Users contacted The Register, while a 48-hour thread published on Reddit offered a glimpse of the worst experiences.
One scheme member said the new portal did not recognize their username and password. "I had to use a different email address to try and register again. Despite completing registration it now claims it doesn't recognize my username," they said.
Another scheme member said: "On personal level, my name is wrong. I have no beneficiaries nor any statements. But no worry, I can click for a form to contact them, oh it has to be done by post, I wonder where I will send it? Where to send it [Postal Address Line 1] [Postal Address Line 2] [City, Postcode]."
One user reported that the site was down for maintenance on Monday evening, while another said that problems persisted on Tuesday morning.
A Capita spokesperson apologized for any inconvenience caused. "We appreciate the patience and understanding of those affected. The service went live on 1st December as part of the largest ever on time transition of a public sector pension scheme in the UK," they said.
"Following the blackout of the system last week and the significant backlog inherited from the last provider, we have experienced several times the normal volume of contacts in the first two days of operations. We are working hard to get through enquiries as quickly as possible; our priority is to ensure that every member can access the services they need without disruption.
"We are committed to further improving the member experience, with additional digital tools and enhancements planned over the coming days and weeks. In addition, Capita has over 500 full-time employees working to deliver the CSPS, an increase of 50 percent on the previous provider."
The Cabinet Office awarded the contract months after Capita suffered a massive data breach in which sensitive details including bank account information, addresses, and passport photos stolen from the IT outsourcing giant were reportedly put up for sale.


	Capita fined PS14M after 58-hour delay exposed 6.6M records


	Southern Water uses Capita's AI tool to flush customer complaints


	Capita's Northern Ireland school IT deal swells to over half a billion after Fujitsu exit


	UK energy watchdog slaps down Capita's PS130M smart meter splurge


The Cabinet Office has been offered the opportunity to comment. It awarded Capita the seven-year, PS239 million contract to oversee the CSPS in November 2023, including the option to extend for a further three years.
A contract award notice published in December said the UK outsourcer was expected to provide finance, accounting and taxation services, administration services, and employer-related services. It was hired to collect data and contributions, and maintain accurate and clean data. The contract involved providing secure digital communications including providing an online portal for the service.
Capita was also expected to maintain a comprehensive database of members' records, which complies with relevant legislation and regulatory requirements and calculate remuneration reports. The procurement process began in 2021.
In October this year, Parliament's spending watchdog noted that before Capita took charge, customer service levels for what was then the MyCSP service were unacceptable as it struggled to retain sufficient staff numbers.
The report from the Public Accounts Committee said Capita was planning to employ even fewer staff. "Capita has profiled its expected resourcing levels for when it takes over and in year one expects to need 332 staff, 33 fewer than MyCSP's core staff level for January 2025," it said.
"Capita's estimated resourcing levels assume that more automation and increased functionality of its IT system will require fewer staff. However, in the lead up to the transition, Capita has missed milestones for delivering the IT infrastructure and has agreed with the Cabinet Office to produce a simplified IT solution on 1 December 2025 to de-risk delivery."
MyCSP ran the scheme on behalf of the Cabinet Office under a PS238 million contract that was first agreed in 2012. MyCSP was a mutual joint partnership between employee partners, who owned 25 percent of the company, and a private sector partner, Equiniti. It took over from Capita, the previous provider, in 2016. (r)
Updated to add at 1622 UTC, December 3
A Cabinet Office Spokesperson told The Register: "All contracts go through a rigorous procurement process, and we have strong contractual tools in place to ensure Capita delivers, including holding back payments where specific goals are not met.
"This remains a complex and large scale programme. The Cabinet Office will continue in close partnership with Capita to ensure the transition is a success both for members of the pension scheme and taxpayers."
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    China using AI as 'precision instrument' of censorship and repression, at home and abroad

    
Think tank ASPI says Beijing is even using it to steal fish from the ocean    
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China has embraced AI to help it censor and surveil its citizens and is exporting its techniques to the world, according to a new report by think tank the Australian Strategic Policy Institute (ASPI).
Titled "The party's AI: How China's new AI systems are reshaping human rights" and published yesterday, the report observes that in Europe and the US the concept of "AI safety" is largely understood as making the technology safe and fair.
In China, the report says, the definition of AI safety is "ensuring that AI serves 'core socialist values' and the political stability of the state."
The report says AI helps China to meet those goals in several ways, one of which is censoring large language models so they refuse to respond, omit sensitive details, or restate official narratives. ASPI tested four Chinese AIs - Baidu's Ernie Bot, Alibaba's Qwen, Zhipu AI's GLM and DeepSeek's VL2 - using a dataset of images depicting the 2019 Hong Kong protests, the Tiananmen Square protests and related memorials, leaders of the Chinese Communist Party, Falun Gong demonstrations, and eight other sensitive topics.
"Those tests show that Chinese-developed models display stronger censorship behaviours in response to politically sensitive imagery than their US-developed counterparts," the report found. "The most direct censorship behaviour was an outright refusal to respond, which was especially common in models accessed using inference providers headquartered in Singapore rather than the US, where sensitive prompts frequently triggered error messages or blank outputs."
ASPI thinks those non-responses matter because Chinese AI is becoming accessible and popular around the world.
"The threat lies less in overt propaganda than in quiet erasure, when the machine that describes reality begins deciding which parts of reality may be seen," the report states.
Erasure is already happening online, because China has made it plain that its publishers and web giants should use AI to filter material on their platforms.
"In China, AI now performs much of the work of online censorship, scanning vast volumes of digital content, flagging potential violations and deleting banned material within seconds," the report finds. China requires its web giants like Tencent, Baidu and ByteDance to develop AI to filter content, and those companies have productized their efforts and therefore become part of the AI-powered censorship apparatus.
The report notes that China's censorship regime still needs human content reviewers, because AI can't yet interpret satire, keep up with evolving idioms, or understand all minority languages.
China has therefore "effectively 'deputized' small and medium-sized enterprises, under the principle of 'self-discipline' (Zi Lu ), to police their users on behalf of the authorities, thus showing how they adopt AI tools and train censorship workers in a system in which human judgement remains indispensable - for now."


	China cut itself off from the global internet for an hour on Wednesday


	China tells grumps, trolls, and AIs to stop emoting online


	Chinese censorship-busters claim Tencent is trying to kill its WeChat archive


	China could be doing better at censorship, think tank finds


ASPI also feels that AI has become pervasive in China's justice system, and made it less accessible and fair.
"A criminal suspect in China may be identified and arrested with the aid of the world's largest AI-powered surveillance network; be prosecuted in courts that use AI to draft indictments and recommend sentences; and, finally, be incarcerated in a prison facility where AI-enabled surveillance systems extensively monitor their emotions, facial expressions and movements, feeding data back to central monitoring," the report states.
All that AI, the report says, "enhances the efficiency of police, prosecutors and prison administrators, reduces transparency and accountability, and further enables state repression."
ASPI's authors note that China already practices "collective punishment and cultural erasure of Uyghurs and Tibetans." AI trained on those practices will replicate those policies. China is also ensuring its AIs understand minority languages like Uyghur, Tibetan, Mongolian and Korean so that its AI-powered surveillance and censorship tools are more effective.
Stealing food
ASPI also suggests Chinese AI is impacting people well beyond the nation's borders by making it harder for them to find food.
"The Chinese Government is actively supporting a national fishing industry that routinely violates the economic rights of the citizens of at least 80 countries," the report states," before accusing China of overfishing some waters "into a state of severe depletion, flouting reporting requirements and harassing local fishers."
And now China is doing that with AI.
"Chinese fishing fleets are now adopting AI-powered intelligent fishing platforms that further tip the technological scales towards Chinese vessels and away from local fishers," the report states. "That use of AI amplifies China's state-supported erosion of the economic rights of affected communities, to the financial benefit of Chinese private and state-owned companies - even as China continues to tout its support for the economic rights of developing countries."
The report details three AI-powered fishing platforms, one called "'AoXin 1.0' that is a deep-learning-based prediction model that provides near real-time forecasts of squid fishing grounds."
AoXin apparently helped to identify four new squid fishing grounds, and improved catch rates on ships that use it by 15 to 20 percent.
"The system is deployed on board with AI hardware, using the Huawei Ascend AI chip," ASPI found.
The think tank believes China has found "particularly willing buyers for its AI-enabled technology in autocracies and weak democracies" among developing nations of the "global South."
Beijing is also trying to make its approach to AI a global norm by participating in governance and standards bodies.
ASPI suggests other nations need work to "prevent China's AI models, governance norms and industrial policies from shaping global technology ecosystems and entrenching digital authoritarianism." (r)
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    AWS admits AI coding tools cause problems, reckons its three new agents fix 'em

    
Autonomous AI triages DevOps issues and pushes code to repositories, while checking security    
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Re:Invent Amazon is all-in on agentic AI when it comes to software development, and it sincerely hopes you are too, based on Tuesday's AWS re:Invent keynote. 
AWS chief Matt Garman announced a trio of new "frontier agents" with a software development focus on stage in Las Vegas on Tuesday morning: One that makes its Kiro agentic AI IDE more autonomous, another it says will make DevOps a less daunting process, and a third that focuses on securing code across the development lifecycle. 
AWS claims the vibe coding IDE Kiro is designed to avoid all the pitfalls of letting AI do your development, like surprise drive deletions and database wipeouts. Users will have to put a lot of trust in those claims. 
Aside from those worst-case scenarios, AWS is fully aware that AI coding tools have "introduced new friction" into developers' workloads.
"You can find yourself acting as the human 'thread' that holds work together," AWS said, describing scenarios like contextualizing tasks, manually coordinating cross-repository changes, and collating information across tickets and pull requests. Kiro supposedly eliminates those scenarios. 
AWS described it as maintaining awareness across sessions with the ability to "continuously learn your pull requests and feedback." It can also handle various tasks like bug triage and improving code coverage, with an included ability to make changes "spanning multiple repositories." 
"All of this is in the background while you work on something else," Garman explained on stage. 
Surely nothing bad could come of that.
Amazon is incredibly confident in Kiro's ability to streamline development, confirming today during the keynote an earlier report that it had made Kiro its standard AI development environment across the company.
"I've frankly been amazed at the impact this development velocity has seen inside Amazon," Garman said on stage today.
In one example of an Amazon project, Garman said that the tool trimmed a 30-developer project slated to take 18 months down to a mere 76 days, with only six developers assigned to the project.
"This is not just the 10 to 20 percent efficiency gains that people were seeing with the first generation of AI coding tools," Garman explained. "This is orders of magnitude more efficient."
Garman admitted that it took time for developers using Kiro to adjust, and that efficiency gains were "more incremental than transformative" for the first few weeks. That's where the frontier agents announced today come in, Garman said - those were the final key to unlocking the efficiency puzzle.
When asked what it would do to prevent disasters that have happened with other AI coding tools, an AWS spokesperson told The Register that the Kiro agent pulls requests for users to review and doesn't merge changes without developer oversight. The agent also logs all its work so that humans can review what it has done, though AWS still told us it recommends protecting all code branches and not allowing the Kiro agent to push directly to sensitive branches while it's executing tasks.
AWS also emphasized that each Kiro agent task is going to run in a sandbox with permissions set by the user. Orgs can also choose among three levels of network access: Integration only (GitHub proxy), Common dependencies (common package registries like npm), or Open internet. You can also decide what environment variables and secrets are shared with the agent.


	Amazon primed to fuse Nvidia's NVLink into 4th-gen Trainium accelerators


	AWS: How do you do, fellow kids? Please watch our keynotes in Fortnite


	AWS goes full speed ahead on the AI agent train


	As AI agents join SaaS, AWS tells users to expect more pricing puzzles


The DevOps agent, likewise, requires a high degree of confidence in an AWS AI agent's capabilities to get things right. 
Designed to provide "always-on incident triage, guided resolution, and recommendations for how to continuously improve the reliability and performance of your applications across AWS, multicloud, and hybrid environments," the DevOps is meant to relieve stress from the lives of on-call software engineers. 
This, of course, requires giving the agent extensive access to one's environment. AWS said that the DevOps agent will have knowledge of applications and the relationships between components by having insight into everything from code bases and observability tools to repositories and CI/CD pipelines. The company claims that its own internal use of the tool has been able to identify root causes in 86 percent of instances - as to what it did in the other 14 percent of scenarios, AWS didn't say. 
Since we first published this article, AWS has been in touch to further explain how users can control the DevOps agent.
According to DevOps agent documentation, the agent can have its access restricted via identity and access management actions, including only giving it read-only permissions and specified access instead of relying on wildcards to let it go broadly into permitted areas.
Additionally, the DevOps agent can be configured to rely on a specific channel in Slack where it will notify on-call engineers and allow them to query it with specific questions to determine what was analyzed and how the agent arrived at its decision before users decide whether to act on its recommendations.
The AWS security agent is also designed to be a largely autonomous process that can be used for things like penetration testing and code validation. (We covered it extensively in a standalone piece published earlier on Tuesday.) 
All of those promises of agentic autonomy and free time for developers suppose AWS's new agents are actually getting things right, and that's far from a sure thing in the world of AI coding. One recent study showed that AI agents fail to complete simple office tasks at least 70% of the time - hardly a ringing endorsement of the idea of letting new agents with even more autonomy loose in one's systems with the ability to push code changes across multiple repositories or manage late-night software failures. 
At the same time, around two-thirds of companies have rolled out AI tools to help their developers, most of whom say they haven't experienced much of a productivity boost from such tools. Instead of spending all that time freed up by AI to develop new and exciting features, developers required to use AI tools sometimes have to spend cycles checking to see what errors their AI coworkers made. 
AWS would have its customers believe it's solved these issues with its latest round of AI agentry, but there's still a leap of faith required. (r)
Updated on Dec 4 at 1535 to include more detail on the DevOps agent.
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