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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        European cloud trade group says EU should have blocked VMware-Broadcom merger
        Lindsay Clark

        Org argues that the approval process was flawed and regulators should have known better A trade group of European cloud providers has laid into the European Commission's decision to allow the VMware-Broadcom merger to go ahead, alleging that it failed to assess the infrastructure and semiconductor company's incentives to massively raise prices on customers....

      

      
        Space-power startup claims it can beam energy to solar farms
        Brandon Vigliarolo

        So far, Overview Energy says it has only beamed power from a moving aircraft to standard solar panels You can't generate solar power at night unless your panels are in space. A startup that wants to beam orbital sunlight straight into existing solar farms has just emerged from stealth, claiming a world-first power-beaming demo, but with a lot of critical information left unreported. ...

      

      
        Google fixes super-secret 8th Chrome 0-day
        Jessica Lyons

        No details, no CVE, update your browser now Google issued an emergency fix for a Chrome vulnerability already under exploitation, which marks the world's most popular browser's eighth zero-day bug of 2025....

      

      
        LastPass hammered with PS1.2M fine for 2022 breach fiasco
        Connor Jones

        UK data regulator says failures were unacceptable for a company managing the world's passwords The UK's Information Commissioner's Office (ICO) says LastPass must cough up PS1.2 million ($1.6 million) after its two-part 2022 data breach compromised information from up to 1.6 million UK users.... 

      

      
        Legacy Update expands archive of vanished Microsoft downloads
        Liam Proven

        Preserving not just updates, but also lots of the now-deleted optional extras Legacy Update was already extremely useful if you chose to disembark from Microsoft's upgrade railroad. Now it's even more so....

      

      
        Taikonauts inspect cracked Shenzhou-20 window during Tiangong spacewalk
        Richard Speed

        Eight-hour EVA was also first outing for new spacesuits A pair of taikonauts ventured outside China's Tiangong space station this week to take a closer look at the cracked viewport window of the Shenzhou-20 vehicle....

      

      
        Trump's AI 'Genesis Mission' emerges from Land of Confusion
        Dan Robinson

        DOE lays out $320M plan for science platform linking national labs, industry, and academia President Trump's "Genesis Mission" is taking shape with the award of more than $320 million from the Department of Energy (DOE) to advance AI in scientific research....

      

      
        Researcher claims Salt Typhoon spies attended Cisco training scheme
        Connor Jones

        Skills gained later fed Beijing's cyber operations, according to SentinelLabs expert A security researcher specializing in tracking China threats claims two of Salt Typhoon's members were former attendees of a training scheme run by Cisco....

      

      
        Microsoft research shows chatbots seeping into everyday life
        Richard Speed

        Copilot - your cuddly companion for nighttime introspection Microsoft analyzed 37.5 million de-identified Copilot conversations from January to September 2025, excluding commercial and educational accounts. The findings reveal distinct usage patterns based on device, time, and day.... 

      

      
        10K Docker images spray live cloud creds across the internet
        Carly Page

        Flare warns devs are unwittingly publishing production-level secrets Docker Hub has quietly become a treasure trove of live cloud keys and credentials, with more than 10,000 public container images exposing sensitive secrets from over 100 companies, including a Fortune 500 firm and a major bank....

      

      
        Airbus exec: Most CIOs in Europe will not finish SAP ECC6 migration by 2030
        Paul Kunert

        Aerospace giant faces 'massive work' to move legacy ERP systems to S/4HANA as support deadline looms Exclusive  Airbus is undertaking a major overhaul to migrate its sprawling SAP environment to S/4HANA - and potentially to the cloud - as the aerospace giant grapples with the same deadline pressures facing thousands of enterprise customers worldwide....

      

      
        Users report chaos as Legal Aid Agency stumbles back online after cyberattack
        Connor Jones

        Workers frustrated with security-first changes to workflows and teething issues Exclusive  Seven months after a landmark cyberattack, the UK's Legal Aid Agency (LAA) says it's returning to pre-breach operations, although law firms are still wrestling with buggy and more laborious systems....

      

      
        India's government wants to set prices for the content AI companies use to train models
        Simon Sharwood

        Proposes central body to collect royalties and dole out cash to creators The government of India wants AI companies to pay for accessing content they use to train models, but only once they start producing revenue....

      

      
        Parachutists told to check software after jumper dangled from a plane
        Simon Sharwood

        'Chute opened early and snagged on a stabilizer VIDEO  An Australian parachuting club has been told to improve the software it uses to manage jumps, after an accident in which a jumper's 'chute hooked on an aircraft's tailplane.... 

      

      
        NASA loses contact with MAVEN Mars orbiter
        Simon Sharwood

        Didn't phone home as expected on December 6th and nobody knows why Houston, we have a problem: NASA has lost contact with the Mars Atmosphere and Volatile EvolutioN (MAVEN) spacecraft....

      

      
        Chinese tech giants Hygon and Sugon call off merger, say they're still besties
        Simon Sharwood

        Blame changed market conditions and attitudes, not the return of Nvidia's H200 to China Chinese tech giants Hygon and Sugon have called off their planned merger....

      

      
        Oracle raises AI spending estimate, spooks investors
        Thomas Claburn

        But if you assume cloud IOUs will be fulfilled, business is booming Oracle expects its FY 2026 capital expenditures will be $15 billion higher that previously predicted, as the cloudy database biz invests to accommodate AI workloads....

      

      
        Nvidia's unreleased infrastructure management service isn't for tracking GPUs, but it can
        Tobias Mann

        If you opt in to the paid service that is updated  Nvidia is developing a new inventory management service that could be used by customers to verify the location of their existing GPU stockpiles....

      

      
        700+ self-hosted Gits battered in 0-day attacks with no fix imminent
        Jessica Lyons

        More than half of internet-exposed instances already compromised Attackers are actively exploiting a zero-day bug in Gogs, a popular self-hosted Git service, and the open source project doesn't yet have a fix.... 

      

      
        US teens not only love AI, but also let it rot their brains
        Brandon Vigliarolo

        Yeah, not shocking, but with other studies linking AI to weaker learning and mental-health risks, it's a worry Alongside TikTok and Instagram, teens have added ChatGPT to the mix. Pew says about two-thirds of US teenagers have tried an AI chatbot, with nearly a third using one every day. Negative mental-health warnings be damned!...

      

      
        Really Simple Licensing spec lets web publishers demand their due from AI scrapers
        Thomas Claburn

        Publishers now have more comprehensive tools for managing automated content harvesting Most big AI providers scrape the open web, hoovering up content to improve their chatbots, which then compete with publishers for the attention of internet users. However, more AI orgs might have to pay up soon, because the Really Simple Licensing (RSL) spec has reached version 1.0, providing guidance on how to set machine-readable rules for crawlers....

      

      
        US Navy pledges $448 million to test if Palantir is seaworthy
        O'Ryan Johnson

        Meet 'ShipOS' Palantir and the US Navy have signed a two-year deal to test whether its Foundry operational software can streamline the nation's shipbuilding efforts and steer the Secretary of the Navy's top budget priority into port....

      

      
        Qualcomm takes RISC on Arm alternative with Ventana acquisition
        Tobias Mann

        California chipset giant says it'll develop Arm and RISC-V CPU cores in parallel Qualcomm could soon be serving up RISC-V cores alongside its custom Arm ones following the acquisition of Ventana Micro Systems on Wednesday....

      

      
        Welcome to America - now show us your last five years of social media posts
        Brandon Vigliarolo

        Countries subject to newly proposed rule include supposed trusted friends like the UK, France, and Germany The next time someone visits the US, customs may ask to see their passport, their Facebook feed, and all of their Instagram posts. The United States maintains a list of 42 countries whose citizens are allowed to enter without a visa, but visitors from those nations may soon have to provide five years' worth of their social media history in order to gain entry. ...

      

      
        Crisis in Icebergen: How NATO crafts stories to sharpen cyber skills
        Connor Jones

        1,500 military digital defenders spent the past week cleaning up a series of cyberattacks on fictional island feature  Andravia and Harbadus - two nations so often at odds with one another - were once again embroiled in conflict over the past seven days, which thoroughly tested NATO's cybersecurity experts' ability to coordinate defenses across battlefield domains....

      

      
        Galactic Brain space datacenter coming in 2027, pledges startup Aetherflux
        Thomas Claburn

        Getting inferencing infrastructure into orbit may soon be cheaper than building it down here Space startup Aetherflux says it plans to put its first data center satellite into orbit during the first quarter of 2027....

      

      
        Porsche panic in Russia as pricey status symbols forget how to car
        Joe Fay

        Satellite silence trips immobilizers, leaving owners stuck Hundreds of Porsches in Russia were rendered immobile last week, raising speculation of a hack, but the German carmaker tells The Register that its vehicles are secure....
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        Original URL: https://www.theregister.com/2025/12/11/european_cloud_trade_group_vmware_broadcom/
    

    European cloud trade group says EU should have blocked VMware-Broadcom merger

    
Org argues that the approval process was flawed and regulators should have known better    


    
        By 
Lindsay Clark        
    

    
        Posted in Legal,
        
            11th December 2025 19:15 GMT
        
    


    
A trade group of European cloud providers has laid into the European Commission's decision to allow the VMware-Broadcom merger to go ahead, alleging that it failed to assess the infrastructure and semiconductor company's incentives to massively raise prices on customers.
Cloud Infrastructure Services Providers in Europe (CISPE) has issued a formal response to the General Court of the European Union after filing an action in July.
In its reply to the General Court, CISPE argued in a statement that Broadcom's aim to increase EBITDA by 60 to 80 percent in three years in a market growing 5-8 percent annually could only be achieved through "aggressive monetization of VMware's locked-in customer base through steep price rises and forced bundling."
It thereby created "a powerful financial incentive to extract cash rapidly from VMware's installed base," CISPE said.
CISPE argued that, in retrospect, the EC failed to examine this risk, despite warnings from customers and industry associations, and public statements by Broadcom's management.
Francisco Mingorence, secretary general of CISPE, said, "The Commission looked at this merger through half-closed eyes and declared it safe. By rubber stamping the deal, Brussels handed Broadcom a blank check to raise prices, lock in and squeeze customers. Broadcom has, predictably cashed this cheque with interest. This was a failure of oversight by the regulator with real world costs for Europe's cloud sector and every organization that depends upon it."
The Register has asked the Commission for a response. In an earlier statement, it had no specific comment, other than that it would defend its earlier decisions in court.
In July, CISPE filed an action seeking an annulment of the Commission's decision to approve Broadcom's acquisition of VMware in 2023. It claimed there were "errors in law and manifest failures by the Commission in the competitive assessment process which are significant enough to seek an annulment of the decision."
The European Commission launched an investigation into the merger in 2022.


	Broadcom creates a new Seal Of Approval for servers that run AI under VMware


	Broadcom admits it's sold a lot of shelfware to VMware customers


	Defiant Broadcom calls for tech to go back where it belongs: On-premises


	How Broadcom is quietly plotting a takeover of the AI infrastructure market


CISPE said that although it did not raise its concerns at the time, it knows of a number of customers and customer groups who did. "The Commission was clearly warned by several parties, that Broadcom would most likely leverage VMware's dominance of virtualisation software to increase prices and lock in customers."
"CISPE was not involved in 2022; we were made aware of the issue as members began to get letters at the end of 2023 cancelling their existing contracts," a spokesperson said.
Separately, Broadcom has faced a number of court allegations over its licensing practices. In September, UK supermarket giant Tesco launched an action for breach of contract pertaining to its VMware licenses, and named Computacenter as a co-defendant. US telco AT&T made a very similar complaint in September 2024.
In March, VMware filed a lawsuit against Siemens over alleged unlicensed use of its software. (r)
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        Original URL: https://www.theregister.com/2025/12/11/spacepower_startup_beam_energy_solar_farms/
    

    Space-power startup claims it can beam energy to solar farms

    
So far, Overview Energy says it has only beamed power from a moving aircraft to standard solar panels    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in Science,
        
            11th December 2025 17:55 GMT
        
    


    
You can't generate solar power at night unless your panels are in space. A startup that wants to beam orbital sunlight straight into existing solar farms has just emerged from stealth, claiming a world-first power-beaming demo, but with a lot of critical information left unreported. 
Overview Energy announced on Wednesday that, after three years developing its technology in stealth mode, it managed to get a Cessna Caravan plane to send power to a solar installation on the ground from an altitude of 3 miles (5 kilometers). It's the first time, the company said, that anyone has managed to send energy to a stationary ground target from a transmitter in motion. 
Maybe this is the first power transfer from an airplane in motion, but we note that the California Institute of Technology said in 2023 that it had successfully beamed power from an orbiting satellite to a ground station, albeit a negligible amount.
As with similar space-to-ground power transmission concepts, Overview wants to lob a constellation of solar-collecting satellites into orbit that will turn solar energy into a power source available even at night when the sun is on the other side of the globe. Unlike competitors like Aetherflux, which aims to do so using an optical laser-based power-beaming system, or Northrop Grumman and Space Solar UK, both of which are developing microwave-based wireless power transmission concepts, Overview's tech uses a wide-beam, low-intensity near-infrared laser aimed at standard commercial solar panels.
Near-infrared, the company says, tackles many of the problems raised around other methods. It's safe for humans and animals, the company argues, because the beam is wide and low-intensity, and it doesn't require any custom ground receiver hardware, instead being absorbed by standard solar panels.
"Our airborne milestone proved that the core transmission system works in motion--the same foundation that will operate in orbit," Overview founder and CEO Marc Berte said in the company's stealth-breaking press release. "Space solar energy will only matter when it powers real demand on Earth, and we're designing for that scale from day one."
There are problems with Overview's design, however. Optical beams in the infrared and near-infrared range are easily scattered and absorbed by clouds or water droplets, meaning cloudy or rainy weather can significantly reduce transmission performance compared with microwave radio systems, which penetrate the atmosphere more reliably.
In addition to that small hitch, Overview didn't actually report any energy transmission figures from its November Cessna flight. It's unknown how many watts of power Overview transmitted from its aircraft to solar panels on the ground, or how long transmission lasted - critical data points for understanding how successful the demonstration was. 
The company noted in Thursday's press release that its system was validated in laboratory conditions as able to transmit an unspecified amount of energy in the thousands of watts range, and Berte told Space News that the flight test involved transmitting "multiple thousands of watts," but without specific numbers or a duration there's a lot left unanswered. 


	Look! Up in the sky! Proof of concept for satellites beaming energy to Earth!


	Boffins say their thin film solar cells make space farms viable


	Galactic Brain space datacenter coming in 2027, pledges startup Aetherflux


	China starts testing tech to harvest solar energy from orbiting panels


It's also worth pointing out that DARPA bested Overview's transmission distance by more than two miles when it sent 800 watts of power to a receiver 5.3 miles from a laser emitter over the summer. The research institute also explained that it kept power transmission going for just 30 seconds - not exactly enough energy or duration to say the system is ready for operation, but a considerable advancement nonetheless. 
Overview Energy also made no mention of how efficient its system is, which is an important factor to consider. DARPA's laser demonstration, for example, only topped out at 20 percent efficiency, and even that was at shorter distances than the full 5.3-mile range the agency beamed the energy at. 
We reached out to Overview to get answers to all those essential unanswered questions, but didn't hear back.
If Overview's tech isn't efficient, doesn't transmit much energy ("multiple thousands of watts" still isn't much more than what's needed to power a small home appliance), and can't keep the juice flowing, then its stated goals are going to be hard to meet. 
The company said it intends to get a low-Earth orbit demonstration satellite up and running by 2028, and plans to launch its first geosynchronous orbit satellite by 2030, when it intends to begin commercial operations "with the world's first megawatt transmission from space." 
That's an incredibly ambitious timeline given that it's still only capable of beaming a few thousand watts from an airplane at a 5-kilometer altitude. An impressive first, to be sure, but hardly indicative that this is anything other than another set of goals designed to land investors for a tech project that's going to need a lot of cash to have even a hope of success. (r)
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    Google fixes super-secret 8th Chrome 0-day

    
No details, no CVE, update your browser now    


    
        By 
Jessica Lyons        
    

    
        Posted in Patches,
        
            11th December 2025 17:09 GMT
        
    


    
Google issued an emergency fix for a Chrome vulnerability already under exploitation, which marks the world's most popular browser's eighth zero-day bug of 2025.
We have even fewer than usual details about this security flaw, and the missing details as of early Thursday include a CVE (still listed as "under coordination"), what type of vulnerability Google fixed in Chrome, and who spotted and reported the security hole. 
As of now, the high-severity bug is tracked as 466192044, and all the Chocolate Factory said in its security update is: "Google is aware that an exploit for 466192044 exists in the wild."
Google generally withholds bug details until the majority of its users have updated their browsers, but it does typically provide a CVE and the type of weakness that it fixed.
Mac and Windows users should update to 143.0.7499.109/.110 to address the issue, and 143.0.7499.109 is the update for Linux systems.
In addition to plugging 466192044, the latest Chrome update also includes a fix for a medium-severity use-after-free flaw in Password Manager, tracked as CVE-2025-14372 and reported by Weipeng Jiang.
Plus, another medium-severity security hole, CVE-2025-14373, that's due to inappropriate implementation in Toolbar, now has a fix. Khalil Zhani reported this one.


	Google Chrome bug exploited as an 0-day - patch now or risk full system compromise


	Two Android 0-day bugs disclosed and fixed, plus 105 more to patch


	Microsoft reports 7.8-rated zero day, plus 56 more in December Patch Tuesday


	Microsoft quietly shuts down Windows shortcut flaw after years of espionage abuse


Chrome's latest zero-day comes less than a month after Google disclosed and patched its seventh such security issue: CVE-2025-13223, a type confusion flaw in the V8 JavaScript engine that could potentially lead to full system compromise.
This emergency fix also follows two Android bugs that were exploited as zero-days before being fixed in Android's December update. (r)
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    LastPass hammered with PS1.2M fine for 2022 breach fiasco

    
UK data regulator says failures were unacceptable for a company managing the world's passwords    


    
        By 
Connor Jones        
    

    
        Posted in Cyber-crime,
        
            11th December 2025 16:45 GMT
        
    


    
The UK's Information Commissioner's Office (ICO) says LastPass must cough up PS1.2 million ($1.6 million) after its two-part 2022 data breach compromised information from up to 1.6 million UK users.
Information Commissioner John Edwards said: "Password managers are a safe and effective tool for businesses and the public to manage their numerous login details and we continue to encourage their use. However, as is clear from this incident, businesses offering these services should ensure that system access and use is restricted to ensure risks of attack are significantly reduced.
"LastPass customers had a right to expect the personal information they entrusted to the company would be kept safe and secure. However, the company fell short of this expectation, resulting in the proportionate fine being announced today."
Edwards also stated that all UK businesses should be aware of the fine and take their own steps to ensure that they are protecting customer data.
The first of two security failures occurred when an attacker compromised a company software developer's work-issued MacBook Pro, accessed the corporate development environment and related technical documentation, and exfiltrated 14 out of around 200 LastPass source code repositories.
The attacker was caught after triggering an AWS security alert after they tried to manipulate access management commands that the software developer's account did not have permission to alter.
A postmortem of the incident was unable to pinpoint how the MacBook was compromised as the attack coincided with a scheduled macOS upgrade and the attacker also employed anti-forensics techniques throughout.
The stolen source code contained unencrypted company credentials and encrypted credentials used for production capabilities, including data backup, the ICO's monetary penalty notice (MPN) [PDF] stated.
It also contained the server-side encryption with customer-provided key (SSE-C) used to secure AWS S3 buckets used for production database backups. The attacker was able to acquire this key, but it remained in encrypted form. They couldn't use it at this stage, although that changed later, and customer information was unaffected at this time.
The second incident took place a day later, on August 12, 2022, and was the more impactful of the two. It involved the compromise of a personal desktop PC belonging to a US-based senior DevOps engineer - one of four individuals who had access to the decryption key for the SSE-C.
The ICO stated that the attacker gained remote access to this PC by exploiting CVE-2020-5741 (7.2), a vulnerability in Plex Media Server, installed a keylogger used to steal the engineer's master password, and a session cookie they later used to bypass MFA.
The attacker used this access to acquire the LastPass AWS access key and decryption key, which together with the SSE-C key could be used to download the company's backup database.
Customers' personal data such as names, emails, phone numbers, and stored website URLs were stolen, although there is still no evidence to suggest their passwords were ever decrypted.
Among the stolen data were more than 1.6 million email addresses and IP addresses, 248,407 telephone numbers, 159,809 names, and 118,103 physical addresses.
The MPN stated that LastPass initially thought the SSE-C key was safe after the first attack because of the fact that its decryption key was protected by the four senior security staffers' vaults.
Even after rotating credentials following the first attack on August 18, it did not occur to LastPass that the SSE-C key would be compromised after the attacker stole the decryption key on August 20.
The ICO said it issued the fine because LastPass "failed to implement sufficiently robust technical and security measures." 
There were also organizational measures that the regulator believed should have reasonably been taken at the time.


	Care leavers mired in red tape trying to get their own records


	Home Office kept police facial recognition flaws to itself, UK data watchdog fumes


	London councils probe cyber incident as shared IT systems knocked offline


	Calls grow for inquiry into UK data watchdog after MoD leak


One of the major factors that played into this was LastPass's policy at the time of the attacks that allowed, and actively encouraged, senior staff to link their personal and business accounts, so both could be accessed using the same master password. This included staff who had access to sensitive corporate data.
This meant that, when the DevOps engineer's desktop was pwned via a Plex bug, the master password used for their personal accounts also granted the attacker the power to gain access to LastPass company secrets.
Another organizational snafu led to the attack remaining undetected for months.
AWS detected unusual activity - attempts to perform actions not typically carried out by the devops engineer's account - and sent GuardDuty alerts to the LastPass distribution list between October 15 and 22, 2022.
These were not picked up by LastPass's security operations center (SOC) until November 2 because of a failure in the company's transition away from its former parent, GoTo.
The cloud infrastructure email distribution list AWS had on file contained only one LastPass staffer, its director of software development engineering, and the rest was comprised of GoTo employees.
This outdated distro list and miscommunication between the two teams, old and new, meant that the AWS notifications didn't reach their intended destination until 18 days after the first was sent.
The ICO's decision to fine LastPass instead of imposing lesser punishments such as reprimands or enforcement notices hinged largely on its permissive attitude toward personal device usage and linking personal and business accounts.
It stated in the MPN that, while these issues alone may not have prevented the second attack from taking place, having separate master passwords for personal and business vaults would have offered a necessary added layer of security between the attacker and decryption key.
The commissioner also noted that it had to hold the company to a higher standard of care given the line of business in which it operates, and the testimony from affected customers about the distress the attack caused.
The Register contacted LastPass for more information, including whether it plans to appeal the fine. (r)
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    Legacy Update expands archive of vanished Microsoft downloads

    
Preserving not just updates, but also lots of the now-deleted optional extras    


    
        By 
Liam Proven        
    

    
        Posted in OSes,
        
            11th December 2025 14:22 GMT
        
    


    
Legacy Update was already extremely useful if you chose to disembark from Microsoft's upgrade railroad. Now it's even more so.
Legacy Update has for years been a tremendously useful site and tool for those wanting to keep older versions of Windows alive and in active use. The site has updated its archive of files that Microsoft used to make available for free download in the official Download Center, but has in its finite wisdom removed.
We have mentioned Legacy Update a few times, such as when we wrote about running Windows XP in 2023 and how to keep Windows 7 running. It's essentially an independent third-party recreation of Microsoft's old Windows Update website, which just like the original analyzes your copy of Windows, finds what available updates (and Microsoft-supported device drivers) are applicable, downloads them, and installs them for you. The difference is that Legacy Update does this for old versions of Windows that Microsoft doesn't support any more. You know, like Windows 10. Currently, this means:


Compatible with Windows 2000, XP, Vista, 7, 8, 8.1, 10, and 11 (including equivalent Windows Server releases)


All Windows editions (Professional, Home, Media Center Edition, etc.)


32-bit, 64-bit, and Itanium processors


A little further down the page, it adds:


Running Windows 95, 98, Me, or NT 4.0? Try our sister project Windows Update Restored instead.


The latest update earlier this month improves the Legacy Update Microsoft Download Center Archive. This is a collection of files that Microsoft formerly offered for Windows, brought together from multiple sources including the Archive Team's MDC project, along with the Internet Archive.
Back in 2020, Microsoft suddenly removed all old SHA-1 signed files with only a few days' warning.


	Window Maker Live 13.2 brings 32-bit life to Debian 13


	Classic MacOS for non-Apple PowerPC kit rediscovered


	Rebuilding VisiCorp's Visi On UI reveals how Apple defined the GUI era


	Linux 6.18 crowned LTS kernel - and Alpine 3.23 wastes no time adopting it


For instance, if, like this vulture, you still favor Office 2003 - the last version with proper menus, rather than the wretched ribbon - here you can find the MS Office 2003 service packs: SP1, SP2, and SP3.
You can also find XP Mode here, the free add-on for Windows 7 to give it better backwards compatibility, which we wrote about back in 2014. The old Microsoft Virtual PC pre-Hyper-V hypervisor is here too. If you want to run XP Mode on other hypervisors, you might find the XP activation tool we covered in 2023 helpful to go with that.
For all that The Reg FOSS desk doesn't use Windows much any more, sometimes we have to. Now two of our fleet of testbed machines have been blighted by Windows 11, which for us exceeds ME, Vista, and 8 as the single worst OS release to come out of Redmond. We are slowly converting our emergency spare Windows partitions to Windows 10 IoT LTSC, which has another seven years of updates in its future - but similarly veteran applications are also very handy. (r)
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    Taikonauts inspect cracked Shenzhou-20 window during Tiangong spacewalk

    
Eight-hour EVA was also first outing for new spacesuits    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            11th December 2025 13:50 GMT
        
    


    
A pair of taikonauts ventured outside China's Tiangong space station this week to take a closer look at the cracked viewport window of the Shenzhou-20 vehicle.
The two worked for approximately eight hours, assisted by the station's robot arm. In addition to tasks that included the installation of a debris protection device for the orbital outpost, Wu Fei and Zhang Lu also inspected the damaged Shenzhou window.
The Shenzhou-20 vehicle remains attached to the Tiangong space station after it was deemed unsafe for transporting its three-person crew back to Earth. A crack in the vehicle's window was spotted shortly before it was due to depart.
Managers reckon that the crack was caused by a tiny piece of space debris and opted to send the Shenzhou-20 crew home in the Shenzhou-21 capsule. The launch of Shenzhou-22 was brought forward, and the vehicle is expected to return the Shenzhou-21 crew to Earth in 2026.
While there is still no return date for the Shenzhou-20 capsule, managers will be able to use the inspection results to decide what, if any, repairs are required before the uncrewed capsule returns to Earth. Getting a look at the exterior of the affected portion of the spacecraft before it is subjected to re-entry forces should provide invaluable data.


	Lifeboat docks with Tiangong after cracked capsule triggers emergency rendezvous


	China readies a lifeboat for stranded Shenzhou crew


	Shenzhou-20 crew rides Shenzhou-21 home after debris strike


	SpaceX and Musk called on to rescue China's Shenzhou-20 crew


The spacewalk was also an opportunity to try out a pair of new spacesuits, which were delivered on July 15 by the Tianzhou-9 freighter. The previous generation was good for 15 extravehicular activities (EVAs) over three years. The operational lifespan of the new units has been upped to 20 EVAs over four years, according to the China Astronaut Research and Training Center.
The damage to Shenzhou-20 has served to highlight two uncomfortable spaceflight truths. The first is that, despite calls for SpaceX and Elon Musk to mount a rescue, retrieving stranded spacefarers is a challenge, and international agreements and interoperability between spacecraft are needed before any rescue mission can be attempted.
The second is the problem of debris itself. In 2022, a micrometeoroid punched a hole in the coolant system of Soyuz MS-22, rendering the craft unsafe for human use. A few months later, in 2023, a Progress cargo freighter also sprang a coolant leak. At orbital speeds (approximately 17,500 mph), even the tiniest micrometeoroid or piece of debris can pose a serious hazard to spacecraft. (r)
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    Trump's AI 'Genesis Mission' emerges from Land of Confusion

    
DOE lays out $320M plan for science platform linking national labs, industry, and academia    
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President Trump's "Genesis Mission" is taking shape with the award of more than $320 million from the Department of Energy (DOE) to advance AI in scientific research.
The agency disclosed four initiatives, which it says will begin the process of building an integrated American Science and Security Platform, described as a "discovery engine" to boost the productivity and impact of American science and engineering investments within a decade.
[image: NSF]
American science put on starvation diet

READ MORE
Trump's Genesis Mission was announced last month in an executive order that called for a nationwide AI initiative, comparable in scope to the Manhattan Project, to give the country's technological leadership a shot in the arm.
It is intended to cover areas including fusion energy and new materials, plus quantum computing and drug discovery.
At the time, the DOE said it was aiming to create a discovery platform by linking together the supercomputers and other facilities from its 17 National Laboratories with resources from industry and academia.
Of those four initiatives, the American Science Cloud (AmSC) will form the infrastructure for the Genesis Mission, hosting and distributing AI models and scientific data to the broader research community.
The Transformational AI Models Consortium (ModCon) will focus on developing self-improving AI models to bolster science and engineering, as well as advancing energy generation.
A third initiative will encompass 14 projects covering robotics, automated laboratories, and autonomous control of large-scale experiments in support of the Genesis Mission, with the goal of transforming laboratory environments.


	US teens not only love AI, but also let it rot their brains


	Welcome to America - now show us your last five years of social media posts


	Feds bust nefarious plot to ship Nvidia H200s to China and hurt US


	Trump wants to turn it on again with 'Genesis Mission' for AI in science


The final area is Foundational AI awards, comprising 37 awards to projects that will curate existing data sets and develop AI models validated for scientific applications. These models are expected to analyze massive data sets in the hope they reveal new insights to help solve some of the most challenging scientific problems.
"By investing in the American Science Cloud and the Transformational AI Model Consortium we are creating the foundational technologies and AI-ready data sets that will enable the success of the Genesis Mission," claimed Under Secretary for Science Dr Dario Gil.
[image: EU flag photo via Shutterstock]
EU tells US scientists to dump Trump for a lab in Europe

READ MORE
For these four initiatives, the DOE anticipates $40 million in funding will go to implementing AmSC over the next couple of years, while hinting that it may be up to $75 million in total. It has asked eligible DOE National Laboratories for proposals to establish an integrated team to lead AmSC's development.
The figure for ModCon is $30 million, while the DOE's funding page also lists $16.6 million for research on AI and machine learning for nuclear science and technology, $87 million for AI investments, $22 million for research into hardware-aware AI in high energy physics, and $47.6 million for the use of advanced computing in basic energy sciences, among others.
Industry collaborators listed on the DOE's Genesis webpage include AMD, Microsoft, Oracle, Anthropic, Nvidia, IBM, AWS, and OpenAI. (r)
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    Researcher claims Salt Typhoon spies attended Cisco training scheme

    
Skills gained later fed Beijing's cyber operations, according to SentinelLabs expert    
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A security researcher specializing in tracking China threats claims two of Salt Typhoon's members were former attendees of a training scheme run by Cisco.
SentinelLabs' Dakota Cary linked Yu Yang and Qiu Daibing, two alleged members of the Chinese state hacking group, to participants of the 2012 Cisco Networking Academy Cup.
The initiative is still going today. It typically runs for a few months and is geared toward beginners learning foundational cybersecurity skills, which are then tested in competitions like capture the flag events.
Both Yu and Qiu are co-owners of Beijing Huanyu Tianqiong, one of the Chinese tech companies that international security advisories specify as being fronts for Salt Typhoon activity.
Digging into their pasts, Cary found that Yu and Qiu represented Southwest Petroleum University in Cisco's academy cup in China. Yu's team placed second in the Sichuan region, while Qiu's team won it and later placed third nationally, despite the university not carrying a significant pedigree in academic excellence.
The researcher also noted the link between Yu and Qiu's participation in Cisco Networking Academy Cup, the training that came with it, and the products he says they later went on to exploit at Beijing's behest.
He said: "The Cisco Networking Academy began in 1997 and entered China's market in 1998. Among the content covered in Cisco Networking Academy were many of the products Salt Typhoon exploited, including Cisco IOS and ASA Firewalls."
First publicized in 2024, international cyber agencies have since said that the expansive campaign carried out by Salt Typhoon led to compromises of at least 80 global telecoms companies.
Those attacks allowed China to snoop on secret communications between elected officials, US law enforcement's CALEA requests, and more. The campaign remains one of the most severe and sensitive cybersecurity breaches in US history.
"All of that high-tech novelty disguises a tale as old as time: skilled master trains apprentice, apprentice masters skills with tutelage, apprentice usurps the master owing to some core ideological difference between the two that festers over time," Cary said.


	FCC guts post-Salt Typhoon telco rules despite ongoing espionage risk


	Salt Typhoon hit governments on three continents with SharePoint attacks


	Suspected Salt Typhoon snoops lurking in European telco's network


	Salt Typhoon used dozens of domains, going back five years. Did you visit one?


"Gordon Ramsay's feud with Marco Pierre White, Anakin's rise under Obi-Wan Kenobi, and Mao Zedong's study of communism under Chen Duxiu all fit the mold."
It should be said, and Cary acknowledged it himself, that there is nothing to suggest that Cisco or its academy cup played any direct role in the pair later working as cyberspies for Beijing.
"The program itself is not cause for concern, nor should participation in it be construed as such."
Cary said the findings suggest that any vendor offering local training in geopolitically unfriendly regions should be aware that knowledge of offensive capabilities is likely in enemy hands.
They also serve as a reminder that educational background is not a reliable predictor for workplace capability, and that offensive teams may benefit from sending their own people through similar training initiatives like Huawei's ICT academy.
"Only in hindsight, and with the story of Qiu and Yu, can security researchers now see how those efforts may have incidentally boosted offensive researchers," said Cary. "Microsoft's sharing of source code with the MSS has long been touted as a Faustian bargain by the security community.
"Education initiatives fall short of such acclaim, but may come to present more risk than return as the Chinese Communist Party remakes the country's computer networks with home-grown technology - as the Delete America document makes clear is their goal."
The Register contacted Cisco for a response. (r)
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    Microsoft research shows chatbots seeping into everyday life

    
Copilot - your cuddly companion for nighttime introspection    
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Microsoft analyzed 37.5 million de-identified Copilot conversations from January to September 2025, excluding commercial and educational accounts. The findings reveal distinct usage patterns based on device, time, and day.
Rather than focusing only on what users were doing with Copilot, Microsoft also looked at how and when they did it. The findings give an insight into how AI and assistants like Copilot are seeping into everyday life, according to Microsoft.
Mobile users tended to ask Copilot health questions throughout the day, while desktop users were all business during working hours. Programming queries spiked on weekdays while chats about gaming rose over the weekend. Philosophical questions tended to increase at night.
Researchers said: "These patterns paint a picture of rapid and deep social integration. Users have tacitly agreed to weave AI into the fabric of their daily existence, turning to it for code reviews at 10 am and existential clarity at 2 am."
The idea of a user turning to Copilot, or any chatbot, for "existential clarity" is vaguely disturbing, although considering recent reports documenting the rise in the technology's use (alongside potential risks to mental health), it's not altogether surprising.


	US teens not only love AI, but also let it rot their brains


	Windows Insiders get a glimpse of Microsoft's agentic future


	Microsoft 365 boosts prices in 2026 ... to pay for more AI and security


	Ignite awash with agents as Microsoft triples down on AI


A chatbot might also not be the right place to go for advice on health matters, though it is not a million miles from a consultation with Dr Google, just with a more conversational face.
Another finding is the increase in topics not directly related to technical matters. Productivity-focused conversations dominated in January, but by September, other areas, including "society, culture, and history," had increased prevalence.
"This likely reflects a dual dynamic," noted the researchers. "The broadening of habits among existing users, and the democratization of the user base as mainstream adopters - who may have less technical priorities than the developer-heavy cohort of early January - joined the platform."
Copilot remains some way behind the leaders in terms of AI chatbot market share. The most recent Statcounter figures show that ChatGPT accounted for more than 80 percent of the market, while Copilot trailed at just over 3 percent.
However, the finding that the chatbot is slipping into everyday life indicates a broader trend: AI assistants are moving inexorably from research tools to companions for the wider population. (r)
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    10K Docker images spray live cloud creds across the internet

    
Flare warns devs are unwittingly publishing production-level secrets    
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Docker Hub has quietly become a treasure trove of live cloud keys and credentials, with more than 10,000 public container images exposing sensitive secrets from over 100 companies, including a Fortune 500 firm and a major bank.
That's according to security watchers at Canadian cybersecurity firm Flare, which, in its analysis of Docker Hub images uploaded in November 2025, says it uncovered 10,456 containers leaking one or more secrets, many of which grant access to production systems, cloud services, CI/CD pipelines, and AI platforms. Almost half of the offending images contained five or more exposed values, meaning a single pull could hand an attacker enough keys to roam across critical infrastructure.
The exposed secrets aren't theoretical test tokens or placeholders: they include active credentials. The most common category detected was API keys for large language models and other AI services, with almost 4,000 model access tokens found in the wild - a sign that developers' rush to adopt AI may be outpacing their security hygiene.
Flare's findings also show how easy it is for developers to ship secrets without noticing. Docker images don't just package code - they also capture whatever sits in the build context, from .env files to hard-coded API keys. Once published, those slips become part of the image for anyone to pull, and automated scanners scoop them up long before anyone spots the mistake.
What's more, a significant chunk of this leakage stems from so-called "shadow IT" accounts - Docker Hub registeries owned by individual developers, contractors, or small teams outside of formal corporate governance. Because these accounts often slip outside the scope of enterprise monitoring and scanning tooling, they can host high-value credentials without triggering internal alarms.
"We identified a Fortune 500 company whose secrets were exposed through a personal public Docker Hub account - likely belonging to an employee or contractor," Flare said. "There were no visible identifiers linking the repository to the individual or to the organization, yet the container manifests contained highly sensitive credentials with access to multiple internal environments."


	Devs gripe about having AI shoved down their throats


	Docker Compose vulnerability opens door to host-level writes - patch pronto


	Docker Desktop bug let containers hop the fence with barely a nudge


	Years-old bugs in open source tool left every major cloud open to disruption


Another example in Flare's haul involved a container registry run by a senior software architect at a major national bank. The account hosted hundreds of images, several of them leaking AI API tokens, but the real shock was that more than 430 bank-linked containers were sitting wide open with no meaningful access controls. That meant everything from personal experiments to potential production components were effectively published to the internet, offering attackers a ready-made path into one of the country's most sensitive financial environments.
Even when developers realize they've exposed a secret and remove it from the image or manifest, the underlying credential is rarely revoked. Flare notes that in about 75 percent of cases where a secret was deleted from a published image, the key or token itself remained active, meaning anyone who scooped it up during the exposure window could still use it.
To stem the tide, Flare is urging developers to stop baking secrets into images at build time, and to use dedicated secrets management tools and vaults, ephemeral credentials, and automated scanning before pushing any artifact to public registries. Without such shifts, the next high-profile breach might not come from a zero-day exploit, but from an innocuous Docker pull. (r)
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    Airbus exec: Most CIOs in Europe will not finish SAP ECC6 migration by 2030

    
Aerospace giant faces 'massive work' to move legacy ERP systems to S/4HANA as support deadline looms    
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Exclusive Airbus is undertaking a major overhaul to migrate its sprawling SAP environment to S/4HANA - and potentially to the cloud - as the aerospace giant grapples with the same deadline pressures facing thousands of enterprise customers worldwide.
The company currently runs a patchwork of SAP versions, including legacy SAP R/3 4.6 and ECC 6.0 systems. While some divisions - finance, materials management, and parts of Airbus Helicopters - have already moved to S/4HANA, the bulk of the migration lies ahead.
Standard support for ECC6 ends in 2027, with extended support available until 2030 for a premium. But Catherine Jestin, executive vice president of digital at Airbus, hopes SAP will agree to further extensions.
"If you talk to some of the CIOs in Europe who implemented ECC6, most of us will not be finished with the migration by 2030," Jestin told The Register. "SAP has agreed to extend support until 2032 if you have a joint roadmap and commitment. But if you don't have a roadmap by 2030, they'll stop support."
The scale of the challenge is enormous. Gartner data shows 39 percent of SAP's 35,000 ECC customers worldwide had yet to migrate as of Q4 last year, nearly a decade after S/4HANA launched in 2015.
Many customers remain skeptical about migrating, and Jestin understands why.
"It's massive work," she said. "If you just do a technical migration without transforming your processes and simplifying, there aren't many benefits. You won't get any efficiency or return on investment - you're just buying time to get support."
Airbus is taking a different approach, using the migration as an opportunity to overhaul business processes. The company had heavily customized its SAP installation with extensive ABAP code, which created upgrade difficulties.


	Seven years later, Airbus is still trying to kick its Microsoft habit


	SAP users still wrestling with business case for S/4HANA


	SAP's migration narrative suddenly looks messy as Kingfisher goes off-script


	Airbus: We were hours from pausing production in Spain


"We're coming back to SAP standard, which will bring a lot of value because next time we upgrade, it will be much easier," Jestin said. "We already see that with Airbus Helicopters, which started their journey before us."
Airbus is also targeting moving to cloud-based S/4HANA, driven partly by necessity. SAP's newer modules like Integrated Business Planning (IBP) and Business Technology Platform (BTP) are only available in the cloud. But there's a catch: data sovereignty concerns.
"Part of the information we'll migrate is extremely sensitive from a national and European perspective," Jestin explained. "We need a sovereign cloud solution to ensure this information stays under control of European citizens."
For customers still on legacy systems, the message is clear: commit to migration or lose support. While third-party support providers like Rimini Street remain an option for holdouts, Airbus is moving forward with its transformation - however long it takes. (r)
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    Users report chaos as Legal Aid Agency stumbles back online after cyberattack

    
Workers frustrated with security-first changes to workflows and teething issues    
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Exclusive Seven months after a landmark cyberattack, the UK's Legal Aid Agency (LAA) says it's returning to pre-breach operations, although law firms are still wrestling with buggy and more laborious systems.
According to sources speaking to The Register, the LAA's Client and Cost Management System (CCMS) - used by lawyers to claim payments from the government for civil legal aid work - has been "a nightmare to use" since coming back online.
The system was reinstated on December 1, at which point the LAA claimed it was starting to return to pre-cyberattack service levels. However, those tasked with using its tech face frustration as they are booted out of sessions at random.
Legal eagles and their administrative assistants now access CCMS using an AWS Secure Browser - a new process implemented in the wake of the cyberattack. But the LAA warned that during the first week of operation, there would be concurrency controls on that browser.
"This may result in messages about limited stream capacity when logging in," legal workers were warned, although those who use the system told The Register that these concurrency controls are also leading to sessions ending abruptly.
Privately, the LAA later took down the service temporarily and told users to avoid attempting to log in.
Sources close to the matter told The Register that these availability hiccups stemmed from the LAA gradually increasing the number of users who could use CCMS concurrently.
One of the major issues with the random timeouts is the resulting lost work. Insiders said they are now battling with much more labor-intensive digital processes, many of which are due to more stringent security measures.
Workers are facing difficulties with uploading and downloading key documents. Because these must now always go through AWS - another new security-related measure that's separate from the browser - if their session ends unexpectedly, documents that were pre-downloaded are then lost, meaning they have to rebuild those workflows when logged back in.
"If you are not computer savvy, you will have a nightmare working the system," one legal worker said. "The explanation info provided is very round the houses and not easy to understand."
As of December 8, these concurrency limits are reportedly no longer affecting user sessions, although workers continue to experience increased friction elsewhere in their new ways of working.
A new multifactor authentication (MFA) portal is now in place, and the number of hoops workers have to jump through means logging in to CCMS can take up to six minutes in some cases.
Sign in to Legal Aid Services (SILAS) replaces the basic email-and-password combo used for CCMS authentication. While it was introduced to beef up the security of the agency's digital infrastructure, those familiar with the process said it can, in some cases, involve requesting more than one code from Microsoft Authenticator to access a service, forcing workers to switch between multiple authentication panels.


	Barts Health seeks High Court block after Clop pillages NHS trust data


	Kensington and Chelsea confirms IT outage was a data breach after all


	French Football Federation faces own-goal after club software data breach


	Asahi admits ransomware gang may have spilled almost 2M people's data


Fresh restrictions on file management are another source of pain for workers trying to claim reimbursement for legal aid work. 
Administrative staff report difficulties with smaller file size limits, meaning larger documents that would traditionally be uploaded in one go now sometimes have to be broken down into multiple, smaller files.
File names can only include alphanumeric characters, hyphens, and underscores - no spaces - and the transfer process involves uploading to AWS, then moving to temporary holding files, before moving to CCMS.
All of these are laborious processes, which, while small in isolation, are cumulatively adding to a growing pool of frustrations.
An LAA spokesperson said: "We acted quickly to restore access to legal aid services, which have now returned to full capacity. We have introduced a new sign-in service and strengthened the security of our case-management systems to protect users' data and ensure services remain safe and reliable."
"We continue to monitor system performance closely and have increased our technical capacity to support the higher volumes we are seeing as providers come back online. Where individual users experience difficulties, our customer support team is on hand to assist."
The May 2025 cyberattack on the LAA is thought to be one of the most sensitive in UK history, exposing details related to legal procedures dating back to 2010.
Journalists were prevented from reporting many of the details about the attack because the UK government secured an injunction preventing the sharing of the data involved.
It is not clear what the stolen data includes, but it likely relates to legal aid workers and those they defended in court.
The Ministry of Justice said that a "significant amount of personal data" related to legal aid applicants was implicated.
As we reported at the time, nearly 389,000 legal aid claims were made between April 2023 and March 2024, 96 percent of which were granted. (r)
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    India's government wants to set prices for the content AI companies use to train models

    
Proposes central body to collect royalties and dole out cash to creators    
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The government of India wants AI companies to pay for accessing content they use to train models, but only once they start producing revenue.
That idea emerged yesterday in a working paper [PDF] prepared by a Committee on Generative Artificial Intelligence and Copyright formed by India's Department of Promotion of Industry and Internal Trade.
The paper notes that developers of AI models mostly didn't pay for copyrighted content, and the global debate about fair use exemptions to copyright law that followed.
The Department concludes that free access to content - a "zero price license model" - is not appropriate because it "would undermine incentives for human creativity and could lead to long-term underproduction of human generated content."
The Committee's members also found "access to large volumes of data and high-quality data is crucial for AI development" but fears negotiations to license that content could lead to "long negotiations and high transaction costs [which] can hold back innovation, particularly for startups and MSMEs."
It therefore proposed a hybrid model that has the following three elements:

	AI developers receive a blanket license for the use of all lawfully accessed content for training purposes, without requiring individual negotiations;


	Royalties become payable only upon commercialization of the AI tools, with rates set by a government appointed committee. The rates would be subject to judicial review.


	A centralized mechanism handles royalty collection and distribution aiming to reduce transaction costs, provide legal certainty, and support equitable access for both large and small AI developers.


The paper even suggests a name for the royalty collection organization - The Copyright Royalties Collective for AI Training (CRCAT) - and recommends it be a nonprofit organized by associations of rightsholders. It also proposes the establishment of a "Works Database for AI training royalties" that would invite content creators to register their works in order to be eligible to receive royalties from CRCAT.
"By preserving the right of the copyright owners to receive royalties and administering it through a single umbrella organization made by the rightsholders and designated by the government, the model aims to provide an easy access to content for AI Developers for AI Training, simplify licensing procedures, reduce transaction costs, ensure fair compensation for rightsholders," the paper states.


	India has satisfied its supercomputing needs, but not its ambitions


	India's government targets Uber, Ola with plan to launch zero-commission rideshare platform


	Lawyer's 6-year-old son uses AI to build copyright infringement generator


	UK judge delivers a 'damp squib' in Getty AI training case, no clear precedent set


Precedents exist for the proposed arrangement. Several countries operate performing rights organizations that collect royalties from venues such as restaurants and retailers that play recorded music. Those royalties are pooled and disbursed to artists. Your correspondent is a member of an Australian scheme that charges royalties for reprints of news and other content and disburses them to creators who register their works.*
India's government has declared the nation will become a world leader in all aspects of AI, an ambition that sees it take a mostly friendly attitude towards tech giants as they address the local market. Tech giants, however, continue to argue fiercely for the right to train their models without first paying for content - but are also doing deals that cover their ongoing operations.
India, however, poses a considerable challenge because the nation recognizes 22 scheduled languages, eight of which are spoken by over 50 million people, and has a huge and fragmented media and publishing ecosystem. This proposal may therefore go down well with Big Tech, if New Delhi makes royalty payments worth their while. (r)
*I end up with a couple of hundred dollars a year but other journos I know - mostly those who work in finance media - have told me they can score thousands a year.
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    Parachutists told to check software after jumper dangled from a plane

    
'Chute opened early and snagged on a stabilizer    
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VIDEO An Australian parachuting club has been told to improve the software it uses to manage jumps, after an accident in which a jumper's 'chute hooked on an aircraft's tailplane.
The incident occurred on September 20th when 16 parachutists attempted a formation jump from a Cessna 208.
According to an Australian Transport Safety Bureau (ATSB) report on the incident, "As the first parachutist stepped out the door to assume the most forward (front float) position, their reserve parachute inadvertently deployed."
Air caught the 'chute, which dragged the parachutist out of the plane before wrapping around the aircraft's horizontal stabilizer. The poor parachutist hit his legs hard enough to suffer an injury and was left dangling beneath the Cessna.
Everyone involved made it home safely. The parachutist stuck on the tailplane carried a knife, cut himself free, and landed with their main chute. Scraps of the snagged 'chute remained dangling from the plane, causing enough problems for its pilot that he struggled for control and thought about bailing out. He eventually decided to land and did so without further incident. The other jumpers all made it down, too.
Here's a video of the incident.

  Youtube Video

The ATSB investigated the incident and determined the 'chute opened early because its handle snagged on the Cessna's wing flap as the parachutist exited the plane. The bureau found the jumpers knew to avoid snagging handles and practiced using a mock-up of the plane, but that facility didn't include flaps.
At this point, The Register will forgive readers for asking if this story has a technology angle.
Here it is: The bureau also found that the parachuting club that staged the jump used manifest software that calculated the aircraft's weight including the parachutists, but that package didn't include features to assess whether the plane was properly loaded and balanced.
The investigation also found the pilot wasn't using their electronic flight bag to calculate weight and balance for each flight, leaving the bureau to note "fatal accidents have occurred involving aircraft conducting parachute operations, in which the aircraft were operated outside the aircraft's balance limits."
Those acts of omission didn't cause the incident, but the ATSB wants them considered anyway.
The club has therefore engaged with the provider of its software to discuss adding balance calculations to its manifest system and is also considering alternative software. (r)
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    NASA loses contact with MAVEN Mars orbiter

    
Didn't phone home as expected on December 6th and nobody knows why    
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Houston, we have a problem: NASA has lost contact with the Mars Atmosphere and Volatile EvolutioN (MAVEN) spacecraft.
The aerospace agency revealed the issue in a Tuesday post that explained recent telemetry from the craft suggested all its systems were working as intended.
After NASA received that data, MAVEN swung behind Mars, and therefore lost contact with Earth as its radios can't send data through a planet.
But when MAVEN's orbit brought it back into view, ground stations on Earth could not detect any signal from the probe.
NASA doesn't know what's gone wrong.
"The spacecraft and operations teams are investigating the anomaly to address the situation," its statement reads, before promising to deliver more information once it becomes available.


	You wait for an aurora on Mars and MAVEN spots two arriving at the same time


	Solar wind gave Mars a breather and its magnetosphere inflated


	Self-imposed climate change may have killed Martian life


	NASA's MAVEN enters Mars orbit to sniff its gas


NASA launched MAVEN in November 2013, and it reached Mars orbit in September 2014 for a planned one-year mission investigating Mars's atmosphere and serving as a radio relay for rovers on the Martian surface.
The craft survived its first mission and has kept operating since arriving at Mars, but has had some strife along the way.
In 2015, NASA realised MAVEN would come dangerously close to the Mars Reconnaissance Orbiter (MRO) and ordered adoption of a new traffic management system around the Red Planet.
Two years later, analysis of MAVEN's orbit suggested it might make a catastrophic rendezvous with Phobos, one of the two moons orbiting Mars. NASA fired MAVEN's engines to ensure a collision did not occur.
In 2022, NASA lost contact with MAVEN after it rebooted a navigational instrument. Mission boffins placed the probe in Safe Mode while they figured out how to fix it, and later declared the fix they found meant MAVEN was fit to keep operating for another decade.
Diagnosing and fixing MAVEN won't be easy because NASA's connection to the craft can sometimes crawl at just ten bits per second. (r)
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    Chinese tech giants Hygon and Sugon call off merger, say they're still besties

    
Blame changed market conditions and attitudes, not the return of Nvidia's H200 to China    
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Chinese tech giants Hygon and Sugon have called off their planned merger.
Hygon is a chipmaker that produces GPUs and processors. Sugon makes servers, supercomputers and interconnects. To understand the potential impact of the transaction, imagine a merger between AMD and Supermicro to create an entity that makes most of the technologies needed to build a supercomputer and has the manufacturing muscle to deliver the machines.
Combining the companies looked good on paper, but getting the deal done meant pushing a lot of paper because Sugon is Hygon's largest shareholder and the transaction involved other entities. According to statements issued by Hygon, in the time since the May announcement of the merger, market conditions shifted and so did the stance of some stakeholders.
Attempts to reconcile differing opinions failed, and all concerned decided to call off the merger.
"The decision to terminate this transaction was made after careful study by the company and full communication and friendly consultation with the counterparty," Hygon's announcement states.


	Tencent Cloud launches CentOS variant tuned for Chinese silicon


	HPE to offload remaining stake in Chinese joint venture H3C


	US closes subsidiary loophole on dozens of Chinese entity list members


	What's big, blue, and short on Intel? The supercomputer world's podium: USA tops Top500 with IBM Power9


The decision not to merge doesn't mean an end to collaboration between the two companies. Indeed, Hygon execs said the company will get even closer to Sugon, and "give full play to the advantages of Sugon in cutting-edge technologies such as super-node computing power, scientific large model development platform, and cluster systems."
The two companies also dismissed suggestions the decision not to merge would harm China's computing industry.
H200 hijinks
In a Q&A session, investors asked if the Trump administration's decision to allow Nvidia to sell its H200 accelerators to select Chinese buyers is a challenge to Hygon's GPU business.
An unidentified exec responded by saying the H200 "may intensify competition in the domestic high-end chip market, but its accompanying sales share will push up procurement costs, and market penetration still has challenges." Hygon intends to keep improving its own accelerators and demonstrating their suitability for customers' workloads. Execs also said Hygon will continue to ensure its GPUs remain compatible with Nvidia's CUDA APIs, an important consideration as they're very widely used by AI developers. (r)
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    Oracle raises AI spending estimate, spooks investors

    
But if you assume cloud IOUs will be fulfilled, business is booming    
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Oracle expects its FY 2026 capital expenditures will be $15 billion higher that previously predicted, as the cloudy database biz invests to accommodate AI workloads.
Big Red's reason for the extra spending is growth in its Remaining Performance Obligations (RPO), services its clients have contracted to consume but haven't yet paid for.
During the company's fiscal Q2 2026 earnings call, Doug Kehring, Oracle Principal Financial Officer, said, "Given the added RPO this quarter that can be monetized quickly starting next year, we now expect fiscal 2026 capex will be about fifteen billion higher than we forecasted after Q1."
Oracle said its backlog increased by $68 billion in the quarter ended Nov. 30, driven by commitments from Meta and Nvidia, and now totals $523 billion. The promised business offers a hedge against Oracle's reliance on OpenAI, which is reportedly aiming to pay $300 billion to Big Red over the next five years despite having never yet shown a profit.
The database biz also saw significant growth in its restructuring costs, which reached $406 million for the quarter, an increase of 387 percent year-on-year, but a few million less than the $415 million recognized in fiscal Q1 2026. The outlay is attributable largely to the layoffs and severance obligations following from the company's $1.6 billion Fiscal 2026 Restructuring Plan.
All told, Oracle reported revenue of $16.1 billion, up 14 percent year-on-year, for EPS of $2.10, an increase of 91 percent.
By segment: cloud revenue was $8 billion (up 34 percent); cloud infrastructure revenue was $4.1 billion, up 68 percent; cloud application revenue was $3.9 billion, up 11 percent; fusion cloud revenue was $1.1 billion, up 18 percent; and NetSuite Cloud ERP revenue was $1 billion, up 13 percent.


	How to answer the door when the AI agents come knocking


	US teens not only love AI, but also let it rot their brains


	Really Simple Licensing spec lets web publishers demand their due from AI scrapers


	Nvidia's unreleased infrastructure management service isn't for tracking GPUs, but it can


Those numbers proved insufficiently robust for investors, whose dissatisfaction led to a share price decline of more than 11 percent in after-hours trading.
Oracle in November suffered an even more severe stock shock when shares fell 23 percent - shares started the month around $250 and ended the month around $200. That appears to be largely the result of concern about the amount of debt Oracle has taken on to fund its AI buildout, a financial bet sufficient to prompt financial firm Morgan Stanley to argue for shorting Oracle stock.
Kehring attempted to calm investors during the earnings call by insisting that the company can access capital from several sources, including public bonds, banks, and private debt markets.
"In addition, there are other financing options through customers that may bring their own chips to be installed in our data centers and suppliers who may lease their chips rather than sell them," he explained. "Both of these options enable Oracle to synchronize our payments with our receipts and borrow substantially less than most people are modeling. As a foundational principle, we expect and are committed to maintaining our investment grade debt rating."
Oracle stock is still up about 20 percent for the year, roughly the same as the NASDAQ. (r)
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If you opt in to the paid service that is    
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updated Nvidia is developing a new inventory management service that could be used by customers to verify the location of their existing GPU stockpiles.
The existence of the service, which has yet to be officially announced, was first reported on by Reuters on Wednesday. However, location verification isn't the platform's intended purpose but rather a secondary benefit, and customers would need to opt in to use it, El Reg has since learned.
Instead, the software platform, which would be offered by Nvidia as a managed service, is designed to provide streaming telemetry on the health of customers' GPU fleets in order to minimize failures and maximize uptime.
The mechanism for verifying the location of the accelerators isn't particularly sophisticated. From what we understand, it's essentially the equivalent of running a ping and comparing the response time to a lookup table to see whether it's within the expected range. 
This kind of infrastructure monitoring and management service isn't uncommon in modern datacenters. For example, this class of software might use telemetry to identify a failing component and flag the system or contain it for replacement.
Nvidia already provides some of this functionality through its Datacenter GPU management suite. It's also important to note that the offering wouldn't rely on baking new functionality into its GPUs. Instead, it would rely on existing security functionality present in GPUs going back to the Hopper generation.
Nvidia has previously denied allegations of backdoors, kill switches, or spyware in its chips and services raised by Chinese authorities. 
In a statement following publication, an Nvidia spokesperson reiterated these points. "There is no feature within Nvidia GPUs that allow Nvidia or a remote actor to disable the Nvidia GPU. There is no kill switch. For GPU health there are no features that allow Nvidia to remotely control or take action on registered systems. It is read -nly telemetry sent to Nvidia."
We're told development of the new Nvidia inventory platform was driven by demand from customers for a managed service, and was not influenced by any proposed legislation.


	Four charged over alleged plot to smuggle Nvidia AI chips into China


	Letting Nvidia sell H200s to China is closing the door after the horse has bolted


	Alibaba Cloud can't deploy servers fast enough to satisfy demand for AI


	Feds bust nefarious plot to ship Nvidia H200s to China and hurt US


As you may recall, earlier this year, lawmakers in both the US House and Senate proposed legislation that would require chipmakers to integrate some form of "location verification mechanism" into their products in an effort to combat the smuggling of high-end AI accelerators into China and other countries of concern.
As we reported at the time, these proposals don't specify a mechanism by which the location of the device would be verified. The inclusion of such a capability in Nvidia's upcoming software platforms could provide Nvidia a path towards compliance without resorting to hardware-level modifications, should a requirement become law. 
However, despite growing support for the measures, the legislation has yet to be enacted into law. (r)
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    700+ self-hosted Gits battered in 0-day attacks with no fix imminent

    
More than half of internet-exposed instances already compromised    
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Attackers are actively exploiting a zero-day bug in Gogs, a popular self-hosted Git service, and the open source project doesn't yet have a fix.
More than 700 instances have been compromised in the ongoing attacks, according to Wiz researchers, who described the zero-day discovery as "accidental" and say that it happened in July while they were investigating malware on an infected machine.
"During our analysis of the exploitation attempts, we identified that the threat actor was leveraging a previously unknown flaw to compromise instances. We responsibly disclosed this vulnerability to the maintainers," security sleuths Gili Tikochinski and Yaara Shriki said in a Wednesday blog.
The team reported the security hole to Gogs' maintainers, who are "currently working on a fix," Tikochinski and Shriki wrote. But, they added, "active exploitation continues in the wild."
The bug is tracked as CVE-2025-8110, and anyone running a Gogs server (version 0.13.3 or earlier) that is internet exposed and has open-registration enabled - this is the default setting - is vulnerable.
CVE-2025-8110 is essentially a bypass of a previously patched bug (CVE-2024-55947) that allows authenticated users to overwrite files outside the repository, leading to remote code execution (RCE). The earlier RCE was discovered by Manasseh Zhou.
"Unfortunately, the fix implemented for the previous CVE did not account for symbolic links," the Wiz kids wrote.
Gogs is written in Go, and it allows users to host Git repositories on their own servers or cloud infrastructure, rather than using GitHub or another third party.
Gogs, and Git in general, allow symbolic links (or symlinks). They act as pointers or shortcuts to another file or directory, and they can point to objects outside the repository. Additionally, the Gogs API allows file modification outside the regular Git protocol. 
The earlier fix didn't account for this type of symlink abuse, and this allows attackers to take advantage of the flaw and remotely execute malicious code in four steps that are "trivial for any user with repository creation permissions," which are enabled by default, according to Wiz. 
Here are the steps:

	The attacker creates a standard Git repository.


	They commit a single symbolic link pointing to a sensitive target.


	Using the PutContents API, they write data to the symlink. The system follows the link and overwrites the target file outside the repository.


	By overwriting .git/config (specifically the sshCommand), the attacker can force the system to execute arbitrary commands.


About 1,400 Gogs instances are exposed to the internet, and of those, Wiz confirmed that more than 700 of them had been infected. All of these show an 8-character random owner/repo name created on July 10 and a payload that used the Supershell remote command-and-control framework.
While the threat hunters haven't attributed the attacks to a particular person or group, "our assumption, based on threat actors using Supershell C2, is they are located in Asia," Shriki told The Register. 


	Chinese snoops use F5, ConnectWise bugs to sell access into top US, UK networks


	Beijing-linked hackers are hammering max-severity React bug, AWS warns


	Shai-Hulud worm returns, belches secrets to 25K GitHub repos


	Microsoft reports 7.8-rated zero day, plus 56 more in December Patch Tuesday


Mandiant, which is also owned by Google (Wiz will be soon), last year documented Chinese spies exploiting a critical-severity bug in F5 via Supershell, and using that exploit to sell access to compromised US defense organizations, UK government agencies, and hundreds of other entities.
It's also not clear what the digital intruders are doing with access to vulnerable instances.
"In the environments where we have visibility, the malware was removed quickly so we did not see any post-exploitation activity," Shriki said. "We don't have visibility into other compromised servers, beyond knowing they're compromised."
The Register reached out to Git about the timeline for a fix and will update this story when we hear back from the security team. But in the meantime, Wiz recommends immediately disabling open-registration (if it's not required) and limiting internet exposure by placing self-hosted Git services behind a VPN.
Also, be on the lookout for newly created repositories with random 8-character names or unexpected usage of the PutContents API. 
The researchers published a full list of indicators of compromise, so give those a read, too. (r)
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    US teens not only love AI, but also let it rot their brains

    
Yeah, not shocking, but with other studies linking AI to weaker learning and mental-health risks, it's a worry    
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Alongside TikTok and Instagram, teens have added ChatGPT to the mix. Pew says about two-thirds of US teenagers have tried an AI chatbot, with nearly a third using one every day. Negative mental-health warnings be damned!
Pew Research Center published the latest look at teenage social media and internet usage on Tuesday, and for the first time also asked 13- to 17-year-olds how they're engaging with AI chatbots. The researchers found that 64 percent of youths are self-reported AI chatbot users, and 28 percent say they use AI at least once a day. Twelve percent reported using AI several times a day, and four percent said they use it "almost constantly." 
Unsurprisingly, ChatGPT from OpenAI is the dominant force in AI for teenagers, with 59 percent saying they've ever used it. Only 23 percent have used Google's Gemini, the next-most popular AI chatbot, with Meta AI, Microsoft Copilot, Character.ai, and Anthropic's Claude all being used by successively fewer teens.
In an age when 97 percent of teenagers (according to the Pew survey) say they use the internet daily and 40 percent describe themselves as "almost constantly online," it's entirely unsurprising that so many are also engaged with the hot new thing in tech, especially with AI companies pushing them into schools at an increasing pace. 
Microsoft, for example, has pushed Copilot on schools in its home state of Washington, possibly in a bid to shore up those poor AI sales and the fact that, according to Pew, just 14 percent of teens use Copilot. OpenAI has likewise rolled out features for students, like Study mode and last month's launch of ChatGPT for Teachers, which the company has made free until 2027 in a bid to get its claws into the academic space before charging for the service. 
The Trump administration has also pushed to expand AI's usage in academic institutions, describing the technology as a way to ensure the United States remains competitive on the global stage.
Will someone please think of the children?
This Pew report is focused on usage metrics, and doesn't include any questions of American teens about how AI has affected their personal lives or academic performance. We asked if they had any take on AI's effects on teens, but didn't hear back. 
There has been plenty of research done on that topic by other institutions of late, however, and those findings should be cause for alarm when placed alongside data that shows two-thirds of teens are AI users. 


	Happy holidays: AI-enabled toys teach kids how to play with fire, sharp objects


	ChatGPT wants teens to agree to let their parents spy on them


	As AI becomes more popular, concerns grow over its effect on mental health


	Mamas, don't let your babies grow up to be coders, Jensen Huang warns


The Center for Democracy and Technology (CDT) concluded in October that it had found plenty of evidence to suggest that students were having troubling interactions with AI. According to that study, 42 percent of students had used AI for mental health support, companionship, or as an escape, and 19 percent said they or someone they knew had formed a romantic relationship with their chatbot of choice. 
CDT found that most teachers have had little or no formal AI training and don't feel equipped to deal with potential harms. Half of the students also said AI usage in the classroom made them feel less connected to their teachers, suggesting an awareness of those negative effects, even if most continue to use it. 
A study from the Massachusetts Institute of Technology's Media Lab also raised the alarm of academic use of AI when it reported over the summer that students who used ChatGPT to help them craft essays had poorer knowledge retention. When hooked to an EEG machine, the brains of AI-using students even showed less stimulation, suggesting the bots have a considerable effect on how users think and their ability to learn while using the tech.
AI chatbots are increasingly showing up in reports and allegations involving mental-health crises, and not just in adults. A 14-year-old Character.ai user died by suicide last year, and his family sued the company, alleging its chatbot played a harmful role. In another lawsuit, parents claim ChatGPT pushed their son deeper into suicidal ideation before he ended his life.
It's not groundbreaking psychological research to conclude that teenagers are more impressionable than adults, nor is it a new finding that kids are more susceptible to pressure from robots than older people. But yeah, sure - let's keep stuffing more AI in kids' faces. What could go wrong? (r)
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    Really Simple Licensing spec lets web publishers demand their due from AI scrapers

    
Publishers now have more comprehensive tools for managing automated content harvesting    
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Most big AI providers scrape the open web, hoovering up content to improve their chatbots, which then compete with publishers for the attention of internet users. However, more AI orgs might have to pay up soon, because the Really Simple Licensing (RSL) spec has reached version 1.0, providing guidance on how to set machine-readable rules for crawlers.
"Today's release of RSL 1.0 marks an inflection point for the open internet," said Eckart Walther, chair of the RSL technical steering committee, in a statement. "RSL establishes clarity, transparency, and the foundation for new economic frameworks for publishers and AI systems, ensuring that internet innovation can continue to flourish, underpinned by clear, accountable content rights."
Introduced in September, RSL represents a response to the explosion of automated content harvesting intended to provide fodder for AI model training. It's intended to complement the Robots Exclusion Protocol [RFC 9309], a way for websites to declare acceptable methods of engagement through a robots.txt file.
In a bid to prevent their content from being laundered for profit in an AI model, publishers are increasingly trying to negotiate licensing deals or block bot-based data gathering. Web site operators typically publish a robots.txt file at the site root to provide guidance to automated traffic. But robots.txt compliance is voluntary and many crawlers ignore the directive.
RSL builds upon syndication spec RSS and the Robots Exclusion Protocol by providing a way to declare requirements for accessing and processing content, which may involve a demand for compensation.
The specification includes an XML vocabulary for describing content usage, licensing, and legal terms of service. The RSL document - functionally a machine readable license - can be integrated with other web mechanisms, including robots.txt, HTTP headers, RSS feeds, and HTML link elements.
It provides support for license acquisition and enforcement via the Open License Protocol (OLP), the Crawler Authorization Protocol (CAP), and the Encrypted Media Standard (EMS).


	Google's AI training tactics land it in another EU antitrust fight


	Linux Foundation aims to become the Switzerland of AI agents


	AI mania to swell datacenter capex to $1.6T by 2030 - if the bubble doesn't pop first


	Publishers say no to AI scrapers, block bots at server level


The RSL 1.0 release adds new categories for the <permits> element</permits> such as "ai-all," "ai-input," and "ai-index," to accommodate more specific AI usage rules, such as allowing search engines to index content but not use it for AI search applications. It also includes a new "contribution" payment option for noncommercial organizations that want "a good faith monetary or in-kind contribution that supports the development or maintenance of the assets, or the broader content ecosystem."
While RSL is similar to the Robots Exclusion Protocol in that it's not a technical access control mechanism, it provides support for publishers and partners that choose to implement paywalls and other barriers.
There are various technical options to enforce the preferences expressed in RSL and robots.txt declarations for bots that fail to comply, such as network-level barriers. But sometimes legal intervention is required to halt bad behavior. Bad bots may still flout or bypass RSL requirements, but the spec's support for licensing services, encryption mechanisms, and authentication mechanisms should help publishers who choose to challenge such behavior in court.
The RSL spec has been endorsed by infrastructure companies like Cloudflare and Akamai, which offer content tollbooth services for billing AI bots; by publishers like The Associated Press; by social media sites like Stack Overflow; and by micropayment biz Supertab; among others.
"From what we've seen over the last couple of years and the effect that bot scraping has had on these publications, whether that be from the traffic onto their sites, the loss of the advertising revenue on those sites, et cetera, it's time for a new offering that benefits these publications and the content that they provide," Supertab director of growth, Erick McAfee told The Register in an interview.
Supertab provides a payment layer for RSL and has been beta testing implementations with about a dozen customers for the past two quarters, although bots aren't actually being billed at this point. McAfee said the testing aims to validate how payments would flow if in fact the bots comply.
"The goal is to be able in the future to provide an invoice to these LLMs and explain, 'This is the cause and this is the effect and this is the cost of what's happened.' But as of right now, we're just collecting data to show what's going on," he said.
McAfee said that while he couldn't share information about specific customers, "the data is impressive in the sense that it's definitely impactful" in terms of the impact AI bots have had on site visits and reduced advertising revenue. (r)
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Palantir and the US Navy have signed a two-year deal to test whether its Foundry operational software can streamline the nation's shipbuilding efforts and steer the Secretary of the Navy's top budget priority into port.
The $448 million contract will bring Palantir's technology to work on shipbuilders, shipyards, and critical suppliers, said US Secretary of the Navy John Phelan and Palantir CEO Alex Karp during a presentation Tuesday evening in Washington, D.C. The company is calling this particular program "ShipOS."
"Every ship builder who partners with us will have AI power tools that optimize their work in real time. Every supplier in the network will be connected through intelligent logistics," Phelan said on stage, according to US Naval Institute News. "Every program manager will have unprecedented visibility into schedule, cost and risk. We're not just building ships faster. We're rebuilding American maritime industrial capacity for the AI age."
Phelan listed strengthening US shipbuilding and the Maritime Industrial Base as the top priority of his $292.2 billion budget request for 2026, which called for 19 new battle force ships. The budget also invests $2.5 billion just for submarine builders to increase their "health and supply chain enterprise."
Palantir's software will initially be deployed across two major shipbuilders, three shipyards, and 100 suppliers, all of which are part of the Maritime Industrial Base (MIB), a Navy program established in 2024 to revitalize US shipbuilding and repair. Palantir previously announced a deal with MIB to use its Warp Speed manufacturing software in July.
That early work resulted in leaps in efficiency, according to a press release. At General Dynamics Electric Boat - which designs, builds, repairs and modernizes nuclear submarines for the U.S. Navy - submarine schedule planning was reduced from 160 manual hours to under 10 minutes. Portsmouth Naval Shipyard cut material review times from weeks to under one hour.
In order to win more business, Palantir must deliver "measurable cost savings over time, improved schedules, reduced delays, and increased production efficiency, with productivity gains offsetting the initial investment while establishing a more capable and resilient industrial base," according to the announcement.
Palantir's head of defense Mike Gallagher told reporters at Tuesday's event that it was now up to the software company to deliver the operational gains it has promised, according to Breaking Defense.
"We have to prove the value," he said. "And then at the end of the two-year program, the companies, if we push ourselves, will take on the sustainment costs."
Once it's running, Foundry will aggregate data from enterprise resource planning systems, legacy databases, and operational sources to identify bottlenecks, streamline engineering workflows, and support proactive risk mitigation, the announcement stated.
"This is another watershed deal for Palantir on the Foundry platform," Wedbush Securities analyst Dan Ives told El Reg. "Big step forward. We believe Palantir will be able to do this at scale." (r)
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Qualcomm could soon be serving up RISC-V cores alongside its custom Arm ones following the acquisition of Ventana Micro Systems on Wednesday.
Founded in 2018, Ventana has developed several generations of high-performance RISC-V-based CPU designs aimed at datacenter and enterprise applications.
The terms of the acquisition weren't disclosed, but Qualcomm intends to continue the development of Ventana's designs in parallel with the custom Arm-based Oryon cores used in its Snapdragon X-series of chips.
"We believe the RISC-V instruction set architecture has the potential to advance the frontier on CPU technology, enabling innovation across products," Durga Malladi, executive VP of technology planning, edge solutions and datacenter at Qualcomm, said in a canned statement. "The acquisition of Ventana Micro Systems marks a pivotal step in our journey to deliver industry-leading RISC-V based CPU technology across products."
Qualcomm is no stranger to RISC-V. The company has been toying with the instruction set architecture (ISA) for years now. The chipset giant has been using RISC-V microcontrollers in its SoCs going back to the Snapdragon 865 launched in 2019. In 2023, the company launched a collaboration with Google to bring low-power, high-performance RISC-V-based chips to wearables.
However, the acquisition of Ventana points to the possibility of a far more potent class of RISC-V processors from Qualcomm. Ventana's Veyron V2 chiplet design features up to 32 RISC-V RVA23-compatible CPU cores clocked at up to 3.85 GHz, and is equipped with up to 1.5 MB of L2 cache per core and 128 MB of shared L3 cache.
Each core is equipped with both a 512-bit vector unit based on the RVV 1.0 spec, and a custom matrix math accelerator for AI and machine learning applications. According to Ventana, the matrix unit is good for 0.5 TOPS (INT8) per GHz per core.
For higher performance applications, Ventana's design allows multiple chiplets to be assembled into a system-in-package. We previously reported Ventana's V2 chiplets were originally expected to enter production in the second half of 2024. However, the company's website now shows silicon is expected in early 2026.
Ventana has also teased its next-gen Veyron V3 chiplet designs, which will promise higher clock speeds up to 4.2 GHz and an enhanced matrix math unit with support for the FP8 data type.


	Tenstorrent QuietBox tested: A high-performance RISC-V AI workstation trapped in a software blackhole


	HPC won't be an x86 monoculture forever - and it's starting to show


	Bolt Graphics unveils Zeus GPU built on RISC-V and path tracing tech


	Chip designer SiFive aims to cram more RISC-V cores into AI chips


Qualcomm hasn't said if and when we can expect to see its chips based on Ventana's RISC-V IP. In May, the company announced it was returning to the datacenter CPU space after a failed attempt to make Arm-based servers in 2018.
These products are broadly expected to be based on core technologies obtained when Qualcomm bought Arm-based CPU vendor Nuvia, which had initially targeted server applications prior to the acquisition in 2021.
That acquisition, we'll note, wasn't without controversy. In 2022, Arm sued Qualcomm over an alleged breach of its licenses tied to Nuvia. Late last year, a jury sided with Qualcomm in the case, and in October, a judge quashed Arm's appeal.
However, Qualcomm's legal battle with Arm isn't over. A countersuit brought by the California chip biz is still ongoing. But, at least now, Qualcomm has a potential alternative should its relationship with Arm deteriorate further. (r)
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    Welcome to America - now show us your last five years of social media posts

    
Countries subject to newly proposed rule include supposed trusted friends like the UK, France, and Germany    
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The next time someone visits the US, customs may ask to see their passport, their Facebook feed, and all of their Instagram posts. The United States maintains a list of 42 countries whose citizens are allowed to enter without a visa, but visitors from those nations may soon have to provide five years' worth of their social media history in order to gain entry. 
US Customs and Border Patrol published a notice in the Federal Register Wednesday of plans to make serious data collection changes to the Visa Waiver Program. The social media screening requirement is the most noticeable one. 
The change affects countries whose citizens are eligible to get an Electronic System for Travel Authorization (ESTA) pass to visit the US for up to 90 days for business and leisure travel, which includes citizens of countries like the United Kingdom, Germany, France, Japan and other traditionally close US allies. The customs agency justified the move in its Federal Register notice by pointing to a January executive order from the Trump administration designed to reduce public safety threats posed by foreign visitors. 
The January EO, number 14161, doesn't specifically mention giving officials the authority to review years of social media content posted by tourists from friendly countries, but it does give the Department of Homeland Security - which oversees Customs and Border Patrol - broad leeway to screen those who wish to come to the country. 
The order gives officials access to "all resources that may be used to ensure that all aliens seeking admission to the United States ... are vetted and screened to the maximum degree possible," and in this instance Customs is taking that to mean requiring "ESTA applicants to provide their social media from the last 5 years." That's not a request, per the proposal - it's mandatory. 
Responding to our questions, CBP noted that nothing has actually changed for ESTA applicants . . . yet.
"This is not a final rule, it is simply the first step in starting a discussion to have new policy options to keep the American people safe," A CBP spokesperson told The Register. "The Department is constantly looking at how we vet those coming into the country, especially after the terrorist attack in Washington DC against our National Guard right before Thanksgiving."
According to Brian Hunt, a lawyer at international immigration firm Fragomen, we need only look to other recent Trump administration actions to get an idea of what sort of data it might be requesting.
"In August, the US Citizenship and Immigration Services announced new social media vetting for 'anti-American activity' and last week said they are staffing a new vetting center in Atlanta to, among other things, implement E.O. 14161," Hunt told The Register in an email.
According to Fragomen, the new rule means that people visiting the US should expect to be subjected to a social media review by customs officials.


	Uncle Sam wants to scan your iris and collect your DNA, citizen or not


	Uncle Sam claims H-1B fraud crackdown is working as registrations drop 25%


	Smile! Uncle Sam wants to scan your face on the way in - and out


	Your ex isn't the only one stalking your social media posts. The Feds are, too


"The increase in data collection could also mean that ESTA applicants would face an increased likelihood of being flagged for closer scrutiny and/or would experience longer waits for ESTA approval," Fragomen said in a statement about the proposal Tuesday. 
While this particular rule is coming out now, the US has been trying to get access to foreign visitors' social media accounts to check for subversive content since the Obama administration. The first Trump administration had plans to gain access to the social media accounts of foreign visitors, and took further action to require foreign students looking for visas to open up their online profiles to scrutiny over the summer, prompting a lawsuit from labor unions and the Electronic Frontier Foundation. 
Hunt noted that this new move is very different from prior social media vetting, which was on a case-by-case basis in the past and focused on verifying facts, not examining individuals' speech and opinions.
"In the past, certain facts could lead to a finding that an applicant is inadmissible under US immigration law," Hunt said. "The new vetting, however, is vague, and denials are based on discretion and policy."
It's not just social media posts, either. The proposed rule indicates that ESTA applicants will also have to begin providing several other categories of "high value data" if they want to be granted permission to visit The Land of the Free. 
"When feasible," the proposed rule notes, ESTA applicants will have to provide a list of all email addresses (both personal and professional) used in the last decade; five years of telephone numbers for themselves and their families; the names of family members (parents, spouses, siblings, and children) as well as their dates, places of birth, and countries of residence; and biometric data that may include face, fingerprint, DNA, and iris scan records. 
Overall, the Trump administration's hostility to foreign visitors could lead to $30 billion in economic losses this year.
"This CBP ESTA development adds another piece to a puzzle that suggests this administration may deny admission to the United States based on speech deemed offensive under a vague standard," Hunt told us.
It's not like tourists lack for other options. A May study from the World Travel and Tourism Council and Oxford Economics projects the US to be the only country (of the 184 it measures) to see a decline in foreign visitor spending this year. (r)
Updated on Dec 11 at 1403 with a statement from the US CBP.
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    Crisis in Icebergen: How NATO crafts stories to sharpen cyber skills

    
1,500 military digital defenders spent the past week cleaning up a series of cyberattacks on fictional island    
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feature Andravia and Harbadus - two nations so often at odds with one another - were once again embroiled in conflict over the past seven days, which thoroughly tested NATO's cybersecurity experts' ability to coordinate defenses across battlefield domains.
Around 1,500 practitioners took part in the annual battle that engulfed the island of Occasus-Icebergen, all working together to remediate cyberattacks on critical systems, the effects of which influenced how land, sea, and air forces were able to respond.
[image: View of Modares highway and Alborz mountain range in Tehran, Iran]
Ex-NATO hacker: 'In the cyber world, there's no such thing as a ceasefire'

READ MORE
It does not take a geography buff to know that none of these places really exist, but the digital dust-up was certainly real.
The fictitious two-nation island has played host to a NATO training exercise for years that tests military cybersecurity personnel's ability to work together as hostile forces launch hybrid attacks on a nation they're tasked with defending.
NATO invited The Register to its headquarters in Tallinn, Estonia, to observe the final hours of this year's Cyber Coalition exercise, and understand how the organization and its member nations decide on the storylines that underpin each of the mission's scenarios.
Cyber Coalition started in 2008 and has run every year since. It lasts a week and is mentally exhausting for all involved, we're told. Its purpose is to assemble NATO countries' cyber defenders and test their mettle against real-world adversaries' modern tradecraft.
Military personnel from 29 NATO members and seven partner countries participated this year, each working with limited information - a different snapshot of the conflict situation - and tasked with communicating what they know to their international colleagues to remediate each issue.
Seven missions, or storylines, ran concurrently. These are all related to real-world cyberattacks that have spillover effects on countries' traditional, kinetic warfighting capabilities. 
Some were handling a cyberattack on a critical national infrastructure (CNI) system, others were trying to find an adversary in a nation's backups, while more still were working with an attack on a satellite communications provider.
All these storylines are tailored to the current training demands of nations responsible for defending these kinds of attacks on real militaries' systems. They test defenders' abilities to deter their adversaries' latest tradecraft, and as exercise leader Commander Brian Caplan said, they're always influenced by real-world attacks from the past year.
How to craft a NATO-grade storyline
Cyber Coalition is meticulously crafted each year through a series of storyline conferences attended by participating member countries that are designed to strengthen defenders' cooperation skills.
Caplan told The Register that almost always the storylines are based on those from previous years, just with some tweaks to ensure they test the most relevant skills in operation today, and to ensure the difficulty is set to the right standard.
The draft storylines are then taken to a series of scripting conferences where the details are fleshed out by participating nations. Representatives will pick one story to develop and pitch the details to NATO, which will then refine it before becoming a confirmed scenario.
Caplan said: "There is an initial planning conference, where we introduce the storylines, the shell. So then they go back, they talk to their national reps and local trainers, and see where they want to play, because it's all a voluntary basis for them to grab one of the storylines. 
"They come back, and by the time we get to the national scripting conference, they have done about 80 percent of figuring out where they want to go, what they want to do, and they present it to us. We either give them a 'yes, you're on the right track,' or, 'have you thought about here?'"
"Then we'll have a final conference, before execution, in between, and really, at that time, the nation should have 98 percent of a script, how they want to play the scenario. And it's really just fine-tuning and getting ready so when they come to execution, it's game time, and they run off and do great things."
Cyber Coalition takes the exercises developed by NATO's Joint Warfare Center (JWC), which make up around around 80-85 percent of their content, and tweaks them to suit the needs of participating nations. This comprises the storyline shell Caplan referred to.
The only caveat to this is that Cyber Coalition storylines never involve situations that would trigger an Article 5 NATO response.
Some of them, like the attack on a CNI entity, are mainstays of the exercise program and recur each year, while others bring new scenarios to defenders, such as the satellite communication attack story. But regardless of the situation, each is built around modern threats to ensure defenders' skills are up to date.
"Absolutely every storyline, no matter if it was played last year or new, we look at what's happening in... the real world," Caplan said. "And we'll always tweak them to some degree to make it more realistic for the nations, because no one wants to play on something that doesn't make any sense or that's way outdated. 
"So, we do a really good job of making sure that we're researching, we're seeing what's currently been affected by nations. We tend to grab things that have affected multiple nations, at least what's on, you know, the internet, the public platforms, and then we kind of use that as our base."
One example of how real attacks influence training exercises was the addition of the attack on a satellite communications provider this year. NATO officials said Russia's 2022 attack on Viasat, timed with the onset of its invasion of Ukraine, heavily inspired this year's space-domain storyline.
NATO recognized space as a military domain in 2019, although this year's Cyber Coalition is the first to feature a storyline covering it. 
Ezio Cerrato, Cyber Coalition's exercise director and storyline lead, said space-layer attacks are increasing in the real world and they lead to immediate cross-domain consequences, since so much everyday technology touches space in some way.
Asked about the tweaks NATO makes to the stories that participating nations submit, the commander said in recent years the players were given more choice over the type of CNI entity that's attacked. In previous years, NATO had taken a more hard-line approach on what type of organization should be the focus.


	NATO taps Google for air-gapped sovereign cloud


	Royal Navy sharpens claws on Wildcat choppers with anti-drone Martlet missiles


	Submarine cable security is all at sea, and UK govt 'too timid' to act, says report


	Britain jumps into bed with Palantir in PS1.5B defense pact


In other cases, it's a matter of properly setting the difficulty level, and pacing the story in a way that both challenges the players while allowing enough leeway for real learning to take place.
Caplan said: "Most of the twists are just making [the story] either more complex or we did too much... We either made it too difficult in the beginning, like too many injects, and so we had to space it out a little bit this year, or we were too slow, and then we had to add more engines. So, some of it's just like the flow of the exercise or the storyline, to make sure it can complement as many nations as possible that we can do."
Friends, not foes
The curious among The Reg readership will likely be wondering about the success of the exercise. Did NATO manage to quell the conflict? Who won?
We vultures are curious too, yet when we asked about the outcome of the exercise, and whether the teams succeeded in all seven storylines, NATO officials were reluctant to offer any concrete indications.
Reporters in attendance were also not allowed to know what the storylines specifically entailed, other than top-line descriptions, such as attacks on CNI.
One exception was the revelation that a storyline, which featured an attack on a fuel management system, involved malware. Participants were tasked with investigating the incident, understanding how the malware worked, how it was distributed, and mitigating the operational effects of deployment.
To illustrate the difficulties in acquiring this basic information, we were only able to piece together that there were fictitious countries involved by gleaning clues from around the simulation center, different interviews, and conferring among ourselves about what they might mean. NATO only confirmed the names of the countries after some polite nudging, but not where they were supposedly located, or the made-up geopolitics of Occasus-Icebergen, or which country was the aggressor.
However, success isn't really the aim of the Cyber Coalition game. It differs from red-blue team exercises, like NATO Locked Shields, in that it is not graded. Participants are brought together to tackle modern threats and work on their collaboration, without having to face any real consequences. Participants are encouraged to take risks and learn from them in this lower-stakes environment. 
Caplan told us most nations involved are competitive, but being aggressively successful in Cyber Coalition does not always translate to overall victory in the exercise.
In Locked Shields, nations are pitted against one another yet Cyber Coalition stories only advance when all participants complete their goals. Each country sees only part of the situation - reflecting how NATO members respond to real attacks - and must work with others, who themselves understand only a snippet of the attack, before they can proceed in the exercise.
The commander said: "What is good is that nations might get to a certain point quicker, but then they have to wait until other nations catch up, because they need information from the other nation. So sometimes it doesn't benefit you to be that fast.
"In previous exercises we didn't have those points where they had to wait, and so some nations were really finishing within the first few days for that storyline. And then they had other storylines that they could focus on, but that one storyline was over, you know, for them. So, we try to find that balance for them."
The shared responsibility for success is designed to build trust between participating countries, which, we're told, are not always willing to share many details about how they operate.
However, what communication barriers were in place are broken down as the exercise progresses, NATO said, and participants take frequent breaks from the simulation room to mingle in common areas too.
And if the small talk over a coffee didn't do the trick, the Thanksgiving spread arranged by the US team for around 70 of their Cyber Coalition teammates sure did.
With the exercise beginning on Friday, November 28, and running through the weekend, the 16th Air Force worked through the holidays but found time to celebrate in the evening, treating their transatlantic counterparts to Yankisms of turkey, sweet potatoes, deviled eggs, and more.
Cyber Coalition and the tasty team feed played out at CR14, the only facility certified by NATO to host these training exercises, located a short walk from Estonia's Ministry of Defence.
Around 200 military staff members serving as exercise controllers for their respective nations occupied the simulation room, while around 1,300 cyber practitioners participated remotely.
The US, for example, sent some of its own experts to Romania and Georgia, while hosting their allies' practitioners at its San Antonio-Lackland base for the duration of the exercise.
The simulation room itself is not as high-tech as you might imagine. The walls were painted plain white, the wooden floorboards weathered, and every window in CR14's facility was covered by a grey-beige satin sheet.
Teams were separated by fabric partitions similar to those found in low-budget US offices - or at least how they're depicted in TV shows - with only a laminated piece of paper adorning the country's flag stapled to them to differentiate the battle stations. (r)
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    Galactic Brain space datacenter coming in 2027, pledges startup Aetherflux

    
Getting inferencing infrastructure into orbit may soon be cheaper than building it down here    
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Space startup Aetherflux says it plans to put its first data center satellite into orbit during the first quarter of 2027.
The company, founded and run by Baiju Bhatt, co-founder of financial firm Robinhood, sees satellites as a time-saving alternative to terrestrial data center construction, which can take five or more years.
"The race for artificial general intelligence is fundamentally a race for compute capacity, and by extension, energy," said Bhatt in a statement. "The elephant in the room is that our current energy plans simply won't get us there fast enough."
Amid the baffling absence of funding constraints, efforts to scale artificial intelligence remain gated by the availability of data center capacity and energy. Mundane concerns like land acquisition, utility connections, and creating sturdy structures can be bypassed for the cost of lifting kit beyond the Karman line.
The cost to launch 1 kg on SpaceX's Falcon Heavy comes to about $1,400, according to recent estimates. Per Google's calculations, if launch costs drop to around $200 per kg, as projected by 2030, the outlay required to set up and run space-based data centers would be comparable to ground-based operations.
Bhatt calls the satellite constellation project "Galactic Brain," though the solar-powered data satellites won't have such a vast remit - they'll just be orbiting the Earth alongside a growing number of other objects.


	IBM touts progress on tech stack for AI-enabled airline with no passengers or alcohol


	Letting Nvidia sell H200s to China is closing the door after the horse has bolted


	Linux Foundation aims to become the Switzerland of AI agents


	Google's AI training tactics land it in another EU antitrust fight


Aetherflux joins Orbits Edge and Starcloud, not to mention Google and Nvidia, as companies with ambitions to put data centers in space, the final (minimally regulated) frontier now that data centers have been sunk into the ocean and buried underground.
Bhatt's biz was founded in 2024 and scored $60 million of funding for the purpose of demonstrating the viability of beaming energy from space to Earth via infrared laser. It aims to launch a satellite capable of doing so in 2026. The company's space data center plans represent an expansion on its initial vision.
Aetherflux isn't yet ready to talk about pricing. "Our first product will focus on AI inference and general-purpose compute for customers," a company spokesperson told The Register by email. "We do not have a price point to disclose at this time."
But for a to-be-determined fee, the company aims to provide "multi-gigabit level bandwidth with nearly constant uptime."
When the company gets around to doing regular launches, it anticipates sending about 30 satellites up at a time on a SpaceX Falcon 9 or equivalent launcher. If SpaceX's Starship becomes an option, Aetherflux could orbit 100 or more datacenter sats in a single launch.
Asked about the life expectancy of its birds, given that GPUs may not last more than a few years under high utilization and radiation, Aetherflux's spokesperson said: "Our approach is to continuously launch new hardware and quickly integrate the latest architectures. Older systems will run lower priority tasks and serve out the full useful lifetime of high-end GPUs." (r)
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    Porsche panic in Russia as pricey status symbols forget how to car

    
Satellite silence trips immobilizers, leaving owners stuck    
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Hundreds of Porsches in Russia were rendered immobile last week, raising speculation of a hack, but the German carmaker tells The Register that its vehicles are secure.
According to reports, local dealership chain Rolf traced the problem to a loss of satellite connectivity to their Vehicle Tracking Systems (VTS). This meant the systems thought a theft attempt was in progress, triggering the vehicle's engine immobilizer.
Porsche HQ was unable to help or diagnose the nature of the problem. It's understood that systems like VTS are operated by local Porsche subsidiaries or dealer networks.
But following Russia's invasion of Ukraine and the imposition of sanctions, Porsche no longer exports to the country or provides after-sales service.
In a statement to The Register, a Porsche spokesperson said no other markets were affected by the issue.
"The cybersecurity of our vehicles is a central concern for Porsche," the spokesperson told us. "Protection against cybersecurity attacks is ensured by comprehensive security processes and technical measures over the entire life cycle of our vehicles. The measures include, among other things, secure software updates, protected communication channels, and regular security tests for the early detection of suspicious activity," they added.
Resourceful Russian owners have reportedly resorted to workarounds to overcome the problem, including disabling or rebooting the VTS, or removing it entirely.
Others have claimed that disconnecting their car's batteries for ten hours does the trick. These have worked in some but not all cases, apparently.
The issue sparked speculation of a cyberattack, but security and privacy experts we spoke with were dubious.
Cian Heasley, principal consultant at Acumen Cyber, said the wave of shutdowns could be well within the capabilities of a hacktivist group, but said there had been no chatter indicating this was the case.
"If this were a coordinated cyberattack, I would have expected one of the larger pro-Ukraine groups to have claimed this attack by now and posted some sort of evidence, similar to what we saw when Russian airline Aeroflot was attacked in July of this year."
Rik Ferguson, VP Security Intelligence at Forescout, said: "Modern immobilizers don't react only to what happens around the vehicle, they depend on a constant 'trust heartbeat' signal from cloud or satellite backends. From the outside, a deliberate hack and an intentional backend shutdown can look almost identical: the tracking service disappears, the car interprets that as theft, and the immobilizer kicks in."
High-end vehicles rely on a long tail of services outside the owner's control, Ferguson said, spanning the cloud, satellite operators, and regional partners.


	Hyundai: Want cyber-secure car locks? That'll be PS49, please


	Trump AI plan rips the brakes out of the car and gives Big Tech exactly what it wanted


	So you CAN turn an entire car into a video game controller


	Elon Musk pukes over pork-filled budget bill with Tesla subsidies on the line


"Sanctions, contract disputes, misconfigurations, or attackers can all break that chain, and when they do, a six-figure car is suddenly just a very expensive ornament."
Bugcrowd CSO Trey Ford added: "It sounds like the system design has a fail-safe where if there is a loss of satellite service (platform issues, military, etc.) can lead to a lockout of the vehicle to help mitigate theft - which makes sense."
Otherwise, a criminal could create a Faraday cage to block the antenna and prevent tracking.
He continued: "It also stands to reason that a platform with the ability to lock down vehicles could inadvertently do that." This could be down to an engineering issue, failed update, a database problem, "or something as trivial as a service plan accounting error impacting satellite communication services."
The issue highlights broader concerns around connected vehicles.
Chris Hauk, consumer privacy advocate at Pixel Privacy, said engine kill systems were pushed as an anti-theft device. But "the technology could also be used by hackers to cause havoc and could also be used by totalitarian governments to shut down vehicles belonging to 'enemies of the state.'"
Paul Bischoff, consumer privacy advocate at Comparitech, added: "Any feature that requires a network connection should not affect the basic functionality of the vehicle."
"Besides remote hacks, drivers also have to worry about privacy. Newer cars collect and share a lot of information about their users, often without explicit informed consent."
It's worth noting that most Russian Porsche owners were probably not stranded without wheels, as no other brands have been affected - Russia's elite are also enthusiastic fans of Bentleys, Aston Martins, and other luxury marques. (r)
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