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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        21K Nissan customers' data stolen in Red Hat raid
        Jessica Lyons

        Automaker's third security snafu in three years Thousands of Nissan customers are learning that some of their personal data was leaked after unauthorized access to a Red Hat-managed server, according to the Japanese automaker....

      

      
        Starlink satellite fails, polluting orbit with debris and falling toward Earth
        Richard Speed

        Spacecraft set to burn up in a few weeks, but it could have been worse As if to underscore the need to avoid the Kessler Syndrome, a scenario in which cascading debris can make some orbits difficult to use, a Starlink satellite vented propellant and released debris following an onboard "anomaly" late last week....

      

      
        Microsoft rushes an out-of-band update for Message Queuing bug
        Richard Speed

        Redmond gets in early for the twelve whoopsies of Christmas Microsoft has hustled out an out-of-band update to address a Message Queuing issue introduced by the December 2025 update.... 

      

      
        Windows is testing a new, wider Run dialog box. Here's how to try it
        Avram Piltch

        You'll need to be using a Windows Insider build to see it The Windows 11 Run dialog box is one of the oldest pieces of user interface still in use. It works just fine, but it has an aesthetic that harkens back to earlier versions of Microsoft's operating system. Now, that's set to change....

      

      
        Memory is running out, and so are excuses for software bloat
        Richard Speed

        Maybe the answer to soaring RAM prices is to use less of it Opinion  Register readers of a certain age will recall the events of the 1970s, where a shortage of fuel due to various international disagreements resulted in queues, conflicts, and rising costs. One result was a drive toward greater efficiencies. Perhaps it's time to apply those lessons to the current memory shortage....

      

      
        Like a Virgin Airways bot, planning for the very first time
        Thomas Claburn

        Airline deploys AI travel agent and it hasn't been a disaster Non-human travel agents are here. Virgin Atlantic earlier this month installed an AI travel agent on its website, calling the web-bound chatbot "the future of travel planning." ...

      

      
        UNIX V4 tape successfully recovered: First ever version of UNIX written in C is running again
        Liam Proven

        Crucial early evolutionary step found, imaged, and ... amazingly ... works Computer History Museum software curator Al Kossow has successfully retrieved the contents of the over-half-a-century old tape found at the University of Utah last month....

      

      
        Oracle's new AI-enhanced support portal leaves users fuming
        Lindsay Clark

        The company that bet the farm on AI said to have made things worse with AI Oracle's new AI-powered support portal is frustrating customers and support engineers who are struggling to find the basics, such as old tickets, links to database patch programs and release schedules for current databases.... 

      

      
        Pizza restaurant signage caught serving raw Windows
        Richard Speed

        Menu.exe not found Bork!Bork!Bork!  The bork desk has temporarily reopened during the festive period. The tech world might be having a nap on the sofa after one mince pie too many, but bork never sleeps....

      

      
        Uber and Lyft rolling Baidu robotaxis into London next year
        Simon Sharwood

        Cab drivers protested Uber's arrival, but Westminster has rolled out the welcome mat for clanker chauffeurs Robot taxis are coming to The Register's London home in 2026....

      

      
        France's post office partly offline for over 12 hours after 'major network incident'
        Simon Sharwood

        Might be Le Grinch, or a DDoS, but it's taking a while to fix La Poste, France's postal service, is largely offline, possibly due to an unexplained incident....

      

      
        Japan loses another H3 launcher, plus the satnav bird it carried
        Simon Sharwood

        25 percent failure rate for JAXA's space truck, with the second stage again proving perilous Japan's Aerospace Exploration Agency (JAXA) has created a Special Task Force to investigate the failed launch of its H3 rocket on Monday....

      

      
        Poisoned WhatsApp API package steals messages and accounts
        Jessica Lyons

        And it's especially dangerous because the code works A malicious npm package with more than 56,000 downloads masquerades as a working WhatsApp Web API library, and then it steals messages, harvests credentials and contacts, and hijacks users' WhatsApp accounts.... 

      

      
        Palo Alto's new Google Cloud deal boosts AI integration, could save on cloud costs
        O'Ryan Johnson

        SEC filings show the outfit cut projected 2027 cloud purchase commitments by $114M Security vendor Palo Alto Networks is expanding its Google Cloud partnership, saying it will move "key internal workloads" onto the Chocolate Factory's infrastructure. The outfit also claims it is tightening integrations between its security tools and Google Cloud to deliver what it calls a "unified" security experience. At the same time, Palo Alto may trim its own cloud purchase commitments....

      

      
        SoftBank scrambling to come up with $22.5B in OpenAI funding before New Year
        Tobias Mann

        Masayoshi Son better hope he made Santa's nice list Japanese tech investment giant SoftBank needs to secure $22.5 billion before the end of the year to make good on its commitments to AI partner OpenAI....

      

      
        Spy turned startup CEO: 'The WannaCry of AI will happen'
        Jessica Lyons

        Ah, the good old days when 0-day development took a year Interview  "In my past life, it would take us 360 days to develop an amazing zero day," Zafran Security CEO Sanaz Yashar said....

      

      
        NIST contemplated pulling the pin on NTP servers after blackout caused atomic clock drift
        Simon Sharwood

        Time signals shifted by a tiny amount that only very sensitive users would find upsetting UPDATED  A staffer at the USA's National Institute of Standards and Technology (NIST) tried to disable some of its Network Time Protocol infrastructure, after a power outage around Boulder, Colorado, led to errors.... 
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    21K Nissan customers' data stolen in Red Hat raid

    
Automaker's third security snafu in three years    


    
        By 
Jessica Lyons        
    

    
        Posted in Cyber-crime,
        
            23rd December 2025 17:23 GMT
        
    


    
Thousands of Nissan customers are learning that some of their personal data was leaked after unauthorized access to a Red Hat-managed server, according to the Japanese automaker.
About 21,000 customers who purchased a vehicle or had service done at the former Nissan Fukuoka Motor Co. (now Nissan Fukuoka Sales Co.) were affected by a digital intrusion detected in September, the company said in a December breach disclosure.
While the crooks reportedly did not steal any credit card information, leaked personal details include customers' addresses, names, phone numbers, partial email addresses, and other customer-related information used for sales activities.
"At this time, there has been no confirmation that the leaked information has been used for secondary purposes," the car manufacturer said in a Japanese-language report translated via Google, adding that customers should be on high alert for suspicious calls or mail - all of these stolen details can be valuable to criminals in targeted phishing attacks or other financial fraud.
"Nissan takes this incident very seriously and will strengthen its monitoring of its subcontractors and take further steps to strengthen information security," the company noted. "We would like to once again offer our deepest apologies to our customers for any inconvenience caused."
The IBM-owned open source software maker previously disclosed that "an unauthorized third party had accessed and copied some data from a Red Hat Consulting-managed, dedicated GitLab instance." 
According to the Nissan breach notification, Red Hat detected the intruders on September 26, and then alerted the automaker on October 3.
Nissan did not immediately respond to The Register's inquiries, including who was responsible for the data theft and whether the criminals had tried to extort the carmaker. We will update this story if we receive a response.


	Red Hat fesses up to GitLab breach after attackers brag of data theft


	Red Hat breach escalates as criminals collaborate on 'multi-terabyte' extortion plot


	Nissan infosec in the spotlight again after breach affecting more than 50K US employees


	Nissan to let 100,000 Aussies and Kiwis know their data was stolen in cyberattack


While neither Nissan nor Red Hat named a specific criminal group in their statements, in early October, a group called Crimson Collective claimed to have broken into Red Hat's private GitLab repositories and exfiltrated some 570 GB of compressed data, including sensitive documents belonging to customers. 
A day later, Red Hat confirmed the breach.
Shortly after, Crimson Collective said it had teamed up with the ShinyHunters-linked "Scattered Lapsus$ Hunters" gang to extort the IBM-owned biz.
This is the auto manufacturer's third major breach in as many years.
In May 2024, Nissan admitted personal information belonging to more than 50,000 of its North American employees, both current and former, had been stolen in a November 2023 "targeted cyber attack."
Two months prior, Nissan disclosed that its Oceania division's IT systems had been hit by the Akira ransomware gang, which stole personal information belonging to more than 100,000 customers. The Akira attack reportedly occurred in December 2023. (r)
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    Starlink satellite fails, polluting orbit with debris and falling toward Earth

    
Spacecraft set to burn up in a few weeks, but it could have been worse    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            23rd December 2025 16:58 GMT
        
    


    
As if to underscore the need to avoid the Kessler Syndrome, a scenario in which cascading debris can make some orbits difficult to use, a Starlink satellite vented propellant and released debris following an onboard "anomaly" late last week.
The incident, described by observers as "likely caused by an internal energetic source" rather than a collision, resulted in a loss of communication. According to Starlink, the result was a venting of the propellant tank and "the release of a small number of trackable low relative velocity objects."
The satellite, Starlink 35956, was launched on November 23, 2025, as part of the Starlink Group 11-30-13 mission, according to Jonathan McDowell's satellite list. Its altitude was 418 km when communication was lost and is now tumbling, although still intact. In a post on X, Starlink stated that the satellite "will reenter the Earth's atmosphere and fully demise within weeks."
"The satellite's current trajectory will place it below the @Space_Station, posing no risk to the orbiting lab or its crew."
It is not clear what caused the "energetic" event. Starlink wrote that "our engineers are rapidly working to root cause and mitigate the source of the anomaly and are already in the process of deploying software to our vehicles that increases protections against this type of event."
Former Space Shuttle astronaut and International Space Station (ISS) crew member Ed Lu noted that "hundreds" of debris objects associated with the incident were being tracked, and had already spread out to 6,000 km over the orbital track within a few days. Lu is co-founder and CTO of LeoLabs, a business specializing in tracking objects in orbit.


	Starlink claims Chinese launch came within 200 meters of broadband satellite


	Starlink outage knocks tens of thousands offline worldwide


	The CRASH Clock is ticking as satellite congestion in low Earth orbit worsens


	Starlink is burning up one or two satellites a day in Earth's atmosphere


The incident came days after a SpaceX executive claimed that a Chinese satellite launch came within 200 meters of colliding with a Starlink vehicle. It is therefore reassuring to know that SpaceX does not require the assistance of another space-faring power when it comes to unplanned debris-generating incidents in orbit.
Joking aside, the loss of communication, venting of propellant, and creation of an unknown amount of debris are a concern as low Earth orbit becomes more crowded.
Researchers recently proposed a "CRASH Clock" to indicate how long it could take before something catastrophic happens if all collision-avoidance maneuvers cease. While Starlink 35956 should burn up in Earth's atmosphere within a few weeks, the incident highlights the danger posed by debris and how easily and quickly the debris load in Low Earth Orbit can grow. (r)
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    Microsoft rushes an out-of-band update for Message Queuing bug

    
Redmond gets in early for the twelve whoopsies of Christmas    


    
        By 
Richard Speed        
    

    
        Posted in Patches,
        
            23rd December 2025 16:37 GMT
        
    


    
Microsoft has hustled out an out-of-band update to address a Message Queuing issue introduced by the December 2025 update.
The patches, released for Windows 10 22H2 ESU, Windows 10 Enterprise LTSC 2021, and Windows 10 LTSB 2016, as well as flavors of Windows Server from 2008 to 2019, include the fixes from the December 9, 2025 update, but won't leave Message Queuing (MSMQ) in a broken state.
Administrators already dealing with the MSMQ issue can install this update to resolve it.
The problem mainly affected enterprise environments - according to Microsoft, users on Pro and Home editions of Windows were "very unlikely" to encounter the issue. The cause was a change that required MSMQ to have write access to areas where administrative restrictions usually apply. The result was that message queuing could stop working, leading to some distinctly unhelpful errors.
Services such as Microsoft's web server, Internet Information Services (IIS), could stop working, as could applications that need to write to queues. Worse, misleading logs were filled with text such as "There is insufficient disk space or memory," even though sufficient disk space and memory were available.


	Latest Windows 11 updates may break the OS's most basic bits


	Windows 11 still barely pulling ahead of 10 despite end-of-support push


	Windows 11 26H1 is coming ... for new processors only


	Windows Insiders get a glimpse of Microsoft's agentic future


It took Microsoft a few days to acknowledge there was a problem - the known issue was added to affected versions on December 12, 2025, during which time affected administrators were forced to deploy workarounds that involved either granting modified permissions to the storage folder or rolling back the update.
The out-of-band (OOB) update resolves the issue, though it calls into question Microsoft's quality practices once again, since a lot of corporate infrastructure depends on MSMQ.
Yes, the service has been around for a while (it dates back to the last century, to the days of Windows 95 and NT 4). There are alternatives for new development, but MSMQ remains a supported component of Windows. Its longevity means that applications where direct connectivity is not possible will likely depend on it for communication.
Affected users were understandably unhappy, with many having to field customer complaints as services fell over due to the issue.
While Microsoft's relatively swift resolution of the issue is laudable, the fact that it happened at all reflects poorly on the company's validation and quality control practices. Sure, MSMQ might not be a shiny new cloud component festooned with AI functionality, but plenty of enterprises have legacy code and applications that depend on it. Breaking it shows a level of carelessness that has not gone unnoticed. (r)
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    Windows is testing a new, wider Run dialog box. Here's how to try it

    
You'll need to be using a Windows Insider build to see it    


    
        By 
Avram Piltch        
    

    
        Posted in OSes,
        
            23rd December 2025 16:23 GMT
        
    


    
The Windows 11 Run dialog box is one of the oldest pieces of user interface still in use. It works just fine, but it has an aesthetic that harkens back to earlier versions of Microsoft's operating system. Now, that's set to change.
Redmond is testing a new version of the Run dialog box, if you have one of the latest Beta or Dev Insider builds installed. You'll need Insider build 26220.7523 (latest Beta and Dev build as of December 23, 2025) or newer, but you'll also need to enable the feature (see below).
The new Run dialog box is longer than the old one and, perhaps because it's still in testing, covers over part of the taskbar. As with the classic one, you invoke it by hitting Windows key + R.
[image: New Run dialog aligned left]
New Run dialog box aligned left - Click to enlarge


Note that this covers over the Start button and taskbar icons if you have your Start menu aligned to the left.
[image: New Run Dialog covers over left-aligned Start menu and icons]
New Run dialog box covers over left-aligned Start menu and icons - Click to enlarge


That isn't a problem with the classic Run dialog box, which appears above the taskbar.
[image: Classic Run dialog box does not cover Start button]
Classic Run dialog box does not cover the Start button - Click to enlarge




	Latest Windows 11 updates may break the OS's most basic bits


	Windows 11 still barely pulling ahead of 10 despite end-of-support push


	Windows 11 26H1 is coming ... for new processors only


	Windows Insiders get a glimpse of Microsoft's agentic future


How to enable the new Run dialog box
If you want to enable the new Run dialog box on your PC and have the requisite Windows Insider build installed, you must start by downloading the ViveTool, a utility that allows you to turn on hidden features. Then unzip the ViveTool to a new directory you'll call C:\vive.
Launch the command line with administrator privileges. To do that, search for "cmd" in Windows search, right click on the top result and select Run as administrator.
[image: Run command prompt as an administrator]
Run command prompt as an administrator - Click to enlarge


At the command prompt, change to the C:\vive directory.
cd c:\vive

Then run ViveTool as follows.
vivetool /enable /id:57156807,57259990,58527096,58381341

[image: Enable features in ViveTool]
Enable features in ViveTool - Click to enlarge


Close the windows and reboot your PC. Once your PC is restarted, navigate to Settings > System > Advanced. There toggle Run dialog to on.
[image: Enable Run Dialog in Settings / System / Advanced]
Enable Run Dialog in Settings -> System -> Advanced - Click to enlarge


Now, when you hit Windows key + R, you'll see the new dialog box. If you get sick of it, toggle Run dialog to off in the Settings menu. (r)
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    Memory is running out, and so are excuses for software bloat

    
Maybe the answer to soaring RAM prices is to use less of it    


    
        By 
Richard Speed        
    

    
        Posted in Software,
        
            23rd December 2025 14:05 GMT
        
    


    
Opinion Register readers of a certain age will recall the events of the 1970s, where a shortage of fuel due to various international disagreements resulted in queues, conflicts, and rising costs. One result was a drive toward greater efficiencies. Perhaps it's time to apply those lessons to the current memory shortage.
As memory prices continue to rise, it is time engineers reconsidered their applications and toolchains' voracious appetite for memory. Does a simple web page really need megabytes to show a user the modern equivalent of Hello World? Today's Windows Task Manager executable occupies 6 MB of disk space. It demands almost 70 MB before it will show a user just how much of a memory hog Chrome is these days. The original weighs in at 85 KB on disk. Its successor is not orders of magnitude more functional.
Those who remember effective software running in kilobytes rather than gigabytes have long shaken their heads at the profligate ways of modern engineering. But as tech progress marched on and memory densities seemed destined to increase without end, protesting about bloat felt a lot like "old man yells at cloud."
Enter the AI boom. As the world races to pack datacenters full of computing gear, memory prices have rocketed in recent months and currently show no signs of returning to levels where a developer could shrug and bolt on another multi-megabyte framework to meet an arbitrary user requirement.


	Server prices set to jump 15% as memory costs spike


	Cheaper 1 GB Raspberry Pi 5 lands as memory costs go through the roof


	Commodity memory prices set to double as fabs pivot to AI market


	Memory boom-bust cycle booms again as Samsung reportedly jacks memory prices 60%


Developers should consider precisely how much of a framework they really need and devote effort to efficiency. Managers must ensure they also have the space to do so. The energy spent securing a toolchain should go into checking its efficiency too.
It is often joked that the memory and computing power that enabled humans to land on the Moon compare poorly to those of a modern smartphone. However, it is not so very long ago that perfectly usable applications and operating systems ran from floppy disks on devices with RAM measured in kilobytes rather than megabytes.
Reversing decades of application growth will not happen overnight. It requires a change of thinking and a different outlook. Toolchains must be rethought, and rewards should be given for compactness, both at rest and in operation.
In the 1970s, a shortage of energy spurred efficiency. In the 2020s, a shortage of computer memory might finally result in software that doesn't fill every byte with needless fluff. (r)
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    Like a Virgin Airways bot, planning for the very first time

    
Airline deploys AI travel agent and it hasn't been a disaster    


    
        By 
Thomas Claburn        
    

    
        Posted in AI + ML,
        
            23rd December 2025 13:21 GMT
        
    


    
Non-human travel agents are here. Virgin Atlantic earlier this month installed an AI travel agent on its website, calling the web-bound chatbot "the future of travel planning." 
The project, dubbed Virgin Atlantic Concierge, was implemented by Tomoro, a UK-based AI design consultancy, in partnership with OpenAI.
The Concierge service supports typed or spoken input, assuming the Virgin Atlantic site visitor has granted permission for device microphone activation. The bot, which can respond using simulated speech as well as text, takes longer processing spoken input than typed input, presumably because it has to process captured audio using a speech-to-text model.
Sam Netherwood, co-founder and director of Tomoro, spoke to The Register about the development of Concierge and the project's goals.
"Initially, Virgin engaged us," Netherwood said. "We partner quite closely with OpenAI. Virgin also had already entered into an agreement with OpenAI. And so that's how it came together in the first place. And initially we just did a proof-of-concept over about six weeks."
The goal, he explained, was to test some hypotheses about whether the technology could deliver an AI interaction experience that would be valuable and to explore how that experience might feel from a consumer perspective in light of Virgin Atlantic's ambitions.
"So the proof-of-concept that we built was using OpenAI's real-time speech-to-speech model," said Netherwood. "That's built for ultra-low latency, really natural, human-feeling conversation. But there are still some question marks around the intelligence of that model."
Concierge is an agent, meaning that it's an AI model given access to tools and APIs. As Netherwood observed, the agent doesn't work if it can't access Virgin Atlantic's APIs to fetch flight information and book travel - it wouldn't be useful if it just dealt with a subset of pre-canned routes or certain holidays. The agent also needs to be able to determine the user's intent, in order to properly differentiate between support requests, travel planning, and other scenarios.
"So instruction following has to be really good," he said. "Tool calling has to be really good. And actually in the proof-of-concept we were like, 'I don't think we're quite there yet.'"
That was when OpenAI's Realtime API was in beta testing. In August, the Realtime API reached general availability and the project advanced toward its public release.
"Now we have a better version," Netherwood said. "I think we're probably not a million miles away now from us having the tool-calling accuracy and the instruction following-accuracy to enhance the experience with a much more natural conversational exchange, which really was like one of the fundamental things that Virgin Atlantic challenged us to do."
New infrastructure was not required. Netherwood said that while edge computing holds a lot of promise for being able to extend Concierge functionality to interactions when boarding an airplane, for example, the focus of the initial release has been on the web portal.
"At the moment," Netherwood said, "we're only embedded in Virgin Atlantic's website, not behind any authentication and the reason for that is just that their mobile app is coming - they've built a new mobile app from the ground up. I think once the Concierge is connected to an account, to a person's user ID, it becomes much more valuable because the itinerary that the agent creates can persist over time and can be added to."
Presently, Netherwood explained, the agent can access Virgin Atlantic's flight and holiday APIs, enabling it to find and book flights and handle holiday planning. It can answer questions about the company's Flying Club loyalty program and basic support in the interest of call center deflection - discouraging calls to call centers.


	Mozilla Corporation installs Firefox driver in CEO reboot


	Browser 'privacy' extensions have eye on your AI, log all your chats


	AI-authored code contains worse bugs than software crafted by humans


	Cisco decides its homegrown AI model is ready to power its products


Netherwood couldn't provide a breakdown of the kinds of requests being made, but said a lot of people just want basic support questions, about baggage allowances and the like, answered. For unplanned events, like airport disruptions, the agent will fall back to the website when it doesn't have relevant information.
The Concierge in its present form also stops short of completing travel transactions - it deep links to the Virgin Atlantic website to handle credit card purchases. Netherwood, however, said that will change in the mobile app.
Safety, Netherwood said, has been top of mind.
"A huge part actually of this MVP [minimum viable product], a huge consideration, was safety because we're not behind a login or authentication," he said. "Anybody can come to this thing and use it. So malicious behavior, prompt injection, jailbreaking, all of those things become a real big concern."
He said Tomoro has a lot of experience with guardrails and has a robust multi-stage system for making these kinds of solutions safe, so there wasn't any need to do anything particularly novel in terms of safety.
"The interesting things from that perspective, I think, are actually conversational design and how easy it can be to break and absolutely destroy the illusion of intelligence in these systems," he said.
As an example, he pointed to the Concierge's off-topic guardrails, designed to keep conversations relevant to travel. Unless you've been careful about how you design the conversational space by providing context and conversation history, he said, natural interactions like people saying "thank you," or "no" in response to a question, may confuse the system.
"In the north of England, people use the word 'ta' to mean thank you," Netherword said. "We did have a couple of occasions where somebody actually said 'ta' to the agent and it thought they were speaking Swedish. So it replied in Swedish, 'hey, uh sorry, only English language for now.'"
Netherwood said his team did a huge amount of work trying to balance safety with making sure that the agent can handle natural conversation that changes between different intents.
As to the expense of operating the bot, Netherwood insisted that the API calls and backend infrastructure are not that costly. "In the future we will be exploring reasoning models, particularly in itinerary building when those itineraries get complex and where we can afford latency in the conversation," he said. "But right now [the cost] is pretty trivial."
Reasoning models typically cost more to run than their non-reasoning relatives because they process more tokens over time. But that may be necessary to help Concierge and other agents consider the requirements of complex itineraries, like distances between locations and travel times.
Netherwood said that you have to be very careful when building a complex itinerary to ensure that the agent has enough situational awareness. Otherwise, he posited, you might get a situation where you ask the agent to book a restaurant reservation and it requires a 75 minute cab ride, despite the fact that you're already booked to visit a museum 30 minutes before the reservation time.
"The models are capable of [itinerary planning]," he said. "I think they're going to be really capable of that now that we have more effective reasoning models."
So far, Netherwood said, the launch of Concierge has gone well. "We haven't had jailbreaks," he said. "We haven't had all of the the nightmare things that you would not want to happen."
Educating customers: This is not your usual bot
One of the next steps beyond improving the AI agent itself involves educating people on how to communicate in natural language with agents.
Consumers, Netherwood said, are used to interacting with chatbots that follow a programmatic tree-based structure - banking support bots that predated generative AI, for example. So they often fail to engage with agents in a way that takes advantage of their capabilities.
"So for example, you can have a really nice conversation with the agent," he explained. "You can say, 'I want to go to New York in March next year, long weekend for our anniversary. It would be fantastic if we could stay somewhere like 20 minutes walking distance from Central Park, but not too expensive in terms of the hotel. We'd like to spend the money on maybe flying upper class,' and [the agent] will go find you that experience. But of course that's not necessarily intuitive when people are used to going into these systems and saying, 'holiday now' or 'speak to agent now.'"
(Sometimes, people just want to speak to another human.)
Netherwood said his team has been exploring ways to help people communicate more effectively with AI models and he believes that real-time speech eventually will prove really helpful for these sorts of interactions. 
"We just have to be in the place where we can make sure that the tool-calling and instruction-following accuracy is there," he said, "because the last thing you want is a lovely, natural feeling conversation with an agent and then 50 percent of the time it can't go find a flight or there's there's an error." (r)
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    UNIX V4 tape successfully recovered: First ever version of UNIX written in C is running again

    
Crucial early evolutionary step found, imaged, and ... amazingly ... works    


    
        By 
Liam Proven        
    

    
        Posted in Storage,
        
            23rd December 2025 12:08 GMT
        
    


    
Computer History Museum software curator Al Kossow has successfully retrieved the contents of the over-half-a-century old tape found at the University of Utah last month.
UNIX V4, the first ever version of the UNIX operating system in which the kernel was written in the then-new C programming language, has been successfully recovered from a 1970s nine-track tape drive. You can download it from the Internet Archive, and run it in SimH. On Mastodon, "Flexion" posted a screenshot of it running under SGI IRIX.
Last month, we wrote about the remarkable discovery of a forgotten tape with a lost early version of Unix, found by Professor Robert Ricci at the Kahlert School of Computing at the University of Utah. At the time, we quoted the redoubtable Kossow, who also runs Bitsavers, as saying that it "has a pretty good chance of being recoverable." Well, he was right, and at the end of last week, he did it. Ricci also shared a video clip on Mastodon.
There's a video of the recovery here. It's only slightly over five minutes long, but then, UNIX V4 wasn't very big yet: for instance, the kernel was some 27 kB of code.

  

The data was recovered using the readtape program by the Computer History Museum's Len Shustek. Since few of us in the microcomputer world deal with magtapes much, the Greaseweazle tool for archiving old floppy tapes might be a more familiar comparison: rather than trying to copy the bytes or sectors from media - in other words, the processed digital data - both readtape and Greaseweazle sample and record the raw magnetic flux variations. Those can then be used to reconstruct the digital data, making some error recovery possible. In this case, only two blocks wouldn't read properly and there was enough to reconstruct their contents.
So, in the recovered files on the Internet Archive, you can see there's a 1.6 gigabyte file created from a tape that only held 40 MB or so of data. You probably don't want to download that.
Fortunately, Angelo Papenhoff offers a processed version, complete with a README telling you how to run it. For further guidance, then on Reddit, drop_table_allusers suggests:


In the directory where you downloaded all the Unix v4 files, start SimH pdp-11 executable and pass the boot.ini found in the Unix v4 files as parameter. Then press 'k', type 'unix', press enter and it boots...


It's very small: it contains around 55,000 lines of code, of which about 25,000 lines are in C, with under 1,000 lines of comments. But then, the late Dennis M. Ritchie and co-creator Ken Thompson were very definitely Real Programmers, and as is recorded in ancient wisdom:


Real Programmers don't need comments - the code is obvious.


Thompson is still active, and recently did his second oral history interview with the CHM, aptly titled A Computing Legend Speaks.
We've seen a lot of misunderstanding of this and what it represents online, so we'll try to set it in some kind of context.
The very first version of Unix, later known as the "Zeroth edition", was hand-coded in assembly language by Thompson in 1969. He wrote it for a spare PDP-7 at Bell Labs, a Digital Equipment Corporation minicomputer from 1965. The PDP-7 was an 18-bit machine: it handled memory in 18-bit words. This was so long ago that things like the eight-bit byte had not yet been standardized. PDP-7 UNIX was reconstructed from printouts between 2016 and 2019.
It did well enough that a few years later, Thompson got his hands on a PDP-11. Thompson rewrote his OS for this 16-bit machine - still in assembly language - to create UNIX First Edition. At first, the machine had a single RS11 hard disk, for a grand total of half a megabyte of storage, although the rebuilt source code is from a later machine with a second hard disk.
[image: UNIX V4 in all its miniscule glory, running inside SimH on macOS 12.]
UNIX V4 in all its miniscule glory, running inside SimH on macOS 12. - Click to enlarge


It was followed later the same year by UNIX v2, still on a PDP-11/20. As we reported earlier this year, something like a beta version of UNIX V2 has recently been reconstructed.
UNIX V3 followed in 1972, which introduced the new feature of pipes. This was the version on which the then-new C programming language was first written.
Now, the long-lost UNIX V4 has been found and its files recovered. This was the first version where much of the kernel was rewritten in C. UNIX V4 only ran on a higher-end model of PDP-11, the PDP-11/45.
These days, the nature and evolution of UNIX in its early stages is not well understood. For instance, some things happened simply because Ken and Dennis were working on very limited hardware. At one point, they had a single DEC RK05 hard disk, which held a massive 1.5 MB. When they got access to a second hard drive, they moved all the home directories to it. These were held in /usr - it was short for "users," and it contained the home directories of both ken and dmr, meaning that it also contained most of the binary files - the actual programs constituting the OS itself. This caused them a problem: how do you mount the second hard disk when the mount command itself is on that disk? The solution: a special /sbin directory on the first hard disk which contained tools needed to, among other things, access any additional hard disks.
Rob Landley wrote an excellent explanation of the history of the split on the Busybox mailing list 15 years ago: Understanding the bin, sbin, usr/bin , usr/sbin split. Landley knows his stuff: he's the author of Toybox, which is a replacement for Bruce Perens's BusyBox multi-command binary - as used in Alpine Linux.
Today, it's part of Unix lore that there's an important functional distinction between the binaries in the root directory (/bin, /sbin, /lib and so on) and those kept under the /usr tree (/usr/bin, /usr/sbin, /usr/lib and so on). Trying to reconcile this split is a process called the usr merge, and amusingly, the latest Alpine Linux 3.23 has not yet completed it, although it was planned to.
UNIX started out as a quick hack by two geniuses in their spare time, so that they could use a spare computer - an extremely rare thing in the 1960s - to play a videogame one of them had written: SPACEWAR, a version of Computer Space, the first ever commercial video game.
The project they were working on for their day jobs, the MULTICS operating system, became unfairly famous for being huge and over complicated. In fact, it was used for years, and is missed by its former users.
Those two geniuses, Ken and Dennis, wrote something tiny and simple, and in keeping with that, they used tiny cryptic abbreviations and very short file and directory names. Their colleague, the great Brian Kernighan - the "K" in "K&R C" and "AWK" - even suggested the name UNICS as a joke.
The problem is that this tiny, experimental OS escaped the lab. Version 6 got out and became the basis of the famous Lions book, the source of probably the most famous code comment of all time:
/*
* If the new process paused because it was
* swapped out, set the stack level to the last call
* to savu(u_ssav).  This means that the return
* which is executed immediately after the call to aretu
* actually returns from the last routine which did
* the savu.
*
* You are not expected to understand this.
*/

(It's at line 2238 in the annotated source code, if you're curious. The comment itself inspired a book.)
Unix V7 is the one that did the real damage: it went viral and its descendants, offshoots, and rewrites were widely adopted by industry and academia.


	52-year-old data tape could contain only known copy of UNIX V4


	The elusive goal of Unix - or Linux - simplicity


	Beta of Unix version 2 restored to life


	The Unix Epochalypse might be sooner than you think


Now, it has grown into a bloated mess millions of times bigger than the OS which inspired it. Those jokey cryptic filenames in cryptic folders are now enshrined as holy writ, and the people maintaining the systems have forgotten their origins.
Meanwhile, the original developers kept working away, improving it and refactoring it and simplifying the design, all the way up to the Tenth Edition - then, it was radically rewritten to become the network-aware Plan 9 from Bell Labs. Today, work on that continues as 9front, which we've written about, including its place in history.
Now, though, a crucial early evolutionary step has been found, imaged, and works. It's almost as if it were a Christmas miracle! (r)
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    Oracle's new AI-enhanced support portal leaves users fuming

    
The company that bet the farm on AI said to have made things worse with AI    
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Oracle's new AI-powered support portal is frustrating customers and support engineers who are struggling to find the basics, such as old tickets, links to database patch programs and release schedules for current databases.
The new support portal from Big Red -- My Oracle Portal or MOS -- which went live in early December, has been frustrating customers and support staff for the last few weeks.
Oracle has yet to respond to a request for comment.
In November, Greg Parikh, Oracle veep for information development and operations, said in a blog post that the MOS portal offers new features, including AI-powered interactions, streamlined navigation, improved search capabilities, and enhanced knowledge access.
It is perhaps remarkable that in making these improvements, Oracle seems to have made the service worse.
One support professional who spoke to The Register said users were increasingly facing a chaotic situation with MOS. "Obviously, Oracle is using this new AI to cover all customer needs, which is not working that well. Support note numbers get no satisfactory results, automatic service requests can no longer be created by Oracle customers, and patches and fixes are no longer visible because the indices are deleted."
Deutsche Oracle Anwendergruppe (DOAF), the German-speaking user group for Oracle users, also noted unreliable and incomplete search, for example, the Exadata Master Note -- formerly Doc-ID 888828.1 -- does not appear in the search results. There has also been a loss of favorites and personalization in the switch to the new portal, the user group said.
Meanwhile, support professional has to waste their time contending with broken or internal links and limited patch search and downloads, the user group said.
Frustration also boiled over onto Reddit, as users shared their experiences with the new Oracle portal.
Users pointed out IDs had completely changed, such that searching for 888.1 -- the Primary Note for Database Proactive Patch Program -- or 555.1 -- database 19c Recommended One-off patches returns error message KA912 as the top result. "Links to other documents, which still reference the old IDs, are currently failing for me," one user said.
Others said they had to waste time recovering information which was previously in easy reach. "Even finding 'Release schedule of Current Database releases' took me several logins and searches. And the resulting view is definitely worse; at least they could hide the right panel, which effectively shrinks the readable window," another said.
Eric Guyer, founding partner at Oracle and SAP advisory and consulting firm Remend, said while the old portal was basically all access, to everything, for anyone with an Oracle Customer Support Identifier (CSI), the new portal seemed to have become more minimalist, tightly controlled, and chat-bot driven.


	DOE recruits cloud, chip, and AI giants for Trump's Genesis Mission


	Delays? What delays? Oracle insists its $300B cloud contract with OpenAI is on track


	GAO report details faltering Veteran's Administration records upgrade program


	Salesforce opts for seat-based AI licensing as customers demand predictability


"People used to the old portal will wonder where everything went. Bug or feature I don't know yet. Might be great... or it might be another signal that Oracle's focus is elsewhere," he said.
Iain Saunderson, CTO of Spinnaker Support, which provides support for Oracle and SAP, said the introduction of the new portal was affecting customer onboarding to alternative support to Oracle. "The frustration from the community around the portal launch is that Oracle hasn't consulted their users. It doesn't work. People can't get to the information they need. We've had a few concerns from prospective customer who are concerned about their ability to do business in MOS."
Some readers may be keen to point out that the apparent degradation of its customer support using AI comes at the same time Oracle has seemingly bet the company on AI. In the autumn, Oracle announced a $300 billion cloud compute contract with OpenAI, but KeyBanc analysts warned that Big Red may need to borrow roughly $100 billion over the next four years to build the datacenters required. Concerns over debt and the cost of building AI infrastructure have meant Oracle has lost around a third of its value since it peaked in September, more than the value of the OpenAI deal. (r)
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    Pizza restaurant signage caught serving raw Windows

    
Menu.exe not found    
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Bork!Bork!Bork! The bork desk has temporarily reopened during the festive period. The tech world might be having a nap on the sofa after one mince pie too many, but bork never sleeps.
Take this example of some digital signage at PizzaExpress. Spotted by an eagle-eyed Register reader at Edinburgh airport, the screen occupies the space where customers might have once found a generic bit of printed or colored plastic.
[image: Digital signage at a pizza restaurant showing 4 icons and a blue background]
Click to enlarge


However, progress is progress, and every bit of space must now be occupied by migraine-inducing digital signage, capable of displaying whatever important messages the marketing machine thinks prospective consumers must see.
Including, in this case, the Windows desktop. Because there are few things more likely to lure a weary traveler into an emporium of pizza dough and tomato sauce than some forlorn icons and a reminder of the time when Windows Media Player ruled the roost.


	Honored guest Bork visits Warsaw, Poland


	Biz Daemon is too cool to respond to fans of his big screen work


	The amber glow of bork illuminates Brighton Station


	Kia Niro electric vehicle defies physics with record-breaking 114 million miles on the clock


It's not clear exactly what has befallen the screen. Some of the icons reference ViPlex Express, a tool for managing digital signage. However, unless the software has a bork mode, or the establishment is seeking to attract the sort of Register reader who likes to snap shots of screens in distress, the lights are on, but nobody's home.
And then there is the tempting "test" file. The thumbnail isn't giving away many clues about its content - we hope that whatever it contains won't put anyone off their pizza or force a sad-faced engineer to do the walk of shame to HR.
The operating system itself is probably Windows 10, judging by the icons, and will, we're sure, either have been enrolled in Microsoft's Extended Security Updates program or be a version still supported since October.
We look forward to the next menu update. Joining the classic Margherita and American Hot will be Scottish Bork, with the famous Sloppy Giuseppe replaced by Slapdash IT. (r)
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    Uber and Lyft rolling Baidu robotaxis into London next year

    
Cab drivers protested Uber's arrival, but Westminster has rolled out the welcome mat for clanker chauffeurs    
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Robot taxis are coming to The Register's London home in 2026.
Chinese web giant Baidu on Monday announced that a pilot of its Apollo Go robo-ride service will take place in the UK's capital sometime in the first half of 2026, with help from Uber.
Uber declared itself "excited to accelerate Britain's leadership in the future of mobility, bringing another safe and reliable travel option to Londoners next year."
Lyft is also teaming with Baidu in London.
"Our hybrid network - AVs and drivers working together - will serve all of London's travel needs," wrote CEO David Risher. "We're working closely with Transport for London regulators and local communities to expand the rideshare market and create more opportunities for everyone."
Baidu pointed out that its London experiments represent another entry to a "major right-hand drive market" made possible by its operations in former British colony Hong Kong.


	California cops confused after trying to give ticket to self-driving car


	Uber to roll out thousands of robo-cabs built by China's Baidu


	China's biggest car rental company now offers autonomous cars


	Cruise fined $1.5M for failing to report right away its robo-car dragged a pedestrian


When Uber and other rideshare companies entered new markets during the 2010s, they often scoffed at existing regulations and just started operations before lawmakers figured out how to regulate their services. In the UK, Uber became the subject of protests by cab drivers who saw the service as stealing their livelihoods and devaluing their hard-won - and expensive - licenses.
Uber eventually won a license to operate, then lost it, twice.
This time around, the UK has rolled out the welcome mat for robot cars under 2024's Automated Vehicles Act.
Hazards ahead
Robo-taxis have conducted millions of uneventful rides, but remain susceptible to problems.
Last weekend, blackouts in San Francisco caused traffic lights to go dark. Waymo robo-cabs stopped at intersections - seemingly waiting for lights to change - causing traffic jams as they blocked human drivers.
The Register has covered many serious accidents and crashes involving robo-cars, plus moments when clanker chauffeurs struggled to navigate local traffic.
Infosec researchers have found attackers can easily confuse the machines, which can lead to dangerous outcomes.
So good luck, London. You may need it. (r)
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    France's post office partly offline for over 12 hours after 'major network incident'

    
Might be Le Grinch, or a DDoS, but it's taking a while to fix    
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La Poste, France's postal service, is largely offline, possibly due to an unexplained incident.
At the time of writing, the organization's website offers only a brief message that opens "Notre site est indisponible" - our site is unavailable - and adds that its teams are doing all they can to resolve the situation quickly.
On its Facebook page, La Poste published a notice that states "A major network incident is currently disrupting all of our information systems."
The notice states that the laposte.fr site is down, as is the Digiposte secure document storage service, La Poste's digital identity service, and the La Poste app.
The notice also warns that some post offices may experience degraded service, but that over-the-counter transactions remain possible.
La Poste also operates a bank, Banque Postale, which is experiencing trouble.
On its X account, the bank told customers "An incident is currently disrupting the accessibility of part of our information systems. All our teams are fully mobilized to restore the situation as quickly as possible."
Basic services such as payments and SMS-based 2FA remain available, but the bank's app and online services are down.


	French AI shop Mistral rolls out full suite of Apache-licensed models


	French Football Federation faces own-goal after club software data breach


	GrapheneOS bails on OVHcloud over France's privacy stance


	Eviden set to build France's first exascale supercomputer with AMD at the wheel


French outlet Le Monde Informatique reports that La Poste says it's experienced a DDoS attack.
Cloudflare's Radar service records some traffic spikes on Monday, the day on which La Poste's troubles began, but The Register cannot find evidence of malicious traffic targeting France in recent hours.
It is unclear if the incident will delay deliveries in the last two days before Christmas.
Whatever's going on, La Poste appears to be struggling to restore services as the little information it has posted is ten or twelve hours old at the time of writing.
The Register will update this story if more information becomes available. (r)
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    Japan loses another H3 launcher, plus the satnav bird it carried

    
25 percent failure rate for JAXA's space truck, with the second stage again proving perilous    
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Japan's Aerospace Exploration Agency (JAXA) has created a Special Task Force to investigate the failed launch of its H3 rocket on Monday.
The launch was the eighth for the H3, a medium-lift rocket that JAXA developed to replace the H-IIA launcher, which flew fifty times between 2001 and 2025 with just one mission failure.
The H3 can launch under its own power, or with assistance from two or four solid-fuel boosters. That versatility means it is suited to many missions.
The first H3 flight took place in March 2023 and failed when the rocket did not receive the command to ignite its second stage. The rocket therefore slowed and JAXA destroyed the vehicle.
The next six H3 missions all succeeded, but according to JAXA, during Monday's launch "the second stage engine's second ignition failed to start normally and shut down prematurely."


	Japan's new space truck is also a temporary space lab, just worked first time


	Japan just sent origami to space to unfurl possibilities for outsized antennas


	Humanity now has zero active robots at Venus as Japan ends 15-year 'Dawn' mission


	Japan's wooden satellite exits International Space Station


The H3 now has a 25 percent failure rate, a problem for Japan and the world.
The rocket's failure is bad news for Japan because the country's space program is ambitious and strategic. Monday's mission carried a single satellite named QZS-5, which was to form part of Japan's seven-satellite navigation constellation and reduce its reliance on similar services controlled by other countries.
Japan is also a contributor to the Artemis program, the US-led effort to establish a human presence on the Moon. One part of that plan called for JAXA to use the H3 to launch a water-spotting satellite called LUPEX in 2027.
JAXA partnered with India's Space Research Organization to work on LUPEX.
Speaking of ISRO, it's counting down to Christmas Eve launch of its LVM3 rocket.
The payload on this mission is AST SpaceMobile's BlueBird Block-2 satellite, a craft that will provide cellular broadband services accessible with everyday smartphones.
The mission is the sixth for the LVM3. (r)
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    Poisoned WhatsApp API package steals messages and accounts

    
And it's especially dangerous because the code works    
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A malicious npm package with more than 56,000 downloads masquerades as a working WhatsApp Web API library, and then it steals messages, harvests credentials and contacts, and hijacks users' WhatsApp accounts.
According to Koi Security, the lotusbail npm package has been available for download for six months, and it's especially dangerous because the code works.
"This one actually functions as a WhatsApp API," Koi Security researcher Tuval Admoni said in a Sunday blog. "It's based on the legitimate Baileys library and provides real, working functionality for sending and receiving WhatsApp messages."
In addition to working as advertised, the secret-stealing library, which is a fork of the legitimate @whiskeysockets/baileys package, uses WebSocket to communicate with WhatsApp.
However, this means that every WhatsApp communication passes through the socket wrapper, allowing it to capture your credentials when you log in and intercept messages as they are sent and received.
"All your WhatsApp authentication tokens, every message sent or received, complete contact lists, media files - everything that passes through the API gets duplicated and prepared for exfiltration," Admoni wrote.
The malware also uses a custom RSA implementation to encrypt the data, plus four layers of obfuscation - Unicode manipulation, LZString compression, Base-91 encoding, and AES encryption - before sending the stolen info to an attacker-controlled server.
Plus, it backdoors the user's WhatsApp account via the chat app's device pairing process, linking the attacker's device to the victim's. This means even after uninstalling the malicious npm package, the attacker's device can remain linked to the unknowing user's WhatsApp account.


	CEO spills the Tea about massive token farming campaigns


	Shai-Hulud worm returns, belches secrets to 25K GitHub repos


	Ripple NPM supply chain attack hunts for private keys


	Crims poison 150K+ npm packages with token-farming malware


This latest poisoned package illustrates the ever-growing supply chain risk and follows several cases of cryptocurrency, credential and other secret-stealing npm libraries, plus bots flooding the registry with spammy packages in massive token farming campaigns.
The Register recently spoke with Tea co-founder and CEO Tim Lewis about these incidents after more than 150,000 malicious npm packages, all linked to a Tea token farming campaign, forced the founders to shut down the incentive program's rewards and redesign the protocol ahead of its mainnet launch in early 2026. 
"I view this as a canary in the coal mine," Lewis said. "When you are a destructive organization ... there's incentive to use this same technique to attack [supply chains]. So we need to fix the core." (r)
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    Palo Alto's new Google Cloud deal boosts AI integration, could save on cloud costs

    
SEC filings show the outfit cut projected 2027 cloud purchase commitments by $114M    
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Security vendor Palo Alto Networks is expanding its Google Cloud partnership, saying it will move "key internal workloads" onto the Chocolate Factory's infrastructure. The outfit also claims it is tightening integrations between its security tools and Google Cloud to deliver what it calls a "unified" security experience. At the same time, Palo Alto may trim its own cloud purchase commitments.
With Palo Alto committed to spending at least $6.3 billion over the next few years on cloud services alone through 2031, according to SEC filings, the deal appears to be a massive win for Google over rivals AWS and Microsoft Azure.
In a press release on Friday, Palo Alto Networks said it was expanding its commitment to run its security platforms on Google Cloud's "secure, trusted AI infrastructure by migrating key internal workloads to Google Cloud in a new multibillion-dollar agreement."
In August, Palo Alto's Chief Financial Officer Dipak Golechha said that the company was negotiating "favorable procurement arrangements as the scale of our cloud host products continues to grow," during the fiscal year end earnings call.
At the time, Palo Alto stated that it planned to spend $145 million in cloud purchase commitments in fiscal year 2026, and $774 million in cloud purchase commitments in fiscal year 2027.
Three months later, Palo Alto said it expects to spend just $660 million on cloud purchase commitments in 2027, a $114 million drop from its prior estimate. It also said it will spend $60 million in the remainder of fiscal 2026 (which goes through July 31), but did not indicate how much it had already spent in its first quarter. Estimates for 2028, 2029, and 2030 remained similar to the earlier report.
Palo Alto's cloud purchase commitments are ramping quickly, according to its financial data. In 2028, it expects to spend $998 million, then $1.01 billion in 2029, $1.14 billion in 2030, and it has budgeted about $2.5 billion for 2031 and beyond. We don't know what percentage of these expenses go directly to Google Cloud, but this announcement leads us to believe it would be a significant share.
We reached out to Palo Alto Networks' Investor Relations to ask if the change in 2027 fixed costs came from potentially getting a better deal with Google or some other reason. Neither Google nor Palo Alto Networks responded to requests from The Register for comment.
"We continue to be pleased by the continued growth of our SaaS offerings and remain actively engaged in executing cloud cost efficiencies," Golechha said during a November earnings call.
Friday's announcement contained no new products, but promised customers "deeper integrations" with Google, and Palo Alto said its hope is that their partnership would "accelerate Google Cloud adoption."
In its release, Palo Alto Networks highlighted three key integrations that its customers would be able to take advantage of:

	Palo Alto's Prisma AIRS security platform will protect Google Cloud AI workloads, including those with Vertex AI and Agent Engine. It will even do AI Red Teaming and AI Model Security to look for vulnerabilities in your models.


	VM-Series firewalls from Palo Alto will now have "deep integrations" with Google Cloud, so customers can do packet inspection and threat prevention.


	Prisma Access, within its Prisma SASE platform, helps customers connect WAN infrastructure across multiple clouds and improve "the user experience" when accessing AI applications running on Google Cloud.


The company also said that its work with Google provides a unified experience with tools that work better together.
Palo Alto Networks also said it plans to power its copilots using Google Cloud's Vertex AI platform and Gemini LLM.


	Palo Alto CEO tips nation-states to weaponize quantum computing by 2029


	Palo Alto kit sees massive surge in malicious activity amid mystery traffic flood


	Palo Alto Networks inks $25b deal to buy identity-security shop CyberArk


	Why is someone mass-scanning Juniper and Palo Alto Networks products?


According to a LinkedIn post by company president BJ Jenkins, the deal will also give Palo Alto accelerated market reach with a Google-led go-to-market strategy for key products like Palo Alto's Prisma AIRS.
"We're removing the friction between security and development, providing a unified platform where the most advanced security is simply a native part of building what's next. Together with Google, we are embedding our AI-powered security deep into the Google Cloud fabric, turning the platform itself into a proactive defense system," Jenkins said in a statement.
Meanwhile, cloud hosting service costs, which include both fixed and variable expenses, increased $48 million for the quarter that ended on October 31 versus the same quarter in the prior year, according to the November 10-Q form.
The company's gross margin for the quarter was up one-tenth of a percentage point. (r)
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    SoftBank scrambling to come up with $22.5B in OpenAI funding before New Year

    
Masayoshi Son better hope he made Santa's nice list    
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Japanese tech investment giant SoftBank needs to secure $22.5 billion before the end of the year to make good on its commitments to AI partner OpenAI.
According to Reuters, there are several levers SoftBank CEO Masayoshi Son could pull in order to put the funding package together, including calling on untapped margin loans tied to its stake in British chip design firm Arm Holdings.
SoftBank is one of OpenAI's principal financiers in its $500 billion Stargate datacenter initiative announced during a White House appearance nearly a year ago alongside Oracle and Abu Dhabi-based investment firm MGX.
The ambitious infrastructure development aims to dot the US and other nations with enough GPU bit barns to fuel the development of OpenAI's next-gen models and further the advancement of Artificial General Intelligence (AGI), AI superintelligence, or whatever Altman is calling it these days.
Whether OpenAI and its partners could actually deliver on plans to invest up to $500 billion, or even line up the initial $100 billion they said would kick off the project, has been a point of contention over the past year. Not long after the initiative was announced, former OpenAI co-founder and xAI CEO Elon Musk questioned whether any of them actually had the money required to make good on Stargate's claims.
Oracle has pushed ahead with a massive infrastructure buildout on OpenAI's behalf, borrowing heavily to do it. SoftBank, meanwhile, has liquidated its stake in Nvidia to fund the venture, but at least part of SoftBank's investment in Stargate was contingent on the AI startup's transition to a for-profit entity.
OpenAI cleared that hurdle in October, putting the ball back in SoftBank's court to make good on the arrangement. According to Reuters, SoftBank has a couple of avenues by which to raise the funds. SoftBank could borrow about $11.5 billion in capital against its stake in Arm Holdings. The company also holds a four percent stake in T-Mobile worth about $11 billion, as well as about $27 billion in cash it could call upon to settle the agreement as of the end of September.


	Delays? What delays? Oracle insists its $300B cloud contract with OpenAI is on track


	Altman sticks a different hand out, wants tax credits instead of gov loans


	Meta can't afford its $600B love letter to Trump


	AI's trillion dollar deal wheel bubbling around Nvidia, OpenAI


With the clock ticking, Son has reportedly become rather picky about where SoftBank puts its money. According to the report, he is now personally reviewing any funding over $50 million.
OpenAI is going to need that funding sooner rather than later. CEO Sam Altman has managed to talk his partners, including Oracle and Crusoe, into plowing hundreds of billions of dollars into a datacenter packed with the latest in AMD and Nvidia hardware. The first of the datacenters, Stargate's flagship facility in Abilene, Texas, became partially operational earlier this year, which means Oracle is going to expect payments from OpenAI for its services before long. (r)
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    Spy turned startup CEO: 'The WannaCry of AI will happen'

    
Ah, the good old days when 0-day development took a year    
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Interview "In my past life, it would take us 360 days to develop an amazing zero day," Zafran Security CEO Sanaz Yashar said.
She's talking about the 15 years she spent working as a spy - she prefers "hacking architect" - inside the Israel Defense Forces' elite cyber group, Unit 8200. 
"Now, the volume and speed is changing so much that for the first time ever, we have a negative time-to-exploit, meaning it takes less than a day to see vulnerabilities being exploited, being weaponized before they were patched," Yashar told The Register. "That is not something you used to see."
The reason: AI. This technology isn't helping criminals develop novel or more sophisticated attack chains entirely without humans in the loop, she said. "But AI is helping the threat actors do more, and faster," according to Yashar - and the more and faster is what worries her.
As a teen, Yashar's family moved from Tehran to Israel, and the Israeli military intelligence corps recruited her while she was working as a research assistant at Tel Aviv University. 
In 2022, Yashar co-founded Zafran, which uses AI to help companies map and manage their cyber-threat exposure. But before heading up her own security startup, she led threat intelligence at Cybereason and worked as a manager at Google's incident response and threat intel biz, Mandiant.


AI is helping the threat actors do more, and faster


She's citing Mandiant's recent analysis that found the average time-to-exploit (TTE) in 2024 hit -1. This is how Google and Mandiant define the average number of days it takes attackers to exploit a bug before or after the vendor issues a patch, and this is the first time ever the security analysts have seen a negative TTE. Crims are getting to exploit bugs a day before they're patched now.
"And we saw 78 percent of the vulnerabilities being weaponized by LLMs and AI," Yashar said.
In addition to attackers using AI to improve the speed and efficiency of breaches, organizations' increasing use of this same technology - in some cases, just stuffing AI into every product and process - expands the attack surface. 
This includes attackers misusing corporate AI systems through things like prompt injection and tricking AI agents into bypassing safety guardrails to develop exploit chains, or access data they're not supposed to. 
Plus, there's also software vulnerabilities within the AI systems and frameworks themselves, and Yashar worries about the "collateral damage" caused from exploiting these bugs, especially if they fall into the hands of "junior" hackers: the Scattered Spider, ShinyHunters-type cybercrime collectives or governments just beginning to develop or buy a cyber-weapons arsenal or experimenting with agentic AI.
"Sometimes the ones that don't understand what they are doing are more dangerous than Russia, Iran, Israel, US, China - they understand what can happen if something goes wrong," she explained. "Even if they do bad things, there is a decision they understand."
"The new threat actors are going to utilize these vulnerabilities, not understanding that they can shut down half of the world," Yashar said. "And the collateral damage is going to be something that we cannot expect and we cannot deal with. I do think the WannaCry of AI has not yet happened. It's going to happen. I don't know where it's going to come from, but it's going to happen. The question is, how are you going to mitigate - because you cannot remediate it - so how you're going to mitigate your own risk?"
WannaCry, which took place in May 2017, was one of the largest worldwide ransomware attacks, hitting hundreds of thousands of computers and causing untold damage that's estimated to be in the hundreds of millions or billions.


	Chinese spies told Claude to break into about 30 critical orgs. Some attacks succeeded


	Google says Chrome's new AI creates risks only more AI can fix


	Block all AI browsers for the foreseeable future: Gartner


	Researchers find hole in AI guardrails by using strings like =coffee


The answer, according to Yashar, is also AI. Not coincidentally, Zafran has developed a threat-exposure management platform that uses AI to find and remediate exploitable vulnerabilities and perform proactive threat hunting.
"The way we do security is going to completely change," she said. "Companies that just show you insight wouldn't be enough. They have to get the job done. And to get the job done, you need to use agents, even with human intel."
AI agents will investigate and triage threats, and develop an action plan for an organization to mitigate them. "The AI is going to build those packages according to your risk appetite, and there's going to be a human to make sure that you want to do this action according to your risk appetite," Yashar said.
Humans, she adds, will remain in the loop for the foreseeable future because "human behaviour changes slower than technology," and when it comes to completely turning over the reins to AI agents, we're not there yet. (r)
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    NIST contemplated pulling the pin on NTP servers after blackout caused atomic clock drift

    
Time signals shifted by a tiny amount that only very sensitive users would find upsetting    
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UPDATED A staffer at the USA's National Institute of Standards and Technology (NIST) tried to disable some of its Network Time Protocol infrastructure, after a power outage around Boulder, Colorado, led to errors.
As explained in a mailing list post by Jeffrey Sherman, a NIST supervisory physicist who maintains the institute's atomic clocks, "The atomic ensemble time scale at our Boulder campus has failed due to a prolonged utility power outage."
Sherman, whose LinkedIn bio proclaims he is "One of the few federal employee actually paid to watch the clocks all day," says one impact of the incident "is that the Boulder Internet Time Services no longer have an accurate time reference."
That's bad because one of the things NIST uses its atomic clocks for is to provide a Network Time Protocol service, the authoritative source of timing information that the computing world relies on so that diverse systems can synchronize events. If NTP isn't working, outcomes can include difficulties authenticating between systems, meaning applications can become unstable.
At this point, readers might wonder why NIST can't just turn off the inaccurate service. Sherman said a backup generator kicked in and kept the servers running.
"I will attempt to disable them [the servers] to avoid disseminating incorrect time," he wrote.
But the storms that caused the outage were so severe, only emergency services personnel are allowed to visit the site.
His post says he has seen "strong evidence one of the crucial generators has failed. In the downstream path is the primary signal distribution chain, including to the Boulder Internet Time Service."
"Another campus building houses additional clocks backed up by a different power generator; if these survive it will allow us to re-align the primary time scale when site stability returns without making use of external clocks or reference signals," he added.


	NIST discovers DevSecOps, thinks world should really check this out


	NIST trains AI to hear the 'oh crap' moment before batteries explode


	Techie fooled a panicked daemon and manipulated time itself to get servers in sync


	Indian government signals changes to infosec rules after industry consultation


Xcel Energy, the local utility, blamed the outage on strong winds and as of Saturday night local time (7:00PM MT Dec 20, 2:00AM UTC Dec 21) advised most customers would have power again within three hours.
However at the time of writing - 00:15 MT Dec 21 - NIST's status page states the Boulder site is experiencing "Facility outages" and a "< 4.8us clock error." That's about four microseconds.
NIST told CBS News it warned users such as telcos and aerospace organizations that weather around Boulder could cause problems, and advised them to tap the org's other sources of time information.
That's sound advice as best practice for using NTP is to specify multiple servers, and failover from troubled sources of time info to accurate ones. This incident therefore shouldn't trouble the prudent, but may leave some NTP feed users unawares if they rely solely on the Boulder facility's time feeds. (r)
Updated at 06:00 UTC December 22
NIST reports all time services delivered from its Boulder campus are again available and keeping good time.
At around 19:00 UTC on December 21, Sherman shared an update in which he revealed that time servers ran on battery power for about two hours, and that he learned the disseminated UTC(NIST) signal "likely did not deviate by more than 5 us (five millionths of a second) and appeared stable."
"To put a deviation of a few microseconds in context, the NIST time scale usually performs about five thousand times better than this at the nanosecond scale by composing a special statistical average of many clocks," he wrote. "Such precision is important for scientific applications, telecommunications, critical infrastructure, and integrity monitoring of positioning systems. But this precision is not achievable with time transfer over the public Internet; uncertainties on the order of 1 millisecond (one thousandth of one second) are more typical due to asymmetry and fluctuations in packet delay."
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