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        Humanoid robots are still novelty acts, but investment is surging to make them real tomorrow
        Thomas Claburn

        Investment and interest have outpaced technology and society By the time the humanoid robots arrived at the Humanoids Summit at the Computer History Museum in Mountain View, California, on December 11, the registration line had already extended downstairs to the lobby.... 

      

      
        AMD Strix Halo vs Nvidia DGX Spark: Which AI workstation comes out on top?
        Tobias Mann

        Two tiny boxes, 128 GB apiece - but very different strengths Hands On  Most GenAI models are trained and run in massive datacenter clusters, but the ability to build, test, and prototype AI systems locally is no less relevant today....

      

      
        You don't need Linux to run free and open source software
        Liam Proven

        Alternative apps to empower older versions of macOS or Windows Part 2  There's a wealth of highly usable free software for the big proprietary desktop OSes. You can escape paying subscriptions and switch to free software without changing your OS....

      

      
        Salesforce's ChatGPT integration is really about stopping customers from leaking their own data
        O'Ryan Johnson

        Execs say DIY OpenAI connections risked pushing CRM data past the 'trust boundary' Salesforce users running Agentforce with ChatGPT Enterprise or Edu can now update CRM data directly from the bot, a move aimed at curbing home-built integrations that risk spilling data outside the company's controls....
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        Jude Karabus

        ATC: 'I don't know if you can hear me but cleared to land' In what looks to be the first successful use of Garmin's Autoland product outside of testing, the FAA has confirmed a small plane made a safe emergency landing completely guided by automation at Rocky Mountain Metropolitan Airport in Colorado....
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By the time the humanoid robots arrived at the Humanoids Summit at the Computer History Museum in Mountain View, California, on December 11, the registration line had already extended downstairs to the lobby.
Controlled by accompanying human handlers, the humanoids were herded into the elevator, sparing them the challenge of climbing the stairs to the mezzanine registration desk. 
"No one shows you climbing stairs when it comes to these humanoids," observed Abhinav Gupta, co-founder of Skild AI, during a presentation later that morning.
Gupta did, though, in a video demonstrating how the Skild foundation model can help a robot to climb stairs and step over unstable terrain. 
Humanoids Summit chair and founder Modar Alaoui, general partner at ALM Ventures, a VC firm backing several attending companies, would later remark, "Locomotion is a solved problem." 
[image: Image of a humanoid robot arriving at the Humanoids Summit]
Image of a humanoid robot arriving at the Humanoids Summit - Click to enlarge


That's a slight exaggeration. Humanoid robots are ready for marketing and experimentation. In promotional videos, they perform impressive, potentially useful feats. But commercial deployment at scale will take decades, even if persistent technical challenges like manual dexterity may be solved sooner. 
The technology isn't yet good enough, the cost remains too high, and organizations need to figure out how to use them. More work needs to be done on safety, and people aren't yet ready to accept them.
Gupta followed a presentation by Ani Kelkar and Mikael Robertson, partner and senior partner respectively at McKinsey & Company, a corporate consultancy known for advocating staff cuts that itself has been trimming staff due to AI.
Speaking from a management perspective, Robertson said, "Looking at the US as an example, only about 6 percent of factories today have applied robotic automation at scale ... And by comparison, China today is installing 10 times more robots each year than the US."
Robertson said that interest and investment in humanoid robotics have surged. 
Kelkar said there are about 50 companies credibly doing so - about 20 in China, 15 in North America, 7 in EMEA, and 7 in Asia (outside of China).
"With all of that talent and all of the investments that Mikael talked about, we are excited that we are finally going to get solutions that will work," said Kelkar.
Not immediately though. Beyond the difficulty of deploying any sort of robot at scale, Kelkar suggested the viability of robots may depend on human labor management.
"So in a warehousing context, if you have a turnover rate at 40 percent, you take one or two months, you hire someone, you train them up, and five months later, that cycle repeats," he explained. "And that becomes a significant drag on industrial productivity. 
"And I think fundamentally leaders are recognizing that the reason to leverage robotics and automation is not for worker replacement, it's for redesigning the nature of work. It's to enhance the work that human labor does, and bring robots even as tools and teammates, not necessarily a job displacement member."
Pitching a human-robot detente appears to be advisable because humans represent one of several obstacles that humanoid robot makers need to consider.
During a panel discussion led by Washington Post reporter Gerrit de Vynck, Jeff Pittelkow, managing director for Roboworx, a robot management service, said that robot customers would be happy to replace humans with robots in the workplace.
"Customers are very ROI focused, right?" he said. "I mean, a humanoid robot is probably going to replace a human. You know, that's the dirty little secret. So the ROI has to be 'the humanoid robot has to do 100 percent of what the human can do for no more money than a human costs.'"
Pittelkow said companies buying these robots, or planning to do so, don't care if the robot is teleoperated or autonomous, as long as the price is right.
But human workers have proven reluctant to contribute to their replacement. Pittelkow said that people can present an obstacle to deployment.
"The co-workers, as we call them, of the robots," he said, "they are not super-accepting. They see [robots] as a threat ... They're hesitant. 'This robot's coming here, and eventually I'm not going to have a job because this robot's going to have a job.' So that's something we have to help everybody get over."


	Taikonauts inspect cracked Shenzhou-20 window during Tiangong spacewalk


	As humanoid robots enter the mainstream, security pros flag the risk of botnets on legs


	John Henry still leading the race vs AI in customer service


	Russia's first autonomous humanoid robot staggers and falls on debut


That antipathy toward robots may manifest as sabotage or neglect. Human workers, he said, "have no problem sabotaging the robot. They have no problem with the robot being broken, sitting in a corner. We see that all the time."
In one case, Pittelkow said, staff put a sign on a robot that said, "On Strike," and left it in a corner. Or, he suggested, human workers may just decide to neglect updates to mapping localization or firmware and to avoid reporting failures.
Anyone planning to deploy humanoid robots, he said, should be aware of this dynamic.
"So that has to be a huge part of your business model when you get to scale in production," he said.
As if social acceptance weren't enough of a challenge, the enabling technology isn't there yet. And this affects whether robots are worthwhile financially.
Pittelkow pointed to a robot his company has working inside a movie theater to deliver food.
"It's one of those movie theater restaurants," he explained. "And unsurprisingly, in hindsight, it keeps sucking up popcorn into its drive wheels as it drives through the movie theater. And that's problematic. I mean, popcorn gets smushy and it's oily and it causes real problems."
His company also runs an autonomous mobile robot (AMR) in a high-end restaurant - a wheeled unit rather than humanoid.
"We go there to do our maintenance check on this robot ... and an employee came up to us and said, 'Oh, I think that's the one I saw the mouse run out of.' This is a five-star restaurant, let me make that clear. And a mouse had gotten in and had eaten all the internals of that AMR. And it was a total loss."
Pittelkow asked, "Is your humanoid going to survive a mouse attack while it's sitting there overnight? And what's the cost of downtime? And that's the big thing. ROI is all about uptime."
During that same panel discussion, Joe Michaels, senior global VP of sales and marketing at 1HMX, cited Gupta's challenge to robot makers to prove that their bots can manage stairs and urged conference attendees to apply a similarly critical eye to the types of manual interactions depicted in robot videos.
"We're still mostly at the parallel gripper stage," he said. "And if parallel grippers were good enough to run and build the world, I think God would have given all of us two digits instead of five with opposable thumbs."
Alaoui, in a session that followed, would echo that assessment. "Dexterity is the last frontier," he said. 
In the conference exhibition hall, an ALM Ventures-funded robot torso underscored that point by folding shirts very slowly and not all that well.
Data availability represents another barrier - the machine learning models intended to replicate human activity have to be fed with vast quantities of data in order to improve to the level of commercial viability. Gathering that information will require a lot of trial and error.
Humanoid robots face a long apprenticeship as jesters and novelty acts before they're taken seriously. (r)
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Hands On Most GenAI models are trained and run in massive datacenter clusters, but the ability to build, test, and prototype AI systems locally is no less relevant today.
Until recently, this required high-end, multi-GPU workstations often costing tens of thousands of dollars. With the launch of the GB10-based DGX Spark in October, Nvidia set out to change this. While nowhere near as powerful, with 128 GB of video memory, the system is essentially an AI lab in a box capable of running just about any AI workload you throw at it.
As we mentioned in our initial hands-on, the Spark isn't the first or even the cheapest option out there. AMD and Apple also offer systems with large quantities of unified memory which are shared between the CPU and GPU, something that has made them incredibly popular among AI developers and enthusiasts.
AMD's Ryzen AI Max+ 395 APU, which for the sake of brevity we're simply going to refer to as "Strix Halo" from here on out, is particularly interesting. In addition to selling for between three-quarters and half the cost of the Spark, Strix Halo builds on roughly the same ROCm and HIP software stack as the company's datacenter products. This provides a clearer, though not necessarily seamless migration path from desktop to datacenter.
To see how Strix Halo stacks up against the Spark, HP sent over its Z2 Mini G1a workstation so we could find out how each of these little boxes of TOPS fares in a variety of AI workloads, ranging from single-user and batched inference to fine-tuning and image generation.
System overview
[image: Compared to the Spark, HP's Z2 Mini G1a is a fair bit bigger thanks in part to its integrated PSU and larger cooling solution]
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The first thing you'll notice is the HP is significantly larger than the Spark. This is partly because Nvidia opted for an external power brick that connects over USB-C while HP opted for a slightly larger chassis with an integrated power supply.
We generally prefer HP's approach here, especially because the larger chassis allows for a beefier cooling solution, though the Spark's fit and finish definitely comes across as the more premium of the two.
While the Spark uses an all-metal chassis that doubles as a heat sink, the G1a feels much more like an HP product with a clean albeit plastic shell covering a stiff metal chassis. The benefit of this design philosophy is serviceability. Getting into the G1a is as easy as pressing a button at the back of the machine sliding off the top cover.
However, because the machine uses soldered LPDDR5x memory, there's not actually that much to do in either system. The HP does feature two standard 2280 PCIe 4.0 x4 M.2 SSDs which are user-serviceable.
For comparison, the Spark is much more appliance-like, though the SSD can also be swapped by removing a magnetic plate and four screws at the bottom of the system.
[image: HP's design is far easier than the Spark to service with a lid that removes with a press of a button]
HP's design is far easier than the Spark to service with a lid that removes with a press of a button


Inside the machines are a pair of blower fans which pull in cool air from the front and exhaust it out the back. If you're curious, the G1a's dual M.2 SSDs are located directly under those fans, which should keep them from overheating under heavy load.
Around the back of the machines, we see HP has taken a very different approach to Nvidia in terms of I/O.
[image: While the Spark prioritizes high-speed networking, the I/O on HP's G1a is far more pedestrian]
While the Spark prioritizes high-speed networking, the I/O on HP's G1a is far more pedestrian


From left to right, we see a 2.5 GbE RJ45 port, four standard USB ports (2x 10 Gbps, 2x USB 2.0), a pair of 40 Gbps Thunderbolt ports alongside two mini DisplayPorts. On the side of the machine, you'll find a 3.5 mm headphone-microphone combo jack and two additional 10 Gbps USB 3.0 ports in both standard and USB-C form factors.
You'll also notice two blank spaces that can be configured with any number of HP's Flex IO modules, including serial, USB, and gigabit, 2.5 GbE or 10 GbE ports.
The Spark, meanwhile, prioritizes high-speed networking for multinode AI compute environments. Alongside the power button are four USB-C ports, the leftmost of which is used for power delivery. For display out, there's an HDMI port along with a 10 GbE RJ45 network port and a pair of QSFP cages offering a combined 200 Gbps of network bandwidth via the system's onboard ConnectX-7 NIC.
These ports are designed to enable clustering of multiple Spark or other GB10 systems using the same hardware and software you'd find in the datacenter.
As we understand it, you could also use the G1a's Thunderbolt ports as a high-speed network interface for interconnecting multiple systems together, though we weren't able to test that use case.
Speeds and feeds





	 
	DGX Spark
	HP Z2 Mini G1a (As Tested)




	Platform

	Grace Blackwell (GB10)

	AMD Ryzen AI Max+ Pro 395




	GPU
	Blackwell Architecture
	Radeon 8060S




	CPU

	20-core Arm (10x X925 + 10x A725)

	16 Zen 5 cores clocked at up to 5.1GHz




	CUDA Cores / Stream processors
	6,144
	2,560




	Tensor Cores / Compute Units

	192 5th-Gen

	40




	RT Cores
	48 4th-Gen
	40




	Tensor Perf (GPU)

	1 petaFLOPS sparse FP4

	56 teraFLOPS dense BF16/FP16 (est)




	NPU
	NA
	XDNA 2 50 TOPS




	System Mem

	128 GB LPDDR5x 8533 MT/s

	128 GB LPDDR5x 8000 MT/s




	Memory Bus
	256-bit
	256-bit




	Memory BW

	273 GB/s

	256 GB/s




	Storage
	4 TB NVMe
	2x 1 TB M.2 TLC NVMe




	USB

	4x USB 3.2 Type-C (20 Gbps)

	3x USB 3.2 Type-A (10 Gbps) 2x USB 2.0 Type-A




	Thunderbolt
	NA
	2x Thunderbolt 4 (40 Gbps)




	Ethernet

	1 RJ-45 (10 GbE)

	1x RJ-45 (2.5 Gbps)




	NIC
	ConnectX-7 200 Gbps
	Realtek RTL8125BPH-CG




	WiFi

	WiFi 7

	MediaTek WiFi 7




	Bluetooth
	Bluetooth 5.4
	Bluetooth 5.4




	Audio Out

	HDMI Multi-channel

	3.5 mm headphone microphone combo port




	Peak Power
	Adapter power: 240 W
	PSU rating 300 W




	Display

	1x HDMI 2.1A

	2x Mini DisplayPort 2.1 2x Thunderbolt 1x USB Type C (Side)




	OS
	Nvidia DGX OS
	Windows 11 Pro / Ubuntu 24.04




	Dimensions

	150mm x 150mm x 50.5mm

	85mm x 168mm x 200mm




	Weight
	1.2 kg
	2.3 kg




	Price

	$3,999 (MSRP)

	$2,949 (Retail)






To be clear, neither system is the cheapest chariot for their respective silicon. The DGX Spark retails for $3,999 while HP's Z2 Mini G1a, as specced, is currently selling for about $2,950.
You can find similarly equipped GB10 and Strix Halo boxes that can be had for significantly less if you're willing to compromise on storage, connectivity, or I/O.
HP, ASUS, and a few others have OEM versions of the Spark that start around $3,000 for 1 TB of storage. We've also seen Strix Halo systems with 128 GB for a little over $2,000, though the memory shortage appears to have driven up prices some, and you'll be missing out on the Enterprise features like remote management or memory encryption offered by the "Pro" variant of the chip.
So, if either of these systems strike your fancy, but you're unconvinced by the pricing, you may be able to find a better deal from one of the other OEMs. In the case of the GB10 systems, you're not giving up much apart from aesthetics, opting for an OEM rebadge over the Founders Edition.
CPU perf
Before we dig into generative AI performance, which we expect most folks to care about, we'd like to take a moment to talk about the machines' respective CPUs.
Strix Halo is a rather interesting processor. Much like its desktop counterparts, it features 16 full-fat Zen 5 cores spread across two core-complex dies (CCDs) that are capable of clocking to 5.1 GHz. Those CCDs are bonded using advanced packaging to an I/O die that handles memory, PCIe, and graphics processing.
The Z2 Mini G1a actually uses the Pro variant of the chip, which adds a number of hardware security and management capabilities, which may be attractive to enterprises deploying these systems in volume or in sensitive environments.
The Spark's GB10 Grace Blackwell superchip meanwhile features an Arm CPU die developed in collaboration with MediaTek containing 10 X925 performance cores and 10 Cortex A725 efficiency cores for a total of 20.
While these cores are by no means slow, in our admittedly limited testing, AMD's Zen 5 microarchitecture delivered between 10 and 15 percent higher performance across our Sysbench, 7zip compression/decompression, and HandBrake transcoding workloads.
However, in the High-Performance Linpack benchmark, which is representative of many HPC workloads, the G1a achieved more than twice the double-precision performance at 1.6 teraFLOPS versus 708 gigaFLOPS on the Spark. We'll note that this score was achieved using only the X925 cores as enabling the A725 for the test actually nerfed performance, suggesting there may be room for improvement.
While GenAI performance is heavily dependent on low-precision GPU FLOPS, Strix Halo's beefier CPU may make it a more flexible option for those looking for a PC that can run GenAI models rather than an appliance for AI.
GenAI performance
Moving on to GenAI, we should talk for a minute about some of the performance claims being made about both of these systems.
While Nvidia may claim a petaFLOPS of AI compute, the reality is most users will never get close to that. The reason is simple: achieving that level of performance requires structured sparsity, a feature with little if any benefit to inference workloads.
Because of this, Spark's peak performance is really closer to 500 dense teraFLOPS, and only for workloads that can take advantage of the FP4 data type. More often than not that means the Spark will actually run at 8 or 16-bit precision, limiting peak performance to 250 and 125 teraFLOPS respectively.
Sustained performance usually falls a bit short of the theoretical. Testing the GB10 in the Max Achievable MatMul FLOPS (MAMF) benchmark, we achieved 101 teraFLOPS at BF16 and 207 teraFLOPS at FP8.
But what about the Strix Halo part powering the G1a? Well, here we see one of AMD's biggest weaknesses. While the House of Zen claims 126 platform TOPS for its top-specced Strix Halo SKUs, you'll be hard pressed to find any app that can take full advantage of that. Fifty of those TOPS are delivered by the NPU, which requires specialized software to harness - more on that later. The remaining TOPS are achieved using the CPU and GPU.
Strix Halo's GPU is no slouch. By our estimate - AMD doesn't actually give peak floating point performance for the chip - the GPU is capable of churning out about 56 teraFLOPS of peak BF16 performance. In MAMF, we achieved about 82 percent of that at 46 teraFLOPS, which again isn't bad.
But because the GPU is based on AMD's older RDNA 3.5 architecture, it lacks support for the lower-precision data types offered by the Spark. 
Technically, the architecture does support INT8, but the performance is essentially the same as BF16. In theory, it should deliver about 112 TOPS of INT4, but the trick is finding software that actually does computation at that precision. Sixteen distinct values just doesn't offer much granularity.
On paper, this gives the Spark a 2.2-9x performance advantage over the Strix Halo in raw AI compute capacity.
And while this played out repeatedly in our testing, compute is only one side of the GenAI coin. The other is memory bandwidth. Depending on your use case, it may even render the performance gap between the AMD and Nvidia systems a non-issue.
LLM inference
We're going to start by talking about large language model (LLM) inference precisely because it illustrates why more TOPS and FLOPS don't always translate into better AI performance.
For consistency, we ran most of our tests in Linux: Ubuntu 24.04 LTS on the HP and Nvidia's lightly customized version of the distro, DGX OS.


Editor's note: We ran into some issues with GPU hangs in Ubuntu when testing the G1a. However, by adding a few kernel arguments, we were able to resolve the issue.


The tweak can be made by editing the Grub boot config by running:

sudo nano /etc/default/grub



Then update the GRUB_CMDLINE_LINUX="" entry to look like so:

GRUB_CMDLINE_LINUX_DEFAULT="quiet splash amdgpu.cwsr_enable=0 amd_iommu=offwq! amdgpu.gttsize=131072 ttm.pages_limit=33554432"



Once complete, save and exit the editor by pressing Ctrl X. Finally, update the bootloader and restart the machine by running:

sudo update-grub
sudo reboot



If you're still running into GPU hangs, we recommend checking out this thread on the Framework forum.


Just looking at single-batch performance in Llama.cpp - one of the most popular frameworks for running LLMs on consumer CPUs and GPUs - we can see that the GB10 and Strix Halo churn out tokens at a similar pace, with the AMD box pulling off a narrow lead when using the Vulkan backend.
[image: In single batch inference, AMD's Strix Halo APU trades blows with the Spark on token generation, but falls well behind on time to first token.]
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In single-user scenarios, token generation is usually bottlenecked by memory bandwidth. The GB10 claims about 273 GB/s of memory bandwidth while AMD's Strix Halo manages about 256 GB/s.
This is likely one of the reasons why many AI enthusiasts were so disappointed in the Spark when it first debuted. For between two-thirds and half the price, you could get a Strix Halo box that churns out tokens just as quickly.
However, if you turn your attention to the time-to-first-token column, you'll notice the GB10's GPU is roughly 2-3x faster than the one in the Strix Halo box, and that's when processing a relatively short 256-token prompt. With larger sequence lengths, this gap becomes more pronounced. This is because prompt processing tends to become compute bound quite quickly.
For shorter prompts or multi-turn conversations, Llama.cpp's prompt caching mitigates a lot of this performance deficit. In this scenario, we're only talking about waiting a second or two longer on the AMD platform, something customers just looking to run LLMs at home may be willing to overlook considering Strix Halo's lower average selling price.
For those whose workloads require feeding large documents into the model's context, the Spark's more potent GPU gives it a clear advantage here, just one that customers will need to weigh against its higher price.
Multi-batch performance
Alongside single-batch performance, we also tested the two machines at larger batch sizes. It's not uncommon for users to batch up jobs like extracting information from a stack of documents or emails rather than processing them sequentially one at after another.
In this case, we're using vLLM, which in our experience handles large batch sizes and concurrency more gracefully than Llama.cpp, which is better optimized for single-user applications. We're also using Qwen3-30B-A3B-Instruct-2507 at its native BF16 precision to avoid quantization overheads.
To see how the machines performed, we tasked them with processing a 1,024-token input and generating a 1,024-token response at batch sizes ranging from one to 64.
[image: This graph charts overall throughput (tok/s) against end-to-end latency at various batch sizes ranging from 1-64 ]
This graph charts overall throughput (tok/s) against end-to-end latency at various batch sizes ranging from 1-64


On the X axis, we've plotted the time in seconds required to complete the batch job, while on the Y axis we show the overall throughput in tokens per second at each batch size.
Once again, the Spark's faster graphics processor gives it a leg up over the G1a. While this is clearly a win for the Spark, unless you're routinely running batch jobs, the performance advantage is likely to go unnoticed, especially if you can schedule them to run overnight. Batch inference isn't exactly interactive and so you can easily walk away and come back when it's done.
Fine-tuning
It's a similar story when we look at using fine-tuning techniques to teach models new skills by exposing them to new information.
Fine-tuning requires a lot of memory, potentially as much as 100 GB for a model like Mistral 7B. As we've previously discussed, techniques like LoRA or QLoRA can dramatically reduce the memory required to train a model.
With up to 128 GB of memory available on either platform, both the Spark and G1a are well suited to this workload, though they aren't particularly fast.
[image: For full fine-tuning, the GB10 managed to pull well ahead of AMD's Strix Halo, but falls short of even last-gen workstation cards like the W7900 or RTX 6000 Ada]
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Running a full fine-tune of Meta's Llama 3.2 3B, we see that the Spark completes the job in roughly two-thirds the time of the G1a. However, compared to workstation cards like the Radeon Pro W7900 or RTX 6000 Ada, which offer both higher floating point performance as well as much faster GDDR6 memory, the Spark and G1a are simply outclassed.
Where things really get interesting is when we start looking at using QLoRA on larger models. To fine-tune a model like Llama 3.1 70B at home, you'd normally need multiple workstation cards. But thanks to their massive memory footprint, this job is entirely possible using either the AMD or Nvidia boxes.
[image: Moving up to a larger 70B parameter and the GB10's faster GPU gives it a leg up in QLoRA fine-tuning]
Moving up to a larger 70B parameter and the GB10's faster GPU gives it a leg up in QLoRA fine-tuning


With a relatively small dataset - something we've previously shown can be more than adequate to tweak the style of a model - performance was more in line with what we were expecting. The G1a completed the job in a little over 50 minutes, compared to the Spark at around 20.
For bigger fine-tuning jobs using larger databases or LoRA ranks, this could easily extend to hours or potentially days, making the Spark's performance advantage more significant.
But just like we discussed with our multi-batch inference tests, unless you're fine-tuning models regularly, the Spark's higher performance may not be worth the price over a similarly equipped Strix Halo system from HP, Minisforum, Framework, or any one of the other mini-PC vendors.
Image generation
One area where the Spark's higher performance does give it a definitive advantage is in image and video generation workloads. Like fine-tuning, image gen is an especially compute and memory-hungry workload, but doesn't tend to be bandwidth bound.
This is partially because image models aren't as easily compressed as LLMs without major concessions to output quality. As such, many prefer to run these models at their native precision, whether that be FP32, BF16, or FP8.
[image: If you're planning to generate images or videos using ComfyUI, Nvidia GPUs are still your best bet]
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Running Black Forest Lab's FLUX.1 Dev in ComfyUI, our test systems scale almost exactly as expected relative to their 16-bit floating point performance.
With 120 and 125 teraFLOPS of BF16 grunt respectively, the Spark roughly matches AMD's Radeon Pro W7900, while achieving a roughly 2.5x lead over the Strix Halo-based G1a, which in our testing achieved about 46 teraFLOPS of real-world performance.
Suffice to say image generation is clearly not the Strix box's strong suit.
But what about the NPU?
AMD's Strix Halo APUs are also equipped with a pretty competent neural processing unit (NPU) courtesy of the company's Xilinx acquisition. The XDNA 2 NPU is capable of churning out an extra 50 TOPS of AI performance. The trick, of course, is finding software that can take advantage of it. Most NPU use cases focus on minimizing the power consumption of things like noise reduction in audio and video, background blurring, and optical character recognition.
However, AMD and others have started to utilize the NPU for generative AI applications with mixed results. Thanks to apps like Lemonade Server, you can now run LLMs entirely on the NPU. Unless you're trying to save on power, you probably won't want to just yet.
As of this writing, model support is somewhat limited and it doesn't appear that the NPU has access to all of the GPU's 250 GB/s of memory bandwidth. Running Mistral 7B on the NPU in Windows, we observed decode performance of just 4-5 tok/s, where we would have expected to see closer to 40 tok/s.
However, AMD is clearly pushing the idea of disaggregated inference, where compute-heavy prompt processing is offloaded to the NPU while the memory bandwidth-intensive decode phase is handled by the GPU. Performance was better, but still not as good as if you'd just run the model on the GPU.
This disaggregated approach makes a lot of sense for power-constrained notebooks, but less so for a desktop system like the G1a. Having said that, we're interested to see where AMD takes this.
We were also able to get the NPU working in Amuse, a beginner-friendly image generation suite. AMD recently added support for running Stable Diffusion 3 directly on the NPU and, in this case, performance was actually quite a bit better than running the same model on the GPU.
[image: Here we see Amuse using the XDNA 2 NPU in Strix Halo to generate an image using Stable Diffusion 3]
Here we see Amuse using the XDNA 2 NPU in Strix Halo to generate an image using Stable Diffusion 3


Running on the NPU, Amuse was able to generate a 1,024 x 1,024 image using 20 steps in a little over a minute, while running that same test on the GPU required roughly twice that. 
There were some caveats worth pointing out. The integration is quite limited at this point, available only in the beginner mode with the performance slider set to balanced. Switching to the "expert mode" disabled the NPU, forcing the model to run on the graphics processor.
The integration is also limited to Stable Diffusion 3, which is growing rather long in the tooth at this point having made its debut over a year ago. Still, it's good to see more applications taking advantage of the NPU for more than background blurring in video calls.
Nvidia's CUDA moat is getting shallower
One selling point that frequently comes up in any comparison between AMD and Nvidia is software compatibility, aka the CUDA moat.
While you can expect just about any software that runs on CUDA to work on the Spark without issue, that's not guaranteed on the Strix Halo-based G1a.
Nearly two decades of development on CUDA is hard to overlook, but, while AMD has traditionally trailed in software support for its ROCm and HIP libraries, the company has made significant gains in recent months.
A year ago, we faced numerous headaches with libraries that either weren't available or relied on forks built specifically for AMD's CDNA-based datacenter chips, which meant they didn't run on consumer platforms. Today, this isn't nearly as big a problem. In fact, most of our PyTorch test scripts ran without modification on the AMD platform. However, we'd be lying if we said the experience was anywhere close to as seamless as on the Spark.
A lot of software can be made to work on AMD's consumer hardware, but it's not always as simple as running something like pip install xyz-package. We still needed to build libraries from source or use forks made specifically for Radeon GPUs on several occasions -- vLLM, BitsandBytes, and Flash Attention 2 are just a few examples.
In many cases, particularly when working with software written closer to the hardware, software needs to be compiled specifically for that generation of Radeon graphics. Llama.cpp is just one example where we needed to compile against a gfx1151 target in order to get the software running.
Wrangling these dependencies isn't easy, regardless of the platform you're working with, so it's nice to see AMD and Nvidia offering Docker containers that have been pre-configured with everything you need to get start started. For our vLLM tests, we used both team Red and Green's vLLM Docker containers to ensure we were getting the best possible performance.
Perhaps our biggest software challenges weren't actually software related. Strix Halo is based on AMD's older RDNA 3.5 architecture, which means it lacks support for many of the lower-precision data types offered by the Spark's Blackwell GPU. As a result, we were often forced to run models at 16-bit precision, even when FP8 or FP4 would have been preferable.
AMD's RDNA 4 architecture should resolve some of this by adding support for both sparsity and FP8. However, much of the industry is now reorienting around microscaling data types, like MXFP4, for its smaller memory footprint and wider effective range.
While AMD is rapidly closing the gap, Nvidia still holds a meaningful lead on both hardware and software.
The answer you've all been waiting for
[image: Yes, indeed the DGX Spark can run Crysis]
Yes, indeed the DGX Spark can run Crysis


We know you're all going to ask. Yes. Both of these boxes run Crysis.
At 1440p, medium settings, Crysis Remastered ran at a very respectable 90-100 FPS on the G1a. No real surprises here, as the HP is using an x86 CPU and GPU from a company with a long graphics pedigree.
Getting the game running on the DGX Spark was a little bit more involved because of the GB10's Arm CPU, which, for better or worse, doesn't support 32-bit instructions. Thankfully, we were able to get it running using a utility called FEX. If you're curious, you can find the install script we used here.
Unfortunately, we couldn't get the Steam performance overlay working on the Spark, which meant we couldn't get concrete performance metrics. At medium settings, the game was perfectly playable even without resorting to using Nvidia's AI upscaling tech, which actually worked in game.
While you can get games running on the Spark or other GB10 systems, we're not sure we'd recommend it over the Strix Halo box or any number of cheaper gaming PCs out there.
Summing up
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Which of these systems is right for you really depends on whether you want a machine specifically for AI or a PC that just happens to be able to run most AI workloads you might throw at it.
We suspect many folks who've made it this far likely fall into the latter camp. If you're going to spend $2K-4K on a new PC, we don't think it's unreasonable to expect it to do more than one thing well.


	AMD taking AI fight to Nvidia with Helios rack-scale system


	AMD red-faced over random-number bug that kills cryptographic security


	AMD Ryzen CPUs fry twice in the face of heavy math load, GMP says


	AMD warns of new Meltdown, Spectre-like bugs affecting CPUs


In this respect, HP's Z2 Mini G1a is one of the better options out there, especially if you're mostly interested in running single-batch LLM inference as opposed to fine-tuning or image gen. AMD's Strix Halo SoCs may not have the computational grunt of Nvidia's GB10 boxes, but it runs Windows and Linux competently and doesn't require jumping through hoops just to play your favorite games.
Despite the performance gap, for software engineers building apps for the growing AI PC segment, the AMD-based system may still be the better development platform if for no other reason than Microsoft's NPU mandate.
But for those who really want an AI appliance for prototyping agents, fine-tuning models, or generating text, image, and video content, the Spark or one of its GB10 siblings is probably the better choice, assuming you can stomach the asking price.
In our testing, the machine consistently delivered performance 2-3x that of the AMD-based HP system, while also benefiting from a significantly more mature and active software ecosystem. As we've shown, you can also get non-AI workloads running on the Spark in a pinch, but that's not what it's meant for. At its heart, the Spark is an AI lab in a box and is best used as such. (r)
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Part 2 There's a wealth of highly usable free software for the big proprietary desktop OSes. You can escape paying subscriptions and switch to free software without changing your OS.
In the first half of this short series, we looked at how to freshen up an aging Mac or Windows 10 PC, and ideally, how to wipe it and install a clean, bloat-free copy of its OS. That is all well and good, but this leaves the problem of what to put on that OS to get out of the trap of software you paid for but don't own.
The big question, of course, is what to use and where to find it. There are lists that can help, but you need to be very cautious. If the website looks fancy and modern, then it may be trying to sell you fancy modern tools that will cost you and won't work with older OSes. Beware of animation effects, transitions, things which fade in and out, and so on.
Compare OpenAlternative.co, which is snazzy and effects-heavy, with the decidedly low-tech Best FOSS Alternatives, which is very simple and austere. The latter has nothing to sell; it's just a plain, simple categorized list of FOSS tools. If you scroll to the end, it even has a short list of alternatives to itself.
Always remember the KISS principle. As a general rule, try to favor things that are plain, simple, and unornamented - there's less to go wrong.
As a general rule, we suggest treating app stores for desktop OSes with suspicion and keeping them at arm's length. Apple has integrated its App Store deeply into macOS since 2001's Mac OS X 10.0, but you don't need it, and it's full of things that you can get for free elsewhere. Most native macOS apps update themselves, so even the App Store's handy automatic background updates aren't essential.
So, where do you get safe free software?
On a fresh new copy of Windows, the easiest way to get up and running is Ninite. The Reg FOSS desk described this back in April, but long before that, in 2012, The Register said it could save your sanity - and endorsed it again in 2013.
A dozen years later, Ninite is still very helpful. (Sadly, the macOS equivalent, MacApps.link, is unmaintained and dated... don't use it except for pointers.)
Ninite offers a wide range of FOSS and freeware apps, utilities, runtimes, and codecs. You tick the ones you want and it generates a custom installer for you to download. Run that, and it downloads and installs all the tools you selected, saying no to all optional extras, toolbars, adware, and everything else you don't want. It automatically picks your language and 64-bit versions where it can.
Hang on to that Ninite installer. It's tiny, and if you keep it and rerun it later, it will also update all the apps for you in one pass - skipping any that don't need it.
Even if you don't need Ninite, or don't use Windows for that matter, there are worse places to get a shopping list of FOSS apps than just Googling the apps on Ninite's list. It's not comprehensive but it's a good starting point.
Many of these suggestions apply equally to any of the big three platforms, which brings a handy extra into the deal: if you use a different type of computer at home and at work, say, it makes life easier if they run the same apps.
Aside from a couple of small tools and a copy of the oldest version of Microsoft Word that still runs on macOS Catalina or later, we treat macOS like a prettier Linux. All the apps are FOSS or freeware, installed directly from .dmg files downloaded from their creators. They all update themselves when new versions are released. Everything interoperates smoothly. We don't really use any Apple-bundled apps except the OS itself, meaning things like the Finder, Dock, Spotlight searching, and the Preview document viewer.
For instance, we use Jeena's TextEd instead of Apple's text editor. For browsers, email, chat, productivity, writing, and so on, we use FOSS and freeware apps, and wherever possible, ones that also work on Linux and Windows - it makes synchronizing and switching between platforms much easier.
As for which apps...
Mozilla Firefox is a classic, of course, but it's still getting new features. The full version of uBlock Origin works: make it the first add-on you install. Since Firefox 136, it's had vertical tabs built in. The Reg FOSS desk has been evangelizing this for years so we'll be brief: if you don't use it, you need to learn. Enable the built-in browser sync and link up all your copies, and you'll always have the same bookmarks, the same passwords, and you can open a tab from one machine on any other. As we told you in August, you can just disable all the artificial idiocy: go into about:config and enter browser.ml. Lots of settings related to the integrated LLM bot appear: set them all to false, quit and reload Firefox, and you avoid the built-in bot's slop. In recent years, Firefox is also not just a very capable PDF viewer, it's also a handy PDF editor: you can annotate them, fill in forms and so on, all in the browser.
Much the same applies to Thunderbird from Mozilla subsidiary MZLA. There are lots of great email clients out there. Some are free. Some are open source. Some run on multiple platforms. We're not saying that Thunderbird is the best, but it's free, it's open source (so you can use it at work with no penalties), and it runs identically on Windows, macOS, and Linux.
If you don't get on with Thunderbird, there are lots of alternatives out there, from The Bat! to the cross-platform eM Client. Pegasus Mail, the granddaddy of them all in Windows terms, is still maintained.
If Mozilla's integration of telemetry and LLM bots annoys you, then Waterfox is an excellent alternative. For the occasional site or service that doesn't work properly in Firefox, we tend to keep a copy of Google Chrome around, of course with uBlock Lite installed. We don't care for it much, but it does the job, and by sticking to the upstream source, new releases come faster than in downstream rebuilds such as Microsoft Edge - for all that that does offer vertical tabs.
For media players, the classic VLC remains a good candidate. For just audio, The Reg FOSS desk is quite fond of Foobar2000 - it's not FOSS, but it's free, wonderfully simple and uncluttered, and it runs on Windows, macOS, and even Android.
For chat apps and other SaaS-type tools, there are several excellent all-in-one tools that will let you manage all your conversations in tabs in a single app. Our daily go-to tool for this is Ferdium, but as we wrote in the previous link, there are several alternatives. It's worth noting that Thunderbird can talk to XMPP and Matrix by default, and has extensions to handle things like Slack, Whatsapp, Telegram, Discord, Teams, and others. The difficult odd man out is Signal, which won't work with anything else, doesn't sync message history, and is generally a bit of a pain in its quest for the maximum possible security - but a few regular contacts are on it, so we keep it around anyway.
If you want something lighter-weight, for techies willing to roll their sleeves up and manually configure plugins, the venerable Pidgin can talk to a lot of services, it's very lightweight and fast, and a major new release is under construction. The venerable Trillian is still around too, and it runs on macOS as well, but sadly can't talk to most modern messaging systems.


	Legacy Update expands archive of vanished Microsoft downloads


	Classic MacOS for non-Apple PowerPC kit rediscovered


	Bring back your old Mac: 5 ways to refresh the OS on elderly Apples


	How to stay on Windows 10 instead of installing Linux


For a general office suite, it's well worth keeping LibreOffice installed even if just for emergency file recovery. If you still use OpenOffice, it's long past time to switch: that version is all but dead, and we recommend uninstalling it and replacing it with its actively maintained successor. If you find the appearance of LibreOffice a bit old and staid, then try OnlyOffice or WPS Office, which are more up-to-date with Microsoft's modern UI.
For image viewing, on Windows, for us nothing beats IrfanView, and we still miss it on both macOS and Linux. There are others, though, such as FastStone and the cross-platform XnView.
For editing, the GIMP is back in active development - and if you can't get on with the UI and still miss Photoshop, try PhotoGIMP. Worthy alternatives include Paint.net and the cross-platform Krita. We lack sufficient artistic skills, but we hear Inkscape is pretty good. For photographers, Darktable is worth a look, and for managing photo libraries, try the cross-platform digiKam.
For file compression and decompression, dump that ancient, unregistered copy of WinRar and get 7-Zip, or if you'd prefer to avoid Russian apps, PeaZip. On our Macs, we keep The Unarchiver and Stuffit Expander around just in case there's anything the OS can't handle itself.
For file downloading, we mostly just use the Multithreaded Download Manager extension for Firefox, but for anything more complicated, FileZilla may help.
Despite what we said earlier about old text editors being safe, there are better alternatives to the built-in ones in most OSes. A few years ago, we wrote about Notepad++ and Geany, which both use the same editing component, Scintilla. There are versions of Notepad++ for even very old versions of Windows, and while Geany is mostly found on Linux, it's also a good, fast macOS text editor.
We very rarely need a full-function office suite, but find a plain-text editor a bit too minimal, so for writing, we usually use the distraction-free Panwriter Markdown editor. It's an Electron app so it's not light; if you want Markdown in something lightweight, then Ghostwriter does the job and it's cross-platform. It even runs on Haiku and on the Raspberry Pi, and even on Windows 7. For note taking, we like LogSeq, although we suspect we only use about 1 percent of its facilities. It's a hierarchical markdown note taker with basic outlining, and that ticks a bunch of Reg FOSS desk boxes. We've tried syncing it between machines with Syncthing but that proved rather flaky.
As a hypervisor, we like Oracle's VirtualBox. As we have explained before, the only licensed part is the Extension Pack, and the hypervisor works fine without it. Avoid that, and you're safe. If some demanding guest OS doesn't work, then on Macs, the all-FOSS UTM is a good alternative, but for most things, the now-gratis VMware is a bit easier. It works a bit differently on Windows, Linux, and macOS, which is annoying, but it does the job and does it well. If you often need a Windows VM, we find VMware noticeably faster than VirtualBox with that guest.
But I don't know this stuff!
Well, it may have been long ago, but once upon a time, you didn't know how to use Adobe Photoshop or Microsoft Excel to their best advantage either.
Breaking free of proprietary tools takes some effort, yes. You will have to relearn how to do some things. You absolutely will find things that the free and open source tools simply can't do.
The question then is: do you need those functions, or were they just handy? Only you can decide if certain functions are convenient, but not actually essential, or if they are things you cannot get your job done without.
This particular vulture was an early adopter of Windows and has been using PCs for worryingly close to 40 years now, and there were absolutely things we missed when we moved to mostly running Linux and the new Mac OS X about halfway through that time span. However, a lot of them have proved with time to be things we can just do without. The returns in terms of never worrying about subscriptions, and so on, are completely worth it.
In general, our advice is that investing the time in learning alternative tools, ones from suppliers whose business models don't rely on subscriptions or lock-in, will repay you manifold. (r)
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Salesforce users running Agentforce with ChatGPT Enterprise or Edu can now update CRM data directly from the bot, a move aimed at curbing home-built integrations that risk spilling data outside the company's controls.
While the tie-up was pitched as a way to reduce the time users spend toggling between OpenAI's bot and Salesforce, analyst Vernon Keenan said in a blog post that it is actually security driven.
The move, which was announced last week, is aimed at heading off the DIYers who have assembled their own integrations using model context protocol, or MCP, according to Kris Billmaier, GM and EVP of Agentforce Sales at Salesforce. Think of MCP as a kind of API layer for wiring AI models to tools and data.
Keenan wrote that Salesforce users have been building their own MCP servers using OpenAI's Apps SDK and exposing Salesforce data to various frontier LLMs in the bargain. That puts the company's data outside the governance and usage metering of Salesforce.
"The thing that I worry about, and what I wanted to get ahead of, was homegrown MCP servers from customers just spitting out data to OpenAI around the trust boundary," Billmaier told Keenan. "And with this, we're actually kind of being full of our destiny as we think about other players emerging in this space."
In its announcement, Salesforce called the ChatGPT integration "the end of the cut and paste workflow." It said ChatGPT will now work like a user interface for Salesforce.
"You can simply ask, 'Show me my new uncontacted leads,' and the app in ChatGPT pulls a live, interactive list directly from Salesforce. No searching, no filtering, just the answer you need exactly when you need it," Salesforce wrote.
Salesforce said that its Agentforce Sales app in ChatGPT can prioritize the highest-quality leads for any particular moment based on lead score, pipeline health and "external context such as market or news signals to surface the right lead for that moment in time."


	Salesforce willing to lose money on AI agent licenses when customers are locked in


	Salesforce-linked data breach claims 200+ victims, has ShinyHunters' fingerprints all over it


	Salesforce opts for seat-based AI licensing as customers demand predictability


	Salesforce has come up with the most credible threat yet to ServiceNow, and Benioff is crowing about it


The Agentforce Sales app will also take over the nurturing of low-priority leads to let humans focus on the big targets, and update the CRM after a call to reflect the status of the deal.
When using the integration, Agentforce Trust Layer protects proprietary data, which is also governed by the company's security standards, Salesforce said. ChatGPT respects existing permissions and only accesses information the user already has access to in the connected app, Salesforce noted.
Talking with Keenan, Salesforce also took on the question of how this integration relates to Salesforce's productivity app Slack, which after Dreamforce was expected to take on a more prominent role in its AI strategy.
Nick Johnston, senior vice president of strategic partnerships at Salesforce, said in this case, the OpenAI integration will help an individual worker, while Slack is built for when that worker needs to talk with and decide on the next steps with their team.
"We are seeing tools like ChatGPT today being very much the single player experiences," Johnston told Keenan. "People are working in these tools to help themselves. Slack is multiplayer experience. If you think about where people are doing work with teams, with multiple groups, cross functional organization, plus bringing in agents from all different tools--that is where Slack shines. None of these AI tools are doing that yet." (r)
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In what looks to be the first successful use of Garmin's Autoland product outside of testing, the FAA has confirmed a small plane made a safe emergency landing completely guided by automation at Rocky Mountain Metropolitan Airport in Colorado.
Garmin's Emergency Autoland system is built to automatically take "complete control of the flight to land the airplane in an emergency where the pilot is unable to fly." It can also be activated at the press of a button.
After initial reports speculated that the pilot or pilots may have been incapacitated after the plane, a Beechcraft Super King Air, had pressurization problems, the plane operator assured the public that triggering autoland was a deliberate act by the pilots. No passengers were on board on the flight, which according to the tail number given to the ATC, landed at Rocky Mountain Metropolitan Airport on Saturday afternoon, after flying in from Aspen/Pitkin County Airport, also known as Sardy Field, a small mountain airport measuring just 573 acres.
The Federal Aviation Administration confirmed in a statement that the "Beechcraft Super King Air landed safely at Rocky Mountain Metropolitan Airport in Colorado around 14:20 local time on Saturday, December 20, after the pilot lost communication with air traffic control." The FAA added: "An onboard emergency autoland system was activated. Two people were on board. The FAA is investigating."
While the aircraft did experience "a rapid, uncommanded loss of pressurization," the pilots put on their oxygen masks, the CEO of the charter company, Chris Townsley, said in a statement to CNN. Townsley reiterated that the pilots had "made the decision to leave the system engaged," and "automatically engaged exactly as designed when the cabin altitude exceeded the prescribed safe levels."
The Reg has asked the company for further comment.
The Beechcraft Super King Air is a twin-engine turboprop popular among charter companies and militaries, with a particular ability to easily navigate short runways. It has a T-tail design, which gives it some physical advantages as it keeps the tailplane out of engine exhaust and wing wake, making for cleaner airflow. The model that landed at Broomfield, Colorado's Rocky Mountain airport was a B200, which seats seven to nine passengers plus two crew members. It is certified for single-pilot operation, but charter companies often use two pilots for extra safety.


	IBM touts progress on tech stack for AI-enabled airline with no passengers or alcohol


	Aviation delays ease as airlines complete Airbus software rollback


	Garmin staggers back to its feet: Aviation systems seem to be lagging, though. Here's why


	US aviation regulator warns of mid-air collision risk if Garmin TCAS boxes are not updated


Garmin's autonomous emergency landing system's automated warning actually states "pilot incapacitation," hence the confusion over the occupants' condition. In the air traffic control audio heard via the LiveATC site which hosts comms recorded by aviation and flight sim fans, a robotic voice can be heard stating: "N479BR, pilot incapacitation. 2 miles south of KBJC. Emergency autolanding, 19 minutes from runway 30R at KBJC." In the audio, the controller is heard responding to the automated voice, saying: "I don't know if you can hear me but cleared to land."
The CEO told outlets, "reports of pilot incapacitation are incorrect and result solely from the Garmin emergency system's automated communication and reporting functions."
A video released by the local fire rescue department, North Metro Fire Rescue District, shows the pair climbing out onto the tarmac.
The Register has reached out to Garmin, which has released statements saying: "This was the first use of Autoland from start-to-finish in an actual emergency."
Autoland was released in 2019, and according to the website, the system decides on where to land the plane based on what's "most optimal" for a successful landing, "considering runway length, distance, fuel range and other factors." (r)
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