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        Banksy's Limitless limited by Windows Activation
        Richard Speed

        Digital screen snafu or satirical comment on Microsoft's licensing policies? Bork!Bork!Bork!  Today's Bork comes courtesy of an exhibition dedicated to the UK street artist Banksy and demonstrates that "Limitless" does not always apply to Windows Activation....

      

      
        When the AI bubble pops, Nvidia becomes the most important software company overnight
        Tobias Mann

        Want to survive the crash? Find another way to make money with GPUs Today, Nvidia's revenues are dominated by hardware sales. But when the AI bubble inevitably pops, the GPU giant will become the single most important software company in the world....

      

      
        Tis the season when tech leaders rub their crystal balls
        O'Ryan Johnson

        2026 is the year where AI must meet ROI in the enterprise, and the key to delivering it is data governance. Leaders from Dell, Microsoft, Salesforce, ServiceNow, and Snowflake have released their 2026 predictions for AI in the workplace, and they agree that safeguards for AI agents and ROI are the top priorities for their customers....

      

      
        We will be cruising at 35,000 feet and failing to update our Apache HTTP Server
        Richard Speed

        Now replace the autopilot with Copilot Bork!Bork!Bork!  Bork can happen to the best of us, but flashing one's undercarriage at the boss of a compliance company is less than ideal, particularly at 35,000 feet in the air.... 

      

      
        Korean telco failed at femtocell security, exposed customers to snooping and fraud
        Simon Sharwood

        One cert, in plaintext, on thousands of devices, led to what looks like years of crime South Korea's Ministry of Science and ICT has found that local carrier Korea Telecom (KT) deployed thousands of badly secured femtocells, leading to an attack that enabled micropayments fraud and snooping on customers' communications - maybe for years....

      

      
        Zuck buys Chinese AI company Manus that claims it deals in actions, not words
        Simon Sharwood

        'General agents' to infuse Meta's products real soon now UPDATED  Meta will acquire made-in-China AI outfit Manus and harness its "general agent" technology across its products....

      

      
        Nvidia spends $5B on Intel bailout, instantly gets $2.5B richer
        O'Ryan Johnson

        The deal negotiated in September locked Nvidia into a purchase price of $23 per share. Intel shares traded at $36 on Monday Nvidia's $5 billion Intel stock purchase is already worth $7.58 billion, turning the recently approved bailout of its rival into a shrewd financial play....

      

      
        Indian cops cuff ex-Coinbase rep over selling customer info to crims
        Brandon Vigliarolo

        There's more where that came from, CEO says Rogue insiders suspected of taking bribes to hand over Coinbase customer records to criminals are beginning to face justice, according to CEO Brian Armstrong....

      

      
        Crims disconnect Wired subscribers from their privacy, publish deets online
        O'Ryan Johnson

        Extortion group Lovely claims to have stolen 40 million pieces of info from publisher Conde Nast A criminal group is beating Conde Nast over the head for not responding sooner to its extortion attempt by posting stolen subscribers' email and home addresses and warning the publisher of Wired, The New Yorker, Vanity Fair, and Teen Vogue that it has 40 million more entries.... 

      

      
        Imagine there's no AI. It's easy if you try
        Rupert Goodwins

        Four completely non-AI-related trends that will shape the future The oxygen of publicity this year has mostly been consumed by our two-lettered friend, AI. There's no reason to think this will change in 2026. However, through the magic of journalism, here's a world where that's not true, a world where other things are happening that will shape the future. We like to call it the real world, and here's what's happening there and why it matters....

      

      
        Accused data thief threw MacBook into a river to destroy evidence
        Simon Sharwood

        Former staffer of Korean e-tailer Coupang accessed 33 million records but may have done less damage than feared Korean e-tailer Coupang claims a former employee has admitted to improperly accessing data describing 33 million of its customers, but says the accused deleted the stolen data....
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    Banksy's Limitless limited by Windows Activation

    
Digital screen snafu or satirical comment on Microsoft's licensing policies?    


    
        By 
Richard Speed        
    

    
        Posted in OSes,
        
            30th December 2025 13:30 GMT
        
    


    
Bork!Bork!Bork! Today's Bork comes courtesy of an exhibition dedicated to the UK street artist Banksy and demonstrates that "Limitless" does not always apply to Windows Activation.
A number of Register readers ventured to an exhibition devoted to the artist in London's South Kensington and, among the exhibits, came across some touchscreens inviting further investigation of the artist's work.

  [image: Banksy Limitless information screen showing Windows Activation message]

However, the interactive screens are running Windows, and Windows is doing what Windows does best: displaying an awkward message. We suspect it's what the artist, famed for subversive and satirical artwork cropping up in the most unexpected of places, would have wanted.
Windows complaining about activation can occur if there are licensing issues, or if there has been a hardware change that is enough to send Microsoft's finest into a cycle of despair. Responding to the request of the operating system to dive into the settings to deal with the issue is not something the average visitor will be able to do, and we suspect that the artist themself is likely far too busy creating a graffiti project lampooning the tech giant's obsession with AI to care much about a Microsoft whoopsie.
We asked the organizers of the exhibition what had befallen the screens (surely a hardware change; an exhibition titled "Limitless" by an artist whose works have sold for millions is unlikely to have been limited by the cost of a Windows license.) As yet, we've had no response.


	Pizza restaurant signage caught serving raw Windows


	Microsoft blanks out BSODs on public displays with new 'Digital Signage mode'


	Microsoft suggests temporary registry hack for stricken smart card users


	Be careful, 007. It's just had a new coat of paint: Today is D-day for would-be Qs to apply to MI6


That said, we would not put it past the artist to make some Windows borkage part of the exhibition itself. A terse message from Microsoft popping up over some carefully curated screens seems somehow appropriate and could only be improved by a visualization of a developer looking glumly on as Copilot churns out code that might or might not work.
The tech giants' ongoing obsession with all things AI is ripe for satire. The billions being spent on data centers to feed the voracious appetite of the technology means there is plenty of empty wall space available for something suitably scathing. Perhaps the impending pop of a bubble... (r)
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    When the AI bubble pops, Nvidia becomes the most important software company overnight

    
Want to survive the crash? Find another way to make money with GPUs    


    
        By 
Tobias Mann        
    

    
        Posted in AI + ML,
        
            30th December 2025 11:11 GMT
        
    


    
Today, Nvidia's revenues are dominated by hardware sales. But when the AI bubble inevitably pops, the GPU giant will become the single most important software company in the world.
Since ChatGPT kicked off the AI arms race in late 2022, Nvidia has shipped millions of GPUs predominantly for use in AI training and inference.
That's a lot of chips that are going to be left idle when the music stops and the finance bros come to the sickening realization that using a fast-depreciating asset as collateral for multi-billion dollar loans wasn't such a great idea after all.
However, anyone suggesting those GPUs will be rendered worthless when the dust settles is naive.
GPUs may be synonymous with AI by this point, but they're much more versatile than that. As a reminder, GPU stands for graphics processing unit. These chips were originally designed to speed up video game rendering, which, by the late '90s, was quickly becoming too computationally intensive for the single-threaded CPUs of the time.
As it turns out, the same thing that made GPUs great at pushing pixels also made them particularly well suited for other parallel workloads -- you know, like simulating the physics of a hydrogen bomb going critical. Many of Nvidia's most powerful accelerators -- chips like the H200 or GB300 -- have long since ditched the graphics pipeline to make room for more vector and matrix math accelerators required in HPC and AI.
If an app can be parallelized, there's a good chance it'll benefit from GPU acceleration -- if you have the software to do it. This is why there are so few GPU companies. A GPU needs to be broadly programmable; an AI ASIC only needs to do inference or training well.
CUDA-X many reasons to buy a GPU
Since introducing CUDA, its low-level GPU programming environment and API interface, in 2007, Nvidia has built hundreds of software libraries, frameworks, and micro-services to accelerate any and every workload it can think of.
The libraries, collectively marketed under the CUDA-X banner, cover everything from computational fluid dynamics and electronic design automation to drug discovery, computational lithography, material design, and even quantum computing. The company also has frameworks for visualizing digital twins and robotics.
For now, AI has turned out to be the most lucrative of these, but when the hype train runs out of steam, there's still plenty that can be done with the hardware.
For example, Nvidia built cuDF and integrated it into the popular RAPIDS data science and analytics framework to accelerate SQL databases or Pandas, attaining a 150x speed up in the process. It's no wonder database giant Oracle is so keen on Nvidia's hardware. Any compute it can't rent out to OpenAI for a profit, it can use to accelerate its database and analytics platforms.
Nvidia doesn't offer a complete solution, and that's by design. Some of its libraries are open sourced, while others are made available as more comprehensive frameworks and micro-services. These form the building blocks by which software developers can use to accelerate their workloads, with a growing number of them being tied back to revenue-generating licensing schemes.
The only problem: up to this point, these benefits required buying or leasing a pricy GPU and then integrating these frameworks into your code base or waiting for an independent software vendor (ISV) to do it for you.
But when the bubble bursts and pricing on GPUs drops through the floor, anyone that can find a use for these stranded assets stands to make a fortune. Nvidia has already built the software necessary to do it -- the ISVs just need to integrate and sell it.
In this context, Nvidia's steady transition from building low-level software libraries aimed at developers to selling enterprise-focused micro-services starts to make a lot of sense. The lower the barrier to adoption, the easier it is to sell hardware and the subscriptions that go with it.
It appears that Nvidia may even open this software stack to a broader ecosystem of hardware vendors. GPUzilla has begun transitioning to a disaggregated architecture that breaks up workloads and offloads them to third-party silicon.
This week, Nvidia completed a $5 billion investment in Intel. The x86 giant is currently developing a prefill accelerator to speed up prompt processing for large language model inference. Meanwhile, Nvidia signed a deal last week to acqui-hire rival chip vendor Groq, though it remains to be seen how the GPU slinger intends to integrate the company's tech long term.
In addition to its home-grown software platforms, Nvidia has made several strategic software acquisitions over the past few years, acquiring Run:AI's Kubernetes-based GPU orchestration and Deci AI's model optimization platforms in 2024. Earlier this month, Nvidia added SchedMD's Slurm workload management platform, which is widely deployed across AMD, Nvidia, and Intel-based clusters for HPC and AI workloads, ensuring a profit even if you don't buy its hardware.


	Nvidia spends $5B on Intel bailout, instantly gets $2.5B richer


	AI faces closing time at the cash buffet


	Nvidia wasting no time to flog H200s in China


	Nvidia pledges more openness as it slurps up Slurm


GenAI is here to stay
To be clear, generative AI as we know it today isn't going away. The cash that's fueled AI development over the past three years may evaporate, but the underlying technology, imperfect as it is, is still valuable enough that enterprises will keep using it.
Rather than chasing the mirage that is artificial general intelligence, applications of the tech will be far more mundane.
In fact, many of Nvidia's more comprehensive micro-services make extensive use of domain-specific AI models for things like weather forecasting or physics simulation.
When the dot-com bubble burst, people didn't stop building web services or buying switches and routers. This time around, people aren't going to stop consuming AI services either. They'll just be one of several reasons to buy GPUs. (r)
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    Tis the season when tech leaders rub their crystal balls

    
2026 is the year where AI must meet ROI in the enterprise, and the key to delivering it is data governance.    


    
        By 
O'Ryan Johnson        
    

    
        Posted in AI + ML,
        
            30th December 2025 10:00 GMT
        
    


    
Leaders from Dell, Microsoft, Salesforce, ServiceNow, and Snowflake have released their 2026 predictions for AI in the workplace, and they agree that safeguards for AI agents and ROI are the top priorities for their customers.
Dell CTO John Roese sees the future of AI living on premises where organizations have more control over security, governance, and cost. He said AI tools like agents and chatbots have been rushed into production without sufficient policies in place.
"This is not just risky; it's unsustainable," he writes. "By 2026, the demand for robust frameworks and private environments to ensure stability and control will be undeniable. Running models locally--on-premises or in controlled AI factories--will become the norm to provide a stable foundation and insulate organizations from external disruptions. But this is more than a prediction. It's an urgent appeal."
While Roese said solid ROI has begun to emerge among large companies capable of integrating AI, ServiceNow said in 2026 AI will be defined by the value it brings to the bottom line.
"That's the only question that matters," said Heath Ramsey, ServiceNow's group vice president of AI product platform management in his video predictions. "Leaders face a simple directive to turn AI investments into measurable value, fast."
Ramsey urged companies to start small and look for the task that is "bleeding time and money," then fix it end-to-end with AI. But to make that effective, he turned the conversation back to governance.
"You need one entry point with clear policies and approvals," he said. "A secure foundation for your AI is how you turn an isolated win into a repeatable pattern that scales across your business."
In terms of governing AI agents, Snowflake CISO Brad Jones says the job in front of his counterparts is to walk the line between putting up guardrails around their behavior while leaving room for operators to experiment and innovate, which is a job for data governance.
"There are likely to be many documents or data sets in a company that don't have permissions correctly locked down," he says, in the company's 2026 AI predictions. "If you feed that into generative or agentic AI, the tool may expose data that it shouldn't."
It's not just internal productivity at stake either, according to Saleforce. It is each company's image and reputation in the marketplace, predicts Adam Evans, EVP & GM, Salesforce AI.
"By 2026, brands won't be defined by logos or slogans; they will be defined by their AI. These customizable agents will become the ultimate brand ambassadors: smart, personalized, and continuously evolving with every exchange. In this new reality, the divide will be absolute, and the brands that win will be the ones whose AI delivers a consistently exceptional experience, and everyone else will fall behind." .
Microsoft sees trust as the essential ingredient to deploying AI agents correctly, according to its 2026 prediction.
Vasu Jakkal, corporate vice president of Microsoft Security, said for humans to rely on agents to carry out tasks or for decision-making, the agents need a clear identity, limits on accessing systems, protocols for managing data they create, and ways to protect that information from attackers.
"Every agent should have similar security protections as humans, to ensure agents don't turn into 'double agents' carrying unchecked risk," she said in the prediction paper.
The largest software company in the world also offered a hot take on hardware, saying AI growth is not just dependent on who has the biggest data center. Industry veteran Mark Russinovich, chief technology officer for Microsoft Azure, said 2026 is about putting compute to work efficiently.
"The most effective AI infrastructure will pack computing power more densely across distributed networks," Russinovich says.


	Microsoft teases agents that become 'independent users within the workforce'


	Linux Foundation aims to become the Switzerland of AI agents


	How to answer the door when the AI agents come knocking


	AI agents get office tasks wrong around 70% of the time, and a lot of them aren't AI at all


He predicts that 2026 will see "the rise of flexible, global AI systems -- a new generation of linked AI 'superfactories' -- that will drive down costs and improve efficiency."
Microsoft unveiled the first of its linked AI superclusters in Wisconsin this September, which boasts 1.2 million square feet of floor space and thousands of interconnected Nvidia GB200s in a 337 MW barn capable of processing 865,000 tokens per second. It plans to join that facility with other AI superfactories it builds as those come on line.
Back at Dell - the global market leader in the sale of x86 servers and numerous categories of high end commercial data storage used in AI systems - Roese said the widespread deployment of AI hardware redraws the goal lines for resilience and disaster recovery in 2026.
"The focus shifts from simply backing up systems to ensuring AI capabilities remain functional, even if primary systems go offline," he predicts. "This involves protecting vectorized data and other unique AI artifacts, allowing the intelligence of the system to persist through any disruption. Achieving this requires innovation across the entire AI value chain - from data protection and cybersecurity companies to core AI technology providers." (r)
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    We will be cruising at 35,000 feet and failing to update our Apache HTTP Server

    
Now replace the autopilot with Copilot    


    
        By 
Richard Speed        
    

    
        Posted in Offbeat,
        
            30th December 2025 09:45 GMT
        
    


    
Bork!Bork!Bork! Bork can happen to the best of us, but flashing one's undercarriage at the boss of a compliance company is less than ideal, particularly at 35,000 feet in the air.
Qualys CEO Sumedh Thakar snapped a pair of whoopsies that popped up on the screen of his in-flight entertainment (IFE) system earlier this year: one is a typical web server fail. The other suggests MySQL connection difficulties.
Aircraft IFE systems are not connected directly to the airplane's avionics, which is handy, considering that Thakar's screen showed a decidedly ancient version of Apache in use. In this case, version 2.0.42.

  [image: In-Flight Entertainment screen showing Apache HTTP Server error]

It has been almost 13 years since security support for version 2.0 of the Apache HTTP Server ended. The final release was in July 2013, by which time the team had moved on to bigger and better things. The IFE, however, has not. In fact, version 2.0.42 first appeared in September 2002.
To put that in context, Windows XP had been released just the year before, and movie-goers were being delighted by Star Wars Episode II: Attack of the Clones. Apple's iPhone had yet to trouble shoppers, although its iPod had been on the shelves for almost a year. Indeed, it was the first BlackBerry smartphone (the 5810) that was the phone to have for the irritating professional.


	Honored guest Bork visits Warsaw, Poland


	Microsoft blanks out BSODs on public displays with new 'Digital Signage mode'


	Bork ends where it began. At McDonald's, home of the finest bork product


	A Whopper of a bork for seekers of pre-flight nosh


Time has moved on. BlackBerry is no more, having been thoroughly stomped on by, among other things, Apple's iPhone, and the rolling hills of the Windows XP default desktop are more likely to trigger waves of nostalgia than anything else. However, in the never-updated world of the IFE, 2002 lives on.

  [image: MySQL connection error on In-Flight Entertainment system]

And then there are those MySQL connection problems, which hint that this might be a Thales system. The company, after all, declares that its IFE experience makes for "a journey filled with unique experiences."
We're not sure if running a long-obsolete version of Apache HTTP Server and filling a screen with connection errors is quite the unique experience the passenger has in mind. However, considering Airbus's recent brush with avionic borkage, perhaps replacing the in-flight movies with a MySQL horror show or Apache thriller isn't such a bad thing after all. (r)
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    Korean telco failed at femtocell security, exposed customers to snooping and fraud

    
One cert, in plaintext, on thousands of devices, led to what looks like years of crime    


    
        By 
Simon Sharwood        
    

    
        Posted in Cyber-crime,
        
            30th December 2025 03:34 GMT
        
    


    
South Korea's Ministry of Science and ICT has found that local carrier Korea Telecom (KT) deployed thousands of badly secured femtocells, leading to an attack that enabled micropayments fraud and snooping on customers' communications - maybe for years.
Femtocells are customer premises equipment which include a small mobile base station and use a wired broadband service for backhaul into a carrier's network. Carriers typically deploy them in areas where mobile network signals are weak to improve coverage in and around customers' homes.
KT deployed thousands of the devices, all of which used the same certificate to authenticate to the carrier's network. According to analysis by Korean infosec academic and IEEE Fellow Yongdae Kim, the femtocells had no root password, stored keys in plaintext, and were remotely accessible because SSH was enabled.
Attackers could therefore waltz in and retrieve the certificate, then use it to clone a femtocell that KT would treat as a legitimate device and happily connect to its network. And because the cert was set to expire after ten years, miscreants who understood these vulnerabilities had a long period in which to clone a femtocell and use it for evil. The Ministry's report suggests attackers used one fake femtocell for ten months across 2024 and 2025.
The report also found that KT customers' devices would automatically connect to a cloned femtocell, and that attackers could read those customers' text messages and learn what numbers they called.
Micro-clues
Korea Telecom operates a micropayments service that allows its customers to pay for digital content using SMS messages. In September, the carrier investigated some of its customers' bills and detected the use of cloned femtocells in transactions valued at $169,000.
The Ministry's report says 368 customers fell victim to the micropayment scam.
Yongdae Kim wrote that the $169,000 haul "is absurdly small for this infrastructure sophistication."
"Rational inference: large-scale data collection was primary. Someone's greed exposed it. Without micropayment fraud, undetectable," he added, suggesting that miscreants running cloned femtocells may have used their ability to access customers' phones for surveillance.


	There's so much stolen data in the world, South Korea will require face scans to buy a SIM


	Kim's crypto thieving reached a record $2B in 2025


	Crypto-crasher Do Kwon jailed for 15 years over $40bn UST bust


	Korean web giant Naver acquired crypto exchange Upbit, which reported a $30m heist a day later


That theory appears plausible for two reasons. One is that KT only has data on payments dating back to July 2024. The Ministry's report therefore states it is not a definitive account of femtocell-related problems.
The other is that Korean police today published the results of their investigation into the matter, which turned up one fake femtocell that used a key installed in a device used on a Korean military base in 2019, and which went missing in 2020.
The police investigation found multiple cloned femtocells, plus evidence of a large gang running them. Police arrested 13 alleged participants and haven't ruled out that the gang got some of the information it needed to run its ops from a previous attack on Korea Telecom that saw BPFDoor malware leak info from the carrier for three years starting in 2022. The investigation also alleges the perps went "war-driving" while running an illegal femtocell, to find more phones they could access. One of the arrested men tried to use a fake femtocell at Incheon Airport, on the same day someone else tried to export the cracked hardware to China.
The alleged mastermind of the gang remains at large but is the subject of an Interpol Red Notice.
South Korea's government has reacted by insisting that KT let customers quit their contracts without penalty.
South Korea is currently a hotspot for bad security. Local e-tailer Coupang, and SK Telecom , are both in trouble for leaking millions of customer records. The nation has also endured a massive camera hijacking operation that grossly invaded some citizens' privacy, and faces constant attacks and provocation from North Korea. (r)
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    Zuck buys Chinese AI company Manus that claims it deals in actions, not words

    
'General agents' to infuse Meta's products real soon now    


    
        By 
Simon Sharwood        
    

    
        Posted in AI + ML,
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UPDATED Meta will acquire made-in-China AI outfit Manus and harness its "general agent" technology across its products.
Manus debuted in March 2025 and immediately pitched itself as a leap beyond generative AI chatbots, which it characterizes as best suited to summarizing information and answering questions.
The outfit promotes its own services as enabling "wide research and context-aware reasoning to produce actionable results in the format you need."
To illustrate that promise, Manus offers a scenario in which users ask its tech to select the best candidate for an job by evaluating job applications stored in a .ZIP file. Manus can open that archive, read the files it contains, evaluate them according to user-defined criteria, then produce a document that ranks candidates by suitability for the role.
The service does that in its own "computer" - a cloud-hosted VM - that Manus says "operates as a multi-agent system powered by several distinct models."
Manus was created by a Chinese company called Butterfly Effect, which also operates an entity in Hong Kong an recently moved its headquarters to Singapore. The outfit recently claimed to have $100 million annual recurring revenue just eight months after launch.
Meta's announcement of the deal states: "Manus is already serving the daily needs of millions of users and businesses worldwide" and reveals the made-in-China company's staff will join the social networking giant. The value of the deal was not disclosed.
Manus hailed its acquisition as "validation of our pioneering work with General AI Agents."
"Our solution is driving value for millions of users worldwide today. With time, we hope to expand this subscription to the millions of businesses and billions of people on Meta's platforms," Manus's post states, before adding a canned quote from CEO Xiao Hong who said joining the Zuckosphere represents a chance to "build on a stronger, more sustainable foundation without changing how Manus works or how decisions are made."
"We're excited about what the future holds with Meta and Manus working together and we will continue to iterate the product and serve users that have defined Manus from the beginning."


	China using AI as 'precision instrument' of censorship and repression, at home and abroad


	Manus mania is here: Chinese 'general agent' is this week's 'future of AI' and OpenAI-killer


	Meta will listen into AI conversations to personalize ads


	EU probes Meta after WhatsApp kicked rival AIs off platform


Meta boss-for-life Mark Zuckerberg wants to build a "superintelligence" service, which he defines as software "that knows us deeply, understands our goals, and can help us achieve them."
In pursuit of that goal, Meta has committed to at least $70 billion of capital expenditure in 2025 and expects to spend more next year, much of it going towards building datacenters to host AI workloads. While the company credits AI with helping it to improve advertising revenue, Meta does not currently offer a paid AI service but is reportedly testing a subscription product called "Meta AI+".
Manus seems a good fit for that offering, and perhaps also a step towards superintelligence.
The deal is the fifth AI-related acquisition Meta has made in 2025, following its purchases of AI startups PlayAI and WaveForms, accelerator developer Rivos, and wearable device developer Limitless. The social networking giant has also dangled eight-figure compensation packages to lure top AI talent to the company. (r)
UPDATED AT 04:00 UTC December 30
to note a report from Nikkei in which Meta said Manus will sever ties to Chinese investors and will not operate in China.
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    Nvidia spends $5B on Intel bailout, instantly gets $2.5B richer

    
The deal negotiated in September locked Nvidia into a purchase price of $23 per share. Intel shares traded at $36 on Monday    
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Nvidia's $5 billion Intel stock purchase is already worth $7.58 billion, turning the recently approved bailout of its rival into a shrewd financial play.
Nvidia had locked in a purchase price of $23.28 per share for Intel when Nvidia CEO Jensen Huang and Intel CEO Lip-Bu Tan struck a deal in September.
The deal had been under scrutiny by the U.S. Federal Trade Commission, which was examining whether Nvidia's potential 4 percent ownership stake could run afoul of antitrust laws.
However, the FTC gave the deal a greenlight on Dec. 18.
The purchase of 214 million shares closed on Dec. 26, according to Intel regulatory filings. Intel shares closed Monday at $36.68.
Under the terms of the deal, Nvidia and Intel will jointly develop "multiple generations" of chips for datacenter and PC in a move to capture share across the entire chip customer base from consumer to hyperscale customers.
The two companies will work on connecting their chips via the incredibly fast NVLink, which reaches 1.8 TB/s of bandwidth (900 GB/s in each direction) per GPU - about 14x the bandwidth of a PCIe 5.0 x16 slot.
In the PC arena, Intel will build Nvidia-custom x86 CPUs that Nvidia will integrate into its AI infrastructure platforms and offer to the market.
Intel will also be able to build x86 systems-on-chips (SOCs) that integrate Nvidia RTX GPU chiplets. These new x86 RTX chips will power PCs that contain integrated CPUs and GPUs.
The agreement between Intel and Nvidia to develop chips for the data center and for the PC is similar to one that ran afoul of regulators in 2021 when Nvidia attempted to buy UK-based chipmaker Arm outright for $40 billion.
At the time, the FTC said such a deal would have given a large chipmaker control over one of its rivals and amounted to the largest semiconductor deal ever attempted.


	Nvidia wasting no time to flog H200s in China


	AMD Strix Halo vs Nvidia DGX Spark: Which AI workstation comes out on top?


	Nvidia plows $2B into Synopsys to make GPUs a must-have for design, simulation customers


	Nvidia fills the void of American open-weights models with some of its own


The FTC sued. Nvidia abandoned the deal two months after the lawsuit was filed. Then FTC chairman Lina Khan noted it was a rare out-of-court win for the agency during US Senate testimony.
"The proposed merger would have given one of the largest chip companies control over its rivals' designs for competing chips," she told United States Senate Committee on the Judiciary Subcommittee on Antitrust, Competition Policy and Consumer Rights in September 2022. "By doing so, the FTC's complaint alleged that the combined firm would have had the means and incentive to stifle next-generation technologies, including those used to run datacenters and driver-assistance systems in cars."
Khan, an appointee of former US President Joe Biden, is no longer with the agency. Nvidia has a long-standing relationship with both Arm and Arm-based SoC designers. Prior to its 72-core Grace CPUs, Nvidia worked with Arm on its Tegra family of chips, which power consoles like Nintendo Switch. And as we previously reported, Nvidia has extended similar support for its NVLink tech to Qualcomm and Fujitsu. (r)
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    Indian cops cuff ex-Coinbase rep over selling customer info to crims

    
There's more where that came from, CEO says    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in Cyber-crime,
        
            29th December 2025 21:16 GMT
        
    


    
Rogue insiders suspected of taking bribes to hand over Coinbase customer records to criminals are beginning to face justice, according to CEO Brian Armstrong.
The Coinbase chief said on X the day after Christmas that Hyderabad police had arrested an ex-Coinbase customer service agent, and that the apprehensions weren't going to stop there. 
"Another one down and more still to come," Armstrong said. 
The arrest follows a May disclosure by Coinbase that "a group of rogue overseas support agents" working for the US-based cryptocurrency exchange had allegedly taken bribes from cybercriminals in exchange for nearly 70,000 customer records. 
According to Coinbase, the December 2024 incident involved the theft of names, addresses, phone numbers, email addresses, images of government IDs, account data, masked SSNs and bank account information, and "limited corporate data." Despite the extensive theft of personally identifying information, no 2FA codes, private keys, or access to wallets were obtained as part of the breach.
Nonetheless, the criminals behind the theft reportedly used the stolen information to trick some Coinbase users into handing over cryptocurrency while posing as Coinbase employees, as well as trying to use the incident to extort the company for $20 million. 
"Instead of paying the $20 million ransom, we're establishing a $20 million reward fund for information leading to the arrest and conviction of the attackers," Coinbase said in May. It's not clear if the arrest has coincided with any bounty payout; we reached out to Coinbase with questions for this story but didn't get a direct response to any of our questions. 
A history of complaints
X users met Armstrong's post about the arrest in India with considerable criticism, accusing the company of opening its customers up to the bribery of customer service representatives and exfiltration of its data by outsourcing its customer service to India instead of relying on US-based agents to support its users. 
Coinbase has been accused of having poor customer service in the past, with CNBC reporting in 2021 that account takeover attacks on the platform were rampant, and that the company allegedly left customers hanging when they asked for the outfit to help restore access to their accounts or claw back their stolen digital cash. 


	Security researcher calls BS on Coinbase breach disclosure timeline


	Crypto crooks co-opt stolen AWS creds to mine coins


	FBI dismantles alleged $70M crypto laundering operation


	Crypto-crasher Do Kwon jailed for 15 years over $40bn UST bust


While Coinbase didn't touch on our questions about the state of its customer service or the bounty fund, a spokesperson did tell us that it was busily chasing down fraudsters bilking its customers out of cash. 
According to a December 19 blog post, Coinbase said it worked with the Brooklyn District Attorney's Office to support the investigation and charging of a Brooklyn man accused of impersonating a Coinbase representative and stealing nearly $16 million from about 100 users nationwide.
The Brooklyn DA alleges that 23-year-old Ronald Spektor had engaged in a long-running social engineering scam tricking Coinbase users into believing their accounts were at risk from being compromised, posing as a Coinbase customer service rep, and convincing them to hand over their crypto coins, which were transferred to a wallet under Spektor's control. 
More than $600,000 of the suspect's alleged proceeds have been recovered by law enforcement so far, Coinbase said earlier this month.
Coinbase told The Register during a phone conversation on Monday that, despite the seeming similarity between Spektor's charges and the overseas customer service bribery theft, the two aren't related. (r)
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    Crims disconnect Wired subscribers from their privacy, publish deets online

    
Extortion group Lovely claims to have stolen 40 million pieces of info from publisher Conde Nast    


    
        By 
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        Posted in Cyber-crime,
        
            29th December 2025 19:23 GMT
        
    


    
A criminal group is beating Conde Nast over the head for not responding sooner to its extortion attempt by posting stolen subscribers' email and home addresses and warning the publisher of Wired, The New Yorker, Vanity Fair, and Teen Vogue that it has 40 million more entries.
The group known as Lovely said that it tried to tell Conde Nast about the holes in its security a month ago, but after not receiving a response, they decided to publish the email addresses of subscribers on Christmas Day.
The current leak is centered around readers of Wired magazine. The miscreants published 2.3 million emails, which had the names of 285,000 subscribers, 108,000 home addresses, and 32,000 phone numbers.
Additionally, some user IDs, display names, account creation and update timestamps, and in some cases last session dates and IP addresses, have been published, which shows the database that was targeted could have contained live data and was not a static marketing repository.
"Conde Nast does not care about the security of their users' data. It took us an entire month to convince them to fix the vulnerabilities (on) their website," the hackers wrote in a forum post. "We will leak more of their users' data (40+ million) over the next few weeks. Enjoy!"


	From pr0n to playlists and paperclips, trio of breaches spills data of millions


	Hack to school: Parents told to keep their little script kiddies in line


	Get ready for 2026, the year of AI-aided ransomware


	Russian hackers debut simple ransomware service, but store keys in plain text


The batch of files was published to Limewire and Gofile.io.
The world could soon learn if you subscribed to The New Yorker, from which they could infer whether you are the kind of person who appreciates their dry, witty cartoons that take poignant stabs at life in the modern age. The Register has reached out to Conde Nast for comment, but has not yet received a reply.
Security researchers who downloaded the tranche of files determined that the hackers were not bluffing. The email addresses which were released appear to match subscribers whose emails have been compromised. Researchers with Hudson Rock said the attack bears the hallmarks of techniques used by infostealer malwares such as RedLine and Racoon.
"Our researchers identified legitimate subscriber credentials for wired.com within global infostealer infection logs. By matching these compromised credentials against the records in the leaked database, we have definitively confirmed the authenticity of the dataset without any interaction with the victim organization," Hudson Rock wrote on its website.
Its researchers warn that victims could be subject to doxxing, swatting and phishing campaigns as a result of having their information published. However, Hackread pointed out that the silver lining appears to be no credit card information has been exposed. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2025/12/29/wired_hack_subscriber_info_leaked/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2025/12/29/four_tech_trends_2025/
    

    Imagine there's no AI. It's easy if you try

    
Four completely non-AI-related trends that will shape the future    
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The oxygen of publicity this year has mostly been consumed by our two-lettered friend, AI. There's no reason to think this will change in 2026. However, through the magic of journalism, here's a world where that's not true, a world where other things are happening that will shape the future. We like to call it the real world, and here's what's happening there and why it matters.
Structural battery composites
SBCs are, as they sound, materials that can create structural components in devices, vehicles, and buildings, while also acting as energy storage. Instead of an electric vehicle having a frame and a battery pack, the frame is the battery and the battery is the frame. Either way you think about it, one of the two biggest components has been eliminated. While lots of work has been done on carbon fiber and lithium composites, the technology has much greater potential for using different electrochemicals, as energy densities can be less without compromising functionality.
There are huge benefits to be realized. You're making one thing, not two, saving energy, reducing environmental impact, simplifying supply chains, and reducing costs. The geopolitical risks of relying on lithium from a small number of countries can be significantly reduced, and power storage - an essential component of the decarbonized energy future - extended into whole new fields.
Next-generation nuclear power
Although fusion power generation gets the headlines, there are still huge challenges before it becomes a significant energy source. Fission nuclear power has been feeding grids since the mid-1950s. Now two trends are combining to revitalize an industry starved of research for decades.
Generation IV reactors use novel coolants such as helium, liquid metals, and salts, operating at much higher temperatures than water-cooled plants but at much lower pressures. This simplifies the engineering and maintenance with increased efficiency, as well as increasing safety and sustainability. Seventy years of experience, good and bad, meets decades of advances in materials science.
The other component to nuclear power's renaissance is the small modular reactor concept, or SMR. Small nuclear plants also sport a mid-1950s vintage, when they started powering submarines, and they've been in service ever since. The modular aspect is new, making reactors out of standard components built on factory production lines. This shift away from massive, multibillion-dollar, decades-long nuclear projects fundamentally changes the economics and resilience of the sector.
Accessibility - not just a good idea, it's the law
European regulation on privacy, security, and interoperability has attracted most of the attention and ire from elsewhere, but another piece of legislation came into force in 2025. The European Accessibility Act (EAA) mandates all member states to make products and services equally accessible to all, with inaccessible systems banned from 2030. This means a new approach to design and implementation online and off is going to happen.
By enforcing equality of access for navigation, interaction, and consumption across the EU, the idea is that the cost of implementing accessible systems will come down, markets and jobs will become more open to more people, and everyday life will become better for more people. As it stands, accessibility is a hot mess, inconsistent, expensive, and often seen as an optional roadblock to innovation.
The EAA will enforce an economic, sustainable, industry-wide approach to meeting the new standards. It'll take a while, there will be pushback and spotty take-up, but the libraries and frameworks will get built. The industry will suddenly find it can do it after all, and life will be better and more accessible for all, no matter how able they are.
Cybersecurity mesh meets zero trust
These two ideas are on the long path from concepts through to philosophies into implementable standard-based realities. Cybersecurity mesh architecture (CSMA) is the idea that different components in an environment have different security needs, and different tools can both manage those and talk to each other about access patterns, behavior, requests, and so on. This is by way of establishing precise security policies, auditing, and monitoring.
Zero trust is the philosophy that nothing on a network, neither user nor device, can be assumed safe, but a verification pathway must be always available. This only works if the whole chain of access and delivery follows this idea - if an authentication service reports a user as verified but itself can't check, then that's a focus for attackers. CSMA provides possibilities for multiple independent verification paths for zero trust and can implement the policies to manage those, while zero trust gives CSMA the fundamental mechanism to provide a cohesive perception of who and what is active across a system.
These are evolving and to some extent overhyped concepts, but they offer a vision of intrinsically secure systems that can resist and minimize both socially engineered and technical vulnerability target attacks, and the overwhelming damaging effects if they succeed. How multiple syndicated authentication systems, biometrics, behavioral analysis, and multiple-factor authentication will evolve alongside these ideas is another matter, but they will because they must. The days when a hacker can phone up IT, get a password changed, and cause billions in economic damage have to stop. That's not a trend. That's survival. (r)
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    Accused data thief threw MacBook into a river to destroy evidence

    
Former staffer of Korean e-tailer Coupang accessed 33 million records but may have done less damage than feared    
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            29th December 2025 04:06 GMT
        
    


    
Korean e-tailer Coupang claims a former employee has admitted to improperly accessing data describing 33 million of its customers, but says the accused deleted the stolen data.
In a post published on Christmas Day, Coupang revealed it worked with Mandiant, Palo Alto Networks, and Ernst & Young, to conduct a forensic investigation into the incident, and has also identified the alleged perpetrator and obtained sworn statements from the man.
The investigation and testimony mean Coupang believes the perpetrator stole a security key while working at the company and later used it to access customer records.
According to Coupang's report, the alleged perp looked up "roughly 3,000" customers' order histories and building access codes, a data point used so delivery workers can place packages inside apartment blocks.
Investigators found the alleged perp accessed the data using a PC and a MacBook Air. The accused surrendered the PC, and investigators found the script used to run the attack on one of its hard drives.
After media reported the attack, the accused decided to destroy evidence of his activity, and therefore smashed his MacBook Air, stuffed it in a Coupang canvas bag along with some bricks, and threw it into a river.
An aside: In 2011, before joining The Register, your correspondent wrote a story about data recovery and spoke to a forensics expert who advised using salt water to destroy evidence because it does more damage to electronics than fresh water. That story may have been useful to the accused because after he revealed his actions, investigators found the laptop in the river and were able to read its serial number - which matched the serial number of the accused's iCloud account.


	There's so much stolen data in the world, South Korea will require face scans to buy a SIM


	South Korea's answer to Amazon admits breach exposed 33.7M customers


	SK Telecom walloped with $97M fine after schoolkid security blunders let attackers run riot


	750 million Indian mobile subscribers' info for sale on dark web


Coupang's post says the alleged perpetrator "only" retained data describing roughly 3,000 accounts, never moved it off his PC and MacBook Air, and deleted it all after seeing news reports about his actions.
"The investigative findings to date are consistent with the perpetrator's sworn statements and found no evidence that contradicts these statements," Coupang's post states.
Coupang's account of the incident suggests its impact was relatively limited, a welcome assertion as South Korea's population is around 52 million - meaning the attack affected more than half of the nation's residents.
Coupang remains in a world of pain. On Monday the company announced that it will gift 33 million customers whose data the alleged perp accessed a W50,000 ($35) voucher, an effort that will cost it $1.17 billion. South Korea's government has commissioned an inquiry into the company's operations, which - if the data leak at Korean carrier SK Telecom is a precedent - will result in substantial fines. (r)
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