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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Mechanical mutts make it official: Now full-time at Sellafield's hot zones
        Joe Fay

        Spot's new cleanup gig involves gamma rays, alpha particles, and considerably less PPE than fleshy colleagues Bark!Bark!Bark!  Sellafield Ltd is to use Boston Dynamics' Spot robot dogs in "routine, business-as-usual operations" amid the ongoing cleanup and decommissioning of the notorious UK nuclear site....

      

      
        NS&I's IT car crash considers cutting legacy links to stop the bleeding
        Lindsay Clark

        PS1.3B over budget and four years late, bank searches for a way to not to bust new timetable and funding pot A British state-owned bank is reconfiguring its modernization project, including considering reducing connections with legacy systems, as it tries to claw back schedule and budget overruns that are far beyond early plans....

      

      
        In-house techies fixed faults before outsourced help even noticed they'd happened
        Simon Sharwood

        60-minute SLA was effectively useless and the contractor admitted it On Call  Welcome to another instalment of On Call, The Register's weekly reader-contributed column that shares your stories of weird and wonderful tech support jobs....

      

      
        Deciphering the alphabet soup of agentic AI protocols
        Tobias Mann

        Tools, agents, UI, and e-commerce - of course each one needs its own set of competing protocols MCP, A2A, ACP, or UTCP? It seems like every other day, orgs add yet another AI protocol to the agentic alphabet soup, making it all the more confusing. Below, we'll share what all these abbreviations actually mean and share why they are important for the future of AI....

      

      
        Java developers want container security, just not the job that comes with it
        Thomas Claburn

        BellSoft survey finds 48% prefer pre-hardened images over managing vulnerabilities themselves Java developers still struggle to secure containers, with nearly half (48 percent) saying they'd rather delegate security to providers of hardened containers than worry about making their own container security decisions.... 

      

      
        Maybe CISA should take its own advice about insider threats hmmm?
        Jessica Lyons

        The call is coming from inside the house opinion  Maybe everything is all about timing, like the time (this week) America's lead cyber-defense agency sounded the alarm on insider threats after it came to light that its senior official uploaded sensitive documents to ChatGPT....

      

      
        Musk distracts from struggling car biz with fantastical promise to make 1 million humanoid robots a year
        Thomas Claburn

        To what end? Who knows? Tesla isn't even using them in its own factories yet Elon Musk's car company is getting ready to be Skynet. Tesla, facing an 11 percent decline in automotive revenue in Q4 2025, has committed to $20 billion in capex spending this year on manufacturing and compute infrastructure. The goal: build lots of humanoid robots....

      

      
        Google's Project Genie could put even more game developers out of work
        Brandon Vigliarolo

        A Labs prototype turns prompts into short, explorable 3D worlds Google has put the video gaming industry on notice with the rollout of Project Genie, an experimental AI world-model prototype that generates explorable 3D environments from text or image prompts....

      

      
        Agents gone wild! Companies give untrustworthy bots keys to the kingdom
        Jessica Lyons

        'We're letting thousands of interns run around in our production environment' Corporate use of AI agents in 2026 looks like the Wild West, with bots running amok and no one quite knowing what to do about it - especially when it comes to managing and securing their identities....

      

      
        Dow Chemical says AI is the element behind 4,500 job cuts
        O'Ryan Johnson

        The 129 year old chemical company uses Palantir-rival C3's AI as its software of choice. ai-pocalypse  The jury is still out when it comes to determining how much job loss AI is causing. However, we now have another case study. Dow Chemical blames AI automation for its plans to cut 4,500 jobs, about 12.5 percent of its work force.... 

      

      
        AI datacenter boom triples US gas power builds, filling the air with more CO2
        Brandon Vigliarolo

        Reduce emissions? Screw that - we have money to lose and memes to generate Fossil fuel-fired power plant development is roaring back to life in the US thanks to the AI datacenter boom, with data from 2025 suggesting we're reaching the point where the renewable energy transition - and efforts to ease carbon emissions - may well be doomed....

      

      
        To stop crims, Google starts dismantling residential proxy network they use to hide
        Connor Jones

        The Chocolate Factory strikes again, targeting the infrastructure attackers use to stay anonymous Crims love to make it look like their traffic is actually coming from legit homes and businesses, and they do so by using residential proxy networks. Now, Google says it has "significantly degraded" what it believes is one of the world's largest residential proxy networks....

      

      
        AV vendor goes to war with security shop over update server scare
        Carly Page

        eScan lawyers up after Morphisec claimed 'critical supply-chain compromise' A spat has erupted between antivirus vendor eScan and threat intelligence outfit Morphisec over who spotted an update server incident that disrupted some eScan customers earlier this month....

      

      
        Uncle Sam dangles nuclear campuses for states while watering down safety rules
        Dan Robinson

        Governors offered atomic megasites and federal cash as hundreds of pages of regulations go missing The Department of Energy (DOE) is inviting US states to host "Nuclear Lifecycle Innovation Campuses" to revitalize atomic power amid reports the agency has weakened safety rules governing the way nuclear sites operate....

      

      
        Systemd daddy quits Microsoft to prove Linux can be trusted
        Richard Speed

        Lennart Poettering's Amutable aims to bring 'cryptographically verifiable integrity' to the other OS Linux celeb Lennart Poettering has left Microsoft and co-founded a new company, Amutable, with Chris Kuhl and Christian Brauner.... 

      

      
        IBM says AI is insane in the mainframe as z17 sales surge
        Joe Fay

        Big Blue leaning on software smarts to modernize COBOL estates and cut costs IBM's leader has trumpeted an AI-on-the-mainframe future as generative AI fills in the COBOL gap left by earlier generations of techies....

      

      
        ShinyHunters swipes right on 10M records in alleged dating app data grab
        Carly Page

        Extortion crew says it's found love in someone else's info as Match Group plays down the impact ShinyHunters has added a fresh notch to its breach belt, claiming it has pinched more than 10 million records from Match Group, a US firm that owns some of the world's most widely used swipe-based dating platforms....

      

      
        Banker claims Oracle may slash up to 30,000 jobs, sell health unit to pay for AI build-out
        Lindsay Clark

        Cerner, though acquired in 2022, is nothing to multibillion black hole Oracle could cut up to 30,000 jobs and sell health tech unit Cerner to ease its AI datacenter financing challenges, investment banker TD Cown has claimed, amid changing sentiment on Big Red's massive build-out plans....

      

      
        Tesla revenue falls for first time as Musk bets big on robots and autonomy
        Carly Page

        Elon thinks taxis and androids will succeed where car sales are stalling Tesla reported 2025 revenue of $94.8 billion, down 3 percent year-on-year and marking the first annual revenue decline since the electric car maker began publishing financial results in 2010.... 

      

      
        Patch or perish: Vulnerability exploits now dominate intrusions
        Connor Jones

        Apply fixes within a few hours or face the music, say the pros What good is a fix if you don't use it? Experts are urging security teams to patch promptly as vulnerability exploits now account for the majority of intrusions, according to the latest figures....

      

      
        Sat Nad declares Windows 11 has a billion users - just don't bother asking for details
        Richard Speed

        Terrible start to 2026 offset by optimistic operating system numbers Microsoft is famously reticent about operating system usage figures unless it has something to boast about. So CEO Satya Nadella stating that Windows 11 had reached one billion users raised a few eyebrows....

      

      
        Meta to pour the GDP of Kenya into AI infrastructure push in 2026
        Dan Robinson

        Zuck bets big on 'personal superintelligence' with $135B splurge Meta is to nearly double its capital investments aimed at AI this year, spending more on infrastructure than the entire output of some mid-sized economies, as the AI datacenter feeding frenzy shows no sign of ending....

      

      
        Latest Vivaldi release surfs a wave of anti-AI sentiment
        Richard Speed

        'What we are finding is that people hate AI' Interview  Vivaldi has raised a middle finger to the influx of AI in the browser space with its latest version....

      

      
        Cyberattack on Poland's power grid could have turned deadly in winter cold
        Connor Jones

        Close call after an apparently deliberate attempt to starve a country of energy at the worst time Cybersecurity experts involved in the cleanup of the cyberattacks on Poland's power network say the consequences could have been lethal.... 

      

      
        Capita pension portal 'fiasco' forces Cabinet Office into damage control
        Joe Fay

        150-strong 'surge team' deployed as 8,500 retirees left high and dry, some waiting 9 months for legally owed cash The UK Cabinet Office is being forced to promise "interim support measures" for struggling retired government workers as Capita's botched takeover of the Civil Service Pension Scheme (CSPS) lurches from bad to worse....

      

      
        Birmingham City Council's Oracle ERP fiasco now PS144M and still not working
        Lindsay Clark

        Five years after its planned go-live, the system remains incomplete as costs balloon more than sevenfold Birmingham City Council's SAP-to-Oracle project is set to cost PS144.4 million - more than seven times earlier estimates - as it waits for a fully functioning system five years after its planned go-live date....

      

      
        If you're one of the 16,000 Amazon employees getting laid off, read this
        Matt Rosoff

        It's not your fault Opinion  It's not your fault Amazon hired you for a position that it no longer deems necessary - blame bad planning or unanticipated market conditions. Everybody guesses wrong sometimes, even with the power of the most sophisticated business analysis software and the smartest prognosticators one can hire....

      

      
        
          	
          	
            Sections
          
          	
        

      

    

  
	
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/01/30/sellafield_robot_dogs/
    

    Mechanical mutts make it official: Now full-time at Sellafield's hot zones

    
Spot's new cleanup gig involves gamma rays, alpha particles, and considerably less PPE than fleshy colleagues    


    
        By 
Joe Fay        
    

    
        Posted in Science,
        
            30th January 2026 10:15 GMT
        
    


    
Bark!Bark!Bark! Sellafield Ltd is to use Boston Dynamics' Spot robot dogs in "routine, business-as-usual operations" amid the ongoing cleanup and decommissioning of the notorious UK nuclear site.
Plans for day-to-day use of the mechanical quadrupeds were disclosed in a case study detailing the trial of the technology over the last few years.
[image: Sellafield Nuclear Reprocessing Plant in Cumbria]
PS127M wasted on failed UK nuclear cleanup plan

READ MORE
As Sellafield Ltd noted: "Sellafield is one of the most complex nuclear sites in the world. Parts of the site are hazardous and can be difficult or unsafe to access."
This all dates back to the Cold War era, when the government rushed to develop nuclear materials and weapons at the site - then called Windscale - without considering the need for managing and clearing the resulting nuclear waste. The situation wasn't helped by a fire in 1957 that led to the escape of radioactive fallout.
As the case study explains: "Our decommissioning work increasingly depends on high quality inspections. These ensure accurate data collection, enabling timely decision-making."
Sending humans into "radiological or industrially risky areas, confined spaces, or locations with restricted access" raises quite a lot of HR issues. Sending in the likes of Boston Dynamics' robo-hounds is far less of an ethical dilemma.
So the site has started using the robots for "routine tasks such as mapping, data capture, and characterization." This includes 3D scanning and livestreaming information.
The devices are fitted with "radiation resistant sensing systems and enhanced data collection payloads" and sensors including LiDAR and "gamma and alpha characterization."
The "perception systems" were developed with Createc, while AtkinsRealis has worked on systems integration and mission planning. Other collaborators include UK Atomic Energy Authority (UKAEA), Nuclear Decommissioning Authority (NDA), Sellafield Ltd, the University of Manchester, and AWE Nuclear Security Technologies.


	Britain's biggest nuclear site looks set to outlast SAP support again


	UK.gov's nuclear strategy is 'slow, inefficient, and costly'


	Nuclear center must replace roof on 70-year-old lab so it can process radioactive waste


	UK's Sellafield nuke waste processing plant fined PS333K for infosec blunders


The first deployment into a "highly radiological area" came a few years ago, and showed "these robots can operate in areas traditionally accessible only to workers using full personal protective equipment (PPE) with strict controls."
Savings in PPE are part of the calculus. Human PPE is pricey. Going by the pictures included with the case study, a couple of garden waste bags and some gaffer tape is all you need for a robot dog.
Last year, in conjunction with AtkinsRealis, Sellafield began trialing remote operations from outside and "successfully completed tasks including repeated inspection runs, environmental mapping, radiological characterization."
So the plan is to move "Spot into routine operations." This will include improved digital integration, including 3D visualization tools, digital twins, and existing information systems.
Sellafield will also "work with partners to design and test new payloads and sensing packs" to support a "wider range of decommissioning tasks [such as] radiological mapping, asset condition assessments, and environmental characterization."
Other robot formats may be deployed. "We'll ensure all robotic technologies meet the strict security requirements of the nuclear sector," Sellafield said.
The Register asked whether the fact the frontrunners in robot tech are not indigenous technologies is a problem from a cybersecurity perspective. We also wondered whether the sort of humanoid robots beloved of Elon Musk or numerous Chinese developers might fit into the plans.
We'll let you know if we hear back. (r)
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    NS&I's IT car crash considers cutting legacy links to stop the bleeding

    
PS1.3B over budget and four years late, bank searches for a way to not to bust new timetable and funding pot    


    
        By 
Lindsay Clark        
    

    
        Posted in Public Sector,
        
            30th January 2026 09:30 GMT
        
    


    
A British state-owned bank is reconfiguring its modernization project, including considering reducing connections with legacy systems, as it tries to claw back schedule and budget overruns that are far beyond early plans.
The National Savings & Investment (NS&I) transformation program is already PS1.3 billion over budget and four years late. In December, chief executive Dax Harkins told MPs the organization was outside HM Treasury spending limits and timetable under a revised plan from systems integrator Capgemini.
In a letter to the Public Accounts Committee (PAC) this week, he confirmed "that plan is currently forecast to complete outside the March 2028 target date and outside the agreed budget" set in the Spending Review last year.
He told Parliament's spending watchdog: "We recognize the challenge this presents and are working on options to improve the cost and time of program delivery, including what would be required to live within our Spending Review budget. The new options include reducing the need to connect our older legacy systems with our new services and new banking systems, and areas where we could reprioritize work.
"Work is underway now to assess the potential risks, impacts, and benefits of each option to inform our decision. This includes reviewing finances and dependencies for all options, and producing a draft business case for the preferred option, with the final decision on the delivery plan to be taken by ministers."
NS&I is an executive agency of the UK's Chancellor of the Exchequer.
Last year, the National Audit Office (NAO) slammed the program [PDF], which includes both a new customer-facing technology and banking engine, pointing out that it "carries an extremely high level of risk."
In 2020, NS&I began a business transformation program called Project Rainbow, which aimed to reduce the bank's running costs and replace its 20-year outsourcing deal with Atos by splitting the work into five separate contracts.
In 2014, the bank awarded Atos a new contract to run until 2021, and then extended it until 2024 and again until 2028 without competition.


	UK's state-owned bank launches hunt for core systems worth close to $1b


	MPs ask who's responsible when AI crashes the UK finance system


	Bank of England's Oracle cloud migration bill triples as project grinds on


	AI investment is the only thing keeping the US out of recession


As well as being the incumbent supplier for the legacy system, Atos was awarded a PS474.4 million ($612 million) contract to build systems including modernizing the core banking engine, as well as running payment, reporting, and business-to-business services from December 23, 2024, until March 31, 2028.
NS&I had originally gone to market to launch the competition for a new core banking, payments, and reporting system. However, the government-owned bank later said the award was made to Atos "as the incumbent service provider, Atos and its key sub-contractor(s), are the providers of the existing NS&I core banking platforms, which rely on interdependent leveraged technology and resources."
The total cost of the program is expected to hit PS3 billion until 2030-31, including its contract with Atos and other running costs. The total cost increase is set for PS1.3 billion compared to the 2020 business case, the NAO said in November.
In his letter to the PAC, Harkins said NS&I was working with Capgemini to finish its options analysis by the end of March 2026. By June 2026, it hopes to get plans approved by HM Treasury. (r)
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    In-house techies fixed faults before outsourced help even noticed they'd happened

    
60-minute SLA was effectively useless and the contractor admitted it    


    
        By 
Simon Sharwood        
    

    
        Posted in Databases,
        
            30th January 2026 07:30 GMT
        
    


    
On Call Welcome to another instalment of On Call, The Register's weekly reader-contributed column that shares your stories of weird and wonderful tech support jobs.
This week, meet a reader we'll Regomize as "Callum" who sent us a story from his time working for a company in the north of England that ran an 8-CPU Sun server which used pairs of processors stored on removable cards.
"It was running the Oracle database that underpinned their sales platform, and was considered sufficiently critical that there was a five-figure leased-line connection to the support vendor who 'constantly monitored' the server for issues and was paid to send an engineer within an hour," Callum explained. A nearby cache of spare parts meant that replacement hardware would usually arrive before the support tech!
This arrangement was sensible because the server was old and occasionally unreliable.
"We would have issues from time to time, generally CPU cards having tantrums," Callum wrote. "But no problem, that's what the support contract was for!"
The arrangement also had two flaws.
One was that the designated contracted on call support lived sufficiently far away that the slightest bit of bad weather - and there's plenty of that in the north - meant road conditions became so bad he could not safely arrive within an hour as required.
The second was that the monitoring system wasn't very good at noticing when the servers went down but was excellent at detecting startups.


	Engineer used welding shop air hose to 'clean' PCs - hilarity did not ensue


	Help desk read irrelevant script, so techies found and fixed their own problem


	User found two reasons - both of them wrong - to dispute tech support's diagnosis


	User insisted their screen was blank, until admitting it wasn't


Callum told us those quirks meant incidents usually unfolded as follows:

	A CPU card would experience a fault;


	The server's OS responded to losing a quarter of its CPUs by rebooting;


	The server would not reboot, because one of its CPU cards was broken;


	The contact center would complain to IT;


	Callum, or whichever other IT worker was on call, would drive in to remove the faulty card and reboot the server;


	The server would resume operations;


	The support contractor would call to report a server outage and promise to send someone within an hour.


After this sequence played out two or three times, Callum said they told the contracted IT support guy not to risk rushing in to fix the server.
"Most of the time we could get the box up and running ourselves, and in any case the world wasn't going to end if we couldn't sell stuff for a couple of hours," Callum wrote. "So we told him not to risk killing himself and/or others by attempting to get to us in an hour."
The support vendor came to the party, too, by waiving the cost of the leased line for two years in recognition that it wasn't doing its job!
Have you outpaced outsourced help? If so, hurry up and click here to send The Register an email so we can become your third-party narrator in a future edition of On Call! (r)
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    Deciphering the alphabet soup of agentic AI protocols

    
Tools, agents, UI, and e-commerce - of course each one needs its own set of competing protocols    
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MCP, A2A, ACP, or UTCP? It seems like every other day, orgs add yet another AI protocol to the agentic alphabet soup, making it all the more confusing. Below, we'll share what all these abbreviations actually mean and share why they are important for the future of AI.
On the surface, all the protocols serve a similar purpose. They are all trying to standardize how AI agents communicate, with the main distinction often being what exactly they're trying to talk to.
While by no means a comprehensive accounting of all the agentic protocols competing for industry adoption, most can be divided into four or five buckets: agent-to-tool, agent-to-agent, agent-to-user, domain-specific agent protocols, and all the frameworks that glue them together.
Agent-to-tool protocols: MCP, UTCP
The category that's gotten the most attention over the past year is tool-calling protocols.
Of these, the open source Model Context Protocol (MCP) has emerged as the de facto standard. Originally developed by OpenAI rival Anthropic in late 2024, MCP is billed as the USB-C of agentic systems.
The protocol uses the classic client-server architecture. Tools and data sources either run inside or are connected via API to the MCP server, which advertises its capabilities via stdio, HTTP, or server-sent events (SSE) to an MCP client.
Since we first looked at MCP last spring, the protocol has seen widespread adoption by essentially all of the AI heavyweights, including OpenAI and Google.
While MCP has won the popularity contest, it's far from perfect. As we recently reported, security vulnerabilities continue to dog the protocol. Part of the problem is MCP servers are often little more than wrappers around code interpreters, which can lead to remote code execution attacks if not properly locked down.
Moreover, not everyone agrees that MCP is the right path forward for agentic tool calling. Introduced last year in response to MCP, the Universal Tool Calling Protocol (UTCP) is a fair bit simpler in its execution.
Rather than MCP's client-server architecture, UTCP exposes tools and data sources to the model using the tool's native endpoint. In other words, it tells the model how to interact with the tool the same way a human would.
The main argument for UTCP is that, if tools or data are already exposed via an API, the model shouldn't need another API wrapper in the form of an MCP server just to talk to it; the model should be able to call the tool directly.
UTCP's developers argue this approach is more performant and secure as it eliminates overhead and the attack surface associated with MCP's client-server architecture. Despite this, UTCP remains a niche protocol.
Agent-to-agent protocols: A2A, ANP, NLIP
Much like the industry has gravitated to MCP for agentic tool calling, the Agent-to-Agent protocol, A2A for short, is quickly becoming the de facto standard for how agents should talk to one another.
Originally developed by Google, A2A also uses a client-server architecture along with many of the same messaging and transport protocols as MCP. But rather than talking to tools or data stores, A2A is designed explicitly to facilitate the discovery of other agents, and the communication between them.
The idea here is that agents may work as a team to solve a problem or perform a task. As we've previously discussed, depending on the complexity of the task, it may make more sense to have multiple agents that each perform a smaller piece of it, rather than one monolithic agent trying to do it all.
Protocols like A2A ensure all of these agents are speaking the same language so they can collaborate on tasks. And just like protocols we see elsewhere in the industry, A2A doesn't care whether agents are using MCP for tool calling or something else.
Since its introduction last year, Google has contributed A2A to the Linux Foundation, where it's seen adoption by some of the largest and most influential tech titans including Microsoft and AWS.
Last summer, the protocol was merged with IBM's Agent Communication Protocol, which was originally developed to power its BeeAI platform before it was also contributed to the Linux Foundation. So, if you were wondering where Big Blue's ACP fits into all of this, now you know.
However, A2A is only one of several emerging protocols for agent-to-agent communications. The Agent Network Protocol (ANP) is another. 
Rather than a client-server architecture, ANP enables peer-to-peer communications between agents on the same network. And while ANP shares many of the same goals as A2A, its implementation differs on several levels. A2A focuses heavily on multi-agent collaboration, while ANP aims to answer the question of what an internet of agents would look like.
Another more recent entry in the agent-to-agent protocol space is the Natural Language Interaction Protocol (NLIP).
Introduced by Ecma International last month, NLIP is an application-layer protocol for exchanging information between agents running locally on devices or remotely on servers using natural language. However, compared to either A2A or ANP, NLIP isn't nearly as mature.
Agent-to-user protocols: A2UI, AG-UI
None of the protocols we've discussed up to this point addresses how end-users should interact with agents. Chatbots may be the way we interact with most language models today, but that doesn't mean they're the right surface for every application. So, of course, we have to have a protocol for this too. 
Alongside A2A, Google is working on an Agent to UI protocol, called A2UI. The idea behind the open source protocol is that rather than text-only responses, agents should be able to generate interfaces dynamically on request. For example, if you want help booking a flight, instead of a chat interface, the agent would generate a point and click interface to walk you through the booking.
It works a bit like this: a request is sent to an agent, which generates messages describing what the UI should look like and sends them back to the client, where they're rendered using established frameworks like Flutter or React. When the user interacts with the interface, new UI elements are generated in response.
For the moment, A2UI is still in preview with Google warning early adopters to expect changes over time.
A2UI isn't the only protocol attempting to standardize how agents interact with users. The Agent User Interaction (AG-UI) protocol is approaching the problem from a slightly lower level.
While A2UI focuses on generating interactive user interfaces for agentic systems, AG-UI is attempting to define the way agents talk securely to front-end clients, like a smartphone app or webpage.
In fact, CopilotKit, the developer of AG-UI, emphasizes that the two protocols aren't mutually exclusive and can be used together.
Domain-specific protocols: UCP, AP2 
Alongside protocols for agentic collaboration, client communications, and tool calling, we're also starting to see domain specific protocols for things like e-commerce.
Once again, it's Google that's leading the charge here. Introduced earlier this month, the Universal Commerce Protocol (UCP) aims to provide a common language for agents to interact with businesses and payment processors. The protocol also works with Google's previously announced Agent Payments Protocol (AP2), which is designed to work with both A2A and MCP servers to enable agent-made payments within a set of predefined guardrails.
Early attempts to give agents a credit card to make purchases haven't always worked out perfectly. In at least one scenario, OpenAI's shopping agent decided that spending $31 on a dozen eggs was a totally reasonable expense.
And, as nice as it might be to have an agent that restocks your sundries when you're actually running low instead of on a set schedule, nobody is going to be happy when the agent decides ordering a lifetime supply of single ply toilet paper is a good idea. AP2 aims to prevent these kinds of missteps.
Everything else
Alongside a growing number of agentic protocols competing for industry adoption are all the other frameworks and tools used to actually build and deploy the agents on which they're based.
These frameworks span the gamut from open source tools like LangChain to enterprise-focused SaaS products like AWS' AgentCore, Microsoft's Copilot Studio, and Google's Vertex AI Agent Builder.
Many of these frameworks build on the protocols we've discussed so far, with MCP and A2A being more common.


	Agents gone wild! Companies give untrustworthy bots keys to the kingdom


	Claude Code's prying AIs read off-limits secret files


	Yes, you can build an AI agent - here's how, using LangFlow


	AI agent hype cools as enterprises struggle to get into production


Driving consensus
Establishing new standards is a time-consuming and often painful process. Ask any greybeard who lived through the VHS/Betamax wars or millennial who landed on HD-DVD over Blu-ray - nobody wants to invest in the losing side.
With regard to agentic protocols, the Linux Foundation is doing its best to keep everyone on the same page. Last month, LF formed the Agentic AI Foundation (AAIF) to provide vendor neutral oversight over the development of agent protocols and frameworks.
MCP, A2A, ACP, along with a host of agentic tools and frameworks like Goose, Agents.md, BeeAI, and Docling, are all part of the Linux Foundation now.
Where appropriate, the Linux Foundation has already moved to merge overlapping protocols like A2A and ACP. 
As more protocols reach maturity, we suspect we'll see even more contributions to the AAIF before long. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/01/30/agnetic_ai_protocols_mcp_utcp_a2a_etc/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/01/30/java_developers_container_security/
    

    Java developers want container security, just not the job that comes with it

    
BellSoft survey finds 48% prefer pre-hardened images over managing vulnerabilities themselves    


    
        By 
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        Posted in Devops,
        
            30th January 2026 00:12 GMT
        
    


    
Java developers still struggle to secure containers, with nearly half (48 percent) saying they'd rather delegate security to providers of hardened containers than worry about making their own container security decisions.
This finding comes from BellSoft, which offers the Liberica JDK, a free, open-source implementation of Java SE. The company says it surveyed 427 developers at Devoxx last year for its 2025 State of Container Security report. Its goal was to better understand decisions about containers, security, priorities, and practices.
The most important factor among the survey respondents in choosing a base container image was security (29 percent), followed by performance (21 percent), image size (17 percent), Java support (17 percent), ease of use (11 percent), license compliance (4 percent), and other (1 percent).
That's understandable given that almost one in four of the devs (23 percent) said they'd experienced container-related security incidents in the past year.
Yet the choices these developers make in terms of their software tools may be undermining their stated goals. About 55 percent rely on general-purpose Linux distributions and 69 percent use general-purpose JDKs. Such software, BellSoft argues, is bloated by unnecessary packages and thus requires extra work to secure and optimize compared to pre-hardened options.
That might be manageable were it not for unreliable people. According to the respondents, 62 percent of container security mistakes came from human error, followed by patching difficulties (36 percent), gaps before patch availability (32 percent), and false positives from scanning tools (29 percent).
And these issues were compounded by organizational time and resource constraints (49 percent) and lack of organizational prioritization (36 percent).


	IBM says AI is insane in the mainframe as z17 sales surge


	Banker claims Oracle may slash up to 30,000 jobs, sell health unit to pay for AI build-out


	Musk distracts from struggling car biz with fantastical promise to make 1 million humanoid robots a year


	Latest Vivaldi release surfs a wave of anti-AI sentiment


Respondents revealed various approaches to dealing with container security. These range from relying on trusted container registries (45 percent), vulnerability scanning (43 percent), software bill-of-materials (SBOM) generation (18 percent), image signing (16 percent), and hardware isolation (6 percent). Ten percent said their organization took no additional security measures beyond standard tools.
"Across every section of the survey, one message repeats consistently: Teams want security, efficiency and simplicity but their current strategies and tooling makes this difficult to achieve," BellSoft CEO Alex Belokrylov said in a statement.
Belokrylov argues that adopting hardened images shifts the burden of security and maintenance to the image vendor, thereby reducing maintenance and cost burdens.
BellSoft elicited these findings despite, or perhaps because of, the wide use of AI tools.
Marketing VP Maria Gladkaya told The Register in an email that while AI didn't come up in the responses this year, the 2024 survey revealed that 74 percent of developers were using AI to write code. (r)
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    Maybe CISA should take its own advice about insider threats hmmm?

    
The call is coming from inside the house    
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opinion Maybe everything is all about timing, like the time (this week) America's lead cyber-defense agency sounded the alarm on insider threats after it came to light that its senior official uploaded sensitive documents to ChatGPT.
Or maybe it's about hypocrisy.
Either way, on Wednesday, the US Cybersecurity and Infrastructure Security Agency (CISA) called insider threats "one of the most serious risks to organizational security." It urged critical infrastructure entities to "take decisive action" to mitigate threats from both malicious insiders and honest mistakes, and to help them do that, CISA published an infographic [PDF] with guidance on how to assemble a multi-disciplinary insider threat management team.
The team should include subject-matter experts from across the organization, such as human resources personnel, legal counsel, security and IT leadership, and threat analysts, and should coordinate with external partners - including law enforcement and other risk and health professionals - as needed.
These team members run the organization's insider threat program, monitor for potential threats, and intervene as needed to (hopefully) prevent any damage to the company's people, data, reputation, and bottom line, the guide says.
Plus, CISA offers several other free resources on this topic, such as an insider threat mitigation guide, a workshop, and a program evaluation tool.
"Insider threats remain one of the most serious challenges to organizational security because they can erode trust and disrupt critical operations," acting CISA Director Madhu Gottumukkala said in a statement announcing the guidance.
This is a topic that Gottumukkala knows well - one could even say he has insider knowledge about these types of threats.
Do as I say...
A day before CISA unveiled its how-to-build-multi-disciplinary-threat-management-teams infographic, Politico reported that Gottumukkala last summer uploaded sensitive CISA contracting documents into a public version of ChatGPT. His actions reportedly triggered automated security warnings intended to stop the theft or unintentional disclosure of government material from federal networks, according to four unnamed Homeland Security officials.
CISA Director of Public Affairs Marci McCarthy confirmed to The Register that the interim boss did use the AI chatbot, but told us he only used ChatGPT "with DHS controls in place."
"This use was short-term and limited," McCarthy said in a statement emailed to The Register. "CISA is unwavering in its commitment to harnessing AI and other cutting-edge technologies to drive government modernization and deliver on the President's Executive Order, Removing Barriers to American Leadership in Artificial Intelligence."
CISA's security posture blocks access to ChatGPT by default - unless employees are granted an exception. Gottumukkala was authorized to use ChatGPT under a temporary exception, and the last time he used the chatbot was in mid-July 2025.
The Department of Homeland Security (DHS) oversees CISA, which acts as Homeland Security's cyber arm. DHS also has its own internal chatbot for employee use, and this one is configured to prevent sensitive government documents from leaving federal networks.
Documents uploaded into a public AI tool like ChatGPT, however, can leave the user's control and may be retained or used by the service, depending on the provider's policies and account settings. So this action seems to be a fairly big security snafu for the leader of the federal government's top cybersecurity agency to make.
Plus, while insider threats pose a huge risk for critical organizations, and one that's only getting bigger with the proliferation of AI agents connecting to sensitive information and servers, the timing of CISA's guidance seems tone-deaf at best. Sadly, it's not Gottumukkala's - nor the Trump administration's - first security slipup.


	Palo Alto Networks security-intel boss calls AI agents 2026's biggest insider threat


	How does China keep stealing our stuff, wonders DoD group responsible for keeping foreign agents out


	From AI to analog, cybersecurity tabletop exercises look a little different this year


	Signalgate lessons learned: If creating a culture of security is the goal, America is screwed


Gottumukkala also reportedly sought access to highly sensitive cyber intelligence over the summer, and then placed six staffers on leave after they administered a counterintelligence polygraph exam that he failed. 
Earlier this month, Gottumukkala reportedly tried to oust CISA's Chief Information Officer Robert Costello.
Looking beyond CISA, who could forget last year's security missteps by US Defense Secretary Pete Hegseth, national security adviser Michael Waltz, and others that put American critical infrastructure, national security, and troops' lives in danger. 
These include Hegseth reportedly installing an insecure internet connection in his office so that he could use Signal on a personal computer, and using the encrypted messaging app on his personal phone to share sensitive details about military operations in Yemen among multiple Signal groups. 
Meanwhile, Waltz and other members of the US National Security Council reportedly used their personal Gmail accounts to exchange information about an unnamed military conflict in the spring.
All of these could be case studies for how not to best manage insider threats. 
Maybe that explains the timing of CISA's guidance? Although in this case, it would have been smart to expand the intended audience. CISA says it's "designed for critical infrastructure entities and state, local, tribal, and territorial governments." But it seems the feds are the ones who need it the most. (r)
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    Musk distracts from struggling car biz with fantastical promise to make 1 million humanoid robots a year

    
To what end? Who knows? Tesla isn't even using them in its own factories yet    
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Elon Musk's car company is getting ready to be Skynet. Tesla, facing an 11 percent decline in automotive revenue in Q4 2025, has committed to $20 billion in capex spending this year on manufacturing and compute infrastructure. The goal: build lots of humanoid robots.
The cash conflagration includes a plan to shift its Fremont, California, manufacturing facility from making Tesla S and X model vehicles, discontinued as of Q2 2026, into a production line capable of turning out one million Optimus robots annually.
Optimus, as described by Tesla, is "A general purpose, bi-pedal, humanoid robot capable of performing tasks that are unsafe, repetitive or boring." Tesla says it is aiming at a manufacturing cost of $20,000 per unit.
"I'm confident that we'll get to a million units a year in Fremont of Optimus 3," said Musk on Tesla's Q4 2025 earnings call. "This Optimus really will be a general-purpose robot that can learn by observing human behavior."
Musk has a history of fanciful forward-looking statements. For example, in a 2011 interview with The Wall Street Journal, he said that Space X would put an astronaut into space within three years. That didn't happen until 2020. His claims about sending astronauts to Mars remain similarly unfulfilled. 
During the Recode Conference in 2016, Musk said, "Well, we're going to send [a SpaceX rocket] to Mars in 2018."
"Wait, wait, wait," said moderator Walt Mossberg. "2018? That's for sure?"
"Yeah, a couple of years," Musk replied.
There have been many other such missed predictions, particularly around the prevalence of driverless Tesla robotaxis. At one point, Musk said there'd be a million on the road in 2020. Six years later, there are reportedly couple hundred or so operating, and all of them are currently using safety drivers, according to Electrek.
If Tesla were to produce a million humanoid robots, they wouldn't be all that useful. Asked during the conference call how Tesla employs Optimus, Musk said the robots currently are not doing meaningful work.
"Well, we are still very much at the early stages of Optimus," he said. "It's still in the R&D phase. We have had Optimus do some basic tasks in the factory. But as we iterate on new versions of Optimus, we deprecate the old versions. It's not in usage in our factories in a material way. It's more so that the robot can learn. We wouldn't expect to have any kind of significant Optimus production volume until probably the end of this year."
Even if Tesla hits its production milestone of one million units by the end of 2027, the company needs to demonstrate their Optimus can actually perform useful labor alongside other humans for less than it would cost to hire a human. We note that Boston Dynamics and Hyundai have planned for more modest manufacturing capacity amounting to 30,000 humanoid robots per year, mainly for warehouse tasks.
People who work in the robotics industry have doubts that humanoid robots are ready for deployment outside of controlled industrial spaces. That's what we heard at the Humanoids Summit in Mountain View, California. There are many technical, social, and practical barriers that need to be overcome.
In its October 2025 report, "Humanoid robots: Crossing the chasm from concept to commercial reality," global consultancy McKinsey observes that public demonstrations of humanoid robots don't translate into economically viable autonomous machines.
"[T]he gap between what is technically demonstrated in pilots and what is commercially viable at scale remains wide," the report says. "The prototypes that are capturing headlines are impressive but still far from delivering consistent, reliable, and economically justifiable performance in real-world settings."
Barriers include the safety implications of free-roaming robots, limited battery life when not tethered to power, lack of manual dexterity and mobility, and cost.


	Claude Code's prying AIs read off-limits secret files


	Meta to pour the GDP of Kenya into AI infrastructure push in 2026


	AI datacenter boom triples US gas power builds, filling the air with more CO2


	IBM says AI is insane in the mainframe as z17 sales surge


Lei Yang, CEO of IntBot, a humanoid robot startup, told The Register in an email that given the rapid advances being made in hardware and AI, he expects Tesla and the robotics industry will be able to deliver humanoid robots in the not-too-distant future.
"While we see impressive demonstrations of robots dancing or performing backflips, these are often visible signs of hardware progress rather than autonomy," said Yang. "If you look past the spectacle, the deeper reality is that many demos still rely on scripted behaviors or direct supervision. The true challenge remains turning that raw capability into safe, repeatable, and autonomous operation around people."
Yang said that commercial viability is already here, pointing to the humanoid robots his company has deployed to hotels for hospitality functions.
"These units are already generating value by amplifying the guest experience - welcoming visitors, answering questions, and providing real-time assistance," he said.
Yang said safety remains the biggest issue. "The engineering challenge lies in creating 'inherently safe' systems that balance power with compliance," he said. "A robot must be strong enough to be useful, yet soft and responsive enough to never injure a human, even in the event of an AI misinterpretation or system accident."
Dale Walsh, VP of strategy and innovation at Roboworx, a robotics field support company, told The Register that his company is starting to see humanoid robots in the field, but they're only capable of performing specific tasks.
"'Humanoid' is a form factor and not so much a type of robot," Walsh explained. "When we're talking about Tesla Optimus or other robots like Atlas from Boston Dynamics, they're humanoids but they're general purpose robots where the goal is to be able to make them do pretty much what a human can do. So we're not seeing that yet in the market space."
Walsh said that general purpose humanoid robots present a lot of challenges. A five-foot tall robot, he said, might weigh 150 or 200 pounds. "In its natural state, it's unstable," he said. "So as it loses power, it's gonna fall. So safety is a big concern for that."
Then, he said, there's the whole issue of social acceptance. "People already fear robots taking their jobs when it's an AMR [autonomous mobile robot], you know, that moves around on the floor," he said. "Well when the robot looks like you and acts like you and moves like you, you know, that's going to be even more of a challenge from an adoption standpoint."
Asked to estimate the current size of the market for humanoid robots, Walsh said, "I would say hundreds," with the caveat that a lot depends on how you define the term. He noted that Softbank produced about 27,000 Pepper robots before discontinuing them in 2021. 
"That's by most definitions a humanoid robot, but it's not a general purpose robot," he said.
Veteran MIT roboticist Rodney Brooks, founder and CTO of Robust.ai, in a January 1, 2026, blog post, voiced skepticism about seeing useful humanoid robots any time soon.
"For [Figure and Tesla] and probably several others the general plan is that humanoid robots will be 'plug compatible' with humans and be able to step in and do the manual things that humans do at lower prices and just as well," Brooks wrote. "In my opinion, believing that this will happen any time within decades is pure fantasy thinking." (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/01/29/truth_telling_man_always_tells_truth/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/01/29/googles_project_genie_ai/
    

    Google's Project Genie could put even more game developers out of work

    
A Labs prototype turns prompts into short, explorable 3D worlds    
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Google has put the video gaming industry on notice with the rollout of Project Genie, an experimental AI world-model prototype that generates explorable 3D environments from text or image prompts.
Google's Genie AI is nothing new (we've been reporting on its existence since 2024), but its appearance in Project Genie, now available to Google AI Ultra subscribers in the US, is.
Like many of Google's other experimental efforts, Project Genie is rolling out through Google Labs, where users can generate and explore short interactive environments from text or image prompts. Built on DeepMind's Genie 3 world-model research, the prototype lets users move through AI-generated scenes in real time and regenerate variations using revised prompts, rather than serving as a full game engine or production tool.

  Youtube Video

Demos shown on Google's Project Genie website show various examples, like a cat exploring a living room from the back of a Roomba, a car exploring the surface of a rocky moon, and a person in a wingsuit flying down the side of a mountain. All of the worlds can be navigated in real time, and while they're generated as characters move through them, the worlds are consistent, so backtracking won't result in new areas being generated on top of old ones. Any changes an agent makes to the world will remain, at least for as long as the hardware rendering the world retains space in its memory. 
"Genie 3 environments are ... 'auto-regressive' - created frame by frame based on the world description and user actions," Google explains on Genie's website. "The environments remain largely consistent for several minutes, with memory recalling changes from specific interactions for up to a minute."
After those few minutes, however, things get a bit tricky. 
"The model can support a few minutes of continuous interaction, rather than extended hours," Google said, noting elsewhere that generation is currently limited to 60 seconds, though it's not clear what happens after time is up. A Google spokesperson told The Register that Genie can create renderings for longer than 60 seconds, but the company "found 60 seconds provides a high quality and consistent world, and it gives people enough time to explore and experience the environment."
Google told us that world consistency will last through a whole session. It's not clear if Google will extend session time later. Regardless, that's not Genie's only current limitation.
Agents interacting with the generated worlds can only perform a limited range of actions for now, and multiple models in the same world have trouble interacting. Genie also has trouble rendering legible text, can't really simulate real-world locations accurately (it's not like Google has a massive collection of 3D maps of notable locations, after all), and it says that agents sometimes lag and don't respond properly to controls. 
In addition, "A few of the Genie 3 model capabilities we announced in August, such as promptable events that change the world as you explore it, are not yet included in this prototype," Google added. 
Still, the company said it expects Genie to offer a path toward automated general intelligence, which it says needs to be able to interact with evolving worlds in order to properly reason.
"A world model simulates the dynamics of an environment, predicting how they evolve and how actions affect them," the company said of Genie. "While Google DeepMind has a history of agents for specific environments like Chess or Go, building AGI requires systems that navigate the diversity of the real world."
Game devs, beware: The Genie is out of the bottle
Before it helps Google develop AGI, the company also sees uses for Genie in the gaming industry, something that ought to concern the already-struggling developers in that space. 
While Genie "is not a game engine and can't create a full game experience," a Google spokesperson told The Register, "we are excited to see the potential to augment the creative process, enhancing ideation, and speeding up prototyping."
According to a report from Informa's Game Developers Conference published this week, 33 percent of surveyed US game developers, and 28 percent globally, reported being subject to at least one layoff in the past two years. Half of these game devs also said that their current or most recent employer had conducted layoffs in the past 12 months.


	'PromptQuest' is the worst game of 2025. You play it when trying to make chatbots work


	Microsoft boffins promise entire game worlds made from AI slop


	New Google AI model maps world in 10-meter squares for machines to read


	Devs gripe about having AI shoved down their throats


In other words, the gaming space is suffering, and many are worried AI will only add to that. 
Of the game industry professionals surveyed by GDC, 52 percent said they think AI is having a negative impact on the games industry. That's a sharp increase from last year, when 30 percent of respondents said the same. The year before that, just 18 percent expressed negative feelings about generative AI in the games industry.
Professionals in visual and technical art, game design and narrative, and programming roles held the most unfavorable views of AI. 
In the words of one machine learning ops employee in the gaming space, however, an AI like Genie is coming for the gaming industry.
"We are intentionally working on a platform that will put all game devs out of work and allow kids to prompt and direct their own content," the GDC study quotes the respondent as saying. 
It might have its rough edges and limitations now, but given the speed of AI product improvement, Genie could soon make that prediction come true. (r)
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    Agents gone wild! Companies give untrustworthy bots keys to the kingdom

    
'We're letting thousands of interns run around in our production environment'    
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Corporate use of AI agents in 2026 looks like the Wild West, with bots running amok and no one quite knowing what to do about it - especially when it comes to managing and securing their identities.
Organizations have been using identity security controls for decades to ensure only authorized human users access the appropriate resources to do their jobs, enforcing least-privilege principles and adopting zero-trust-style policies to limit data leaks and credential theft.
"These new agentic identities are absolutely ungoverned," Shahar Tal, the CEO of agentic AI cybersecurity outfit Cyata, told The Register. Agentic identities are the accounts, tokens, and credentials assigned to AI agents so they can access corporate apps and data.
"We're letting things happen right now that we would have never let happen with our human employees," he said. "We're letting thousands of interns run around in our production environment, and then we give them the keys to the kingdom. One of the key pain points that I hear from every company is that they don't know what's happening" with their AI agents.
In part, this is by design. "In the agentic AI world, the value proposition is: give us access to more of your corporate data, and we will do more work for you," Nudge Security co-founder and CEO Russell Spitler told The Register. "Agents need to live inside the existing ecosystem of where that data lives, and that means that they need to live within the existing authentication and access infrastructure that SaaS providers already provide to access your data."
This means AI agents using OAuth tokens to access someone's Gmail or OneDrive containing corporate files, or repository access tokens to interact with a GitHub repo that holds source code.


We're letting things happen that we would have never let happen with our human employees


"In order to provide value, agents need to get the data from the things that already have the data, and there are existing pathways to get that data," Spitler said.
Plus, the plethora of coding tools makes it super easy for individual employees to create AI agents, delegate access to their accounts and data, and then ask the agents to do certain jobs to make the humans' lives easier.
Spitler calls this AI's "hyper-consumerized consumption model."
"Those two pieces are what gives rise to the challenges that people have from a security perspective," he said. 
Everything all the time
These challenges can lead to disastrous consequences, as researchers and red teams have repeatedly shown. For example, AI agents with broad access to sensitive data and systems can create a "superuser" that can chain together access to sensitive applications and resources, and then use that access to steal information or remotely execute malicious code.
As global education and training company Pearson's CTO Dave Treat recently noted: AI agents "tend to want to please," and this presents a security problem when they are granted expansive access to highly sensitive corporate info.
"How are we creating and tuning these agents to be suspicious and not be fooled by the same ploys and tactics that humans are fooled with?" he asked.
Block discovered during an internal red-teaming exercise that its AI agent could be manipulated via prompt injection to deploy information-stealing malware on an employee laptop. The company says the issue has since been fixed.
These security risks aren't shrinking anytime soon. According to Gartner's estimates, 40 percent of all enterprise applications will integrate with task-specific AI agents by 2026, up from less than 5 percent in 2025. 
Considering many companies today don't know how many AI agents have access to their apps and data, the challenges are significant.
Tal explains the first thing his company does with its customers is a discovery scan. "And there is always this jaw-dropping moment when they realize the thousands of identities that are already out there," he said.
It's important to note: these are not only agentic identities but also human and machine identities. As of last spring, however, machine identities outnumber human identities by a ratio of 82 to one. 
When Cyata scans corporate environments, "we are seeing anywhere from one agent per employee to 17 per employee," Tal said. While some roles - specifically research and development and engineering - tend to adopt AI agents more quickly than the rest of their companies, "folks are adopting agents very, very quickly, and it's happening all across the organization."
This is causing an identity crisis of sorts, and neither Tal nor the other AI security folks The Register spoke to for this story believe that agentic identities should be included in the larger machine identities counts. AI agents are dynamic and context-aware - in other words, they act more like humans than machines. 
"AI agents are not human, but they also do not behave like service accounts or scripts," Teleport CEO Ev Kontsevoy told us.
"An agent functions around the clock and acts in unpredictable ways. For example, they may execute the same task with different approaches, continuously creating new access paths," he added. "This requires accessing critical resources like MCP servers, APIs, databases, internal services, LLMs, and orchestration systems."
It also makes securing them using traditional identity and access management (IAM) and privileged access management (PAM) tools "near impossible at scale," Kontsevoy said. "Agents break traditional identity assumptions that legacy tools are built on, that identity is either human or machine." 


AI agents are not human, but they also do not behave like service accounts or scripts


For decades, IAM and PAM have been critical in securing and managing user identities. IAM is used to identify and authorize all users across an organization, while PAM applies to more privileged users and accounts such as admins, securing and monitoring these identities with elevated permissions to access sensitive systems and data.
While this has more or less worked for human employees with predictable roles, it doesn't work for non-deterministic AI agents, which act autonomously and change their behavior on the fly. This can lead to security issues such as agents being granted excessive privileges, and "shadow AI."
Meet the new shadow IT: shadow AI
"We are seeing a lot of shadow AI - someone using a personal account for ChatGPT or Cursor or Claude Code or any of these productivity tools," Tal said, adding that this can lead to "blast-radius issues."
"What I mean by that: they're risky agents," he said, explaining that some are essentially workflow experiments that someone in the organization created, and neither the IT nor security departments have any oversight.
"What they have done is created a super-connected AI agent that is connected to every MCP server and every data source the company has," Tal said. "We've seen the problem of rogue MCP servers over and over again, where they compromise an agent and steal all of its tokens."


	Palo Alto Networks security-intel boss calls AI agents 2026's biggest insider threat


	Davos discussion mulls how to keep AI agents from running wild


	As agents run amok, CrowdStrike's $740M SGNL deal aims to help get a grip on identity security


	Remember VoidLink, the cloud-targeting Linux malware? An AI agent wrote it


Fixing this requires visibility into both IT-sanctioned and unsanctioned AI agents being used, so they can be continuously monitored for misconfigurations or any other threats.
"We do a risk assessment for each and every identity that we discover," Tal said. "We look at its configuration, its connectivity, the permissions that it has. We look at its activity or history - journals, logs that we collect - so we can maintain a profile for each of these agents. After that, we want to put posture guardrails in place."
These are mitigating controls that prevent the agent from doing something or accessing something sensitive. Sometimes improving security is as easy as speaking to the human behind the AI agents about the risk they unknowingly introduced via the agent and what it can access.
"We need to pop this bubble that agents come out of immaculate conception - a human is creating them, a human is provisioning their access," Spitler said. "We need to associate tightly those agents with the human who created it, or the humans who work on it. We need to know who proxied their access to these other platforms, and what roles those accounts have in these platforms, so we understand the scope of access and potential impact of that agent's access in the wild."
Spitler says that's "ground zero" for managing and securing agentic identities. "You need to know who your agents are." (r)
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    Dow Chemical says AI is the element behind 4,500 job cuts

    
The 129 year old chemical company uses Palantir-rival C3's AI as its software of choice.    
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ai-pocalypse The jury is still out when it comes to determining how much job loss AI is causing. However, we now have another case study. Dow Chemical blames AI automation for its plans to cut 4,500 jobs, about 12.5 percent of its work force.
The thousands of employees losing their jobs are being cut as part of a rhyming companywide initiative called "Transform to Outperform" that aims to radically simplify operations, and modernize its go-to-market playbook in the hopes of achieving $2 billion in EBITDA improvement by 2028.
"The goal of Transform to Outperform is to achieve significant growth and productivity gains that elevate Dow's competitive position," said Karen S. Carter , Dow's chief operating officer, in the press release announcing the initiative. "We are building on the momentum of our current self-help measures - transforming Dow into a company that is more resilient, consistently delivers growth, enables customer success, and delivers greater shareholder value across the cycle."
Dow is one of the biggest enterprises working with Palantir rival C3 AI, which uses a digital twin to map a company, its employees, products, and its processes in a hunt to find efficiencies.
"C3 AI has been pivotal in transforming Dow's operations from reactive to predictive, optimizing asset performance to drive value. As we scale these solutions across Dow's portfolio, we anticipate significant benefits," said Debra Bauler, chief information and digital officer at Dow in a June 2025 press release. "We look forward to continuing our partnership with C3 AI as we advance a world-class predictive maintenance program and uncover further opportunities to enhance efficiency, reliability, and productivity throughout our operations."
The two companies partnered last year on a predictive maintenance solution for the petrochemical industry through Dow's subsidiary Univation Technologies, which was allowed to license and install C3 AI products.


	AI and automation could erase 10.4 million US roles by 2030


	AI has had zero effect on jobs so far, says Yale study


	AI robs jobs from recent college grads, but isn't hurting wages, Stanford study says


	Female-dominated careers among most exposed to AI disruption


"Our work with Dow sets the standard for how industrial companies can use AI to drive efficiency, reduce costs, and optimize performance," said Ed Abbo, Chief Technology Officer, C3 AI in the same June press release. "And this collaboration with Univation will accelerate adoption of this proven, domain-specific AI application across the broader petrochemical industry and support modernization across the market by delivering real, measurable benefits of AI at scale."
El Reg asked Dow spokesperson to name the processes, software, and technologies that Dow plans to use to replace its employees, but the chemical giant didn't address the question.
"Through this work, we are leveraging best-in-class practices from across industries and high-impact technologies, such as automation and AI, as we radically simplify our operating model and modernize how we serve our customers," the spokesperson told The Register.
Dow's employee numbers have held steady to around 36,000 since 2019. While the company did hire about 2,000 new employees between 2022 and 2023, growing to 37,800, by last year that number was back down to 36,000, according to annual reports and proxy filings.
Dow expects to spend $1.5 billion in one-time costs related to the job cuts with $600 million to $800 million of that going to severance for those let go, or between $133,333 and $177,777 per employee. (r)
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    AI datacenter boom triples US gas power builds, filling the air with more CO2

    
Reduce emissions? Screw that - we have money to lose and memes to generate    
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Fossil fuel-fired power plant development is roaring back to life in the US thanks to the AI datacenter boom, with data from 2025 suggesting we're reaching the point where the renewable energy transition - and efforts to ease carbon emissions - may well be doomed.
2025 was a banner year for gas-fired power plant development in the US, nonprofit energy project tracking firm Global Energy Monitor (GEM) said in its latest analysis issued on Wednesday. Gas-fired power plant projects in development in the US nearly tripled last year, per GEM's data, putting the US ahead of China and responsible for around a quarter of the global gas power pipeline. 
It's not exactly a close race, either. There are 251,737 megawatts of gas or oil fired plants (oil-fired plants are mainly located in Iraq and account for less than 3 percent of projects, GEM told us) in development in the US, in addition to 561,907 MW in operation. China, the second-ranking developer of natural gas and oil-fired power, is working on 153,406 MW of new projects, and has just 179,998 MW currently in use. 
In other words, the US is looking at adding nearly 50 percent to its existing world-leading fleet of gas-fired power plants. More than a third of those new plants are directly linked to datacenter projects, GEM said.  
If all the new projects in development end up being fired up, that'll equate to around 53.2 billion tonnes of lifetime CO2 emissions, GEM global oil and gas plant tracking project manager Jenny Martos told The Register. 12.1 billion tonnes of that addition will come from US projects alone. For reference, the existing global fleet of gas and oil-fired power plants is estimated to account for 54.3 billion tonnes of lifetime emissions. 
That means datacenters and AI are going to be a significant contributor to the derailing of global plans to quash climate change, and could be for some time.
"This 'petrotech' buildout risks tethering the power grid to fossil fuels for the next generation, thereby creating long-term pollution for a short-term power fix," Martos told us. 
If AI actually turns out to be a bubble, that could mean a lot of lost investment in energy assets that end up stranded, causing even more financial devastation, Martos noted in GEM's writeup of its latest gas and oil project data. 
With that in mind, it stands to reason that, even if the AI bubble bursts, a lot of oil and gas power is still going to end up making its way to the grid to offset potential losses, further hampering the transition away from fossil fuels and carbon pollution.
"There is a real possibility of a gas lock-in if these plants get built and AI demand does not materialize," Martos told us. 


	Datacenter fossil fuel habit 'not sustainable' as AI workloads soar


	Researchers scrutinize datacenters' lifecycles, aiming to make them more sustainable


	AI's thirst for power keeps coal fires burning bright


	AI's power trip will leave energy grids begging for mercy by 2027


The Trump administration has been pushing hard to side-step the clean energy transition in favor of the expediency of natural gas, but the US government isn't alone - tech companies are happy to take the easy path to datacenter construction and dreams of eventual AI profitability in spite of their pledges not to abandon the health of the planet and its residents.
Microsoft has admitted that it's open to deploying natural gas with carbon capture technology alongside renewables to meet datacenter demand, while Meta announced plans at the end of 2024 to deploy 2,262 MW of natural gas power to fuel its largest-ever datacenter mere days after pledging to focus on nuclear power to drive its AI expansion.
2026, notes GEM, is on pace to break the previous record of new natural gas deployment set in 2002 during the shale boom.
So sorry about those climate ambitions, planet Earth: Humans want AI slop, and the tech industry is going to give it to them, come burning, hellish temperatures, or ever-rising sea levels. (r)
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    To stop crims, Google starts dismantling residential proxy network they use to hide

    
The Chocolate Factory strikes again, targeting the infrastructure attackers use to stay anonymous    
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Crims love to make it look like their traffic is actually coming from legit homes and businesses, and they do so by using residential proxy networks. Now, Google says it has "significantly degraded" what it believes is one of the world's largest residential proxy networks.
Google's Threat Intelligence Group (GTIG) describes IPIDEA as a "little-known component of the digital ecosystem" and says that in a seven-day period in January 2026, it observed more than 550 threat groups using IPIDEA exit nodes.
GTIG said that proxy network operators sometimes pay app developers to embed proxy SDKs so that any device that downloads the app is enrolled in the network.
IPIDEA is also known to distribute proxy software and SDKs that enroll devices in its network, sometimes marketed as a way for users to "monetize" spare bandwidth.
The Googlers said that not only do these networks allow bad actors to conceal their malicious traffic, but users who enroll their devices are opening themselves up for further attacks, as their device may be used as a launchpad to compromise their other devices.
Researchers say the disruption reduced IPIDEA's available pool of devices by millions, spanning smartphones, Windows PCs, and other consumer hardware, with residential IPs in the US, Canada, and Europe seen as the most desirable.
They also discovered that IPIDEA operators were directly controlling some of the SDKs that were found in the apps enrolling people's devices into the network.


	ShinyHunters swipes right on 10M records in alleged dating app data grab


	Cyberattack on Poland's power grid could have turned deadly in winter cold


	Ransomware crims forced to take off-RAMP as FBI seizes forum


	Everybody is WinRAR phishing, dropping RATs as fast as lightning


Residential proxies are not illegal.
Proxy operators frequently pitch them as tools for privacy or freedom of expression, although security researchers say they are overwhelmingly abused by threat actors.
IPIDEA not only benefited cybercriminals seeking anonymity, but in several cases also enrolled the same devices it recruited to its proxy network into large botnets, including BadBox 2.0, Aisuru, and Kimwolf.
GTIG worked with industry partners to disrupt the IPIDEA network, including Spur and Lumen's Black Lotus Labs, to better understand its scale, and Cloudflare to disrupt IPIDEA's domain resolution.
The security experts' work stops short of a claim of a full takedown: GTIG says its actions reduced IPIDEA's available pool of devices by millions and are intended to have downstream effects on affiliated operators and resellers.
"Residential proxy networks have become a pervasive tool for everything from high-end espionage to massive criminal schemes," said John Hultquist, chief analyst at GTIG. "By routing traffic through a person's home internet connection, attackers can hide in plain sight while infiltrating corporate environments. 
"By taking down the infrastructure used to run the IPIDEA network, we have effectively pulled the rug out from under a global marketplace that was selling access to millions of hijacked consumer devices." (r)
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    AV vendor goes to war with security shop over update server scare

    
eScan lawyers up after Morphisec claimed 'critical supply-chain compromise'    
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A spat has erupted between antivirus vendor eScan and threat intelligence outfit Morphisec over who spotted an update server incident that disrupted some eScan customers earlier this month.
Morphisec fired the opening salvo with a blog post calling the incident a "critical supply-chain compromise," alleging hackers used eScan's own update system to push malicious files and interfere with cleanup. MicroWorld Technologies-owned eScan, however, says that Morphisec's account is wrong on multiple fronts.
In a statement to The Register, eScan said it detected suspicious activity through its internal monitoring before any external notification and initiated incident response the same day.
"eScan detected suspicious activity through our internal monitoring systems on January 20, 2026, and immediately initiated our incident response protocol," a spokesperson said. "We issued a preliminary security advisory to customers on January 21, 2026, along with a remediation patch."
The company alleges Morphisec published its blog and accompanying social posts later that day, claiming discovery and mischaracterizing the incident's technical details and scope.
The customer advisory eScan sent to affected users on January 22, as seen by The Register, offers a much narrower version of events. An unauthorized user gained access to configuration on a single regional update server, resulting in a rogue file briefly appearing in the update path for about two hours on January 20. The advisory states that the file distributed was not an official eScan binary or a legitimate update, and that no vulnerability existed in the eScan product itself.
According to eScan, machines that downloaded updates from the affected server during the short window could suddenly stop updating, display error pop-ups, or have their hosts files modified in a way that cut them off from eScan's update servers. eScan reports no sign that any data left the network, and says the antivirus continued to perform its day job throughout.
That doesn't square with Morphisec's depiction of a critical supply chain breach. eScan says Morphisec's write-up contains "numerous factual inaccuracies," disputing claims about how the malware behaved and how systems were affected, and asserting that the incident was limited to a small number of systems in a specific region rather than affecting customers worldwide. When asked, eScan did not say which region was affected.


	Everybody is WinRAR phishing, dropping RATs as fast as lightning


	Dutch cops cuff alleged AVCheck malware kingpin in Amsterdam


	Court tosses appeal by hacker who opened port to coke smugglers with malware


	Fake Windows BSODs check in at Europe's hotels to con staff into running malware


There is, however, some overlap between the two accounts. While eScan rejects the idea that affected systems were irreparably blocked from recovery, its own advisory instructs many customers to manually download and run a remediation tool on individual machines, often with support assistance, to restore update functionality. In other words, the fix existed, but in many cases it still required hands-on work.
eScan says it contacted affected customers over the next few days via email, phone, WhatsApp, and its support portal, and completed the cleanup within two to three days of identifying the issue. It also pulled its update infrastructure offline for checks, rebuilt the affected systems, rotated credentials, and tightened monitoring before bringing everything back online.
The dispute has since escalated beyond dueling accounts. eScan says it asked Morphisec to remove what it calls false claims, prompting the deletion of Morphisec's social media posts but not the blog itself. It also notes that several publications retracted articles based on Morphisec's claims after eScan raised concerns about their accuracy. eScan says it is now working with legal counsel regarding what it describes as demonstrably false statements.
"We are concerned that Morphisec's publication contains multiple demonstrably false technical claims that we have documented in detail," the spokesperson told The Register. "We stand behind the accuracy of our incident response and the integrity of our products."
Morphisec did not respond to The Register's questions, but appears to be standing by a revised version of its advisory that keeps the core narrative intact - including the claims that this was a "critical eScan supply chain compromise." (r)
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    Uncle Sam dangles nuclear campuses for states while watering down safety rules

    
Governors offered atomic megasites and federal cash as hundreds of pages of regulations go missing    
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The Department of Energy (DOE) is inviting US states to host "Nuclear Lifecycle Innovation Campuses" to revitalize atomic power amid reports the agency has weakened safety rules governing the way nuclear sites operate.
The DOE issued a Request for Information (RFI) on Wednesday, seeking responses from states that may be interested in hosting the campuses, which will operate a "full-cycle nuclear ecosystem."
In practice, this means these sites will be expected to provide facilities for atomic waste reprocessing and disposal, in addition to fuel fabrication and enrichment. They may also serve as locations for nuclear reactors and co-located datacenters powered by them.
News site Politico reported last week about talk of the Trump administration planning to steer "billions, if not hundreds of billions" in funding toward developing a domestic nuclear fuel cycle program to support rapid expansion of reactor construction. The DOE denied this at the time, according to other sources.
States are invited to indicate by no later than April 1 their interest in hosting potential Nuclear Lifecycle Innovation Campuses, and provide feedback on the incentives and other support they require.
In return, the DOE seeks information on approaches that prioritize private capital and the state's own funding, with only time-limited federal support. It also expects "robust financial assurances" to protect federal taxpayers from open-ended liabilities - meaning Washington doesn't want to pick up the tab if it all goes horribly wrong.
Last year, the DOE named ten companies it will work with to test and fast-track advanced atomic reactor projects, outside the scope of the agency's national laboratories, in line with President Trump's Nuclear Reactor Pilot Program.
California representative Mike Levin praised the new scheme, saying it is a meaningful and long-overdue step toward dealing with spent nuclear fuel.
"For interested states, these campuses could deliver significant economic and job-creation benefits. The proposed campuses would support key functions across the nuclear fuel lifecycle, including fuel fabrication, enrichment, reprocessing used nuclear fuel, and waste disposal," he said in a statement.
But states considering the move should perhaps think carefully. A report from nonprofit media organization NPR claims the DOE has secretly rewritten nuclear safety directives governing atomic energy sites, significantly watering down the rules.


	Trump says he got a deal for rare earths in Greenland, but they won't come easy


	Trump promises nuclear datacenter permits in 3 weeks, calls Greenland 'big beautiful ice'


	Trump wants big tech to pay for big beautiful power plants


	Trump Media jumps aboard the speculative nuclear fusion bandwagon


The changes were made to streamline the development of a new generation of nuclear reactors, which the Trump administration wants building to ensure there is enough power for all the new-build AI datacenters that are popping up, as well as growing electricity use in other sectors.
Hundreds of pages of requirements relating to security at reactors have simply been cut, according to NPR, and requirements for keeping records were trimmed. The level of radiation a worker can be exposed to before an official accident investigation gets triggered has been increased, and protections relating to groundwater and the environment weakened.
For example, protection of groundwater is no longer described as a "must," replaced by wording that says companies must give "consideration" to "avoiding or minimizing" radioactive contamination.
The Register asked the DOE to comment.
Advocacy group the Union of Concerned Scientists (UCS) criticized the move.
"This deeply troubling development confirms my worst fears about the dire state of nuclear power safety and security oversight under the Trump administration," UCS director of nuclear power safety Dr Edwin Lyman said in a statement.
"The Energy Department has not only taken a sledgehammer to the basic principles that underlie effective nuclear regulation, but it has also done so in the shadows, keeping the public in the dark," he added, stating that regulations were developed over the course of many decades, incorporating lessons learned from painful events such as the Chernobyl and Fukushima disasters.
Any new reactor designs will have to secure licenses from the Nuclear Regulatory Commission (NRC) before they are used to commercially produce power, the UCS points out. However, the NRC has agreed to restrict the scope of its additional safety and security reviews for facilities that have received DOE authorization. (r)
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    Systemd daddy quits Microsoft to prove Linux can be trusted

    
Lennart Poettering's Amutable aims to bring 'cryptographically verifiable integrity' to the other OS    
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Linux celeb Lennart Poettering has left Microsoft and co-founded a new company, Amutable, with Chris Kuhl and Christian Brauner.
Poettering is best known for systemd. After a lengthy stint at Red Hat, he joined Microsoft in 2022. Kuhl was a Microsoft employee until last year, and Brauner, who also joined Microsoft in 2022, left this month.
The trio are leading lights in the Linux and open source world. Brauner posted on Mastodon: "My role in upstream maintenance for the Linux kernel will continue as it always has."
Poettering will similarly remain deeply involved in the systemd ecosystem.
According to the company's website, Amutable focuses on "determinism and verifiable integrity" in Linux systems.
In its announcement, the company wrote: "Amutable's mission is to deliver verifiable integrity to Linux workloads everywhere. We look forward to working towards this goal with the broader Linux community."
Systemd and Poettering have attracted their fair share of controversy over the years among parts of the Linux community. Like it or loathe it, systemd can be found in most mainstream Linux distributions. At the risk of triggering a slew of angry comments, it can best be described as software that runs first, then starts other required services and applications.


	Systemd 259 release candidate flexes musl support - with long list of caveats


	Linux's love-to-hate projects drop fresh versions: systemd 258 and GNOME 49


	First release candidate of systemd 258 is here


	Agent P waxes lyrical about 14 years of systemd


Poettering's role as chief engineer in Amutable, therefore, makes sense. The Berlin-based company's goal is to build "cryptographically verifiable integrity into Linux systems. Every system starts in a verified state and stays trusted over time."
It is unclear why Poettering decided to leave Microsoft. We asked the company to comment but have not received a response. Other than the announcement of systemd 259 in December, Poettering's blog has been silent on the matter, aside from the announcement of Amutable this week.
In its first post, the Amutable team wrote: "Over the coming months, we'll be pouring foundations for verification and building robust capabilities on top."
It will be interesting to see what form this takes. In addition to Poettering, the lead developer of systemd, Amutable's team includes contributors and maintainers for projects such as Linux, Kubernetes, and containerd. Its members are also very familiar with the likes of Debian, Fedora, SUSE, and Ubuntu. (r)
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    IBM says AI is insane in the mainframe as z17 sales surge

    
Big Blue leaning on software smarts to modernize COBOL estates and cut costs    
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IBM's leader has trumpeted an AI-on-the-mainframe future as generative AI fills in the COBOL gap left by earlier generations of techies.
Arvind Krishna, IBM chairman, president, and chief executive officer, was speaking as the company turned in full-year results that showed a leap in mainframe sales.
Big Blue turned in revenue from continuing operations of $19.7 billion for the fourth quarter, up 12 percent on the year, yielding net income of $5.6 billion, up 91 percent. For the full year, revenue was up 8 percent to $67.5 billion, while net income jumped 76 percent to $10.6 billion.
Naturally, AI featured heavily as the firm briefed analysts on the numbers. "Our cumulative GenAI book of business now stands at over $12.5 billion, of which Software is more than $2 billion and Consulting is more than $10.5 billion, with both seeing the largest quarterly increase to date," said Krishna.
He said the technology was also a "powerful productivity driver" for the firm itself. "In 2023, we set out on a goal to achieve $2 billion of productivity savings exiting 2024. And today, we are well ahead of that, exiting 2025 with $4.5 billion of annual run rate savings."
However, the strongest growth came in IBM's infrastructure business, which grew revenues 12 percent for the year, and 21 percent in the fourth quarter.
Software grew 11 percent for the full year, and 14 percent in the fourth quarter. Consulting was the laggard, up 2 percent for the year and 3 percent in the fourth quarter - or flat and 1 percent at constant currency respectively.
That infrastructure boost was in large part powered by the launch of IBM's z17 series of mainframes.


	IBM's AI agent Bob easily duped to run malware, researchers show


	IBM straps AI to Db2 console in bid to modernize the old warhorse


	IBM drops $11B on Confluent to feed next-gen AI ambitions


	IBM cutting several thousand jobs in latest layoffs


In his prepared remarks, Krishna said: "Innovation value can also be seen in our IBM Z performance, up 48 percent this year, achieving the highest annual revenue for Z in about 20 years."
CFO James Kavanaugh referred to a "record z17 launch, achieving the highest annual revenue for IBM Z in about 20 years and outpacing z16 over the first three quarters of the program."
Krishna said this was more than just a question of legacy replacements. He said sovereignty was a key issue, and "more and more clients have woken up to that for certain workloads, the mainframe is actually the lowest unit cost economics platform, and that is really important."
At the same time, he said GenAI made mainframes easier to leverage and modernize. "The GenAI tools we have provided with the Watson Code Assistant for Z really takes that onus away. It can refactor COBOL into Java... It can help you refactor that code if you want to keep it exactly as it is."
He added: "I'm incredibly excited by our ability to do AI right in line. If you can do it right in line with the transactions, that's a milliseconds delay as opposed to multiple seconds if you take it off platform, which is how people have been doing it so far."
But if the mainframe is set to be part of the AI future, some other legacy issues are also set to stick with us.
Asked if AI/HBM-fueled DRAM price hikes were a problem, Krishna said: "I personally believe, as long as that dynamic is there, those pricing issues are going to be there through the year."
He added: "There is no AI server without a bunch of CPUs right next to it. So the reality becomes that the AI demand also drives demand for normal servers that in turn feed and load up those servers." (r)
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    ShinyHunters swipes right on 10M records in alleged dating app data grab

    
Extortion crew says it's found love in someone else's info as Match Group plays down the impact    
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ShinyHunters has added a fresh notch to its breach belt, claiming it has pinched more than 10 million records from Match Group, a US firm that owns some of the world's most widely used swipe-based dating platforms.
The extort-and-leak crew says the stolen haul includes user data tied to Hinge, Match.com, and OkCupid, as well as hundreds of internal documents. A listing on ShinyHunters' dark web leak site, seen by The Register, claims "over 10 million lines" of data, and points to AppsFlyer, a marketing analytics provider, as the apparent source of the exposure.
Match Group confirmed to The Register that it is investigating what it described as a "recently identified security incident," and that some user data has likely been accessed. 
"Match Group takes the safety and security of our users seriously and acted quickly to terminate the unauthorized access," a spokesperson said. "We continue to investigate with the assistance of external cybersecurity experts. There is no indication that user login credentials, financial information, or private communications were accessed. We believe the incident affects a limited amount of user data, and we are already in the process of notifying individuals, as appropriate."
The company declined to say what types of data were accessed, how many customers were affected, or whether a ransom demand had been made or paid.


	Let them eat sourdough: ShinyHunters claims Panera Bread as stolen credentials victim


	Canva among ~100 targets of ShinyHunters Okta identity-theft campaign


	ShinyHunters claims Okta customer breaches, leaks data belonging to 3 orgs


	Congrats, cybercrims: You just fell into a honeypot


Security news outlet Cybernews, which analyzed samples tied to the listing, said the trove appears to include personal customer data, some employee details, and internal corporate material. Its review also flagged Hinge subscription information in the mix, including user IDs, transaction IDs, amounts paid, and records linked to blocked installations, alongside IP addresses and location data.
In a separate post this week, ShinyHunters also said it had stolen data from rival dating service Bumble, uploading what it described as 30 GB of compressed files allegedly pulled from Google Drive and Slack.
All of this comes days after researchers said ShinyHunters had targeted roughly 100 organizations in a campaign abusing stolen Okta single sign-on credentials, with big-name SaaS firms among those caught in the fray. Targeted organizations allegedly include Atlassian, AppLovin, Canva, Epic Games, Genesys, HubSpot, Iron Mountain, RingCentral, and ZoomInfo.
For anyone caught up in the alleged dating app haul, the takeaway isn't about missed matches or awkward swipes, but about just how much behavioral data gets quietly passed around behind the scenes. (r)

  Updated to add at 1830 UTC on January 29, 2026

A Bumble spokesperson told The Register after the story was published: "One of our contractor's accounts was recently compromised in a phishing incident. The account had limited access privileges and was used to make a brief unauthorized access to a small portion of our network. Our InfoSec team quickly detected and eliminated the access, and the incident is contained. We have engaged external cybersecurity experts to investigate and have notified law enforcement.
"Importantly, there was no access to our member database, member accounts, the Bumble application, or member direct messages or profiles."
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    Banker claims Oracle may slash up to 30,000 jobs, sell health unit to pay for AI build-out

    
Cerner, though acquired in 2022, is nothing to multibillion black hole    
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Oracle could cut up to 30,000 jobs and sell health tech unit Cerner to ease its AI datacenter financing challenges, investment banker TD Cown has claimed, amid changing sentiment on Big Red's massive build-out plans.
A research note from TD Cowen states that finding equity and debt investors are increasingly questioning how Oracle will finance its datacenter building program to support its $300 billion, five-year contract with OpenAI.
The bank estimates the OpenAI deal alone is going to require $156 billion in capital spending. Last year, when Big Red raised its capex forecasts for 2026 by $15 billion to $50 billion, it spooked some investors.
This year, "both equity and debt investors have raised questions about Oracle's ability to finance this build-out as demonstrated by widening of Oracle credit default swap (CDS) spreads and pressure on Oracle stock/bonds," the research note adds.
CDSes offer the buyer some insurance against a debt default. The price of the financial instruments insuring against defaults for five years tripled for Oracle in the final months of last year, says TD Cowen, which is says is an indication of a perceived increase in risk.
TD Cowen estimated the OpenAI build-out alone - Oracle is also building for Meta and Nvidia in a $523 billion total commitment - would require around 3 million GPUs and other IT equipment, suggesting capital investment of $156 billion.
The research note says US banks had pulled back from Oracle-linked datacenter project lending while private operators leasing to Oracle were also struggling to secure financing, impeding the leasing option in its build-out plan.


	Bond, debt bond: Investors shaken, not stirred by Oracle's borrowing spree sue Big Red


	Delays? What delays? Oracle insists its $300B cloud contract with OpenAI is on track


	Oracle raises AI spending estimate, spooks investors


	18 zettaFLOPS of new AI compute coming online from Oracle late next year


In September, Oracle issued $18 billion in bonds and raised borrowing elsewhere. Some estimates suggest it will need to borrow $25 billion a year to finance its plans.
Banks in Asia appear more relaxed about Oracle's risk profile, TD Cowen says, but it reckons that US banks raising questions casts doubt over Big Red's ability to support its mammoth building program.
Meanwhile, the bank reports that Oracle is now requiring 40 percent upfront deposits from customers - excluding, it believes, large AI customers in datacenter contracts.
TD Cowen says its conversations with channel contacts found that Oracle is "evaluating multiple paths forward to address financing questions."
According to TD Cowen's estimates, options on the table include a headcount reduction of between 20,000 and 30,000 to free up $8 billion to $10 billion in cash flow and selling off assets including, potentially, Cerner, the health tech specialist Oracle bought for $28.3 billion in June 2022. It is also evaluating vendor financing as an option.
Oracle declined to comment. (r)
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Elon thinks taxis and androids will succeed where car sales are stalling    
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Tesla reported 2025 revenue of $94.8 billion, down 3 percent year-on-year and marking the first annual revenue decline since the electric car maker began publishing financial results in 2010.
Quarterly revenue slipped to $24.9 billion, also down 3 percent year-on-year, even as the company narrowly beat analysts' expectations.
Automotive revenue fell 11 percent to $17.7 billion in the quarter after Tesla delivered 418,227 cars in the final three months of 2025 - a 15.6 percent drop on the same period a year earlier. For the year as a whole, deliveries were down 8.6 percent, the second straight annual decline in units and the steepest Tesla has ever reported.
The slide comes as the EV market gets more crowded and less forgiving, with cheaper rivals such as China's BYD pushing harder on price and volume. It has also arrived at an awkward moment politically, with Musk's ties to Donald Trump sparking backlash among some customers and investors and muddying Tesla's once carefully managed image.
Net income plunged 61 percent in the quarter to $840 million as operating expenses jumped 39 percent. For the year, profits fell 46 percent to $3.8 billion, Tesla's weakest annual performance since the depths of the pandemic.
Musk used the earnings call to roll out a freshly polished mission statement built around "amazing abundance," arguing that advances in AI and robotics will reshape society - and, in his telling, deliver "universal high income" rather than basic income.
The billionaire's answer is to sideline the cars that helped build Tesla in the first place. Production of the Model S and X is to wind down next quarter, with their Fremont factory space handed over to Optimus. Musk described the move as "slightly sad," while sketching a future where the site produces up to a million humanoid robots a year instead.
Autonomy remains the central obsession. Musk claims Tesla is now running paid robotaxi rides in Austin with "no safety monitor" and, more recently, "no chase car or anything like that," insisting that vehicles are operating with no humans involved at all. Tesla expects to have fully autonomous vehicles operating across as much as half of the US by the end of the year, pending regulatory approval.
Musk also dusted off a long-running promise: that Tesla owners will one day be able to loan their cars to an autonomous fleet and make money while they're not driving them. In the rosiest version of the math, he suggested, that income could even exceed the cost of a lease.


	Tesla Full Self-Driving subscription to rise alongside its capabilities


	Optimus Schmoptimus: Boston Dynamics' humanoid robot is already in mass production


	Ford shifts gears to build batteries for datacenters


	California DMV tells Tesla to ease off on those Autopilot claims


The purpose-built Cybercab is central to that plan. Designed without a steering wheel or pedals, it assumes autonomy will work all the time or not at all. Production is expected to begin in April, with Musk predicting that, over time, Tesla will make "far more Cybercabs than all of our other vehicles combined."
All this will require cash that Tesla is no longer generating at the same rate. While capital spending fell 14 percent in the fourth quarter, the company warned that 2026 capex will exceed $20 billion as it funds new factories, expands battery production, builds AI compute infrastructure, and ramps up manufacturing for Cybercab, Semi, Megapack, and Optimus. Musk even floated the idea of Tesla building its own semiconductor "Terafab," arguing it would be "crazy not to try" given looming chip shortages and geopolitical risk.
For Tesla, the warning lights are on. Revenue is shrinking, profits are under pressure, and the car business is losing momentum. Musk's answer is to proclaim that "the future is autonomous," and the market appears to have bought the story. (r)
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    Patch or perish: Vulnerability exploits now dominate intrusions

    
Apply fixes within a few hours or face the music, say the pros    
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What good is a fix if you don't use it? Experts are urging security teams to patch promptly as vulnerability exploits now account for the majority of intrusions, according to the latest figures.
Cisco Talos said exploited flaws were behind nearly 40 percent of all intrusions in Q4 2025, and the speed at which attackers were harnessing those weaknesses should serve as a wake-up call for defenders.
This marks the second quarter in a row that exploits led the charge for initial access, but represented a drop from Q3's rate of 62 percent, which was driven largely by widespread ToolShell attacks.
More recently, the team pointed to the Oracle EBS and React2Shell vulnerabilities as examples of two high-profile vectors that continued to fuel the trend, both of which were taken up by attackers within hours of disclosure.
Talos stated in its report: "In both cases, exploitation activity occurred around the time the vulnerability became public, demonstrating actors' speed in capitalizing on these opportunities as well as the inherent risks of internet-facing enterprise applications and default deployments embedded in widely used frameworks."
The Register reported at the time that a functional proof-of-concept exploit for React2Shell began circulating online within 30 hours of disclosure, for example.
Likewise, AWS said Chinese state-backed attackers were exploiting the maximum-severity bug "within hours or days of disclosure."


	Cyberattack on Poland's power grid could have turned deadly in winter cold


	Ransomware crims forced to take off-RAMP as FBI seizes forum


	Everybody is WinRAR phishing, dropping RATs as fast as lightning


	Fortinet unearths another critical bug as SSO accounts borked post-patch


Whether organizations heed this warning is another matter, however. Patching systems, especially in large organizations, can be a painful process, but according to a BitSight analysis in 2024, private sector admins are taking months, not hours, to patch the most serious flaws.
Unsurprisingly, phishing was also among the most common ways in which attackers gained access to a victim's network, coming in second place just behind bug exploits with 32 percent of access cases.
Some notable phishing examples included two possibly-related campaigns targeting Native American tribal organizations. 
Talos was involved with both of those, and the team saw successful phishes lead to email account compromises and attackers using their newfound access to launch internal and external follow-on phishing emails.
The going advice is relatively unchanged from the usual stuff: patch systems quickly; implement MFA and - crucially - methods of detecting MFA abuse; and ensure systems are gathering the required logs so that responders have something to work with when they arrive on the scene.
Also, when you can't patch expeditiously, limit public exposure of these vulnerable endpoints until a time when they can be protected.
Finally, for some good news, ransomware is down to 13 percent of cases from 20 percent in Q3, and 50 percent in Q1 and Q2. Plus, no new criminal groups were seen either.
While that sounds positive, Talos said it probably just means groups are consolidating - big gangs score big takes, while smaller outfits fall by the wayside. Stay frosty. (r)
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    Sat Nad declares Windows 11 has a billion users - just don't bother asking for details

    
Terrible start to 2026 offset by optimistic operating system numbers    
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Microsoft is famously reticent about operating system usage figures unless it has something to boast about. So CEO Satya Nadella stating that Windows 11 had reached one billion users raised a few eyebrows.
As ever, the devil is in the details. Nadella did not say whether this was a daily active user figure, how many came from new hardware versus upgrades, or the mix of users. He also did not say how many devices were still on Windows 10 or had enrolled in the company's Extended Security Updates program.
What he did say was that the figure represented a 45 percent year-on-year increase.
A bit of back-of-the-envelope math shows that Windows 11 has reached this milestone faster than Windows 10, although there are a number of factors that need to be considered. The year-on-year increase, for example, was likely driven in part by the end of support for many versions on Windows 10 in October, prompting a large number of customers to move to the new operating system.
Windows 11 would also have reached the milestone far faster if it were not for the operating system's infamous hardware compatibility requirements, which prevented many Windows 10 devices from accepting the update and necessitated replacement hardware.


	Windows 11, not AI, kick-started the PC upgrade cycle


	Win10 still clings to over 40% of devices weeks after Microsoft pulls support


	AI bubble inflates Microsoft CEO pay to $96.5M


	Windows 10 refuses to go gentle into that good night


Microsoft blamed Windows Phone for not hitting its self-imposed two-year target for a billion Windows 10 devices by 2018. Windows 11 did not have that particular millstone dragging it down, but instead had the dual brakes of hardware compatibility preventing upgrades and general user apathy toward the flagship operating system.
The end of support for Windows 10 has forced the vast majority of holdouts to either upgrade to Windows 11 or stick with the Windows 10 Extended Security Updates (ESU) program. Microsoft has not released figures for the latter. However, several industry watchers told The Register that enterprises had likely already factored in hardware replacement or ESU costs ahead of the October 2025 deadline for the end of free Windows 10 updates.
Still, the milestone will be welcomed by Microsoft and anyone looking for Windows 11-related news. After all, it hasn't been the greatest start for the Windows ecosystem in 2026 thanks to multiple out-of-band releases following January's Patch Tuesday security update. (r)
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    Meta to pour the GDP of Kenya into AI infrastructure push in 2026

    
Zuck bets big on 'personal superintelligence' with $135B splurge    
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Meta is to nearly double its capital investments aimed at AI this year, spending more on infrastructure than the entire output of some mid-sized economies, as the AI datacenter feeding frenzy shows no sign of ending.
Facebook's parent company disclosed during a conference call covering its FY 2025 earnings that it expects capital expenditure this year to be in the range of $115 billion to $135 billion, compared with the $72.22 billion it invested in 2025.
This increase is to support Meta's Superintelligence Labs as well as its core day-to-day business, according to chief financial officer Susan Li during an earnings conference call with analysts.
If it goes as planned, this means that Meta will fork out about as much on infrastructure as the entire gross domestic product (GDP) of Kenya, which stood at $136 billion in 2025, according to figures from the IMF.
The social media giant isn't the only tech biz laying out the big bucks to expand its infrastructure. Last year, researchers at Omdia highlighted that Amazon's annual datacenter capex exceeded $100 billion.
Meta believes that this gamble on boosting AI will pay off in its bottom line. "Despite the meaningful step-up in infrastructure investment, in 2026, we expect to deliver operating income that is above 2025 operating income," Li said.
Founder and CEO Mark Zuckerberg justified all this lavish outlay by claiming that Meta is now seeing a major AI acceleration.
"I expect 2026 to be a year where this wave accelerates even further on several fronts. We're starting to see agents really work. This will unlock the ability to build completely new products and transform how we work," he said on the same conference call.
Meta's pathway to this vision is building what Zuckerberg calls "personal superintelligence."
"We're starting to see the promise of AI that understands our personal context, including our history, our interests, our content and our relationships. A lot of what makes agents valuable is the unique context that they can see," he said.
Meta is also working on merging large language models (LLMs) with the recommendation systems that power Facebook, Instagram, Threads, and its ad systems, Zuckerberg said, as a way to drive more ad revenue.


	Paranoid WhatsApp users rejoice: Encrypted app gets one-click privacy toggle


	FTC tries to un-Zuck Meta's grip on the market by dragging it back to court


	Meta retreats from metaverse after virtual reality check


	Zuck forms Meta Compute to pave the planet with 'hundreds of gigawatts' of AI datacenters


This is where some of the growth in infrastructure spend comes in, as Meta increases the complexity and size of its AI models to better select which ads to show. It doubled the number of GPUs used to train its GEM generative ads model ranking in Q4, for example.
"Today, our systems help people stay in touch with friends, understand the world and find interesting and entertaining content. But soon, we'll be able to understand people's unique personal goals, and tailor feeds to show each person content that helps them improve their lives in the ways that they want," he claimed.
New agentic shopping tools will allow people to find just the right very specific set of products from the businesses in Meta's catalog, he added.
Meta reported revenue of $59.89 billion for Q4 of 2025, up 24 percent year-on-year, while the figure for the whole year was $200.96 billion, up 22 percent.
For the first quarter of 2026, the firm expects its total revenue to be in the range of $53.5 billion to $56.5 billion, slightly down on the Q4 results.
Earlier this month, Meta unveiled a new initiative called "Meta Compute" to oversee its growing network of AI datacenters, saying it plans to build tens of gigawatts of capacity this decade, and hundreds of gigawatts or more over time.
The social media giant also signed agreements with three companies to provide nuclear energy that will be required in future for all the extra datacenters and infrastructure it is planning to build. (r)
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    Latest Vivaldi release surfs a wave of anti-AI sentiment

    
'What we are finding is that people hate AI'    
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Interview Vivaldi has raised a middle finger to the influx of AI in the browser space with its latest version.
"Basically, what we are finding is that people hate AI," CEO Jon von Tetzchner tells The Register.
Von Tetzchner was talking to us as the company launched version 7.8 of its browser. The centerpiece of the release is a new tab tiling system that allows users to work with multiple pages simultaneously. There are also improvements to email and several quality-of-life tweaks that will please the browser's fans.
The company modestly says: "It's the biggest leap in browser multitasking since tabs were invented and it required zero machine learning models."
That's not to say that AI doesn't have limited uses, as far as Vivaldi is concerned. It's useful for translations and research. However, does it belong in the browser, potentially even taking action for the user? Von Tetzchner doesn't think so.
He reckons that AI in browsers is being used as a data collection tool - as a company, Vivaldi has made much of user privacy. Hence, the CEO said AI "is something that's being pushed on to people."
"In a lot of cases, it's really about... if you're a company and you're listed or have investors, AI is the thing that gets you money."
"I think it's important that someone speaks out about AI. Yes, it's an interesting technology that can be used for good things as well, but actually, quite a lot of the use is not helpful."
"I think all of us are tired of AI-generated content wherever we go."
Although Vivaldi has plenty of tools and settings to block unwanted content, such as ads and trackers, Von Tetzchner isn't about to kick off an arms race to filter out AI-generated content. "Trying to recognize AI and keep it out, I think that's an uphill struggle that typically involves using AI for that purpose."


	Just the Browser claims to tame the bloat without forking


	Firefox adds AI Window, users want AI wall to keep it out


	OpenAI releases bot-tom feeding browser with ChatGPT built in


	Not in my browser! Vivaldi capo doubles down on generative AI ban


"Users go where they want to go... but I would urge people to maybe go to different sites if certain sites they're going to are getting filled with AI. Maybe it's time to look at other things. Maybe it's an opportunity for new social media. Maybe it's a chance for the fediverse."
Is there an AI bubble? "We've seen this happen before," Von Tetzchner says, pointing to the blockchain and crypto obsessions of previous years, noting that companies reached huge valuations based on an unproven use case. According to Von Tetzchner, the current AI push is more about a fear of being left behind in a paradigm shift. "While in our case, we're just wondering, OK, what do our users want? What can we do that is useful? What's the best way to give our users what they want?"
"And if that isn't AI, we aren't going to put any AI in, and we haven't really seen the use for it."
Vivaldi is in an interesting position at the moment. It remains a small player - Von Tetzchner admits "we haven't grown to the size that we did with Opera," and measuring the company's market share is tricky given that it famously dispensed with putting its name into the User Agent string websites use to identify the client browser.
Part of the challenge now facing the company is translating a growing suspicion about US tech giants into installations of its browser. Several vendors have reported a shift away from US companies and expect it will accelerate over the next few years as lawmakers and enterprises alike ponder questions about sovereignty and a stricter regulatory regime.
"We're definitely seeing that," says Von Tetzchner, "there's discussions, there's people making choices... The fact that the EU is discussing preferring European software... that's a big deal." (r)
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    Cyberattack on Poland's power grid could have turned deadly in winter cold

    
Close call after an apparently deliberate attempt to starve a country of energy at the worst time    
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Cybersecurity experts involved in the cleanup of the cyberattacks on Poland's power network say the consequences could have been lethal.
In a report published this week, Dragos said it is working with one of the 30 or so facilities affected by the attacks, allegedly carried out by Russian intelligence.
It called the attacks irresponsible, and if they succeeded in disrupting the country's power grid, it could have led to civilian deaths given the timing.
"An attack on a power grid at any time is irresponsible, but to carry it out in the depths of winter is potentially lethal to the civilian population dependent on it," Dragos said.
"It is unfortunate that those who attack these systems appear to deliberately choose timing that maximizes impact on civilian populations."
Dragos, which attributed the attacks to the group it calls Electrum but most others call Sandworm, described the attacks as a world-first for targeting distributed energy sources (DERs), which are smaller sites connected to a country's central power grid.
The attacks bore similarities with those carried out by Russia a decade ago in Ukraine, where GRU-affiliated Sandworm attackers compromised the country's power grid.
The use of wiper malware, DynoWiper in this case, is consistent with Sandworm's previous attacks on critical infrastructure, but targeting DERs is an evolution in tradecraft.
Dragos said the various compromises in Poland show these DERs, which don't often receive the same levels of cybersecurity investment as centralized facilities, now represent an attractive target for state-sponsored attackers.
"While Dragos has responded to cybersecurity incidents at individual renewable and distributed generation facilities in the past, those incidents involved single sites or opportunistic compromises," its report read.
"The Poland attack is significant because of the coordinated nature of the attacks across numerous sites simultaneously and the demonstrated intent of a sophisticated adversary to systematically target this infrastructure."


	Moscow likely behind wiper attack on Poland's power grid, experts say


	AI-powered cyberattack kits are 'just a matter of time,' warns Google exec


	London boroughs limping back online months after cyberattack


	Warwickshire school to reopen after cyberattack crippled IT


As reported earlier this week, Sandworm's attempts at industrial sabotage did not result in power grid outages. However, Dragos said in some cases the effects of the attacks damaged equipment beyond repair.
Without going into specifics of the incident at the site Dragos was investigating, the report noted that attackers took over remote terminal units (RTUs) and communication infrastructure at multiple sites.
They achieved this through various means, such as targeting internet-exposed devices and those vulnerable to exploits or via misconfigurations, and a strong understanding of how these RTU devices are deployed in the field.
"Taking over these devices requires capabilities beyond simply understanding their technical flaws," Dragos said. "It requires knowledge of their specific implementation.
"The adversaries demonstrated this by successfully compromising RTUs at multiple sites, suggesting they had mapped common configurations and operational patterns to exploit systematically."
Sandworm attackers disabled some communication and operational technology devices during the attacks, but this alone would not cause a power outage. Taking these devices down usually just prevents remote monitoring; in most cases, they continue to operate as normal.
However, incident responders are still working to understand if Sandworm tried to issue commands to the devices they compromised, in an attempt to alter their functionality, or if their goal was to simply disable them. (r)
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    Capita pension portal 'fiasco' forces Cabinet Office into damage control

    
150-strong 'surge team' deployed as 8,500 retirees left high and dry, some waiting 9 months for legally owed cash    
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The UK Cabinet Office is being forced to promise "interim support measures" for struggling retired government workers as Capita's botched takeover of the Civil Service Pension Scheme (CSPS) lurches from bad to worse.
The Cabinet Office has also tasked Angela MacDonald, deputy chief executive at HM Revenue & Customs, "to lead oversight of an urgent recovery plan."
[image: AI working with human workers]
Capita tells civil servants to wait for chatbots to fix pension portal woes

READ MORE
The move was revealed in a statement by Civil Service COO Catherine Little and Capita CEO Adolfo Hernandez saying: "Capita and the Cabinet Office are deeply sorry for the worry, frustration, and distress this has caused - particularly for those dealing with bereavement or ill health."
Capita has repeatedly referred to a backlog of 86,000 cases inherited from the previous provider, "a significant proportion of which was already overdue."
The apology came almost two months after a Capita spokesperson said there had been some "teething problems" with the new CSPS web portal for members but claimed "we worked quickly with our partners to fix the issues."
Capita promised "enhanced system design and digital innovation" when it won the PS239 million contract to oversee the CSPS, an agreement that was scheduled to begin in September 2025.
The win came after a massive security breach in 2023 affecting its management of multiple pension schemes, including the Universities Superannuation Scheme.
This week, the Cabinet Office and Capita accepted there were "serious issues" affecting scheme members.
"Members have reported difficulty logging into the portal, incomplete pension details, long waits on customer service calls, and delays to pension quotes and payments. In some cases, this has caused financial hardship," the statement said.
In addition to parachuting in MacDonald to implement a recovery plan, Capita and the Cabinet Office are focusing on "urgent bereavements, ill-health retirements, and hardship situations" as they prioritize cases.
A surge team of "over 150 additional staff" is being deployed to Capita to "support clearing the correspondence backlogs and speed up processing, bringing the total workforce to more than 650."
The Register asked whether these 150 staff are civil servants or redeployed Capita staff.
Little and Hernandez said the Cabinet Office is working with departments "to agree interim support measures."
The PCS union described the situation as a "fiasco," which has delayed payments of pensions to "8,500 newly retired civil servants."
A statement from PCS said: "In a letter to PCS general secretary Fran Heathcote, Cat Little sets out plans to make payments to those affected who are at risk of hardship. Further information is expected on this from employers within the next 24 hours.


	Pension portal launch fail sends Capita running to Microsoft for help


	Newly launched civil service pension portal from Capita is crapita, users report


	Capita fined PS14M after 58-hour delay exposed 6.6M records


	UK Home Office hikes tech consultant spend to PS350M despite pledge to cut costs


"A swift response in cases of ill-health retirement and bereavement is promised, with full service for cases of bereavement restored by 12 February."
However, PCS said: "It is clear that the backlog at Capita will take months to clear."
It added that thousands of civil servants are facing hardship "as pensions and lump sums fail to arrive on time." Some individuals were waiting more than nine months "for money they are legally entitled to receive."
Heathcote said: "The government must ensure the Civil Service Pension Scheme is properly resourced and preferably brought back in house."
Union FDA's Assistant General Secretary, Adrian Prandle, told The Reg:
"Eight weeks after the transfer of the administration of the Civil Service Pension Scheme to Capita, the FDA remains deeply concerned that there is still no end in sight to the continuing failures and unfolding scandals.
"We acknowledge the backlog of cases handed over to Capita was more than double the expected number, issues experienced with Capita go deeper than delays. Issued faced by our members include difficulties logging into their pension portal, missing and incorrect data, inability of customer service helpline to deal with volume of calls and late payments to retired members."
Current civil servants have been advised to await details from their department about how to access support. Former civil servants experiencing financial hardship, who have retired in the last year, are advised to contact their former departments.
"If you left more than 12 months ago, or you are a long-deferred member, pensioner or dependant, please raise hardship concerns with Capita," the Capita/Cabinet Office statement stated. (r)
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    Birmingham City Council's Oracle ERP fiasco now PS144M and still not working

    
Five years after its planned go-live, the system remains incomplete as costs balloon more than sevenfold    
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Birmingham City Council's SAP-to-Oracle project is set to cost PS144.4 million - more than seven times earlier estimates - as it waits for a fully functioning system five years after its planned go-live date.
Keen Reg readers will know the sorry saga of the ERP disaster at Europe's largest local authority. For the uninitiated, highlights include going live with a system unfit to manage the council's PS3 billion in taxpayer revenue and multibillion-pound spending budget; a decision to turn off audits for fraud detection for more than 18 months; allocating PS2 billion in transactions to the wrong year; and multiple delays and overspending.
Pertaining to the last item on this list of shame, Birmingham City Council has released new figures. In a written response published with its council meeting this week, officials said the total forecast cost of the program up to the 2027/28 financial year is PS144.4 million, up from an initial estimate of PS19 million with a PS1 million contingency. In 2024, the total budget approved across financial years 2018/19 to 2025/26 was PS131 million.
The project began in 2018, when the council planned to move away from its legacy R/3 SAP system to more modern software. Having picked Oracle Fusion, it initially planned to go live in December 2020 for finance and procurement, and in February 2021 for HR and payroll. According to a 2021 business case, this was replanned with a revised launch in April 2022 for both functions.
Having hit the project milestone, things went from bad to worse. Although the council had planned to implement Oracle "out-of-the-box," it created several customizations including a banking reconciliation system that failed to function properly. The council struggled to understand its cash position and was unable to produce auditable accounts. It has spent more than PS5 million on manual workaround labor.


	Birmingham pauses Oracle relaunch to get staff on board


	Europe's largest city council delays fix to disastrous Oracle system once more


	Birmingham City Council's PS131M Oracle rebuild in danger as go-live nears


	City council rejects inquiry into PS130M Oracle IT disaster


The Oracle implementation - along with poor management of equal pay cases - led to the council becoming effectively bankrupt in 2023.
The council has now bought a third-party solution to cover the banking reconciliation function, and is reimplementing Oracle from scratch, a project that was due to go live in April, and has now been delayed by several months.
The mushrooming cost of the project also needs to take into account the fact that schools have been removed from its scope, a move that might have led to reduced costs.
Nor does ballooning spending reflect how much the authority might be out of pocket in total. The initial project had banked expected savings in the millions from the 2022 go-live date. Anticipated savings of PS69 million in 2023/24 were written off. In 2024, investigators put the total money lost at PS216.5 million, which might climb by PS10 million or so, given the new cost projection.
At around PS225 million, the money lost equates to about PS200 per person within the council's boundaries. (r)
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    If you're one of the 16,000 Amazon employees getting laid off, read this

    
It's not your fault    
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Opinion It's not your fault Amazon hired you for a position that it no longer deems necessary - blame bad planning or unanticipated market conditions. Everybody guesses wrong sometimes, even with the power of the most sophisticated business analysis software and the smartest prognosticators one can hire.
It's not your fault if you quit your last job because you believed the promises of your new employer. Maybe they offered you more money, more freedom, more challenging and interesting work. Whatever they offered, getting laid off trumps all that. "Is a dream a lie if it don't come true, or is it something worse?" Bruce Springsteen once asked in a song. I'm still not sure exactly what he meant.
[image: Job cuts]
Amazon axes 14,000 desk jobs in AI-powered slimming plan

READ MORE
It's not your fault if you turned down offers from other employers because you valued the stability of your current workplace, or you liked your bosses and colleagues (a good hang is worth a lot, as one former journalist colleague put it), or thought you were serving a more valuable mission than the one your would-have-been new employer offered. It's not your fault. You made what seemed like the best decision you could've made at the time, given the information you had.
It's hard not to blame yourself. Other people will blame you. Some people you thought were friends will use the moment to take their digs, bring you down a notch, criticize you for being too blind to see the signs. Your family might resent you for no longer being able to support them in the manner to which they were accustomed. If you're taking care of sick relatives, you'll all suffer under the sudden scramble to secure health insurance. But it's not your fault.
Others will be indifferent. The colleagues you left behind, having felt the scythe blade pass inches from their neck, may feel good reason to draw into their shells completely. People who've been through it before may shrug and welcome you to the club.


	AWS's inevitable destiny: becoming the next Lumen


	Amazon CEO Andy Jassy goes wobbly on AI bubble possibility


	AWS raises GPU prices 15% on a Saturday, hopes you weren't paying attention


	Jassy taps 27-year Amazon veteran to run AGI org, which is now definitely a thing that exists


On the flip side, some people will surprise you with their offers of introductions, brainstorming sessions, moral and maybe even financial support. Thank those people profusely, and try to pay it forward the next time somebody you know goes through it. Few bucks are better spent than on the beers you buy for a friend who's suddenly knee-deep in the shit.
I know how this goes. I've worked in journalism for most of my career. My profession has shrunk dramatically over the last 20 years as the internet ate all the old revenue models. Craigslist decimated classified ads, Google and Facebook destroyed most of the rest of print advertising, then steadily chipped away at digital news business models, redirecting their massive audiences to whatever made them the most money. Switch to video, the pundits said. Go indie. Learn to code.
Now a lot of those coding jobs are disappearing too, sacrificed on the altar of AI and ever-increasing efficiency. If you believe the most foaming-mouthed AI prognosticators, the Dario Amodeis and Sam Altmans of the world, you can expect that this scene will be repeated many times in coming years, across many professions.
It won't be easy, but technological upheavals have happened before, and the skills you've acquired may find surprising new uses in the AI world. You are not your job. You'll find a new fit.
And remember: it's not your fault. (r)
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