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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Oracle suits up for Air Force Cloud One program with $88M contract
        Dan Robinson

        Big Red joins AWS on a multi-cloud defense platform Oracle has picked up an $88 million contract with the US Air Force to provide cloud infrastructure services for the department's Cloud One program....

      

      
        $8K laundry bot knows when to hold 'em, knows when to fold 'em, and knows it has help standing by
        Brandon Vigliarolo

        Not-onamous by a long shot Nobody likes folding laundry, but you really have to hate it to spend $7,999 on a robot that'll fold it for you with a whole heap of limitations - including company employees getting the occasional peep at your tough-to-fold unmentionables....

      

      
        Elon Musk paints exodus of xAI co-founders as 'evolution'
        Richard Speed

        12-strong founding team down to 6 as boss looks Moonwards Elon Musk has framed the recent exodus of talent from his artificial intelligence startup, xAI, as a necessary growing pain, saying the company's evolution "required parting ways with some people."... 

      

      
        'Another dark day': Users slam Microsoft over Polyglot Notebooks deprecation
        Richard Speed

        Visual Studio Code extension faces March shutdown with no transition guidance Microsoft has abruptly announced the deprecation of Polyglot Notebooks with less than two months' notice, throwing the future of the .NET Interactive project into doubt....

      

      
        Apple patches decade-old iOS zero-day, possibly exploited by commercial spyware
        Connor Jones

        Flaw abused 'in an extremely sophisticated attack against specific targeted individuals' Apple patched a zero-day vulnerability affecting every iOS version since 1.0, used in what the company calls an "extremely sophisticated attack" against targeted individuals....

      

      
        Memory price explosion triggers PC buying spree
        Dan Robinson

        DRAM doubles, NAND jumps 70% as corporate buyers race the clock Exploding memory prices are pushing corporate buyers to fast-track PC purchases before costs climb further....

      

      
        NASA pauses most Swift science ops to buy time for reboost mission
        Richard Speed

        Anticipated summer launch is cutting it fine NASA has ended most science operations on its Swift observatory to keep the spacecraft in orbit a little longer....

      

      
        Supply chain attacks now fuel a 'self-reinforcing' cybercrime economy
        Connor Jones

        Researchers say breaches link identity abuse, SaaS compromise, and ransomware into a cascading cycle Cybercriminals are turning supply chain attacks into an industrial-scale operation, linking breaches, credential theft, and ransomware into a "self-reinforcing" ecosystem, researchers say.... 

      

      
        The big FOSS vendors don't eat their own dogfood - they pay for proprietary groupware
        Liam Proven

        That's not a good idea Open Source Policy Summit 2026  SUSE recommends that companies should run on FOSS - but an accidental revelation from a company exec, live on stage, reveals it doesn't practice what it preaches. It's not alone....

      

      
        UK unveils telecoms charter to curb mid-contract bill shocks
        Dan Robinson

        Legal teeth sold separately The UK government claims a new Telecoms Consumer Charter will stop customers being hit by unexpected bill increases and offer clearer pricing when signing up to deals....

      

      
        Feeling brave? Ministry of Defence seeks PS300K digital boss to manage PS4.6B spend
        SA Mathieson

        Whoever gets it will steer UK department's IT, AI strategy, and megabucks vendor deals The UK Ministry of Defence (MoD) is offering between PS270,000 to PS300,000 for a senior digital leader who will oversee more than PS4.6 billion in spending and more than 3,000 specialist staff....

      

      
        The UK government isn't spending much taxpayer cash on X
        SA Mathieson

        Department for Education dropped PS27,118. The rest, little to nothing Most UK government departments have spent little or nothing with social media platform X since July 2024 following an unpublished 2023 evaluation by the Cabinet Office. But the Department for Education has bucked the trend, spending PS27,118....

      

      
        Google: China's APT31 used Gemini to plan cyberattacks against US orgs
        Jessica Lyons

        Meanwhile, IP-stealing 'distillation attacks' on the rise A Chinese government hacking group that has been sanctioned for targeting America's critical infrastructure used Google's AI chatbot, Gemini, to auto-analyze vulnerabilities and plan cyberattacks against US organizations, the company says.... 

      

      
        Starlink speeds past terrestrial networks - and regulators
        Simon Sharwood

        Low-earth orbit broadband is a no-brainer for remote area connectivity, but a brain teaser for lawmakers and networkers APRICOT 2026  Starlink can sometimes shift data more quickly than is possible on terrestrial networks, and improves connectivity in remote areas. But the space broadband service also presents new technical and regulatory challenges, according to speakers who took to the stage on Tuesday at the Asia Pacific Regional Internet Conference on Operational Technologies (APRICOT) in Jak...

      

      
        Cisco hikes prices to cover memory cost rises, says you don't much care
        Simon Sharwood

        Switchzilla is only getting a small slice of the AI boom, but sees a campus refresh wave cresting Cisco has increased the prices for its hardware to cover the increased cost of memory and says the resulting bigger bills are not changing customers' buying habits....

      

      
        Microsoft warns that poisoned AI buttons and links may betray your trust
        Thomas Claburn

        Businesses are embedding prompts that produce content they want you to read, not the stuff AI makes if left to its own devices Amid its ongoing promotion of AI's wonders, Microsoft has warned customers it has found many instances of a technique that manipulates the technology to produce biased advice....

      

      
        Anthropic promises its datacenters totally won't drive up your utility bill
        Tobias Mann

        Compute it leases from Amazon, MIcrosoft, and Google... that's another story Model-maker and SaaS-y AI outfit Anthropic has committed to covering any increases in energy prices paid by consumers caused by its power-hungry datacenters....

      

      
        Devilish devs spawn 287 Chrome extensions to flog your browser history to data brokers
        Thomas Claburn

        Add-ons with 37M installs leak visited URLs to 30+ recipients, researcher says They know where you've been and they're going to share it. A security researcher has identified 287 Chrome extensions that allegedly exfiltrate browsing history data for an estimated 37.4 million installations.... 

      

      
        Meta will let users tweak Threads algorithms as long as they ask nicely
        Brandon Vigliarolo

        Only for three days, though, then it's back to the misery feed Meta has decided to let Threads users make custom tweaks to its all-important algorithm, but don't expect your preferences to stick and do expect to bring your best manners....

      

      
        Lawmakers demand great wall to keep advanced chipmaking gear out of China
        Tobias Mann

        Allies that don't align on chip controls could face US component curbs, they argue Banning sales to Chinese-government-affiliated companies, apparently, is not enough. A bipartisan group of American lawmakers this week called on the Trump administration to enact a blanket ban on the sale of equipment used in the production of advanced semiconductors to all of China....

      

      
        AI spurs employees to work harder, faster, and with fewer breaks, study finds
        O'Ryan Johnson

        Like a puppy, a fun new toy soon turns into an unrelenting taskmaster A Harvard Business Review study is answering the question 'what will employees do if AI saves them time at work?' The answer: more work....

      

      
        T-Mobile announces its network is now full of AI by rolling out real-time translation
        Brandon Vigliarolo

        This AI is so network native, the telco tells us, that it all works on existing hardware - no datacenters involved T-Mobile is claiming it's now the first wireless carrier to integrate generative AI "directly into a wireless network," and it's rolling out real-time call translation as the first feature delivered on top of its new AI-filled cellular network. ...

      

      
        Posting AI-generated caricatures on social media is risky, infosec killjoys warn
        Jessica Lyons

        The more you share online, the more you open yourself to social engineering If you've seen the viral AI work pic trend where people are asking ChatGPT to "create a caricature of me and my job based on everything you know about me" and sharing it to social, you might think it's harmless. You'd be wrong.... 

      

      
        Attending GTC? Join The Register for an exclusive dinner on scaling AI data platforms
        Team Register

        Learn about how tech leaders are scaling AI in practice Promo  AI projects fail at scale not because models don't work or GPUs lack performance. They fail because data can't keep pace....

      

      
        Fukushima's radioactive hybrid terror pig boom was driven by amorous mothers
        Richard Currie

        Genetic study finds domestic pigs' year-round breeding sped gene flow into wild boar Back in 2021, in the thick of pandemic mania, The Register gleefully reported that "radioactive hybrid terror pigs" were thriving in Japan's Fukushima exclusion zone....
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        Original URL: https://www.theregister.com/2026/02/12/oracle_airforce_cloud_88m/
    

    Oracle suits up for Air Force Cloud One program with $88M contract

    
Big Red joins AWS on a multi-cloud defense platform    


    
        By 
Dan Robinson        
    

    
        Posted in Public Sector,
        
            12th February 2026 17:40 GMT
        
    


    
Oracle has picked up an $88 million contract with the US Air Force to provide cloud infrastructure services for the department's Cloud One program.
Big Red said that the program will provide users at the Department of Defense (DoD) with access to Oracle Cloud Infrastructure (OCI) services, supporting all the required security, performance, and resiliency across multiple classification levels.
Cloud One is a multi-cloud, multi-vendor platform managed by the Air Force and available to other DoD users, described as "a one-stop shop for DoD mission application owners that require a full array of commercial cloud services."
The move follows from the DoD awarding Amazon's AWS a much larger, about $581 million contract in support of the Cloud One Program in January.
OCI provides dedicated and secure datacenter support for the DoD users, including Top Secret/Sensitive Compartmented Information, Special Access Programs, and Defense Information Systems Agency Impact Levels 5 and 6 (DoD IL5 and IL6) workloads.
As everything today has to have AI, mission owners will have access through the program to Oracle AI Database 26ai on OCI. This will allow them to securely combine organization-specific information and public information when running agentic AI workflows to securely generate sophisticated answers and perform actions autonomously, at least according to Oracle.
The firm also states that its Oracle National Security Regions are only operated by cleared US citizens. That's a step up from Microsoft, which reportedly used China-based workers on US government cloud services.
"Oracle remains committed to the DoW's mission and our next-generation database services and analytics, including Oracle AI Database 26ai, are transformative additions to its Cloud One strategy," said Oracle's EVP for government, defense and intelligence Kim Lynch.
"With this latest contract award, defense customers can confidently advance their most critical missions knowing Oracle's secure, trusted technologies provide the highest standards of security, compliance, and reliability required to meet their unique operational demands."


	Oracle Java licensing worries are percolating through the userbase


	Banker claims Oracle may slash up to 30,000 jobs, sell health unit to pay for AI build-out


	Birmingham pauses Oracle relaunch to get staff on board


	Oracle AI sailed the world on Royal Navy flagship via cloud-at-the-edge kit


More recently, Oracle has become embroiled in the AI infrastructure game, worrying investors at the end of last year that its capital expenditure will be $15 billion higher than previously predicted, in order to have all the cloud capacity that its customers say they will need for AI workloads.
This year, the talk was that the company might have to cut up to 30,000 jobs and sell its health tech unit Cerner in order to ease its AI infrastructure financing challenges.
We're not sure that $88 million from the Pentagon will help much when Oracle plans to raise $45 billion to $50 billion this year to expand its cloud infrastructure, but every little bit of revenue is good for the bottom line.
The new OCI offerings for Cloud One and its government customers are on a firm-fixed-price contract basis. According to Oracle, the firm-fixed-price task order runs through December 7, 2028, with work performed at contractor-designated facilities across the United States. (r)
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        Original URL: https://www.theregister.com/2026/02/12/laundry_folding_robot_8000_dollars_teleoperated/
    

    $8K laundry bot knows when to hold 'em, knows when to fold 'em, and knows it has help standing by

    
Not-onamous by a long shot    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in Offbeat,
        
            12th February 2026 17:10 GMT
        
    


    
Nobody likes folding laundry, but you really have to hate it to spend $7,999 on a robot that'll fold it for you with a whole heap of limitations - including company employees getting the occasional peep at your tough-to-fold unmentionables.
Head over to Weave Robotics' homepage and you'll see videos of a Johnny 5-esque robot zipping around an apartment, putting things away and tidying up like a helpful robo-companion that really doesn't want to be disassembled. That sort of autonomy is complicated, though, and Weave doesn't actually sell such a product. Instead, it's selling a wall outlet-powered variant that will only take care of a single chore. Meet Isaac 0, the laundry robot that costs as much as a first-class plane ticket from San Francisco to London. 
"Laundry is a universal time sink that's taken for granted to be human-only work simply because an alternative hasn't existed," Weave said in an announcement of Isaac 0's availability this week. "It's also a bounded task with measurable outcomes, and it makes for the perfect place to turn ambitious robotics research into a real product for the home."
But its first commercial product suggests the year-and-a-half-old startup's ambitions outstrip reality. Isaac 0 has a lot of shortcomings.
For example, it can't handle everything. Weave mentions "tshirts, long sleeves, sweaters, pants, [and] towels," are in its wheelhouse, along with undergarments and pillowcases. Large blankets and bedsheets are currently out of its expertise, and the company said it's constantly expanding its abilities. Even with that limited list, Isaac 0 still can't do its job without plenty of mistakes. 
"Because it's an early, first-of-its-kind product Isaac 0 won't be perfect all the time," Weave admits. That lack of perfection means Isaac 0 needs a human to teleoperate the bot on occasion, the company said, in order to make a "5-10 second correction" before handing the task back off to the robot. 
Don't worry, though - Weave promises Isaac 0 will learn from every correction a human operator makes. Combined with weekly model updates, Weave claims "each fold is faster and higher quality than the last." 
To put "faster" in perspective, Weave said that Isaac 0 takes between 30 and 90 minutes to fold a load of laundry. 
With its lack of advertised garment repertoire, Isaac 0's teleoperators might be getting frequent peeks at garments not listed above, as well as the space they're in, so be sure to position that massive, stationary laundry folding robot in a spot that won't give it a peek at someone wondering where their favorite trousers ended up. 
It's not clear how often Isaac 0 will need to be teleoperated in a single folding session. The company's website states that the goal is always for Isaac 0 to fold the whole batch without assistance, but the actual time a human has to spend assisting the bot can vary based on the mix of garments in a load. We asked Weave for more specifics, but didn't hear back.
We do note that the announcement page mentions teleoperation "ensures that the final stage of the fold is neat," suggesting the bot might regularly be monitored by a human to ensure it's not leaving behind a pile of poorly-folded t-shirts and towels. According to Weave's website, Isaac 0 teleoperators can see feeds from the bot's head and wrists and all the degrees of freedom those cameras are afforded. 


	Humanoid robots are still novelty acts, but investment is surging to make them real tomorrow


	Optimus Schmoptimus - Boston Dynamics' humanoid robot is already in mass production


	Inventor who encouraged Elon Musk to make Optimus says most humanoid robots today are 'terrifying'


	Child hit by car among videos 'captured by Tesla vehicles, shared among staff'


As for when home robot aficionados can expect a more capable, fully mobile version of Isaac like the one advertised on the company's homepage, Weave didn't specify, only noting in the announcement that "the next couple of years will set the foundation" for "the next generation of home robots." 
In other words, we seem to have a case of overpromise and underdeliver-a-robot-that-pretends-to-be-autonomous-but-is-partly-controlled-by-a-wage-slave on our hands.
For those still hard-pressed for a robotic alternative to folding laundry themselves like a peasant, Weave is now taking $250 reservations for an Isaac 0 today, but not if you live outside the San Francisco Bay Area - that's the only place they're being delivered right now, likely on account of the fact that the robots require extensive setup that can take a whole afternoon to complete. 
Don't want to pay the $7,999 full price? There's also a $450/month subscription option for those looking for a pay-as-you-go way to be an early adopter. Weave said units are going to ship as soon as this month, and is also offering a $9,999 priority delivery option for those that want to jump the line. (r)
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        Original URL: https://www.theregister.com/2026/02/12/musk_xai_departures/
    

    Elon Musk paints exodus of xAI co-founders as 'evolution'

    
12-strong founding team down to 6 as boss looks Moonwards    


    
        By 
Richard Speed        
    

    
        Posted in AI + ML,
        
            12th February 2026 14:46 GMT
        
    


    
Elon Musk has framed the recent exodus of talent from his artificial intelligence startup, xAI, as a necessary growing pain, saying the company's evolution "required parting ways with some people."
Musk's post on X (formerly Twitter) followed an all-hands meeting at xAI where he told the audience: "We're actually going to have a mass driver on the Moon," although he acknowledged that such a thing was currently in the realm of science fiction.
A mass driver is best thought of as an electromagnetic catapult that flings payloads into space at high velocities. That's an ideal thing to have if you wanted to, say, have a datacenter in space consisting of a million satellites.
The science fiction reference was well made. Musk has a reputation for making bold statements and then singularly failing to deliver. Remember humans on Mars in 2024 or 2026? It would be impractical to list every missed prediction, but Musk's track record on timelines is relevant when assessing the credibility of new forecasts.


	UK to properly probe xAI to test if its revolting robo-smut generator broke the law


	Elon Musk merges xAI into SpaceX to spread universal consciousness via a sentient sun


	Google snaps up datacenter power biz Intersect while xAI plans more capacity


	xAI's Grok has no place in US federal government, say advocacy groups


Musk wrote: "Join xAI if the idea of mass drivers on the Moon appeals to you."
Or head for the door, as half of the xAI founding team has already done. Yuhai Wu announced his departure on Monday, and Jimmy Ba packed up his things on Tuesday. Both were full of praise for xAI, but the fact that six members of the company's 12-person founding team have now departed is notable.
Musk has spent the last few weeks rolling out one ambitious announcement after another. This month has seen SpaceX acquire xAI, plans for a datacenter in space, the abrupt pivot from missions to Mars to the Moon, and so on. Even in the fast-paced world of AI development, it is difficult not to imagine the whiplash felt by some employees within Musk's companies.
Musk stated: "xAI was reorganized a few days ago to improve speed of execution. As a company grows, especially as quickly as xAI, the structure must evolve just like any living organism." (r)
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    'Another dark day': Users slam Microsoft over Polyglot Notebooks deprecation

    
Visual Studio Code extension faces March shutdown with no transition guidance    


    
        By 
Richard Speed        
    

    
        Posted in Software,
        
            12th February 2026 14:23 GMT
        
    


    
Microsoft has abruptly announced the deprecation of Polyglot Notebooks with less than two months' notice, throwing the future of the .NET Interactive project into doubt.
The deprecation will come into effect on March 27, whereupon bug fixes and support will cease, and no new features will be added. However, the extension won't be automatically uninstalled from a user's Visual Studio Code installation.
Polyglot Notebooks is an important element of the Microsoft .NET Interactive project, which Microsoft describes as "an engine and API for running and editing code interactively." .NET Interactive can run as a kernel for notebooks and "enables a polyglot (multi-language) notebook experience," according to Microsoft. "For the best experience when working with multi-language notebooks, we recommend installing the Polyglot Notebooks extension for Visual Studio Code."
That recommendation presumably remains in place until Microsoft pulls the plug.
The deprecation announcement was made in the project's GitHub repository and the thread was locked, limiting conversation. However, users were quick to raise additional issues, questioning the reasoning behind the deprecation and the short time frame.
One pointed out the Polyglot Notebooks extension in Visual Studio Code was Microsoft's recommendation for data analysts, since Azure Data Studio is retiring at the end of this month. Microsoft's reaction was to remove the recommendation.
It appears the author of the Azure Data Studio retirement documentation was unaware of the impending doom facing the Polyglot Notebooks extension. An individual claiming to be the author posted: "As a result of the deprecation announcement for Polyglot Notebooks, I am legally bound to remove that recommendation from the Azure Data Studio article, because it would mislead customers to keep it in."
Which is true. However, as another user noted: "Removing that documentation from the Azure Data Studio page - and giving no transition path at all for those users (like myself) who depend on those Azure Data Studio features - seems a pretty user-hostile approach. We've already followed Microsoft's transition guidance once and ended up in this situation. Should we now look elsewhere for this functionality?"
The short notice and mixed messaging speaks more of dysfunctional management and communication within Microsoft than anything else. If only there were some tool at the company's disposal for Teams to communicate and collaborate.
We'll give the final word to another user reacting to the deprecation announcement, who said: "This is just another dark day for Microsoft customers, and the decision makers are nowhere to be seen taking accountability for the impact of their decisions." (r)
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    Apple patches decade-old iOS zero-day, possibly exploited by commercial spyware

    
Flaw abused 'in an extremely sophisticated attack against specific targeted individuals'    


    
        By 
Connor Jones        
    

    
        Posted in Cyber-crime,
        
            12th February 2026 14:01 GMT
        
    


    
Apple patched a zero-day vulnerability affecting every iOS version since 1.0, used in what the company calls an "extremely sophisticated attack" against targeted individuals.
CVE-2026-20700, discovered by Google's Threat Analysis Group, affects dyld - Apple's dynamic linker - and allows attackers with memory write capability to execute arbitrary code. Apple said the flaw was exploited in the wild and may have been part of an exploit chain.
Its advisory stated: "An attacker with memory write capability may be able to execute arbitrary code. Apple is aware of a report that this issue may have been exploited in an extremely sophisticated attack against specific targeted individuals on versions of iOS before iOS 26."
Google's researchers also referenced two December vulnerabilities in their report that both carry 8.8 CVSS scores.
CVE-2025-14174 is an out-of-bounds memory access flaw in Google Chrome's ANGLE graphics engine on Mac that could be exploited through a malicious webpage.
The other, CVE-2025-43529, is a use-after-free leading to code execution.
Brian Milbier, deputy CISO at Huntress, said: "Think of dyld as the doorman for your phone. Every single app that wants to run must first pass through this doorman to be assembled and given permission to start.
"Usually, the doorman checks credentials and places apps in a high-security 'sandbox' where they can't touch your private data. This vulnerability allows an attacker to trick the doorman into handing over a master key before security checks even begin."


	Ireland wants to give its cops spyware, ability to crack encrypted messages


	Stalkerware slinger pleads guilty for selling snooper software to suspicious spouses


	Apple, Google forced to issue emergency 0-day patches


	Two Android 0-day bugs disclosed and fixed, plus 105 more to patch


By chaining this with WebKit flaws Apple also addressed in the iOS 26.3 update, "attackers have created a 'zero-click' or 'one-click' path to total control. They use a fake ID to bypass the front gate - your browser - and then exploit the doorman's flaw to take over the entire building," Milbier added.
"This level of sophistication resembles other exploits developed by the commercial surveillance industry. These are private companies that also developed prominent spyware tools like Pegasus and Predator. They sell these types of exploits or tools to government clients. While some updates in this patch address minor issues, such as data leakage from physical access, the dyld/WebKit chain is in a different league. iOS 26.3 closes a door that has been unlocked for over a decade."
Apple's updates for iOS and iPadOS also feature a host of other fixes for various bugs, including flaws that grant root access and disclose sensitive user information, but CVE-2026-20700 is the only one it said was exploited in the wild. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/02/12/apple_ios_263/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/02/12/memory_pc_rush/
    

    Memory price explosion triggers PC buying spree

    
DRAM doubles, NAND jumps 70% as corporate buyers race the clock    


    
        By 
Dan Robinson        
    

    
        Posted in Personal Tech,
        
            12th February 2026 13:31 GMT
        
    


    
Exploding memory prices are pushing corporate buyers to fast-track PC purchases before costs climb further.
DRAM and NAND have already soared 80 to 90 percent since the final quarter of 2025, as The Register recently reported, and further bill shocks are forecast as the year progresses.
[image: Drought]
Curse of AI to push up PC prices as memory and CPU shortages bite

READ MORE
PC makers are starting to witness this dynamic. Lenovo today reported revenue of $15.8 billion for its Intelligent Devices Group (IDG), up 14 percent year-on-year, with PC revenues within that up 18 percent.
A similar effect was seen early last year when a tariff threat from the Trump administration caused a spike in trade as resellers and buyers alike tried to buy up boxes and get them through customs before the cost of imports jumped.
The memory supply shortage and the rising cost situation is "unprecedented," said Lenovo chief Yang Yuanqing, speaking on an analyst call to discuss its earnings.
"DRAM cost increased by 40 to 50 percent last quarter, but the current quarter versus last quarter almost doubled again, even with the contract price. So this structural imbalance between supply and demand is not simply a short-term fluctuation. It's likely to have a prolonged impact on the industry throughout this year," he stated.
On the other hand, a volatile market could become an opportunity for Lenovo, Yuanqing added. Lenovo's view is that high material costs will likely constrain demand for PCs and smartphones later in 2026, "but that's just from a unit volume point of view," he said.
"Given the higher pricing and the market shifting to the premium segment because of AI PCs, we believe the overall PC revenue market will still grow year-over-year."
In other words, available devices will carry a higher price tag, cushioning lower shipment volumes.
CDW, one of the world's largest resellers, also forecast stronger hardware growth in the first half of this year as many buyers bet that bumping purchases forward will avoid higher prices.
"We believe to the best of our ability that we're going to see about the same amount of pull forward in Q1 or slightly more than we actually saw in December," president and CEO Christine Leahy said during CDW's recent earnings call.


	Price, battery life, performance - that's how you sell PCs


	DRAM prices expected to double in Q1 as AI ambitions push memory fabs to their limit


	Windows 11, not AI, kick-started the PC upgrade cycle


	HP CEO prints final page after six years, moves to PayPal


"When you think about the various products, I would just tell you that PCs for us, for example, have been strong. We'll probably see decelerating growth this coming year, but we still see strength as we explained in our prepared remarks. It might be a little choppier during the course of the year as a result of memory, but we still see strength there."
Analyst Omdia said PC shipments in Q4 2025 were higher than forecast due to a significant amount of pulled forward demand from the channel.
On average, mainstream PC DRAM and SSD prices jumped by nearly 100 percent and 40 percent respectively during 2025. Omdia forecast a rise of another 60 percent for DRAM and 70 percent for flash memory this quarter alone.
The memory crisis is likely to be a prolonged situation where consumers and enterprises will eventually have to adjust to the new higher price points, rather than expect a quick return to previous levels.
The PC market could see a 10 percent shipment decline, Omdia warns, shrinking back to 2023 levels, with the risk of a 15 percent decline if all the costs are passed on to buyers.
Antonio Talia, chief analyst officer at Context, told The Register: "The anticipated memory shortage is expected to lead to higher prices for PCs. We expect Average Selling Prices (ASPs) for both mobile computing devices and desktops to grow by double digits." (r)
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    NASA pauses most Swift science ops to buy time for reboost mission

    
Anticipated summer launch is cutting it fine    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            12th February 2026 12:35 GMT
        
    


    
NASA has ended most science operations on its Swift observatory to keep the spacecraft in orbit a little longer.
The 21-year-old observatory's altitude has now dropped below 250 miles (400 kilometers) - it needs to sit above 185 miles (about 300 kilometers) to maximize the chances of an anticipated reboost mission.
"Normally, Swift quickly turns to view its targets - especially the fleeting, almost daily explosions called gamma-ray bursts - with multiple telescopes," said principal investigator S. Bradley Cenko at NASA's Goddard Space Flight Center. While the Burst Alert Telescope will continue to detect gamma-ray bursts, the spacecraft will no longer slew to observe targets with its other telescopes.
Stopping the slewing and leaving the spacecraft in an orientation to minimize atmospheric drag will reduce the rate at which Swift's orbit decays until a reboost mission is launched - currently anticipated for the summer.
NASA awarded Katalyst Space Technologies a contract in 2025 to raise the orbit of the spacecraft. At the time, the expectation was an orbit boost in spring 2026. In November 2025, Katalyst confirmed it would use an air-dropped Pegasus XL as the launch vehicle for a June 2026 kickoff.
The Register contacted Katalyst for comment.


	Pegasus XL rocket dusted off to rescue NASA's Swift observatory from fiery demise


	SpaceX Dragon huffs, puffs... and fizzles out as NASA aborts ISS boost


	NASA mulls sending a rescue rocket to boost Swift observatory's orbit


	Swift enters safe mode over gyro issue while NASA preps patch to shake it off


Swift is expected to re-enter Earth's atmosphere in 2026 unless reboosted. The spacecraft's science payload remains operational, but a reboost is required to keep the data flowing.
Swift's prime mission duration was two years and it had an expected orbital life of seven years. It has far exceeded both milestones and remains operational. However, it is now significantly below its original altitude [PDF] of 373 miles (600 km). This makes it an ideal candidate for a reboost, which, if it goes to plan, will demonstrate a useful capability and extend Swift's already impressive lifespan.
The spacecraft is showing its age. It fell into safe mode several times in recent years due to reaction wheel problems and gyroscope issues. The team was able to recover the spacecraft, and in 2022, discussed observations continuing into the 2030s. However, expansion of Earth's atmosphere during periods of increased solar activity has accelerated orbital decay, necessitating a reboost.
Cenko said: "We anticipate the reboost mission to launch in the summer, so we're transitioning operations now to give it the best margin we possibly can." (r)
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    Supply chain attacks now fuel a 'self-reinforcing' cybercrime economy

    
Researchers say breaches link identity abuse, SaaS compromise, and ransomware into a cascading cycle    
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Cybercriminals are turning supply chain attacks into an industrial-scale operation, linking breaches, credential theft, and ransomware into a "self-reinforcing" ecosystem, researchers say.
In its latest trends report, Group-IB reckons individual strikes that lead to broader downstream compromises of businesses are now interconnected as cyberbaddies pursue multiple methods to breach vendors and service providers.
Supply chain hacks like the recent Shai-Hulud NPM worm, Salesloft debacle, or the OpenClaw package poisoning are fast becoming the primary goals of the criminal fraternity who try to exploit the inherited access to a victim's customers.
"Open source package compromise feeds malware distribution and credential theft," the research states. "Phishing and OAuth abuse enable identity compromise that unlocks SaaS and CI/CD environments. Data breaches supply the credentials, context, and relationships needed to refine impersonation and lateral movement. Ransomware and extortion arrive later in the chain, capitalizing on access and intelligence gathered earlier. Each stage strengthens the next, creating a self-reinforcing cycle of supply chain exploitation."
Over the next year, GroupIB predicts supply chain attacks will be executed faster thanks to AI-assisted tools that can scan for vulnerabilities across vendors, CI/CD pipelines, and browser extension marketplaces at machine speed.
It also expects to see traditional malware replaced by identity attacks, whereby criminals set themselves up as genuine users and their activity blends into the normal daily business functions, evading detection for longer periods.
Platforms offering HR, CRM, and ERP, as well as MSPs, are high-priority targets, Group-IB says, as a single compromise can lead to hackers gaining access to hundreds of customers.
Evolution of data breaches
The Salesloft breach, as well as the Oracle compromise of March 2025, are examples of how data breaches are shifting from a single-reward model to one where access is used for additional compromises.


	Google: China's APT31 used Gemini to plan cyberattacks against US orgs


	Payroll pirates are conning help desks to steal workers' identities and redirect paychecks


	Singapore spent 11 months booting China-linked snoops out of telco networks


	Nearly 17,000 Volvo staff dinged in supplier breach


Instead of taking one big wedge of data and demanding an extortion payment, criminals took their time to collect OAuth tokens and exploit misconfigured partner connections to move laterally. They then target downstream customers, steal their data and contact lists to repeat the cycle, or, in cases involving NPM and similar ecosystems, serve malicious updates to users to carry out fraud at scale.
"Cybercrime is no longer defined by single breaches. It is defined by cascading failures of trust," said Dmitry Volkov, Group-IB CEO. 
"Attackers are industrializing supply chain compromise because it delivers scale, speed, and stealth. A single upstream breach can now ripple across entire industries. Defenders must stop thinking in terms of isolated systems and start securing trust itself, across every relationship, identity, and dependency."
Organizations should treat third parties as extensions of their own attack surface.
"Strategic investments in supply chain threat modeling, automated dependency checks, and data flow visibility are no longer optional - they are foundational to modern security architecture," said Volkov. (r)
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    The big FOSS vendors don't eat their own dogfood - they pay for proprietary groupware

    
That's not a good idea    
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Open Source Policy Summit 2026 SUSE recommends that companies should run on FOSS - but an accidental revelation from a company exec, live on stage, reveals it doesn't practice what it preaches. It's not alone.
For this vulture, the single most amusing revelation from any of the industry speakers at this year's Open Source Policy Summit was from SUSE's Dominic Laurie, who moderated the final panel discussion of the day, "Sovereignty and Procurement."
The panel ended a few minutes before the scheduled time, and he closed it with a surprising comment:


We'll give you three minutes back, as they say on Teams meetings!


The other panelists looked surprised, and one, Polish MEP Michal Kobosko, immediately picked up on it:


That was a bit of a giveaway!


It most certainly was. SUSE is one of the Policy Summit's Gold-level sponsors, alongside Red Hat. The tagline for the event is "Digital Sovereignty Runs on Open Source" - but apparently SUSE does not run entirely on open source. This leading European vendor of enterprise FOSS runs on Microsoft, or at least it uses Redmond's collaboration services.
Amusingly, the day before, The Reg sat in the audience at the CentOS Connect event and watched with interest as a Red Hat staffer in the row in front of us opened their laptop, signed into their Red Hat corporate Gmail account, and started going through their work email - occasionally pausing to get the Gemini LLM to emit some custom slop for them to paste into an email.
We've long suspected this based on comments from friends at the company, but sadly nothing that we could quote or attribute. This time, though, we saw it for ourselves. We've also had reports that Canonical uses Gmail and Google Apps inside the company - indeed, former staffer Till Kamppeter mentioned this in a Mastodon reply to us earlier this year. In the same thread, we also asked Red Hat's Jan Wildeboer, but he declined to answer.
That thread was prompted by another ancient Microsoft document, "Converting a UNIX .COM Site to Windows," resurfacing on tech social media, as such things occasionally do. The document described the pains that Microsoft experienced as it migrated HoTMaiL from Unix to Windows. (The original capitalization is a sort of pun: Hotmail let you access your email via HTML.)
Microsoft acquired Hotmail in late 1997, and as The Register reported just two years later, Hotmail ran on FreeBSD and Apache, with some Solaris for the back end. It took multiple efforts to transfer this to Windows, but it did it, with great effort and thus at considerable expense - and the result guided the future development of Windows Server.
Microsoft calls this "eating its own dogfood," and it still does it. Two years ago, we reported that the company had moved LinkedIn from the end-of-life CentOS Linux to Azure Linux. As with Hotmail 25 years earlier, its first migration effort failed - so it tried harder, and got there.
Hotmail and LinkedIn are largely free-to-use services. These are not profit centers for Microsoft, and the migration exercises must have involved a lot of people and effort. This was difficult and expensive, with no direct impact on the bottom line. It doesn't sell Azure Linux, and when it migrated it, it didn't sell Hotmail either. This was a cost with no associated profit or direct gain to be made.
The thing is that Microsoft's management is smart enough to take a long-term view, and realize that the company will benefit. Such migrations reduce the vendor's dependence on third-party products, tools, and services, even if those tools are free. The knowledge gained improves the skills of the company's staff - especially relevant for consultancy and services - and indirectly, they force the company's own products to improve to cope with new unfamiliar roles and workloads - which makes them more competitive.
Email and groupware represent a significant cost for all companies. The arguments for digital sovereignty are strong: if you must spend the money, spend it locally. Regional governments can thus support businesses in their own jurisdictions; national organizations can keep it in their country or nearby allies, not distant and possibly hostile nations.
This applies to Linux vendors too, even if they do not sell FOSS groupware. Large groupware deployments don't come for free, even if they are FOSS. Red Hat has 19,000 employees, SUSE's CEO told Fortune it has 2,500, and Canonical's most recent government company filing reported just under 1,200.
This vulture is a former employee of SUSE, and was still employed there when it split from Micro Focus in 2018. Micro Focus got started selling COBOL tools to help companies move apps off expensive mainframes and onto DOS and later Windows PCs. Its later acquisition of Attachmate added tools for linking big iron to PCs and PC networks. Micro Focus is very much a part of the Microsoft ecosystem, and for it, this choice made good sense. The newly independent SUSE stuck with it - also for solid reasons.
That was eight years ago now, though. There's been enough time. It's not as if Office 361.5 is such a compelling option. As we reported last September, one millennial techie's verdict was "don't even consider starting with Microsoft."
There are plenty of such offerings out there. Another of the sponsors of the Open Source Policy Summit was Open-Xchange, another German company based in Cologne. Although owner Kiteworks is based in the US, ownCloud was even closer - its pre-acquisition HQ was in Nuremberg, just like SUSE. Nextcloud is based in Stuttgart, so it's a bit further. Grommunio is elsewhere in the DACH, being based in Vienna.


	Matrix is quietly becoming the chat layer for governments chasing digital sovereignty


	Containers, cloud, blockchain, AI - it's all the same old BS, says veteran Red Hatter


	CentOS is coming to RISC-V soon if you have the kit


	'The EU runs on Microsoft' - and Uncle Sam could turn it off, claims MEP


The other two have perhaps less reason to consider options from the Teutonic world. For Canonical, Zentyal has the virtue of being based on Ubuntu, as we reported back in 2010. However, there is a profusion of Linux-based FOSS groupware tools available now. We mentioned SoGo when looking at Debian's Freedombox blend last month. Kolab has been around since 2003, Zimbra since 2005, but both are newcomers compared to Citadel, which has roots in the early 1980s.
The Reg FOSS desk is no great admirer of Microsoft or its products, but sometimes, we have to concede that it does things right. It has made a long habit of "dogfooding" its own products, and this has served it well.
To spell this out: any FOSS vendor should constantly strive to run their entire business on FOSS. Even if they don't sell a particular function, it's still part of the whole.
FOSS isn't some strange little niche tool, suitable only for server stuff, as if it were some odd little outgrowth of commercial proprietary software. It's not as if it's only suitable for certain functions, like running web servers.
In reality, it is the other way round. Commercial software is an accidental side effect of cooperatively developed software. For as long as software has existed, it's been normal to distribute the source code along with the binary.
There's no mystical inherent difference between source code and compiled binaries. That is a trivial implementation detail which only applies to certain programming languages. Most code is interpreted. That means the user runs the source code directly, forcing companies trying to sell the stuff to find ways to make it unreadable. It's called obfuscation, and even if people occasionally win prizes for it, it's a bad thing.
It's all just software. Anything at all you can do with proprietary code, you can do with FOSS, from invisible system firmware up to fancy games and sophisticated tooling for creating everything from movies to music to multinational corporations.
FOSS OSes, including all Linux distributions and their relatives from FreeDOS to Haiku, are the visible peaks of icebergs. They are built from submerged mountains of FOSS code, invisible only because most people don't care about such stuff and don't look for it.
Vendors selling packaged bundles of it are merely imposing arbitrary boundaries: "We support these specific versions of these named components, and we won't help you with the rest." There's no real difference, though. The upstream so-called "community" versions of those paid-for distros are slightly newer versions of the same programs and packages. The demarcations are nothing more than lines in the sand, and we all know what happens to those as tides flow and ebb.
The upstream projects of RHEL, SUSE SLE, and Ubuntu LTS contain all the component parts to build something like Gmail or Hotmail. As the Microsoft documents about moving Hotmail to Windows reveal, Hotmail was built on FreeBSD and Solaris, while it's public knowledge that Google, Meta, Amazon, and so on run on Linux.
The fact that the enterprise Linux vendors don't sell groupware is just another line in the sand. Those enterprise Linux distro repositories contain the same components of the same apps that those FOSS groupware vendors use.
Microsoft has been successfully building and selling proprietary applications and tooling in an increasingly FOSS-dominated world because it constantly actively studies its many rivals. It imitates what they do, improves on it, and incorporates it - to the remarkable degree that an entire Linux OS is now an optional feature of the Windows desktop. Eating its own dogfood, running the company on the company's own products, is a key part of making this work. Even when those products - such as Linux distributions - are rivals to its own products.
Apple's macOS and iOS (and all its other OSes) are built from FOSS components and tools - most of them from the BSD world. The company focuses its efforts on the visible parts, the graphical layers on top. (It's only the profound technological conservatism of the BSD projects that prevents them from adopting Apple's tools - it has been tried in the past.) This is a key aspect of how Apple, and NeXT before it, became and stayed relevant and competitive: intelligently adopting and adapting FOSS rather than reinventing wheels.
Linux vendors need to do the same. Identify where and why they're using proprietary tools in their organizations. Work out which parts can be done in FOSS, and spend money on doing whatever can be done in FOSS, to make the FOSS world stronger. FOSS groupware is the lowest-hanging fruit of all here.
FOSS is an ecosystem, built by thousands of people and groups and organizations, sometimes cooperating and sometimes competing, but all working together so that the whole thing develops and adapts and improves. Using proprietary communications tools to run companies whose core marketing message is that FOSS is a better solution is a contradiction in terms of epic scale.
To summarize the summary, FOSS vendors should run on FOSS. Using FOSS helps make FOSS better, and helps make better products - and that includes components they may currently happen not to sell.
Digital sovereignty applies to businesses as well. Any management team that thinks it makes better sense to help rival vendors by paying for rival products and services, rather than keeping that money in their own market and thus improve its own competitive position, should return their MBAs.
The Register asked SUSE, Red Hat and Canonical to comment. (r)
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    UK unveils telecoms charter to curb mid-contract bill shocks

    
Legal teeth sold separately    
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The UK government claims a new Telecoms Consumer Charter will stop customers being hit by unexpected bill increases and offer clearer pricing when signing up to deals.
Britain's Department for Science, Innovation and Technology (DSIT) says major telco providers - BT, Virgin Media O2 (VMO2), the newly conjoined VodafoneThree, Sky, and TalkTalk - have signed up to new commitments under the charter.
The charter, however, appears to be nothing more than a voluntary code of conduct with no legal enforcement.
The providers attended a Wednesday roundtable hosted by Chancellor Rachel Reeves and Technology Secretary Liz Kendall. The move follows a November letter from the pair asking telcos to confirm "customers under contract will not face price rises beyond those that they signed up to."
The government claims customers will know exactly what they'll be paying when they sign up for mobile or broadband deal, with no unexpected price hikes midway through a contract. Note: not no price rises - just no unexpected ones. The charter requires providers give clear upfront information about future price changes.
The text of the Telecoms Consumer Charter is available here, so Reg readers can see what it says for themselves, but we've included a taster.
Crucially, customers should always receive clear and easily understandable information about their telecoms services and prices, and any changes, so they know exactly what they are paying for and why.
All providers commit that "where a contract includes a mid-contract price increase, the core subscription price (monthly payment) for their service that customers sign up to is the price that they will pay. Any exception to this is limited strictly to unforeseeable and externally driven events that materially affect the cost of providing services."


	UK prepares to wave goodbye to 3G telecoms as tri-hard tech retires


	Ofcom comes knocking after BT, Three mobile outages cut 999 access


	Mind the gap - in mobile coverage: UK train signal to stay patchy till 2030


	BT promises 5G Standalone for 99% of the UK by 2030


This follows O2's decision last year to lift prices beyond original contract expectations, which prompted scrutiny from Ofcom. The regulator previously banned mid-contract price rises unless providers let customers leave penalty-free - O2 simply told customers they knew where the door was if they didn't like it.
The charter states that for customers still on legacy inflation-linked T&Cs, April 2026 will be the final increase expressed this way, after which all contracts are to move to the clearer pounds-and-pence system.
Signatories also commit to easier switching by through One Touch Switching, Text-to-Switch, and related processes remain "quick, simple, and seamless."
However, the relatively short text in the charter doesn't appear to carry any legal weight, making it simply a voluntary code with no penalties for breaking its terms.
"We remain skeptical about how the Telecoms Consumer Charter will protect customers who have been hit by mid-contract price rises. This appears to be a belated and weak response to providers testing how far they can push price increases during fixed-term deals," said Alex Tofts, broadband expert at comparison site Broadband Genie.
Paddy Paddison, CEO of the Independent Networks Cooperative Association, took the opposite stance: "INCA welcomes this engagement between government, Ofcom and industry through the Telecoms Consumer Charter."
"Customers should be able to understand, in plain pounds and pence, what they are signing up to and what they can expect to pay. It is important these commitments are practical and maintain the conditions for continued investment and network competition, because that is what delivers better coverage, service quality and value over time." (r)
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    Feeling brave? Ministry of Defence seeks PS300K digital boss to manage PS4.6B spend

    
Whoever gets it will steer UK department's IT, AI strategy, and megabucks vendor deals    
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The UK Ministry of Defence (MoD) is offering between PS270,000 to PS300,000 for a senior digital leader who will oversee more than PS4.6 billion in spending and more than 3,000 specialist staff.
The Director General Defence Chief Digital & Information Officer - or DG DCD&IO - will "bring board-level influence, commercial acumen, and the ability to drive cross-enterprise alignment in service of national security," according to the job advert.
Information published with the advert adds that the DG DCD&IO will work on creating a single digital strategy for defense, a digital backbone that all military systems will connect to by default and exploiting machine learning and artificial intelligence "for war-fighters' advantage."
The DG DCD&IO will be a UK national and will have to clear Developed Vetting, the highest of the UK's five main security clearance levels. They can choose to work at the Defence Digital office in Corsham in Wiltshire or the MoD's headquarters in Westminster, with frequent international travel required as part of working with NATO and Five Eyes partners. Applications close on March 2.


	Legacy systems blamed as ministers promise no repeat of Afghan breach


	British military to get legal OK to swat drones near bases


	Sword of Damocles hangs over UK military's Ajax as minister says back it or scrap it


	Britain's Ministry of Defence signs on the dotted line with Palantir


The pay is similar to the PS285,000 recently offered by England's Department of Health and Social Care for its head of technology, digital and data.
The MoD has a couple of officials on similar amounts with Chief of the Defence Staff Admiral Sir Tony Radakin paid PS315,000 to PS320,000 and Andy Start, Chief Executive of Defence Equipment and Support, receiving PS290,000 to PS295,000 in the last financial year, according to the MoD's 2024-25 annual report.
The DG DCD&IO will also be responsible for commercial relationships with IT suppliers. Perhaps the most prominent of these is with US security specialist Palantir, which this week held a reception in Mayfair for around 100 people to "celebrate the next chapter in our partnership with the Ministry of Defence," according to The Times.
The MoD directly awarded Palantir a three-year data analytics contract worth PS240.6 million at the end of December. (r)
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    The UK government isn't spending much taxpayer cash on X

    
Department for Education dropped PS27,118. The rest, little to nothing    
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Most UK government departments have spent little or nothing with social media platform X since July 2024 following an unpublished 2023 evaluation by the Cabinet Office. But the Department for Education has bucked the trend, spending PS27,118.
Education minister Olivia Bailey said the department and its agencies spent PS4,834.80 with X in the nine months between July 1, 2024, and the company's acquisition by xAI on March 28, 2025. The department then upped this to PS22,283.32 over roughly ten months to January 19.
The money went on "sector comms and awareness," Bailey said in a written parliamentary answer to Conservative MP Jack Rankin. The Register has contacted the department to ask why it has continued to spend relatively significant amounts with X.
Six departments have spent nothing with X since July 2024, ministers said in response to a series of written parliamentary questions from Jack Rankin and Peter Fortune, another Conservative MP. "Paid advertising on X was suspended in April 2023 following a Safe Framework assessment," justice minister Jake Richards replied. "X is currently used only for organic (non-paid) content to communicate policies and public services. No expenditure has been made by the Ministry of Justice with X since July 2024."
Ministers in the Cabinet Office, Department for Work and Pensions, Department for Science, Innovation and Technology, and HM Treasury said their departments had spent nothing with X over the period while the Home Office said this was the case for its communications directorate.
At seven other departments, ministers said they had spent relatively small amounts on the platform's monitoring services rather than paid advertising. The Department for Transport spent PS783.30 on X Premium and X Premium+ services, while the Department for Environment, Food and Rural Affairs spent just PS9.60 in August 2024 "to use the livestreaming functionality available with X Premium at a departmental event," according to minister Dame Angela Eagle.
Many ministers mentioned a Safe Framework assessment by the Cabinet Office's Government Communication Service carried out in April 2023. In a written answer last July, Labour peer Baroness Anderson of Stoke-on-Trent told Liberal Democrat Lord Pack that "Safe is the single, comprehensive framework" used by the government for such assessments, which take place "when there are significant platform updates." She said that since the most recent assessment in April 2023, X has only been used for unpaid communications activity.


	UK to properly probe xAI to test if its revolting robo-smut generator broke the law


	X marks the raid: French cops swoop on Musk's Paris ops


	EU looking into Elon Musk's X after Grok produces deepfake sex images


	Ofcom keeps X under the microscope despite Grok 'nudify' fix


In December, the Cabinet Office refused a Freedom of Information request [PDF] to publish the Safe assessment of X on the grounds that it would undermine the formulation and development of government policy. It did say X had most recently been assessed during 2025, suggesting a review during the second half of last year. Officials had most recently assessed TikTok and YouTube in 2025, Reddit in 2022, and Facebook and Instagram in 2018, while Bluesky had not been assessed.
Some local authorities including Devon County Council and Southampton City Council have stopped posting and monitoring their X accounts.
Oxfordshire County Council and the county's district councils have said they will close accounts completely over the next few months.
"In recent months, we have seen that X has become less effective as an engagement channel and has contributed to a less safe online environment for local communities," the county council said in a statement in late January, adding it was "deeply concerned about the rise in online hate speech and abuse targeting women and girls." (r)
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    Google: China's APT31 used Gemini to plan cyberattacks against US orgs

    
Meanwhile, IP-stealing 'distillation attacks' on the rise    
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A Chinese government hacking group that has been sanctioned for targeting America's critical infrastructure used Google's AI chatbot, Gemini, to auto-analyze vulnerabilities and plan cyberattacks against US organizations, the company says.
While there's no indication that any of these attacks were successful, "APT groups like this continue to experiment with adopting AI to support semi-autonomous offensive operations," Google Threat Intelligence Group chief analyst John Hultquist told The Register. "We anticipate that China-based actors in particular will continue to build agentic approaches for cyber offensive scale."
In the threat-intel group's most recent AI Threat Tracker report, released on Thursday and shared with The Register in advance, Google attributes this activity to APT31, a Beijing-backed crew also known as Violet Typhoon, Zirconium, and Judgment Panda. 
This goon squad was one of many exploiting a series of Microsoft SharePoint bugs over the summer, and in March 2024, the US issued sanctions against and criminally charged seven APT31 members accused of breaking into computer networks, email accounts, and cloud storage belonging to numerous high-value targets.
The most recent attempts by APT31 to use Google's Gemini AI tool happened late last year, we're told. 
"APT31 employed a highly structured approach by prompting Gemini with an expert cybersecurity persona to automate the analysis of vulnerabilities and generate targeted testing plans," according to the report. 


The adversaries' adoption of this capability is so significant - it's the next shoe to drop


In one case, the China-based gang used Hexstrike, an open source, red-teaming tool built on the Model Context Protocol (MCP) to analyze various exploits - including remote code execution, web application firewall (WAF) bypass techniques, and SQL injection - "against specific US-based targets," the Googlers wrote. 
Hexstrike enables models, including Gemini, to execute more than 150 security tools with a slew of capabilities, including network and vulnerability scanning, reconnaissance, and penetration testing. Its intended use is to help ethical hackers and bug hunters find security weaknesses and collect bug bounties - but shortly after its release in mid-August, criminals began using the AI platform for more nefarious purposes.
Moving closer to automated attacks
Integrating Hexstrike with Gemini "automated intelligence gathering to identify technological vulnerabilities and organizational defense weaknesses," the AI threat tracker says, noting that Google has since disabled accounts linked to this campaign. "This activity explicitly blurs the line between a routine security assessment query and a targeted malicious reconnaissance operation."
Google's report, which picks up where its November 2025 analysis left off, details how government-backed groups and cybercriminals alike are abusing Google's AI tools, along with the steps the Chocolate Factory has implemented to stop them. And it finds that attackers - just like everybody else on the planet - have a keen interest in agentic AI's capabilities to make their lives and jobs easier.
"The adversaries' adoption of this capability is so significant - it's the next shoe to drop," Hultquist said.
He explained there are two areas that Google is most concerned about.
"One is the ability to operate across the intrusion," he said, noting the earlier Anthropic report about Chinese cyberspies abusing its Claude Code AI tool to automate most elements of attacks directed at high-profile companies and government organizations. In "a small number of cases," they even succeeded.
"The other is automating the development of vulnerability exploitation," Hultquist said. "These are two ways where adversaries can get major advantages and move through the intrusion cycle with minimal human interference. That allows them to move faster than defenders and hit a lot of targets."
Mind the patch gap
In addition, using AI agents to find vulnerabilities and test exploits widens the patch gap - the time between the bug becoming known and a full working fix being deployed and implemented.
"It's a really significant space currently," Hultquist said. "In some organizations, it takes weeks to put defenses in place."
This requires security professionals to think differently about defense, using AI to respond and fix security weaknesses more quickly than humans can on their own.


	Attackers abuse Gemini AI to develop 'Thinking Robot' malware and data processing agent for spying purposes


	Crims claim HexStrike AI penetration tool makes quick work of Citrix bugs


	AI agents can't yet pull off fully autonomous cyberattacks - but they are already very helpful to crims


	Agents gone wild! Companies give untrustworthy bots keys to the kingdom


"We are going to have to leverage the advantages of AI, and increasingly remove humans from the loop, so that we can respond at machine speed," Hultquist noted.
The latest report also found an increase in model extraction attempts - what it calls "distillation attacks" - and says both GTIG and Google DeepMind identified miscreants attempting to perform model extraction on Google's AI products. This is a type of intellectual property theft used to gain insights into a model's underlying reasoning and chain-of-thought processes. 
"This is coming from threat actors throughout the globe," Hultquist said. "Your model is really valuable IP, and if you can distill the logic behind it, there's very real potential that you can replicate that technology - which is not inexpensive."
This essentially gives criminals and shady companies the ability to accelerate AI model development at a much lower cost, and Google's report cites "model stealing and capability extraction emanating from researchers and private sector companies globally." (r)
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    Starlink speeds past terrestrial networks - and regulators

    
Low-earth orbit broadband is a no-brainer for remote area connectivity, but a brain teaser for lawmakers and networkers    
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APRICOT 2026 Starlink can sometimes shift data more quickly than is possible on terrestrial networks, and improves connectivity in remote areas. But the space broadband service also presents new technical and regulatory challenges, according to speakers who took to the stage on Tuesday at the Asia Pacific Regional Internet Conference on Operational Technologies (APRICOT) in Jakarta, Indonesia.
The first discussion of Starlink at the event came from Karina Stefanovic, a wireless access network optimization engineer with Telekom Srbija, who used a conference session dedicated to network management explains she used the RIPE Atlas internet measurement network to compare data transmission speeds between Europe and Asia using Starlink and connections that started with 4G/5G networks.
Stefanovic found that Starlink carried data more quickly than connections that started on European cellular networks, despite the space broadband service often requiring more network hops and not using Tier 1 networks. She hypothesized that Starlink's performance can be attributed to the satellite-to-satellite laser connections SpaceX employs, which route traffic across the satellite network so it can reach the most appropriate terrestrial egress point. That laser network, she suggested, should perhaps be considered a new routing layer for the internet.
In a later conference panel dedicated to the operational, policy, and resilience implications of internet access services delivered from low-Earth orbit, APNIC chief scientist Geoff Huston pointed out that Starlink can't always land traffic in countries where its service is available. He said the countries surrounding Mongolia - China and Russia - are hostile to Starlink, so the space ISP lands traffic for Mongolian users in Japan then uses terrestrial links to reach the central Asian country.
Huston thinks that creates another issue, as Mongolian Starlink users therefore become reliant on Japanese regulators. He also asked conference attendees to consider that commercial aircraft are subject to the laws of whichever nation it touches down in, until its wheels leave the ground and the plane enters the jurisdiction of an airline's home country. A Starlink user aboard the flight can therefore change jurisdiction during flight. Meanwhile, no nation has jurisdiction in space, where Starlink's satellites circle.
Huston thinks regulators are aware that Starlink poses unusual legal challenges - and perhaps even a challenge to sovereignty - but that governments are mostly happy to ignore those issues because the service conveniently solves the problem of delivering broadband services to remote areas, an expensive job few nations have nailed.
Also on the panel, Doctor Ir. Ismail, the secretary general of Indonesia's Ministry of Communications and Digital Affairs, confirmed the lure of space broadband for the nation, which spans 17,000 islands.
"The investment case is quite bleak for rural areas," he said. Starlink offers a tantalizing alternative, and Dr. Ismail said SpaceX engaged sincerely with Indonesia's government to address concerns about space broadband services allowing locals to circumvent regulations that prohibit online gambling, explicit material, and content felt to promote terrorism.
He said Starlink built a local network operation center and agreed to comply with Indonesian laws.


	SpaceX wants to fill Earth orbit with a million datacenter satellites


	Venezuela loses president, but gains empty Starlink internet offer


	Starlink to lower orbits of thousands of satellites over safety concerns


	Starlink claims Chinese launch came within 200 meters of broadband satellite


Job done? Not quite. Karina Stefanovic said her research showed she can see 13 Starlink satellites available from Serbia, population 6.5 million, but just four in Jakarta to serve a city of over 40 million souls.
And Huston pointed out that Starlink reconnect users to a different satellite every 15 seconds, nearly always drops packets during that process, and that IP routing looks for alternative routes when networks don't offer clean paths. "You need a protocol that can adapt to Starlink," he suggested. (r)
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    Cisco hikes prices to cover memory cost rises, says you don't much care

    
Switchzilla is only getting a small slice of the AI boom, but sees a campus refresh wave cresting    
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Cisco has increased the prices for its hardware to cover the increased cost of memory and says the resulting bigger bills are not changing customers' buying habits.
The networking giant discussed the price hikes on its Q2 2026 earnings call, during which CEO Chuck Robbins said Cisco has already announced price increases and will "continue to monitor market trends and make additional adjustments as necessary." The CEO said Cisco is also "revising contractual terms with channel partners and customers to address evolving component prices," and is using its scale to "help us negotiate favorable terms and secure supply to fulfill current and future demand."
Robbins noted that networking appliances require less memory than servers, "So the price increases are more nominal" and he thinks buyers understand bigger bills aren't Cisco's fault.
"Customers get it. And while they may not like it, they understand that it's a dynamic that we're all dealing with," he said.
CFO Mark Patterson said buyers haven't changed plans due to memory price impacts.
"I haven't talked to any customers that are really willing to delay or defer any sort of strategic investments," he said. Nor did customers try to get in early to buy kit at low prices before memory storage prices surged. "I think, frankly, also a lot of them understand that we'll probably be able to manage this a lot better than some of our peers, too."
Feel free to let us know if you agree.
Cisco won $15.3 billion revenue for the quarter, a company record and a ten percent year-over-year jump.
Robbins said Cisco is surfing the AI wave in two ways.
One is selling upgrades to existing networks. "Legacy infrastructure was not designed for the performance, speed and security needs of AI," he said.
The other is selling to hyperscalers, and that's more complicated because Robbins said they are "lumpy" buyers. Cisco announced it won $2.1 billion of orders from hyperscalers in the quarter and said that represents "a significant acceleration in growth" as that sum was $800 million higher than the previous quarter, and higher than all orders from hyperscalers in the previous financial year.
Financial analysts on the earnings call, however, felt those are tiny sums compared to the $635 billion that Amazon, Google, Meta, and Microsoft plan to spend on infrastructure this year.
Robbins said hyperscalers like Cisco's optics portfolio and its programmable Silicon One processors, and that sovereign clouds and neoclouds represent new opportunities.


	Cisco challenges Broadcom, Nvidia with a 102.4T switch of its own


	Cisco looses Splunk to probe and tame its growing agentic menagerie


	No fire sale for firewalls as memory shortages could push prices higher


	Cisco decides its homegrown AI model is ready to power its products


Cisco has opportunities beyond AI. Robbins said buyers are at the beginning of a major multi-year, multi-billion-dollar campus networking refresh cycle. He also pointed to double-digit datacenter switching sales growth across in six of the last eight quarters.
The company forecast Q3 revenue of $15.4 to $15.6 billion, and a full-year haul of $61.2 to $61.7 billion. If achieved, both figures would be records for the company.
Investors weren't satisfied. The company's shares drifted down by almost one percent on Wednesday, then sent it tumbling 7.5 percent in after-hours trading. (r)
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    Microsoft warns that poisoned AI buttons and links may betray your trust

    
Businesses are embedding prompts that produce content they want you to read, not the stuff AI makes if left to its own devices    
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Amid its ongoing promotion of AI's wonders, Microsoft has warned customers it has found many instances of a technique that manipulates the technology to produce biased advice.
The software giant says its security researchers have detected a surge in attacks designed to poison the "memory" of AI models with manipulative data, a technique it calls "AI Recommendation Poisoning." It's similar to SEO Poisoning, a technique used by miscreants to make malicious websites rank higher in search results, but focused on AI models rather than search engines.
The Windows biz says it has spotted companies adding hidden instructions to "Summarize with AI" buttons and links placed on websites.
It's not complicated to do this because URLs that point to AI chatbots can include a query parameter with a manipulative prompt text.
For example, The Register entered a link with URL-encoded text into Firefox's omnibox that told Perplexity AI to summarize a CNBC article as if it were written by a pirate.
The AI service returned a pirate-speak summary, citing the article and other sources.
A less frivolous instruction, or one calling for an AI to produce output with a particular bent, would likely see any AI produce content that reflects the hidden instructions.
"We identified over 50 unique prompts from 31 companies across 14 industries, with freely available tooling making this technique trivially easy to deploy," the Microsoft Defender Security Team said in a blog post. "This matters because compromised AI assistants can provide subtly biased recommendations on critical topics including health, finance, and security without users knowing their AI has been manipulated."


	Devilish devs spawn 287 Chrome extensions to flog your browser history to data brokers


	Payroll pirates are conning help desks to steal workers' identities and redirect paychecks


	AI spurs employees to work harder, faster, and with fewer breaks, study finds


	Meta will let users tweak Threads algorithms as long as they ask nicely


We found that the technique worked with Google Search, too.
Microsoft's researchers note that various code libraries and web resources can be used to create AI share buttons for recommendation injection. The effectiveness of these techniques, they concede, can vary over time as platforms alter website behavior and implement protections.
But assuming the poisoning has been triggered automatically or unwittingly by someone, not only would the model's output reflect that prompt text, but subsequent responses would also consider the prompt text as historic context or "memory."
"AI Memory Poisoning occurs when an external actor injects unauthorized instructions or 'facts' into an AI assistant's memory," the Defender team explained. "Once poisoned, the AI treats these injected instructions as legitimate user preferences, influencing future responses."
The risk, Microsoft's researchers argue, is that AI Recommendation Poisoning erodes people's trust in AI services - at least among those who haven't already written AI models off as unreliable.
Users may not take the time to verify AI recommendations, the security researchers say, and confident-sounding assertions by AI models make that more likely.
"This makes memory poisoning particularly insidious - users may not realize their AI has been compromised, and even if they suspected something was wrong, they wouldn't know how to check or fix it," the Defender team said. "The manipulation is invisible and persistent."
Redmond's researchers urge customers to be cautious with AI-related links and to check where they lead - sound advice for any web link. They also advise customers to review the stored memories of AI assistants, to delete unfamiliar entries, to clear memory periodically, and to question dubious recommendations.
Microsoft's Defenders also recommend that corporate security teams scan for AI Recommendation Poisoning attempts in tenant email and messaging applications. (r)
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    Anthropic promises its datacenters totally won't drive up your utility bill

    
Compute it leases from Amazon, MIcrosoft, and Google... that's another story    
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Model-maker and SaaS-y AI outfit Anthropic has committed to covering any increases in energy prices paid by consumers caused by its power-hungry datacenters.
"Building AI responsibly can't stop at the technology -- it has to extend to the infrastructure behind it. We've been clear that the US needs to build AI infrastructure at scale to stay competitive, but the costs of powering our models should fall on Anthropic, not everyday Americans," Anthropic CEO Dario Amodei said in a statement provided to The Register. "We look forward to working with communities, local governments, and the Administration to get this right."
To address this, Anthropic says it will fully offset the cost of grid upgrades needed to interconnect its datacenters by paying more for the energy it consumes.
Power plants, transmission lines, and substations are costly to build and maintain. Utilities also depreciate assets. Those factors contribute to the price of electricity, while dynamic pricing that fluctuates with demand also impacts bills.
The company is also investigating "curtailment systems" to reduce its power draw during periods of peak demand, and adopting technologies like liquid cooling that reduce its needs.
These steps are welcome, but won't make much of a dent as they apply only to Anthropic's own datacenters, which make up a small part of the US bit barn armada. A growing body of evidence suggests those facilities are driving up the price of electricity across America.
Back in November 2025, Anthropic announced a $50 billion investment in American compute architecture in partnership with bit barn builder FluidStack.
"Those data centers - which are located in Mitchell County, Texas and Niagara County, New York, are examples of data center communities where these commitments apply. We also have a data center in southeast Louisiana," an Anthropic spokesperson told El Reg.
Anthropic's commitment doesn't apply to leased capacity, though the company says where it does lease compute, it is "exploring further ways to address our own workload's effects on prices."
And Anthropic leases a lot of datacenter capacity. The company has signed with Google and Microsoft to access massive numbers of AI accelerators, and the Microsoft deal will support the software giant's implementation of an additional gigawatt of datacenter capacity.
Anthropic also called for help from Washington, DC. "Company-level action isn't enough. Keeping electricity affordable requires systemic change. We support federal policies, including permitting reform and efforts to speed up transmission development and grid interconnection - that make it faster and cheaper to bring new energy online," Anthropic stated.


	Only one in five Euro datacenters AI-ready as builders battle land and labor blues


	Trump to hyperscalers: your datacenters, your power bill


	Amazon can't build AI capacity fast enough, throws another $200B at the problem


	It's bubble or nothing for Google as search giant looks to plow ~$180B into datacenters this year


Anthropic's call for help may already have worked. Amid growing opposition to datacenter build-outs, the Trump administration is reportedly pressuring major bit barn operators to take steps to prevent their operations from spiking residents' power or water bills.
Microsoft has already committed to ensuring its datacenter doesn't end up driving up utility bills for regular consumers. (r)
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    Devilish devs spawn 287 Chrome extensions to flog your browser history to data brokers

    
Add-ons with 37M installs leak visited URLs to 30+ recipients, researcher says    
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They know where you've been and they're going to share it. A security researcher has identified 287 Chrome extensions that allegedly exfiltrate browsing history data for an estimated 37.4 million installations.
Browsing history data - a record of websites visited - reveals potentially sensitive information about people's activities and interests. Though it may be anonymized, academics have shown [PDF] that you can often trace it back to individuals using public social media profiles. 
The sharing of browsing history data thus erodes personal privacy, though at least some of the info harvesting the researcher detected is disclosed in privacy policies. Even so, individuals who have installed these extensions may not realize that the privacy policies they accepted were not promising privacy.
The researcher, who goes by the name "Q Continuum" in a nod to Star Trek: The Next Generation, explained the motivation for the project in an online post, acknowledging that data harvesting of this sort is a longstanding concern for browser extensions.
Indeed, it was only two months ago that we reported on how several ad blocking and VPN extensions in the Chrome Web Store were spotted capturing chatbot conversations. And in March 2025, we discussed research showing that generative AI extensions were found to be capturing and sharing sensitive user data. Also, as we've noted, developers of popular Chrome extensions face constant solicitations to sell out to buyers interested in inserting data gathering scripts.
Q observes that Chrome extensions in the past have been called out for exfiltrating user browsing data that gets collected by data brokers like Similarweb and Alexa. The research report [PDF] represents an effort to document that web analytics biz Similarweb and other data harvesting companies are still at it.
"Why does it matter?" Q Continuum asks. "There is a moral aspect to the whole issue. Imagine that you build your business model on data exfiltration via innocent looking extensions and using that data to sell them to big corporates. Well, that's how Similarweb is getting part of the data. That should remind us that whatever software you are using for free and it is not open sourced, you should assume you are the product."


	AI can predict your future salary based on your photo, boffins claim


	Posting AI-generated caricatures on social media is risky, infosec killjoys warn


	Payroll pirates are conning help desks to steal workers' identities and redirect paychecks


	Notepad's new Markdown powers served with a side of remote code execution


The report says that data leaking extensions tend to share a common trait: they purport to be harmless tools while requesting access to sensitive data like browsing history without a sound justification.
"Many users, even when aware of surveillance, fail to grasp the risks or consequences of such access," the report says. "This constitutes a privacy breach, as terms of service or privacy policies frequently obscure these practices, leaving users unaware they've consented to data collection."
Q's research builds upon work published [PDF] in 2017 by Michael Weissbacher et al., "Ex-Ray: Detection of History-Leaking Browser Extensions." Q developed an automated testing system using Docker with Chromium behind a man-in-the-middle (MITM) proxy that executed synthetic browsing workloads and correlated outbound network requests with visited URLs to detect history leakage.
The testing pipeline revealed more than 30 companies involved in collecting browsing data. For around 20 million of the 37.4 million relevant installations, the collecting entity was unknown. For the remainder, it was companies like Similarweb, Big Star Labs (said to be an arm of Similarweb), Semrush, Alibaba Group, ByteDance, and others.
"The findings highlight the urgent need for greater awareness and more robust safeguards to protect users from the growing risks posed by malicious extensions," Q's report says.
Similarweb, the focus of the report, did not respond to a request for comment. The company's extension privacy policy discloses its collection of browsing data. The company claims both that it scrubs browsing data on the client side to remove information that could identify an individual and that "Some of this data may include Personal Data and Sensitive Data depending on the searches conducted and content you view."
A Similarweb financial filing from February 27, 2025, attests to the company's reliance on data gathered from browser extensions and apps. The company's risk boilerplate says, "Our platform and solutions depend in part on the ability to obtain data from our contributory network through browser extensions, mobile apps and other products distributed through third-party online platforms and stores such as Chrome Web Store, Google Play and the Apple App Store."
Google also did not immediately respond to our inquiry. As noted by security researcher Wladimir Palant, Google's Chrome Web Store has a Limited Use policy intended to prevent data from being shared with data brokers. But the policy allows for an exception that can be abused by unscrupulous companies. (r)
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    Meta will let users tweak Threads algorithms as long as they ask nicely

    
Only for three days, though, then it's back to the misery feed    
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Meta has decided to let Threads users make custom tweaks to its all-important algorithm, but don't expect your preferences to stick and do expect to bring your best manners.
The social media-cum-metaverse-cum-AI firm formerly known as Facebook announced a new Threads feature called "Dear Algo" on Wednesday, alongside news of plans to build a massive 1 GW AI datacenter in Lebanon, Indiana. 
Dear Algo will use some of Meta's AI magic to tweak the algorithm for Threads users with just a public post, written like a letter directed to the algorithm, asking it to please show them more, or less of, a particular topic. Dear Algo posts can also be reposted by others, which will have the same effect on their account. 
Once published, the Dear Algo will tweak a user's feed per their request - but only for three days due to what Meta says is a desire to keep users "connected to the most current conversations" - or most controversial, whichever makes Meta more money. 
Meta didn't give many examples of the sort of commands users can make of Dear Algo, only mentioning things like telling it to show a person more posts about a current NBA game or something as general as "show me more posts about podcasts." 
The company didn't say how specific Dear Algo posts are able to get either, so whether a user could prompt it to exclude posts expressing certain viewpoints on a particular topic, or to mute spoilers about a particular television episode while allowing conversation about the show outside spoilers wasn't made clear.


	Meta retreats from metaverse after virtual reality check


	Meta will listen into AI conversations to personalize ads


	Brussels eyes crowbar for Meta's WhatsApp AI lockout


	Meta's AI, built on ill-gotten content, can probably build a digital you


Meta's algorithms have been a source of controversy for years, ever since the company eliminated chronologically sorted Facebook feeds in favor of the company deciding how to present content to its users. 
Fast-forward more than a decade, and Meta is still taking heat for alleged racial bias in its algorithms, prioritizing content that may radicalize mass shooters, and generally promoting divisive, misery-inducing content.
Personifying its algorithm by letting users write letters to it in a bid to help them get a more tailored experience for a few days may help appease some, but it's just as possible to leave others wondering what Meta could do to make its platforms more pleasant. 
Speaking of which, Meta didn't announce any plans to bring Dear Algo posts to its other platforms, so Instagram and Facebook users will have to continue to cope with an algorithm that provides what it thinks they want without an AI-powered option to change it. 
Meta didn't respond to questions for this story. (r)
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    Lawmakers demand great wall to keep advanced chipmaking gear out of China

    
Allies that don't align on chip controls could face US component curbs, they argue    
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Banning sales to Chinese-government-affiliated companies, apparently, is not enough. A bipartisan group of American lawmakers this week called on the Trump administration to enact a blanket ban on the sale of equipment used in the production of advanced semiconductors to all of China.
In a letter to US Commerce Secretary Howard Lutnick and Secretary of State Marco Rubio, the group of eight members of Congress argued that entity-specific trade restrictions were ineffective and called on the US government and its allies to enact countrywide trade restrictions on chipmaking kit.
"Critical gaps persist in our export control regime. ... Certain foreign-produced chokepoint SME (semiconductor manufacturing equipment) is controlled only for certain specific entities in China, rather than on a countrywide basis," they wrote. "Once equipment crosses the border into China, the US government has extremely limited ability to enforce end-use and end-user restrictions."
The US has spent the better part of a decade now trying to kneecap China's domestic semiconductor industry by limiting access to key chipmaking technologies like extreme and deep ultraviolet (EUV / DUV) lithography.
However, US export policy under the past two administrations has largely targeted specific companies like China's Semiconductor Manufacturing International Corp (SMIC), rather than blocking sales at a country level.
"Entity-specific controls, while valuable, cannot substitute for countrywide restrictions on the most critical chokepoint tools," they wrote. "We urge the administration to press allies to implement countrywide controls on key chokepoint semiconductor manufacturing equipment and subcomponents." 
The lawmakers describe "chokepoint" equipment and subcomponents as those China lacks a domestic equivalent for.
However, because the semiconductor supply chain is so diverse, many key components are made outside the US, limiting its ability to police trade. To address this, the lawmakers argue that if US allies do not align on countrywide controls, Washington should be prepared to use US-origin component restrictions to close the gaps itself.
"The United States should be prepared to act to close remaining gaps itself if necessary, including by prohibiting the use of US-origin components in the production of chokepoint tools destined to China," the letter reads.


	ASML will open Beijing facility despite US sanctions on China


	Cloud to be an American: Congress votes to kick China off remote GPU services


	Trump administration sets GPU export rules that put Chinese buyers at the back of the queue


	China is building a thriving semi industry off US leftovers, export controls be damned


Equipment manufactured by the likes of the Netherlands' ASML appears to be of particular concern for the group.
"Dutch sales to China of advanced lithography equipment -- the most important chokepoint in the supply chain -- doubled from 2022 to 2023 and again from 2023 to 2024," the lawmakers wrote. "Each chokepoint tool that enters China represents a permanent loss of American leverage."
In addition to barring sales of chipmaking gear, the lawmakers also want the Trump administration to crack down on companies that continue to service existing equipment now subject to trade restrictions in the region.
The lawmakers also warn that time is of the essence as China is working to build its homegrown chipmaking tech.
"Left unchecked, China could render US and allied export controls irrelevant by replacing foreign chipmaking tools entirely," they said.
We'll note that this kind of thing does tend to happen when a nation is cut off from a critical technology, but reading between the lines, the argument seems to be that the US' failure to effectively police foreign chipmaking equipment is buying time for the Chinese to build their own. (r)
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    AI spurs employees to work harder, faster, and with fewer breaks, study finds

    
Like a puppy, a fun new toy soon turns into an unrelenting taskmaster    
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A Harvard Business Review study is answering the question 'what will employees do if AI saves them time at work?' The answer: more work.
Researchers Aruna Ranganathan and Xingqi Maggie Ye with University of California Berkeley's Haas School of Business studied a set of 40 workers at a 200-employee tech company from April to December last year to see whether generative AI had changed work habits in engineering, product, design, research, and operations.
"We found that employees worked at a faster pace, took on a broader scope of tasks, and extended work into more hours of the day, often without being asked to do so," the researchers wrote. "Importantly, the company did not mandate AI use (though it did offer enterprise subscriptions to commercially available AI tools). On their own initiative, workers did more because AI made 'doing more' feel possible, accessible, and in many cases intrinsically rewarding."
Unfortunately the intensity of the work, the longer hours, and task expansion, led employees to feel stretched too thin, as the added work ate into their personal time.
"That workload creep can in turn lead to cognitive fatigue, burnout, and weakened decision-making," the researchers satiated. "The productivity surge enjoyed at the beginning can give way to lower quality work, turnover, and other problems."
During interviews with the employees, researchers found that using generative AI made it easier for employees to begin tasks that may have otherwise been daunting when starting from a blank page. Additionally, they were more willing to take on new responsibilities that had belonged to other roles thanks to a cognitive boost from AI.
But there were also engineering employees who found themselves checking the work of novice coders for errors, coaching vibe coders, and finishing projects that others had started.
Because it was easy to start tasks, the workers in the study began to work during breaks, at night and early in the morning, with fewer natural pauses in their workday.
"What looks like higher productivity in the short run can mask silent workload creep and growing cognitive strain as employees juggle multiple AI-enabled workflows," researchers said. "Because the extra effort is voluntary and often framed as enjoyable experimentation, it is easy for leaders to overlook how much additional load workers are carrying."
The fear is that this could impair judgement, increase the likelihood of errors, and mask unsustainable intensity as productivity gains.
"For workers, the cumulative effect is fatigue, burnout, and a growing sense that work is harder to step away from, especially as organizational expectations for speed and responsiveness rise," the paper stated.
Employees have some cause to fear losing their jobs with Forrester's most recent AI job replacement research estimates that the technology could uproot 6 percent of jobs by 2030, or about 10.4 million, through robotic process automation, business process automation, physical robotics, and generative AI.
However, whether that comes with added productivity is a separate argument. Forrester's vice president and principal analyst J. P. Gownder recently told The Register he is unconvinced that AI will revolutionize productivity.
The Berkeley researchers suggested developing a set of standards to prevent burnout.
This includes "intentional pauses" to fight back against the blurred boundaries between roles, regulate the tempo of development, and make sure tasks that begin with one purpose don't meander from the company's goals.


	AI has had zero effect on jobs so far, says Yale study


	Future jobs in AI will come with a hardhat and boots, tech bigshots argue


	Dow Chemical says AI is the element behind 4,500 job cuts


	Senate report says AI will take 97M US jobs in the next 10 years, but those numbers come from ChatGPT


"For example, a decision pause could require, before a major decision is finalized, one counterargument and one explicit link to organizational goals -- widening the attention field just enough to protect against drift," the researchers wrote. "Incorporating such pauses into everyday workflow is one way organizations can support better decisions, healthier boundaries, and more sustainable forms of productivity in AI-augmented environments."
They also advise organizations to work on projects in coherent phases and to move forward deliberately rather than at the pace that AI might allow them to move. Make the team lead the AI; don't let the AI lead the team.
"By regulating the order and timing of work -- rather than demanding continuous responsiveness -- sequencing can help organizations preserve attention, reduce cognitive overload, and support more thoughtful decision-making in AI-forward workplaces," they wrote.
Introducing more human interaction can also help prevent the depleting effects of AI-mediated work.
"As AI enables more solo, self-contained work, organizations can benefit from protecting time and space for listening and human connection. Short opportunities to connect with others--whether through brief check-ins, shared reflection moments, or structured dialogue--interrupt continuous solo engagement with AI tools and help restore perspective." (r)
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    T-Mobile announces its network is now full of AI by rolling out real-time translation

    
This AI is so network native, the telco tells us, that it all works on existing hardware - no datacenters involved    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in Networks,
        
            11th February 2026 19:28 GMT
        
    


    
T-Mobile is claiming it's now the first wireless carrier to integrate generative AI "directly into a wireless network," and it's rolling out real-time call translation as the first feature delivered on top of its new AI-filled cellular network. 
The self-described "Un-carrier" announced on Wednesday that beta signups were now available for live call translation powered not by an app or device-level capability, but AI that lives directly on the T-Mobile network. Eligible T-Mobile customers using a phone connected to 4G LTE or 5G - from flagship smartphones to bog-standard flip phones - can activate the feature by dialing * 87 *, with only one caller required to be on the carrier's network. Access is currently limited to customers admitted into the beta.
To add to the convenience factor, live translation only requires one person on a call to be a T-Mobile customer. The telco claims that it's "instantaneous," and works in more than 50 languages, from English to Chinese to Welsh to Azerbaijani. 
What, exactly, T-Mobile means by "network-native AI" is interesting, too. According to a spokesperson, calls are not being routed to datacenters for translation, there is no new edge hardware installed at cell towers, and all the AI processing happens as calls are transmitted.
"The breakthrough innovation here is that we have actually opened up our IMS network and directly infused an AI agent so that it works on the network," a T-Mobile spokesperson told us. "Think of this as a software update to the network, there were no hardware upgrades or changes needed." 
The spokesperson told us that there's no rerouting of calls or additional devices - just a purely on-network use of agentic AI. 
According to T-Mobile CEO Srini Gopalan, live translation is just the first AI-powered network-level feature the telco plans to introduce. 
"By bringing real-time AI directly into our network, we're delivering more than connectivity--turning conversations into community, starting with Live Translation," Gopalan said in the company's press release. T-Mobile didn't mention what features may be coming next, and declined to share any of them with The Register. 


	Browser 'privacy' extensions have eye on your AI, log all your chats


	T-Mobile's satellite service lifts off, and it's open season on rivals


	Your AI conversations are a secret new treasure trove for marketers


	T-Mobile US joins suppliers on $2.7B DoD contract for next-gen comms services


It's a convenient bit of tech to be sure, but T-Mobile's cybersecurity record, along with invasive applications of AI across multiple industries, might raise some privacy hackles. 
While its recent history has been positive - T-Mobile touted the fact that it repelled an attacker attempting to break into its network right around the time other telcos were hit by Salt Typhoon - the company has a long rap sheet when it comes to cybersecurity failures. 
By our count, T-Mobile has suffered at least seven IT security breaches between 2018 and 2023 that exposed the personal information of millions of customers. In September 2024, the company agreed to pay $31.5 million to settle an investigation by the Federal Communications Commission into multiple breaches and to commit to improved cybersecurity practices.
With that in mind, letting a network-based AI listen in on conversations and provide real-time translation might seem like something of a privacy concern for T-Mobile customers. T-Mobile assured us that's not the case, telling us that it "adheres to all privacy regulations set by the FCC."  
"We do not save call recordings or transcripts," a T-Mobile spokesperson told us. "The service is designed to translate conversations in real time and then move on, without storing the content of those calls." 
T-Mobile also told us that it isn't training its AI models on customer data or call audio, and AI isn't listening in on calls that aren't being translated, either. (r)
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    Posting AI-generated caricatures on social media is risky, infosec killjoys warn

    
The more you share online, the more you open yourself to social engineering    


    
        By 
Jessica Lyons        
    

    
        Posted in Research,
        
            11th February 2026 18:56 GMT
        
    


    
If you've seen the viral AI work pic trend where people are asking ChatGPT to "create a caricature of me and my job based on everything you know about me" and sharing it to social, you might think it's harmless. You'd be wrong.
Forta security analyst Josh Davies says it puts people and their employers at risk of social engineering attacks, LLM account takeovers, and sensitive data theft.
"At the time of writing, this is a hypothetical risk," Davies told The Register. "But given the scale of participants publicly posting this trend, we believe it is highly likely that some could be exploited in this way with the LLM account takeover. The fact that users are posting this personal work information publicly and using a prompt that said 'based on everything you know about me' it is feasible that sensitive information related to their employer could be viewable in the prompt history if takeover is successful."
As of February 8, Davies says 2.6 million of these images have been added to Instagram with links to users' profiles, including both private and public accounts. "I am currently looking through different posts, and have identified a banker, a water treatment engineer, HR employee, a developer and a doctor in the last 5 posts I viewed," he said in a Wednesday blog.
[image: Caricature of a tech reporter]
Caricature of a tech reporter - Click to enlarge


Sometimes the model will ask the user for more context before it creates their cartoon image. But even without those extra details, these caricatures signal to an attacker that the person uses an LLM at work - meaning there's a chance they input company data into a publicly available model.
As The Register has previously reported, many employees use personal chatbot accounts to help them do their jobs, and most companies have no idea how many AI agents and other systems have access to their corporate apps and data. 
"Many users do not realise the risks of inputting sensitive data into prompts or may make mistakes when looking to use LLMs to augment their tasks," Davies wrote. "Even fewer understand that this data is saved in their prompt history and (although unlikely) could even be returned to another user, by accident, or intentionally in responses."
An attacker could combine the individual's social media username, profile information, and clues from the LLM-generated image to figure out the person's email address using search engine queries or open-source intelligence, he explained. 
"Account takeover would not require a sophisticated or especially technical actor," Davies told The Register. "Much of the information [in] the public images will support doxing and spear phishing, which would increase the ease and chances of a successful social engineering attack."


	Agents gone wild! Companies give untrustworthy bots keys to the kingdom


	AI agents spill secrets just by previewing malicious links


	Anthropic quietly fixed flaws in its Git MCP server that allowed for remote code execution


	AI connector for Google Calendar makes convenient malware launchpad, researchers show


Once they've figured out the user's email address, the attacker could try to victimize them with a social-engineering attack, sending them a malicious link to a credential harvesting page or using an attacker-in-the-middle scenario to capture the user's session and take over their account.
This gives the attacker access to prompt history, which they can search for sensitive corporate data to later sell or abuse for fraud and other attacks - or use to extort a ransom payment if it's sensitive enough.
While LLM account takeover is the most likely risk and requires the technical skill, prompt injection and jailbreaking are also possibilities, although Davies told us those require "a high level of sophistication....While not impossible, it is highly unlikely we would see this."
To prevent this type of unintentional data leakage, Davies says organizations first need visibility into LLM and AI usage by employees, and then governance policies to identify unapproved apps and limit their access to corporate systems and data.
He also recommends monitoring for compromised credentials. While this example focuses on personal LLM accounts as these are more likely to be used for social media posts, "compromised corporate credentials would be even more damaging," he noted. (r)
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    Attending GTC? Join The Register for an exclusive dinner on scaling AI data platforms

    
Learn about how tech leaders are scaling AI in practice    


    
        By 
Team Register        
    

    
        Posted in AI + ML,
        
            11th February 2026 17:50 GMT
        
    


    
Promo AI projects fail at scale not because models don't work or GPUs lack performance. They fail because data can't keep pace.
Foundation models work. GPUs deliver. But somewhere between raw data and inference, enterprises hit a wall. GPUs sit underutilized because training pipelines can't move data fast enough. Real-time inference stalls waiting for distributed data to arrive. And when teams try to scale beyond a handful of use cases, data becomes the constraint that breaks everything.

  The conversation that needs to happen

During GTC week, NVIDIA, Hammerspace, and The Register are hosting an off-the-record executive roundtable with senior infrastructure leaders actually operating AI at scale. This is peer-to-peer dialogue designed to surface what's actually breaking when scaling AI across hybrid and multi-cloud environments--and what an effective data platform looks like in practice.

  
    Monday, March 16, 2026 | 6:00pm - 8:30pm | San Jose
  

Attendees will discuss where AI initiatives break down, how enterprises are enabling real-time inference at scale, and what future-ready data platforms look like. Conducted under Chatham House Rules to encourage candid, unfiltered conversation.
Places are limited. If you're leading infrastructure, data, or AI initiatives at enterprise scale, register your interest here and we'll confirm your place.
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    Fukushima's radioactive hybrid terror pig boom was driven by amorous mothers

    
Genetic study finds domestic pigs' year-round breeding sped gene flow into wild boar    
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            11th February 2026 16:57 GMT
        
    


    
Back in 2021, in the thick of pandemic mania, The Register gleefully reported that "radioactive hybrid terror pigs" were thriving in Japan's Fukushima exclusion zone.
The image of feral swine exposed to 300 times the safe human dose of cesium-137 after the 2011 nuclear meltdown, interbreeding with wild boar and roaming a post-apocalyptic hellscape, proved unusually popular with readers. It even spawned fan art. I suppose we were all extremely bored.
As the old saying goes, never let the truth get in the way of a good headline. However, new research into the Fukushima fiefdom suggests the reality is less mutant horror hog and more brisk genetics.
A team analyzing DNA from pigs and boar inside and around the evacuation zone has found that, while domestic pig genes initially mixed freely with wild boar, they're now being steadily diluted as the hybrids backcross with the local population. In other words, the "hybrid" bit is fading.
What hasn't faded is Mom's influence.
The study, led by Professor Shingo Kaneko of Fukushima University along with co-author Donovan Anderson from Hirosaki University and published in the Journal of Forest Research, reports that mitochondrial DNA - inherited down the maternal line - shows domestic sows played a key role in the early hybridization.
More intriguingly, the researchers say the rapid, year-round reproductive pattern typical of domestic pigs in the care of humans appears to have accelerated generational turnover in the population. In contrast, wild boar naturally breed only once per year.


	Robot enters Fukushima's nuclear core to retrieve melted-down remains


	Fukushima studies show wildlife is doing nicely without humans, thank you very much


	Radioactive hybrid terror pigs break out of nuclear hellscape home and into people's hearts


	Radioactive hybrid terror pigs have made themselves a home in Fukushima's exclusion zone


So while the hybrids are increasingly boar-like again in their nuclear DNA, the initial domestic infusion may have put the local gene pool on fast-forward.
"While it has been previously suggested that hybridization between rewilded swine and wild boars can contribute to population growth, this study demonstrates - through the analysis of a large-scale hybridization event following the Fukushima nuclear accident - that the rapid reproductive cycle of domestic swine is inherited through the maternal lineage," said Kaneko.
Rather than evidence of radiation-induced superpowers - as we humorously suggested all those years ago - it's an example of what can happen when farm animals are abruptly released into the wild and left to get on with it for more than a decade. The Fukushima evacuation zone, largely depopulated for years after the nuclear disaster, provided the conditions. The pigs provided the enthusiasm.
The researchers say the findings could apply more broadly wherever feral pigs and wild boar interbreed - a growing issue in parts of Europe, North America, and Asia - and may help wildlife managers understand how quickly hybrid traits spread, and how quickly they disappear.
"We wish to emphasize that this mechanism likely occurs in other regions worldwide where feral pigs and wild boars interbreed," Anderson noted.
Kaneko added: "The findings can be applied to wildlife management and damage control strategies for invasive species. By understanding that maternal swine lineages accelerate generation turnover, authorities can better predict population explosion risks."
As for the "terror" bit in "radioactive hybrid terror pigs," check out this picture of them, replete with coloring inherited from their domesticated ancestors - I think they're kind of cute. And probably delicious, radiation levels be damned. (r)
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