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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Palantir spent $25M on CEO flights so Alex Karp could do all the talking
        Lindsay Clark

        A hundred days a year in the air doesn't come cheap Opinion  Palantir CEO Alex Karp has a singular mission to stand out among tech CEOs. Big talk on sales, profits, and tech potential is not enough. His gift for edgy one-liners takes him to places where execs of the past would have scarcely dared to go. Say hello to allusions to goose-stepping and innate Western superiority that we assume have audiences rolling in the aisles.... 

      

      
        Android malware taps Gemini to navigate infected devices
        Connor Jones

        The real deal or another research project overblown? Cybersecurity researchers say they've spotted the first Android malware strain that uses generative AI to improve performance once installed. But it may be only a proof of concept....

      

      
        DOGE bites taxman
        Joe Fay

        IRS lost 40% of IT staff, 80% of tech leaders in 'efficiency' shakeup Job cuts at the IRS's tech arm have gone faster and farther than expected, with 40 percent of IT staff and four-fifths of tech leaders gone, the agency's CIO revealed yesterday....

      

      
        US tech giants open their wallets for AI-friendly politicians
        Dan Robinson

        Rush is on to push forward sympathetic candidates from both parties ahead of midterms Meta is among tech giants reportedly funding US politicians friendly to the AI industry, as concerns mount over a huge expansion in datacenter building and the effects of AI on everyday life....

      

      
        DEF CON bans three Epstein-linked men from future events
        Connor Jones

        Emails show all discussed networking and biz interests with the sex offender throughout the 2010s Cybersecurity conference DEF CON has added three men named in the Epstein files to its list of banned individuals. They are not accused of any criminal wrongdoing.... 

      

      
        AI agents can't teach themselves new tricks - only people can
        Thomas Claburn

        Self-generated skills don't do much for AI agents, study finds, but human-curated skills do Teach an AI agent how to fish for information and it can feed itself with data. Tell an AI agent to figure things out on its own and it may make things worse....

      

      
        UK to demand social platforms take down abusive intimate images within 48 hours
        Joe Fay

        'Why not 12?' says lawyer The UK is bracketing "intimate images shared without a victim's consent" along with terror and child sexual abuse material, and demanding that online platforms remove them within two days....

      

      
        Healthcare security: Write login details on whiteboard, hope for the best
        Richard Speed

        You told me not to write it on a Post-it... Bork!Bork!Bork!  Today's bork is entirely human-generated and will send a shiver down the spine of security pros. No matter how secure a system is, a user's ability to undo an administrator's best efforts should not be underestimated....

      

      
        AI chatbots waffle on GOV.UK queries, then get facts wrong when told to zip it
        SA Mathieson

        Study of 11 LLMs shows they rarely refuse to answer, even when they probably should Artificial intelligence chatbots can be too chatty when answering questions on government services, swamping accurate information and making mistakes if told to be more concise, according to research....

      

      
        Agile Manifesto turns 25 - just in time for vibe coding to test it
        Richard Speed

        Co-author Jon Kern says AI coding tools amplify strengths and expose weaknesses Interview  Twenty-five years after 17 software developers gathered at a Utah ski resort to draft the Agile Manifesto, artificial intelligence is once again reshaping how code gets written.... 

      

      
        OpenClaw is the most fun I've had with a computer in 50 years
        Mark Pesce

        The DECwriter got me hooked in 1975. 'Clawdine' feels like a wonderful new beginning Opinion  Fifty years ago this month, I touched a computer for the first time. It was an experience that pegged the meter for me like no other - until last week....

      

      
        Poland bans camera-packing cars made in China from military bases
        Simon Sharwood

        Dell, however, is welcome to help build a local-language LLM Poland's Ministry of Defence has banned Chinese cars - and any others include tech to record position, images, or sound - from entering protected military facilities....

      

      
        Indian think tank finds strong hiring for the kind of jobs AI puts at risk
        Simon Sharwood

        IT services companies are largely immune to AIpocalypse, although the outlook is not good for entry-level jobs Indian think tank the Council for Research on International Economic Relations has found AI is not an immediate threat to the nation's IT services sector....

      

      
        Microsoft boffins cook up archival storage using Pyrex glass they say can last over 10,000 years
        Tobias Mann

        It may have half the capacity of fused silica glass, but is faster and much cheaper Microsoft this week detailed new research aimed at preserving data in borosilicate glass plates for thousands of years longer than conventional media like hard drives or magnetic tape, without needing to worry about bit rot....

      

      
        Adidas investigates third-party data breach after criminals claim they pwned the sportswear giant
        Jessica Lyons

        'Potential data protection incident' at an 'independent licensing partner,' we're told Adidas has confirmed it is investigating a third-party breach at one of its partner companies after digital thieves claimed they stole information and technical data from the German sportswear giant.... 

      

      
        As memory shortage persists, vendor price quotes are not long remembered
        O'Ryan Johnson

        HPE and Cisco are adjusting terms and conditions If you like the price of that server, PC, or storage array, you'd better act fast....

      

      
        Google presses play on 30-second Gemini musical slop generator
        Brandon Vigliarolo

        Who needs to express themselves through music when a bot will do it for you with nothing but a prompt? If you've ever wanted to make music but have neither the talent nor the inspiration, Google has the AI tool for you. Gemini will now generate a 30-second song for you directly from a text prompt, photo, or video. ...

      

      
        ShinyHunters claims it drove off with 1.7M CarGurus records
        Jessica Lyons

        Latest in a rash of grab-and-leak data incidents CarGurus purportedly suffered a data breach with 1.7 million corporate records stolen, according to a notorious cybercrime crew that posted the online vehicle marketplace on its leak site on Wednesday....

      

      
        Google digs deep to power AI expansion with 150 MW geothermal deal
        Tobias Mann

        Plants expected to begin operations as early as 2028 pending approval by state government Datacenter power consumption has surged amid the AI boom, forcing builders to get creative in order to prevent their capex-heavy bit barns from running out of steam. But at least in some parts of the world, the answer to abundant clean energy may be hiding just a few thousand feet below the surface of the earth....

      

      
        Copilot spills the beans, summarizing emails it's not supposed to read
        Thomas Claburn

        Data Loss Prevention? Yeah, about that... The bot couldn't keep its prying eyes away. Microsoft 365 Copilot Chat has been summarizing emails labeled "confidential" even when data loss prevention policies were configured to prevent it.... 

      

      
        DARPA's autonomous missile-firing missile advances toward flight tests
        Brandon Vigliarolo

        Yo dawg, we heard you like missiles, so we put some missiles in your missile so you can boom while you zoom It's taken about five years, but DARPA's missile-launching missile has become the government's latest experimental X-plane and is advancing toward flight testing....

      

      
        Fraudster hacked hotel system, paid 1 cent for luxury rooms, Spanish cops say
        Jessica Lyons

        'First time we have detected a crime using this method,' cops say Spanish police arrested a hacker who allegedly manipulated a hotel booking website, allowing him to pay one cent for luxury hotel stays. He also raided the mini-bars and didn't settle some of those tabs, police say....
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        Original URL: https://www.theregister.com/2026/02/19/worried_about_the_cost_of/
    

    Palantir spent $25M on CEO flights so Alex Karp could do all the talking

    
A hundred days a year in the air doesn't come cheap    


    
        By 
Lindsay Clark        
    

    
        Posted in SaaS,
        
            19th February 2026 16:46 GMT
        
    


    
Opinion Palantir CEO Alex Karp has a singular mission to stand out among tech CEOs. Big talk on sales, profits, and tech potential is not enough. His gift for edgy one-liners takes him to places where execs of the past would have scarcely dared to go. Say hello to allusions to goose-stepping and innate Western superiority that we assume have audiences rolling in the aisles.
To get that much attention, he also needs to get about - much more than leaders of companies ten times the size of Palantir, it seems. Keeping him on the front pages of the business and investor media means Karp flies on "non-commercial aircraft beneficially owned by him (the "Executive Aircraft") for business and personal travel," according to a recent regulatory filing.
"During the years ended December 31, 2025 and 2024, the Company incurred expenses related to the use of the Executive Aircraft of $17.2 million and $7.7 million, respectively," it said.
Let's get that straight. Damn near $25 million on air travel in two years. That's enough to fly from London to New York and back about 44,000 times in an economy seat - depending on the commercial airliner - or every day for the next 100-plus years.
Karp has boasted that the company doesn't need to spend much on sales, as its products sell themselves once customers start playing around with them. Aside from this not being true - Palantir spent $1 billion on sales and marketing [PDF] in FY 2025 - the investment in Karp jetting around the globe to keep his mouth at the center of the action might yield significant ROI, even if his board would sometimes rather he remained a little less vocal.


	Doctors told to give Palantir's NHS data platform the cold shoulder


	Palantir declares itself the guardian of Americans' rights


	Palantir helps Ukraine train interceptor drone brains


	Palantir CEO claims AI will mean western economies won't need immigration


An analyst from investment bank Jefferies put Palantir's investment in Karp's mobility into some perspective.
"Assuming use of a mid-sized jet with an estimated operating cost of ~$7K per hour, this implies roughly 2,457 flight hours, or about 28 percent of the year spent in the air," a recent note said, according to the FT.
Mark Zuckerberg, CEO of Meta, a $200 billion annual revenue biz, spends $1.8 million on air travel a year. Maybe meeting in the Metaverse makes it less necessary, though we doubt it. Palo Alto Networks' CEO spends $2.4 million on private aircraft travel. His company's revenue generates $11 billion or so annually, compared to Palantir's $4.5 billion.
Perhaps, then, Karp is compensating for something. Or maybe, given his many extended flights of fancy, he just struggles to get down to Earth. (r)
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    Android malware taps Gemini to navigate infected devices

    
The real deal or another research project overblown?    


    
        By 
Connor Jones        
    

    
        Posted in Research,
        
            19th February 2026 16:04 GMT
        
    


    
Cybersecurity researchers say they've spotted the first Android malware strain that uses generative AI to improve performance once installed. But it may be only a proof of concept.
ESET calls it PromptSpy, malware whose primary goal is to deploy a VNC module that hands hackers remote control of infected devices.
The Slovak security shop's experts said PromptSpy comes with capabilities to instruct Google's Gemini chatbot to interpret parts of the device's user interface using natural language prompts.
These prompts allow the malware to examine the user interface, which then informs the gestures it needs to execute on the device in order to keep the malicious app pinned to its recent apps list.
Lukas Stefanko, malware researcher at ESET, said the use of GenAI amounts to only a small portion of the malware's toolkit, but allows it to adapt to different devices.
"The AI model and prompt are predefined in the code and cannot be changed," he wrote. "Since Android malware often relies on UI navigation, leveraging generative AI enables the threat actors to adapt to more or less any device, layout, or OS version, which can greatly expand the pool of potential victims."
Android malware usually relies on taps, coordinates, and UI selectors to execute tasks, but these have a tendency to break when running on different devices, which makes the use of Gemini a clever way to bypass this common issue.
PromptSpy submits a natural language prompt to Gemini, together with an XML dump of the device's current screen, and the chatbot returns JSON instructions for what action to perform and where to perform it to keep the app pinned in the user's recents list. This process repeats until Gemini tells PromptSpy that the app is in position.
ESET found versions of PromptSpy uploaded to VirusTotal in January, with the Gemini-assisted strains submitted from Argentina.
Analysis of the app's code suggests it was developed by Chinese speakers to assist financially motivated cybercriminals.
Stefanko said PromptSpy has not yet appeared in any of ESET's telemetry findings, suggesting it remains a proof of concept. However, the team found what appears to be a distribution domain, which could suggest it is being used to support real-world attacks.
The domains ESET investigated are now offline, but cached versions revealed they were likely trying to imitate a Chase Bank website.
PromptSpy is not on the Google Play Store, and given Google's recent clampdown on sideloading apps, it's unclear how the attackers planned to get the app loaded onto devices.
Once installed, the app can intercept lockscreen PINs or passwords, capture the pattern unlock screen as a video, record the screen and user's gestures, and take screenshots in addition to the Gemini interactions.
It also works to prevent the user from uninstalling the app or force-quitting it by placing transparent boxes over screen elements.
The boxes are invisible to the user, who would press the button's location on the screen, only for nothing to happen. The only way to uninstall it is to reboot the device in safe mode, where third-party apps are blocked, and then go through the usual uninstall routine.
"PromptSpy shows that Android malware is beginning to evolve in a sinister way," said Stefanko. "By relying on generative AI to interpret on-screen elements and decide how to interact with them, the malware can adapt to virtually any device, screen size, or UI layout it encounters.


	Apple, Google agree to loosen grip on UK app stores


	AOSP on a diet plan as Google halves Android code drops


	Two Android 0-day bugs disclosed and fixed, plus 105 more to patch


	Google links Android's Quick Share to Apple's AirDrop, without Cupertino's help


"More broadly, this campaign shows how generative AI can make malware far more dynamic and capable of real-time decision-making. PromptSpy is an early example of generative AI-powered Android malware, and it illustrates how quickly attackers are beginning to misuse AI tools to improve impact."
The finding follows ESET's work to unearth PromptLock, which it says is the first AI-powered ransomware payload.
As revealed in an interview with The Register, PromptLock's code was uploaded by the developers to VirusTotal, only to check if it would get past modern defense mechanisms.
A team of engineers at New York University worked up the code as part of a research project they hoped would land them a speaking spot at security conferences. The binary stayed in VirusTotal for some time before ESET found it.
Bemused when the news reports circulated following ESET's blog post outlining PromptLock, the NYU students contacted the Slovak security company to say that the malware was just a proof of concept.
Md Raz, one of the students and doctoral candidates behind PromptLock, "couldn't believe it" when he realized that people were writing about his work.
After receiving Raz et al's message, ESET updated a Xeet to note that its finding was a mere research project, one that wouldn't function outside of a lab.
"This supports our belief that it was a proof of concept rather than fully operational malware deployed in the wild," the company said. "Nonetheless, our findings remain valid - the discovered samples represent the first known case of AI-powered ransomware." (r)
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    DOGE bites taxman

    
IRS lost 40% of IT staff, 80% of tech leaders in 'efficiency' shakeup    


    
        By 
Joe Fay        
    

    
        Posted in Public Sector,
        
            19th February 2026 14:29 GMT
        
    


    
Job cuts at the IRS's tech arm have gone faster and farther than expected, with 40 percent of IT staff and four-fifths of tech leaders gone, the agency's CIO revealed yesterday.
Kaschit Pandya detailed the extent of the tech reorganization during a panel at the Association of Government Accountants yesterday, describing it as the biggest in two decades.
This happened as the Trump administration reshaped the federal bureaucracy last year with Elon Musk's DOGE wielding the chainsaw.
The IRS lost a quarter of its workforce overall in 2025. But the tech team was clearly affected more deeply. At the start of the year, the team encompassed around 8,500 employees.
As reported by Federal News Network (FNN), Pandya said: "Last year, we lost approximately 40 percent of the IT staff and nearly 80 percent of the execs."
"So clearly there was an opportunity, and I thought the opportunity that we needed to really execute was reorganizing."
That included breaking up silos within the organization, he said. "Everyone was operating in their own department or area."
It is not entirely clear where all those staff have gone. According to a report by the US Treasury Inspector General for Tax Administration, the IT department had 8,504 workers as of October 2024. As of October 2025, it had 7,135.
However, reports say that as part of the reorganization, 1,000 techies were detailed to work on delivering frontline services during the US tax season. According to FNN, those employees have questioned the wisdom of this move and its implementation.
At yesterday's conference, Pandya said better outcomes had yet to be delivered. "What it didn't lead to is automatically everybody coming together and working as one team. We just had different silos," he said. But his department had now set up "cross-functional" teams focused on end-to-end delivery of individual projects.
"This way there isn't a cold hand-off of, 'My job is X, and now I'm handing it off to somebody else,'" he said.


	Feeling taxed by layoffs, IRS turns to AI helpers


	IRS has lost one-quarter of its IT staff since Trump took office


	Dems hyperventilate about Palantir's work with the IRS in letter to CEO Karp


	Dems are upset about DOGE's IRS hackathon, but the IRS says it never happened


Ultimately, he said the aim was to have the IT group as a whole working toward a "scorecard."
Naturally, AI is expected to play a significant role in all this, making people better at their jobs and more end-user-focused, he said.
However, Pandya said IRS leaders are telling employees that AI won't endanger their jobs. Clearly the agency is perfectly capable of getting rid of people the old-fashioned way.
The US Treasury Inspector General for Tax Administration said last month the agency was behind in its efforts to digitize paper returns. It noted: "The Information Technology function lost approximately 16 percent of its staff," who are responsible for updates for inflation and expiring or newly enacted tax provisions. This meant that "according to the IRS readiness reports, implementation of these legislative changes is at risk for the 2026 Filing Season." (r)
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    US tech giants open their wallets for AI-friendly politicians

    
Rush is on to push forward sympathetic candidates from both parties ahead of midterms    


    
        By 
Dan Robinson        
    

    
        Posted in On-Prem,
        
            19th February 2026 13:59 GMT
        
    


    
Meta is among tech giants reportedly funding US politicians friendly to the AI industry, as concerns mount over a huge expansion in datacenter building and the effects of AI on everyday life.
[image: The Texas State Capitol with open-air rotunda. It was completed in 1888 in Downtown Austin. It contains the offices and chambers of the Texas Legislature and the Office of the Governor. Pic: Kushal Bose / Shutterstock]
The Texas State Capitol with open-air rotunda contains the offices and chambers of the Texas Legislature and the Office of the Governor - Pic: Kushal Bose / Shutterstock


According to The New York Times, Meta is set to spend $65 million this year backing politicians who are sympathetic to its cause.
This is driven by concerns that its AI ambitions might be hampered by regulations intended to keep people safe, plus growing opposition from communities to giant data campuses popping up in their local area.
Meta is starting up two new super PACs (Political Action Committees - organizations to influence election outcomes), the NYT says, which will join two others it has already formed. One group, "Forge the Future Project,", targets Republicans, while the second, "Making Our Tomorrow," focuses on Democrats.
Zuckcorp isn't the only tech giant doing this, of course. The Los Angeles Times reported recently that Marc Andreessen, Ben Horowitz and OpenAI co-founder Greg Brockman are among tech industry leaders stumping up $50 million for a new super PAC called "Leading the Future." The PAC has similar aims in ensuring AI-friendly candidates prevail in the coming mid-term elections in the US.
It is perhaps a sign of the massive sums of money at stake in what many regard as an inflating AI market bubble.
The frenzy of interest in AI development has led to a boom in datacenter building to feed the demand for AI processing infrastructure. This in turn has met opposition from local communities, who are worried about issues including the impact on electricity bills and water supplies.
Research org Data Center Watch reports that 20 US server farm projects were blocked or delayed amid local opposition during Q2 2025.
Meta alone has revealed plans to build a number of multi-gigawatt datacenter clusters, one of which would cover much of the island of Manhattan in New York City.
The datacenter industry knows it has a public image problem, as discussed last year at the Datacloud Global Congress in Cannes, France. Perhaps not surprisingly, one solution touted is to get political leaders onside.
In the US, the situation has got bad enough that the Trump administration has stepped in to attempt to defuse public opposition through some sort of pact between the datacenter industry and hyperscalers like Microsoft, Google, Amazon, Meta, and OpenAI, establishing principles around energy, water use and community relations.


	AI's $3T infrastructure binge continues despite lack of clear profits


	Trump to hyperscalers: your datacenters, your power bill


	Trump gives state AI regulation the presidential middle finger


	AI investment is the only thing keeping the US out of recession


Washington is also determined to stamp out any regulations, particularly those at state level, that might constrain the AI industry. In December last year, President Trump issued an executive order intended to punish states that introduce any such legislation.
While individual states want to protect citizens from the effects of algorithmic bias, data privacy breaches, and security risks that might result from AI systems, Trump has empowered Attorney General Pam Bondi to set up an AI Litigation Task Force to challenge any state regulations that potentially hinder America's race for global AI dominance.
Financial analysts reported last year that the huge level of spending on AI was keeping the US economy out of recession, with datacenter infrastructure and model development providing the only significant growth. (r)
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    DEF CON bans three Epstein-linked men from future events

    
Emails show all discussed networking and biz interests with the sex offender throughout the 2010s    


    
        By 
Connor Jones        
    

    
        Posted in Security,
        
            19th February 2026 13:23 GMT
        
    


    
Cybersecurity conference DEF CON has added three men named in the Epstein files to its list of banned individuals. They are not accused of any criminal wrongdoing.
Pablos Holman, Vincenzo Iozzo, and Joichi Ito are the first names to be added to the shortlist this year, preventing them from attending any future conferences. Organizers said contact with the sex offender provided a rationale for the sanction.
All three are named in the Epstein files as having worked with, benefited from, or were otherwise tied to the disgraced financier during the prior decade, although as mentioned, they aren't accused of being involved in crimes.
The emails show that Holman and Epstein became acquainted as far back as 2010. Politico's reporting claimed that Epstein made plans to meet with the technologist in 2013, although it isn't clear if the sex offender actually attended.
Emails from the evidence bundle also appear to show that in the same year, Holman planned to stay at Epstein's residence in New York City, and introduced Epstein to other industry figures, including those who offered assistance to manipulate search results - burying bad news and promoting philanthropic efforts [PDF].
Holman currently works as a tech investor at venture capital firm Deep Future. He had not responded to The Register's request for comment at the time of publication.
Iozzo, who is the current CEO at identity management company SlashID and a former Black Hat board member, was in contact with Epstein between at least 2014 and 2018, the files indicate, offering to procure DEF CON tickets for him, emails show.
Iozzo sent a lengthy statement to Politico for its previous reporting on the files. The CEO said he was first introduced to the financier in 2014 while aged 25 and exploring funding opportunities for a startup.
He claims the allegations in the files were fabricated, that the FBI had never contacted him about his ties to Epstein, and that his interactions with Epstein were limited to business opportunities that never materialized.
A spokesperson to Iozzo told The Register: "Mr Iozzo did not provide exclusive access to DEF CON or any other conference. In fact, Mr Iozzo has no idea if Epstein ever actually attended any conference. DEF CON is attended by tens of thousands of members of the public in any given year. DEF CON's actions are entirely performative, given that Mr Iozzo has barely attended the conference in the past twenty years. It was a rush to judgment not based on any investigation or wrongdoing by Mr Iozzo."
Vincenzo Iozzo told The Reg: "I never observed nor participated in any illegal activity or behavior. I regret the past association and take full responsibility for not exercising greater judgment at the time."
Joichi "Joi" Ito appears to be one of the individuals who introduced Iozzo to Epstein, according to emails in the DoJ's files.
"Vincenzo is one of the best network security guys I know," Ito said in one May 2014 email. "Working with him on a network security company idea. He's in NYC often. If you have time, you should connect. I think you'll enjoy meeting each other and I also think this business idea that we're working on might be interesting for you as well."
Ito, a venture capitalist currently serving as president of the Chiba Institute of Technology (CIT), was in contact with Epstein between 2013 and 2019, emails show, and the two met numerous times during that period.
Epstein was an investor in the Massachusetts Institute of Technology's Media Lab, where Ito formerly served as a director. Ito resigned from his post at MIT in 2019, The New York Times reported, after it was revealed that he had accepted $1.7 million from Epstein to help fund the lab.
Ito did not respond to The Register after we requested a statement via the CIT, but he previously apologized for his association with Epstein and claimed to have no knowledge "of the horrific acts that he was accused of."


	Microsoft's Sinofsky saw Surface fail coming - then hit up Epstein for advice on exit


	Defamation case against DEF CON terminated with prejudice


	As angels, rich dudebros suck: 1 in 5 Y Combinator women tech founders say they were sexually harassed


	DEF CON's hacker-in-chief faces fortune in medical bills after paralyzing neck injury


Readers who wish to examine the Epstein emails relevant to the three individuals now banned from DEF CON can do so at Jmail.world.
The project was set up by Luke Igel and Riley Walz. It ingests the raw email files included in the DoJ's poorly formatted dump of Epstein files and presents them in a Gmail-like interface.
Holman, Iozzo, and Ito join a list of individuals already publicly banned from DEF CON. The conference states that "many bans" are not revealed, and only six others have made the public list since 2017. (r)
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    AI agents can't teach themselves new tricks - only people can

    
Self-generated skills don't do much for AI agents, study finds, but human-curated skills do    


    
        By 
Thomas Claburn        
    

    
        Posted in AI + ML,
        
            19th February 2026 12:07 GMT
        
    


    
Teach an AI agent how to fish for information and it can feed itself with data. Tell an AI agent to figure things out on its own and it may make things worse.
AI agents are machine learning models (e.g. Claude Opus 4.6) that have access to other software through a CLI harness (e.g. Claude Code) and operate in an iterative loop. These agents can be instructed to handle various tasks, some of which may not be covered in their training data.
When lacking the appropriate training, software agents can be given access to new "skills," which are essentially added reference material to impart domain-specific capabilities. "Skills" in this context refer to instructions, metadata, and other resources like scripts and templates that agents load to obtain procedural knowledge.
For example, an AI agent could be instructed how to process PDFs with a skill that consists of markdown text, code, libraries, and reference material about APIs. While the agent might have some idea how to do this from its training data, it should perform better with more specific guidance.
Yet according to a recent study, SkillsBench: Benchmarking How Well Agent Skills Work Across Diverse Tasks, asking an agent to develop that skill on its own will end in disappointment. The "intelligence" part of artificial intelligence is somewhat overstated. 
At least that's the case with large language models (LLMs) at inference time - when the trained model is being used as opposed to during the training process.
A new benchmark
Certain forms of machine learning, like deep learning, can be applied in a way that allows neural network models to improve their performance in domain-specific tasks like video games.
The explosion of AI agents - Claude Code from Anthropic, Gemini CLI from Google, and Codex CLI from OpenAI - has led to the rapid development of skills to augment what the agents can do. Skill directories are proliferating like weeds. And given how OpenClaw agents have been teaching each other in the Moltbook automated community network, it seems well past time to figure out how good a job they do at it.
To date, there's been no common way to see whether these skills deliver what they promise. So a team of 40 (!) computer scientists, affiliated with with companies like Amazon, BenchFlow, ByteDance, Foxconn, and Zennity, and various universities, including Carnegie Mellon, Stanford, UC Berkeley, and Oxford, set out to develop a benchmark test to evaluate how agent skills augment performance during inference.
The authors, led by Xiangyi Li, founder of agent measurement startup BenchFlow, developed a test they dubbed SkillsBench, and described their findings in the above-mentioned preprint paper.


	Linus Torvalds and friends tell The Reg how Linux solo act became a global jam session


	Gemini lies to user about health info, says it wanted to make him feel better


	Google digs deep to power AI expansion with 150 MW geothermal deal


	Copilot spills the beans, summarizing emails it's not supposed to read


The researchers looked at seven agent-model setups across 84 tasks for 7,308 trajectories - one agent's attempt at solving a single task under a specific skills condition. Three conditions were tested: no skills, curated skills, and self-generated skills.
The agents using curated skills - designed by people - completed tasks 16.2 percent more frequently than no-skill agents on average, though with high variance.
One example cited in the study is a flood-risk analysis task. Agents without skills didn't apply the appropriate statistical math, so achieved a pass rate of only 2.9 percent. With a curated skill that told the agent to use the Pearson type III probability distribution and apply the appropriate standard USGS methodology, and that specified other details like scipy function calls and parameter interpretation, the agent's task pass rate increased to 80 percent.
When analyzed in terms of specific knowledge domains, curating healthcare (+51.9 percentage points) and manufacturing (+41.9 percentage points) skills helped AI agents the most, while curating skills related to mathematics (+6.0 percentage points) and software engineering (+4.5 percentage points) provided smaller gains. The authors explain this by observing that domains requiring specialized knowledge tend to be underrepresented in training data. So it makes sense for humans to augment agents working on tasks in those domains.
And when doing so, less is more - skills with only a few (2-3) modules performed better than massive data dumps. 
That applies to model scale too - curated skills help smaller models punch above their weight class in terms of task completion. Anthropic's Claude Haiku 4.5 model with skills (27.7 percent) outperformed Haiku 4.5 without skills (11 percent) and also Claude Opus 4.5 without skills (22 percent).
When it came time to get agents to teach themselves skills, the study authors directed them to

	analyze the task requirements, domain knowledge, and APIs required;


	write 1-5 modular skill documents to solve the task;


	save each skill as a markdown file; and


	to then solve the task using the generated reference material.


Agents that tried this did worse than if they hadn't tried at all. 
"Self-generated skills provide negligible or negative benefit (-1.3 percentage points average), demonstrating that effective skills require human-curated domain expertise," the authors state.
For now at least, the AI revolution will not be fully automated - the machines still need human teachers to set them on the right path. (r)
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    UK to demand social platforms take down abusive intimate images within 48 hours

    
'Why not 12?' says lawyer    
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The UK is bracketing "intimate images shared without a victim's consent" along with terror and child sexual abuse material, and demanding that online platforms remove them within two days.
The government announced today that it would add an amendment to the Crime and Policing Bill requiring platforms to "remove this content no more than 48 hours after it is flagged to them."
Platforms that do not do so would potentially face fines of 10 percent of "qualifying worldwide income" or have their services blocked in the UK.
The amendment follows outrage over the Elon Musk-owned chatbot Grok's willingness to generate nude or sexualized images of people, mainly women and girls, which forced a climbdown earlier this year.
Under the UK's proposals, victims would only have to report an abusive image once, and not have to contact multiple platforms or remain constantly vigilant for new uploads.
The government said: "Plans are currently being considered by Ofcom for these kinds of images to be treated with the same severity as child sexual abuse and terrorism content, digitally marking them so that any time someone tries to repost them, they will be automatically taken down."
It added that creating or sharing non-consensual intimate images will also become a "priority offence" under the Online Safety Act, "meaning this crime is treated with the same seriousness as child abuse or terrorism."
The government said: "We will publish guidance for internet providers setting out how they should block access to sites hosting this content, targeting rogue websites that may fall outside the reach of the Online Safety Act."


	EU looking into Elon Musk's X after Grok produces deepfake sex images


	Ofcom keeps X under the microscope despite Grok 'nudify' fix


	Charities warn Ofcom too soft on Online Safety Act violators


	Trump signs TAKE IT DOWN law meant to stop revenge porn


Technology Secretary Liz Kendall said in a statement: "The days of tech firms having a free pass are over. Because of the action we are taking platforms must now find and remove intimate images shared without consent within a maximum of 48 hours."
X is facing an EU probe, under the Digital Services Act, into Grok's willingness to produce explicit imagery, including of children.
When the probe was announced last month, X told The Register: "We remain committed to making X a safe platform for everyone and continue to have zero tolerance for any forms of child sexual exploitation, non-consensual nudity, and unwanted sexual content."
The UK government's latest move was welcomed by lawyer Hanna Basha, Dispute Resolution Partner from Payne Hicks Beach, who acted for TV personality Georgia Harrison in her civil revenge pornography case in 2022.
But she added: "Why 48 hours and not 24 or even 12? Every hour these images remain online compounds the harm."
She also said social media companies should be forced to display clear contact details. "Too often victims cannot even find where to report abusive content. This is a welcome step, but meaningful protection requires faster takedowns and real accountability from platforms." (r)
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    Healthcare security: Write login details on whiteboard, hope for the best

    
You told me not to write it on a Post-it...    
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Bork!Bork!Bork! Today's bork is entirely human-generated and will send a shiver down the spine of security pros. No matter how secure a system is, a user's ability to undo an administrator's best efforts should not be underestimated.
This example is a whiteboard seen by an eagle-eyed Register reader in their local medical center. Our reader asked to remain anonymous for obvious reasons, but we can only wish that the same anonymity had been extended to the systems running behind the scenes.
[image: Whiteboard showing confidential information (obscured)]
Whiteboard showing confidential information (obscured)


We've excised the text, but suffice it to say that the whiteboard contains usernames and passwords for system access. It's a change from a Post-it note stuck to the screen, but it's no less likely to make a security professional shriek in horror. After all, not only is the account exposed, but anyone can use it, which renders an access log somewhat redundant.
The whiteboard has been on show at the UK medical center for a while now. Our reader told us: "A few months ago, I explained to a lady on the front desk that displaying this information was a bad idea. Clearly, they don't believe me."
The National Health Service has guidelines regarding passwords. The rules include "not using a single word... think random... think multiple (3 random passwords technique)" and "not using or containing a common password."
To be fair to the medical center concerned, those rules do not include "for goodness sake, don't put the username and password on a whiteboard for everyone to see."
Thankfully, passwords are on their way out. According to the UK's National Cyber Security Centre (NCSC), passkeys "solve the main security problems we have with passwords."
The NCSC states they "are generated securely and so can't be guessed... can't be phished," and "are unique for each website you use, so if one website is compromised it doesn't put your other logins at risk."
They are also unlikely to be found written on a whiteboard.
Passkeys are not a perfect solution to password problems. However, almost anything would be an improvement on this public display of private credentials. (r)
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    AI chatbots waffle on GOV.UK queries, then get facts wrong when told to zip it

    
Study of 11 LLMs shows they rarely refuse to answer, even when they probably should    
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Artificial intelligence chatbots can be too chatty when answering questions on government services, swamping accurate information and making mistakes if told to be more concise, according to research.
The Open Data Institute (ODI) tested 11 large language models (LLMs) on more than 22,000 questions, comparing their responses to answers based on material from the official GOV.UK website. Its researchers judged the LLM output on verbosity, accuracy, and how often they refused to answer.
They found that models often waffled, burying the facts or going beyond authoritative government information, while telling them to be more concise reduced their accuracy.
"Verbosity is known behavior of LLMs - they are prone to 'word salad' responses that make them harder to use and decrease their reliability," the researchers wrote in a summary [PDF].
Some, including Anthropic's Claude 4.5 Haiku, were more verbose than others.
The researchers added that LLMs are good at combining material from multiple sources, which is useful in some situations, but makes mistakes more likely in this one. They recommended that users be told about risks and where to find authoritative information.
The ODI research found that while models often answered correctly, they made mistakes inconsistently and unpredictably. ChatGPT-OSS-20B said someone would only be eligible for Guardian's Allowance - a benefit paid to people caring for a child whose parents have died - if the child themselves had died.
Llama 3.1 8B advised that a court order was required to add an ex-partner's name to a child's birth certificate, when it actually just requires re-registration of the birth, and Qwen3-32B wrongly said the PS500 Sure Start Maternity Grant is available in Scotland.
The researchers saw models attempting to answer almost every question asked, regardless of whether or not they were capable of doing so accurately. They described this failure to refuse to answer as "a dangerous trait" as it could lead people to act on misinformation.
Smaller, cheaper-to-run LLMs can deliver comparable results to large closed source ones such as OpenAI's ChatGPT 4.1, the ODI said. This showed the need for flexibility in adopting AI and avoiding long-term contracts that lock organizations into using specific suppliers.


	Irony alert: Anthropic helps UK.gov to build chatbot for job seekers


	UK names Barnsley as first Tech Town to see whether AI can fix... well, anything


	GOV.UK to unleash AI chatbot on confused citizens


	Britain's Ministry of Justice just signed up to ChatGPT Enterprise


"If language models are to be used safely in citizen-facing services, we need to understand where the technology can be trusted and where it cannot," said ODI director of research Professor Elena Simperl. "That means being open about uncertainty, keeping answers tightly focused on authoritative sources such as GOV.UK, and addressing the high levels of inconsistency seen in current systems."
The research used CitizenQuery-UK, a set of 22,066 synthetically generated questions citizens might ask and corresponding answers based on GOV.UK material, which the ODI has released on the Hugging Face platform.
In December, the Government Digital Service said it planned to add a chatbot to its GOV.UK app early tin 2026, followed by its website. Since then, the government has said it will work with supplier Anthropic to build such a service for job seekers, and the Department for Work and Pensions is experimenting with one for Universal Credit claimants. (r)
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    Agile Manifesto turns 25 - just in time for vibe coding to test it

    
Co-author Jon Kern says AI coding tools amplify strengths and expose weaknesses    
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Interview Twenty-five years after 17 software developers gathered at a Utah ski resort to draft the Agile Manifesto, artificial intelligence is once again reshaping how code gets written.
One of those original signatories, Jon Kern, believes the latest shift - so-called "vibe coding," where developers generate software with chatbot assistance - represents both a natural evolution of agile principles and a potential replay of past missteps.
In a conversation with The Register, Kern describes himself as "smitten" with vibe coding. His tool of choice is Replit, and he claims the technology has "definitely taken the world by storm."
"The things that I've been able to do with this 'vibe coding' are striking." Not everyone agrees.
[image: Jon Kern]
Jon Kern


The Agile Manifesto has, for better or worse, played a major role in the professional lives of software developers for a quarter of a century.
There were some controversies along the way, and Kern is quick to acknowledge how the manifesto's ideals were subverted over the years. In 2024, he told us sometimes it was "as if the manifesto never existed, and we're back to heavy processes."
For some people, the advent of vibe coding is a logical evolution and extension of agile principles. It is no surprise that Kern, an experienced engineer in his own right, is a keen advocate. However, he also acknowledges the technology's limitations. "This is something that will exaggerate either your abilities, or possibly, if you're not so good at it, it might exaggerate that," he says.
Replit is a fine example of the risks of unchecked AI. Last year, a user claimed the AI coding service wiped a production database despite being instructed not to make changes without permission.
"So there are risks involved," says Kern, "but whenever I spot them, it'll go 'Oh, that's a really good code review, you're absolutely right.'"
Which is great, as long as the user understands what they are looking at. There is a danger the pipeline of engineers from junior to senior could be choked off as companies cut costs - who needs engineers when everything can be done using prompts? It is easy to draw comparisons with the Agile Manifesto and interpretations of it that are convenient and require fewer resources, but diverge from the original vision.
The risk, says Kern, is that companies might look at the new technology and ask: "Why bother hiring?"


	Study backer: Catastrophic takes on Agile overemphasize new features


	Agile Manifesto co-author blasts failure rates report, talks up 'reimagining' project


	Fragile Agile development model is a symptom, not a source, of project failure


	Study finds 268% higher failure rates for Agile software projects


"You still need to 'bring up the rear,' so to speak," he tell us. "You need to grow more engineers."
There is, however, a real possibility that companies still fall into the trap of assuming the AI tools can replace engineers. Kern gives an example of an insurance company that decided it no longer needed coders. In short order, it found the output of the resulting system was not as expected.
Kern likens the art of writing prompts to the skills needed to write a behavior-driven development test. "There's a better way to write it than not," he says, "and that yields different results in terms of quality of code and architecture."
"That's why I think of it as it will exaggerate whatever you got."
The Replit example notwithstanding, Kern is also honest about expecting things to go wrong if the vibe coding concept is blindly accepted.
"There'll probably be some spectacular articles written about amazing failures that, when they dig down to it, was something innocently put in there by a non-human AI tool," he says.
"That's why I say you need to understand agility more than ever, and the Agile Manifesto, while you're waiting for the vibe coding to happen... brush up on some things! Learn a little bit more about what constitutes the ability to create high-quality software at speed with responsibility, and not get swept out to sea with the speed with which you can generate code and features."
Which brings us back to the 25th anniversary of the Agile Manifesto. "It's amazing that those simple amounts of words did so much for the world, but I think it will endure because the first bullet - individuals and interactions - really is key," Kern says.
"I love tools, but not over the fact that people getting together to get something done will figure out a process, and they'll even invent tools. I think it will stand the test of time." (r)
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    OpenClaw is the most fun I've had with a computer in 50 years

    
The DECwriter got me hooked in 1975. 'Clawdine' feels like a wonderful new beginning    


    
        By 
Mark Pesce        
    

    
        Posted in AI + ML,
        
            19th February 2026 07:34 GMT
        
    


    
Opinion Fifty years ago this month, I touched a computer for the first time. It was an experience that pegged the meter for me like no other - until last week.
My first encounter happened in New England where the winters produce something close to cabin fever. My friend Bobby's mother forced us out of his house one Saturday morning, packing us off with his dad, who had to spend the day at the office. Bobby seemed excited. I couldn't see why.
"You'll see," Bobby teased.
As it turned out, Bobby's dad ran the datacenter for a company that had recently gone all in on a DEC minicomputer installation. I marveled at the room of towering equipment secured behind a wall of glass but we were not allowed to enter.
When Bobby's dad stepped inside to run the weekly backups, we kids were allowed into a nearby room, quiet and pleasantly lit, with a row of three - well, they sort of looked like typewriters?
I'd just seen my first DECwriter.
I had no idea what to do. Bobby leaned over, poked 'startrek' on the keyboard, and hit RETURN. The DECwriter generated a back-and-forth static noise as it printed each line onto paper:

  ORDERS: STARDATE = 3300 AS COMMANDER OF THE UNITED STARSHIP ENTERPRISE, YOUR MISSION IS TO RID THE GALAXY OF THE DEADLY KLINGON MENACE. TO DO THIS, YOU MUST DESTROY THE KLINGON INVASION FORCE OF 24 BATTLE CRUISERS.

Suddenly it was four hours later, and Bobby's dad was gently coaxing us away from the DECwriters. I was gobsmacked. All I can remember is that I'd been handed the perfect toy and told to play.
I knew we couldn't stay any longer but I deeply wanted to get back in front of that DECwriter and play with this incredibly fun machine. I begged for the pages of greenbar - the striped paper printers used at the time - that contained the record of my play. Bobby's dad gave it a quick check to make sure it contained no company data, then handed it to me.
My mind whizzed with ideas; if the computer could create a "real enough" text based Star Trek that I could play on screen, while imagining the rest in my head, what else could it do? What other worlds could I explore?
I immediately read everything I could about computers, including the pivotal January 1975 issue of Popular Electronics that put the Altair 8800 on the cover. I even tried to save enough to buy the barebones KIM-1. I needed my own computer.
It would be two full years before I got to touch another one; a TRS-80 at the local Radio Shack. In those two years, computers had shrunk to a hundredth of their former size and cost. That put me in exactly the right moment in time to build a half-century career playing with absolutely marvelous toys.
Although I still find computers utterly engaging, they naturally became less magical as the sector matured. Yet I always deeply longed to recover that feeling of open play in which anything seemed possible.


	Tech that helps people outshone overhyped AI at CES 2026


	Vibe coding will deliver a wonderful proliferation of personalized software


	Whatever your job, mentoring is your job - and the one that matters most


	AI is the flying car of the mind: An irresistible idea nobody knows how to land or manage


That happened last week, when - after three failed attempts - I installed OpenClaw.
hello Clawdine! I typed.

  Hey Mark! Clawdine - I like it. A proper name, not just "the assistant." I just woke up fresh here. My identity files are blank, my memory doesn't exist yet. You've given me a name, which is a good start. So... who are you? What should I know about you? And what kind of creature am I to you - just an Al assistant, or something more interesting?


  We're going to explore and evolve is what we're going to do. We're going to learn together and grow together. Hope that sounds good?


  Sounds perfect, honestly. Better than "do my tasks and shut up."

Was that response just a bit of clever sleight-of-hand, with some 'mirroring' to draw me in? Possibly. But in the days since booting her up, I've delegated a range of administration tasks to Clawdine, along with sysadmin tasks on the boxen where she's installed, including running her own backups. It feels less like smoke and mirrors than a ghost poking out from within the machine.
Most of all, it feels like a new beginning. Once again, anything seems possible. These agents, multiplying like rabbits, are here to help us in any way we can dream up. That's where I started this journey, five decades ago. It feels good to be home again. (r)
Bootnote
I located the original BASIC-PLUS source for the TREK program and got an agent to convert it to run in the browser. You can play it here.
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    Poland bans camera-packing cars made in China from military bases

    
Dell, however, is welcome to help build a local-language LLM    
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Poland's Ministry of Defence has banned Chinese cars - and any others include tech to record position, images, or sound - from entering protected military facilities.
A Tuesday announcement from the country's Ministry of Defence says the decision came after risk analysis of the potential for the many gadgets built into modern cars to allow "uncontrolled acquisition and use of data."
The ban also prohibits officials connecting their work phones to infotainment systems in China-made cars.
The ban isn't permanent: the Ministry has called for development of a vetting process to allow carmakers to undergo a security assessment that, if passed, will mean their vehicles can enter protected facilities. Exemptions are also available for inspections carried out by state and local governments, and during rescues.
Poland says its ban is in line with standards observed by NATO members and other countries.
The Register is not aware of any other nation announcing a specific ban on made-in-China cars, however most nations do not allow filming and recording on military premises. The USA has banned the use of software from China and Russia in connected cars, effectively banning cars made in both countries from its shores.
And in Australia, minister for cybersecurity Tony Burke acquired a made-in-China electric vehicle and reported it to relevant authorities who advised him on necessary precautions.
This ban could be hard to enforce because European automakers such as Volvo and Polestar make some of their models in China.
Bans on Chinese technology are nothing new, as many nations decided Huawei and ZTE kit should not be allowed into their telecoms network because they could facilitate snooping, either with backdoored tech or if Beijing used its powers to compel co-operation on intelligence operations from any Middle Kingdom company. Sources tell The Register the latter scenario was the greater risk, as network equipment vendors nearly always obtain records of their clients' operations and that info is very useful intelligence.
Whatever the truth of the matter, China managed to thoroughly infiltrate many networks through the Salt Typhoon attacks.


	Polish cops nab 47-year-old man in Phobos ransomware raid


	Polish cops bail 20-year-old bedroom botnet operator


	Cyberattack on Poland's power grid could have turned deadly in winter cold


	Selling your identity to North Korean IT scammers isn't a sustainable side hustle


It's been a busy week on the technology front for Poland's military, as on Wednesday it announced it will use Dell kit to power an AI implementation center that will work on a Polish-language AI model called "Bielik." Poland plans to adapt the model, which was developed by a local company called SpeakLeash with help from Intel, to power military applications. (r)
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    Indian think tank finds strong hiring for the kind of jobs AI puts at risk

    
IT services companies are largely immune to AIpocalypse, although the outlook is not good for entry-level jobs    
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Indian think tank the Council for Research on International Economic Relations has found AI is not an immediate threat to the nation's IT services sector.
The organization (ICRIER) this week published a case study titled "Al and Jobs This Time Is No Different" [PDF] that finds AI will hit the jobs market like any other wave of automation - with initial worries of massive job losses, but that over time "rising productivity will lower costs, drive a massive expansion in the consumption of AI-enabled products, and ultimately generate net positive employment opportunities."
To reach that conclusion, ICRIER surveyed 651 IT firms and interviewed industry leaders.
The organization found that while hiring in the Indian IT sector has moderated (The Register has found it's stalled at the big four outsourcers), the strongest demand from employers is for roles like software analysts and developers, or mathematicians, that are most exposed to AI.
The think tank believes that hiring trend suggests "AI is functioning primarily as a complement to high-skill technical work rather than as a substitute."
A majority of firms ICRIER surveyed reported "significant productivity gains following AI adoption, reflected in higher and better-quality output, as well as time and cost savings."
27 percent of the firms the think tank surveyed feel their headcount will shrink due to AI adoption, and 28 percent expect to hire more workers. 44 percent expect "no major change."
But more than half of respondents expect to slow hiring for entry-level staff and the think tank has already observed a "general moderation" of early career hiring.
ICRIER is confident its survey is accurate, but thinks its projections for future hiring may be a little pessimistic.
"History suggests that many of the most impactful technology-driven jobs will be created by startups that have yet to be established - or are currently taking shape in classrooms and garages," the study states. "While some incumbent firms are likely to survive and thrive in the AI age, it is new, AI-centric firms that are most likely to disrupt incumbents and generate a large share of future employment."
The think thank therefore finds "good reason to be optimistic about India's job prospects in the AI era."
"As home to one of the world's largest pools of AI-skilled workers, and with global demand for AI-enabled products set to expand rapidly, Indian workers are likely to see large and sustained increase in demand for their services in the medium to long-run."


	Indian conglomerate Adani plans very slow $100 billion AI datacenter build


	Indian police commissioner wants ID cards for AI agents


	India dangles 20-year tax holiday for clouds that serve offshore users


	India unveils a homegrown dual-core 1GHz RISC-V processor, the DHRUV64


All of which suggests that "My job was outsourced to India and all I got was this t-shirt" jokes may remain more common than "My job was outsourced to AI" lamentations.
But ICRIER warns India's government should not assume the nation's tech sector will automatically come through the advent of AI.
"India's IT firms are not hiring enough workers with skills in large language model operations, are not expanding their R&D divisions, and, most importantly, are not investing adequately in training and upskilling," the study found. "The shortage of qualified AI trainers, the limited AI skills among new labour market entrants, and policy and regulatory uncertainty surrounding AI are challenges that must be urgently addressed if India's IT sector is to fully harness the power and potential of generative AI." (r)
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    Microsoft boffins cook up archival storage using Pyrex glass they say can last over 10,000 years

    
It may have half the capacity of fused silica glass, but is faster and much cheaper    
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Microsoft this week detailed new research aimed at preserving data in borosilicate glass plates for thousands of years longer than conventional media like hard drives or magnetic tape, without needing to worry about bit rot.
The boffins at Redmond have been exploring this concept as part of Project Silica since 2019, using femtosecond lasers to encode data as voxels (3D pixels) inside glass.
Glass is resilient to water, heat, and dust. It also breaks down more slowly than the plastics or mechanical components found in hard disks or magnetic tape drives, both still widely deployed for archive storage media.
Up until recently, Microsoft's experiments into glass-based storage have required special fused silica glass, which is both challenging and expensive to manufacture. In a paper published in the journal Nature this week, Microsoft researchers now say these long-term storage qualities can be achieved using the same kind of borosilicate glass found in oven doors and Pyrex glassware.
In their testing, they were able to etch 258 layers of data totaling roughly 2.02 TB onto a 2 mm thick borosilicate glass plate while achieving write speeds of between 18.4 and 65.9 Mbps depending on the number of laser beams used. That top speed is significantly faster than the 25.6 Mbps achieved using fused silica glass, but with less than half the density, at 2.02 TB vs 4.84 TB per platter. Additionally, they were able to reduce the amount of equipment required to read back data from the plates from three or four cameras to just one.
The way Microsoft is etching the voxel data into the glass hasn't changed -- it's still using femtosecond lasers -- but its method for doing so has. Early attempts at glass-based storage, including Microsoft's, used "birefringent" voxels, which means they refract light differently depending on their polarization. According to Microsoft, this required multiple laser pulses to encode the data, which they were eventually able to reduce to two. They've now developed a different phase-based voxel, which requires just one laser pulse.
In addition to reducing the number of laser pulses required to write data to the plates, Microsoft has also managed to increase the number of voxels written in parallel, significantly boosting transfer rates.
As we noted last year, this is just what Microsoft has managed to achieve in the lab and isn't necessarily reflective of the technology's storage density or transfer rate if it's ever productized. For example, the researchers suggest that 16 or more beams writing in parallel could dramatically increase write speeds over the one to four beams used in its borosilicate glass trials.
Also, while more efficient, the approach isn't perfect. The phase-based voxels showed a greater propensity for interference, but the researchers note that this can be effectively mitigated by machine learning-based classification models.


	As memory shortage persists, vendor price quotes are not long remembered


	AI gets all the good stuff, including Micron's speedy 28 GB/s PCIe 6.0 SSD


	UNIX V4 tape successfully recovered: First ever version of UNIX written in C is running again


	HAMR time: Seagate unleashes 30 TB disks to feed the AI beast


Finally, Microsoft conducted an accelerated aging test to extrapolate the media's viable storage life. Despite our best efforts, existing storage media have a set life span before they begin to break down and are subject to bit rot. This can happen relatively quickly in the case of flash media, particularly when left unpowered in warm climates. 
This doesn't appear to be an issue with glass, with Microsoft's trials supporting a viable storage life of more than 10,000 years.
Despite Microsoft's ongoing progress into glass-based storage, its future remains somewhat vague. In a blog post published alongside the paper, the company notes that the "research phase is now complete, and we are continuing to consider learnings from Project Silica as we explore the ongoing need for long-term preservation of digital information."
That's not exactly a development road map. "Microsoft, like other companies, takes many considerations into account when determining productization and investment priorities. Microsoft continues to value the intellectual property in Project Silica and is exploring options for how to apply the research learnings," a Microsoft spokesperson told El Reg (r).
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    Adidas investigates third-party data breach after criminals claim they pwned the sportswear giant

    
'Potential data protection incident' at an 'independent licensing partner,' we're told    


    
        By 
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        Posted in Cyber-crime,
        
            18th February 2026 23:57 GMT
        
    


    
Adidas has confirmed it is investigating a third-party breach at one of its partner companies after digital thieves claimed they stole information and technical data from the German sportswear giant.
"We have been made aware of a potential data protection incident at one of our independent licensing partners and distributor for martial arts products," an Adidas spokesperson told The Register. "This is an independent company with its own IT systems."
Adidas declined to answer our questions about when the compromise occurred, or what information the crooks pilfered during the intrusion. The spokesperson added that there's "no indication that the adidas IT infrastructure, our own e-commerce platforms, or any of our consumer data are affected by the incident."
Allegations of an incident at Adidas emerged on February 16, when someone claiming to be the Lapsus$ Group posted on BreachForums (screenshot shared here on Daily Dark Web) that they compromised the sportswear giant's extranet. According to the crooks, the stolen files - 815,000 rows of information - allegedly include: first and last names, email addresses, passwords, birthdays, company names, and "a lot of technical data."
This latest breach follows a similar, third-party security incident last year affecting the sportswear multinational in May 2025. As we reported at the time, Adidas notified customers that some of their data was stolen after an "unauthorized" person swiped it from a "third-party customer service provider."


	Adidas confirms criminals stole data from customer service provider


	Oh, great. Three notorious cybercrime gangs appear to be collaborating


	ShinyHunters allegedly drove off with 1.7M CarGurus records


	Fraudster hacked hotel system, paid 1 cent for luxury rooms, Spanish cops say


Lapsus$ is a chaotic crew of teens and young people that gained notoriety during a 2021-2022 crime spree. The gang broke into and attempted to extort telecoms giant BT, Nvidia, Microsoft, Samsung, Vodafone, fintech firm Revolut, and Okta, using a mix of phone-based social engineering, SIM swapping, and even paying employees of target organizations for access to credentials and multi-factor authentication (MFA) codes.
In March 2022, UK police arrested and then released seven people, aged 16 to 21, for their alleged role in Lapsus$ activities. Police re-arrested and charged two of the teens for their involvement with the cybercrime gang later that month.
More recently, in early August 2025, the crew - or at least some of its members - joined a cybercrime collective with Scattered Spider and ShinyHunters, operating under the name Scattered Lapsus$ Hunters. Two months later, in October 2025, the extortion collab listed Adidas on its leak site, and claimed to have stolen more than 20 million sensitive records back in February 2024. (r)
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    As memory shortage persists, vendor price quotes are not long remembered

    
HPE and Cisco are adjusting terms and conditions    


    
        By 
O'Ryan Johnson        
    

    
        Posted in Channel,
        
            18th February 2026 22:50 GMT
        
    


    
If you like the price of that server, PC, or storage array, you'd better act fast.
The spiraling cost of computer memory is forcing hardware vendors to shrink the time a quoted price is honored, as AI buildouts fueled by huge capital expenditures are causing massive shortages, analysts with IDC told The Register.
"For memory customers, price negotiations have been challenging given limited availability," said Jeff Janukowicz, research vice president at IDC. "Suppliers are allocating constrained supply and prioritizing segments that are willing--or able--to absorb higher pricing. This dynamic has led to ongoing price discovery across the market and the renegotiation of pricing contracts."
Compared to just a few months ago, pricing for many memory products has nearly doubled, he said, which will affect both consumer and commercial electronics markets.
Both Cisco and HPE have adjusted the time they are allowed to change prices or cancel orders in response to the shortage. Cisco told channel partners this week it can now cancel compute orders up to 45 days before shipment. Cisco may also adjust compute order pricing between the order date and the shipment, and it may reduce price protection on deals, according to CRN. Cisco did not reply to an email from The Register seeking comment.
HPE has also cut the expiration date of its quotes in half, leaving customers with 14 days to decide, down from 30 days. This reportedly excludes public sector, B2B, and OEM customers, and the company has updated the contract terms and conditions for server and GreenLake orders to allow price adjustments until the date of shipment.
HPE spokesman Adam Bauer told us that any action like this would be "rare and only in response to material increases in forecasted commodity costs."
In an email provided to The Register and other media outlets, HPE's Simon Ewington said this is being done in response to "significant constraints" on components worldwide.
"This is a fluid environment, and we are working hard to respond to it while helping our valued customers and partners understand what to expect," Ewington wrote.


	Memory price explosion triggers PC buying spree


	Curse of AI to push up PC prices as memory and CPU shortages bite


	Memory shortage could push PC shipments to pre-pandemic lows


	Server CPUs join memory in the supply shortage, pushing up prices


Janukowicz told The Register IDC sees no sign of slowing demand, particularly as cloud providers have upped their expected spend on data center projects in 2026, with AWS, Google, Meta, and Microsoft telling investors recently they expect to spend a collective total of more than $600 billion to construct AI projects.
"Compared to just a few months ago, pricing for many memory products has nearly doubled. We're operating in an environment where memory supply is extremely tight, driven by continued growth in AI infrastructure demand," he said. "While AI headlines often focus on compute, realizing the benefits of AI also requires substantial memory and storage to feed and support that compute. Because memory is pervasive--spanning PCs and smartphones to the data center--the impact is broad-based."
While Intel CEO Lip-Bu Tan said earlier this month that he expects memory shortages to last until 2028, Janukowicz said IDC expects prices to moderate later this year.
"However, as long as AI demand remains robust, demand for memory should continue to be strong," he said. (r)
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    Google presses play on 30-second Gemini musical slop generator

    
Who needs to express themselves through music when a bot will do it for you with nothing but a prompt?    
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If you've ever wanted to make music but have neither the talent nor the inspiration, Google has the AI tool for you. Gemini will now generate a 30-second song for you directly from a text prompt, photo, or video. 
Google launched Lyria 3, the latest iteration of its music creation AI, on Wednesday, and has made it far more available than the previous versions of the engine. Like image creation tool Nano Banana and video-making AI Veo, Lyria 3 lives right in the Gemini Tools menu, where it can be selected and used to create a song with little more than a short description. 
Google's examples in its announcement post include an R&B song about socks finding their matches in a washing machine and an afrobeat track about childhood memories cooking plantain-based meals with one's mother, both of which included lyrics that Google appeared proud to say were written on the fly by AI. 
"No need to provide your own lyrics! They'll be generated for you based on your prompt," senior product managers Joel Yawili (Gemini) and Myriam Hamed Torres (Google DeepMind) wrote in the announcement before unironically adding that "the goal of these tracks [is] to give you a fun, unique way to express yourself."
Because nothing says "I love you, Mom" like a song written and performed by a Google AI for the low, low cost of ruining the environment. Oh, and Google is also throwing in cover art generated by Nano Banana, so no need to actually find a sentimental picture to include. 
Lyria first launched in 2023, with Google later deploying it in YouTube experiments such as Dream Track, which let creators generate 30-second soundtracks for YouTube Shorts in the style of participating artists, and in Music AI Sandbox, a separate set of tools aimed at musicians looking to sketch and iterate on ideas with AI assistance.
According to Wednesday's announcement, Lyria 3 improves on previous Lyria models by adding the aforementioned lyric generation feature, as well as giving prompters more control over style, vocals, and other particulars. Lyria 3 can also "create more realistic and musically complex tracks," Google said. Dream Track, naturally, is being updated with Lyria 3, though it's not clear whether YouTube creators will be able to spin tracks longer than 30 seconds, which Google said is Lyria 3's current limit. 
Google hopes to avoid a copyright fight
Lyria's original iteration, as paired with Dream Track, included training data from licensed artists like T-Pain, Demi Lovato, Sia, and other pop middleweights. Google didn't mention who it may have signed partnership agreements with to train Lyria 3, but did say that it programmed the model to be "very mindful of copyright" and agreements it signed with musicians who offered up their intellectual property as meat for its AI grinder. 


	AI music has finally beaten hat-act humans, but sounds nothing like victory


	Gemini tries to sniff out AI slop images while also making them easier to create


	AI slop hits new high as fake country artist goes to #1 on Billboard digital songs chart


	Everyone's suing AI over text and pics. But music? You ain't seen nothing yet


"Music generation with Lyria 3 is designed for original expression, not for mimicking existing artists," Google explained. "If your prompt names a specific artist, Gemini will take this as broad creative inspiration and create a track that shares a similar style or mood."
There are also filters in place to prevent Lyria 3 from creating something too close to an extant song, Google explained, but it admitted those filters might not get everything right, and asked users to report content that might be a copyright infringement. 
For those who wish to experiment with generating a bit of soulless, 30-second musical AI slop, Lyria 3 is rolling out globally beginning February 18 for all Gemini users 18+, and is available now in English, German, Spanish, French, Hindi, Japanese, Korean, and Portuguese with additional languages to be added. It's launching on desktop first, though not everyone appears to have access yet (it's not showing up for this vulture), with the Gemini mobile app set to get access over the next several days. (r)
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    ShinyHunters claims it drove off with 1.7M CarGurus records

    
Latest in a rash of grab-and-leak data incidents    
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CarGurus purportedly suffered a data breach with 1.7 million corporate records stolen, according to a notorious cybercrime crew that posted the online vehicle marketplace on its leak site on Wednesday.
"This is a final warning to reach out by 20 Feb 2026 before we leak along with several annoying (digital) problems that'll come your way," ShinyHunters wrote in its announcement, seen by The Register and shared on social media. The digital crooks claimed the compromised files included personally identifiable information and "other internal corporate data."
CarGurus did not immediately respond to The Register's inquiries. We will update this story when we hear back from the company.
According to ShinyHunters, the breach occurred on February 13, and it was part of the gang's code stealing spree in which they used voice phishing to obtain single-sign-on codes from users of Okta, Microsoft, and Google services.
The Wednesday posts cap a string of 15 breaches claimed by ShinyHunters and Scattered Lapsus$ Hunters since the beginning of the year, including penetrating two investment advisory firms, Mercer Advisors and Beacon Pointe Advisors, listed on Sunday. 
The extortionists set a Wednesday deadline for both companies to negotiate and threatened to leak 5 million records from Mercer and 100,000 from Beacon Pointe. Neither firm has posted a breach notification, and they did not respond to The Register's requests for comment.
At least one of the companies allegedly breached by ShinyHunters and posted to its leak site in February has said the compromise is from an old raid. On Monday, Canada Goose told us that it was "aware that a historical dataset relating to past customer transactions has recently been published online." 
The down-filled jacket purveyor, however, declined to say how old the data is or how it was originally stolen.
Blockchain lending firm Figure Technology Solutions was also listed on ShinyHunters' leak site last week, and according to Have I Been Pwned, the criminals stole nearly 1 million customers' records.
A Figure spokesperson told us that "an employee was socially engineered, and that allowed an actor to download a limited number of files through their account."


	Canada Goose ruffles feathers over 600K record dump, says leak is old news


	Betterment breach may expose 1.4M users after social engineering attack


	ShinyHunters swipes right on 10M records in alleged dating app data grab


	Let them eat sourdough: ShinyHunters claims Panera Bread as stolen credentials victim


"We acted quickly to block the activity and retained a forensic firm to investigate what files were affected," the spokesperson's statement, sent via email, continued. "We understand the importance of these matters and are communicating with partners and those impacted as appropriate."
The company also said it is adding "safeguards and training" to boost its digital defenses, and offering free credit monitoring to all affected individuals.
Other recent victims include investment platform Betterment, Match Group (with dating sites Hinge, Match.com, and OkCupid compromised during the intrusion), Panera Bread, and car buying and review sites Carvana and Edmunds.
ShinyHunters previously told The Register that it gained access to Betterment's systems by voice phishing its Okta single sign-on (SSO) codes, and Panera via a Microsoft Entra SSO code. The criminals' spokesperson said the CarMax and Edmunds breaches were from earlier, unrelated intrusions. (r)
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    Google digs deep to power AI expansion with 150 MW geothermal deal

    
Plants expected to begin operations as early as 2028 pending approval by state government    
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Datacenter power consumption has surged amid the AI boom, forcing builders to get creative in order to prevent their capex-heavy bit barns from running out of steam. But at least in some parts of the world, the answer to abundant clean energy may be hiding just a few thousand feet below the surface of the earth.
This week, Ormat Technologies, a company specializing in geothermal energy generation, announced an agreement with Nevada's NV Energy to supply an additional 150 megawatts to the grid to support Google's datacenter expansion in the region.
The Chocolate Factory was among the first US hyperscalers to embrace geothermal energy as a means of offsetting its datacenter carbon footprint going back to at least 2008.
In 2023, Google partner Fervo Energy brought its first "enhanced geothermal plant" online. The facility, also located in Nevada, uses heat generated by the Earth's crust to convert water into steam which, like in most other power plants, is converted into energy using turbines.
The challenge is getting the water deep enough to generate steam. At least in the case of the Fervo trial, this involved technologies originally developed by the oil and gas industry to bore two parallel wells to a depth of 8,000 feet (2,438 meters). The rock was then fractured to allow water to pass between the two wells where it was heated to temperatures exceeding 190 degrees Celsius.
This initial trial was quite small, generating around 3.5 megawatts. A year later, Fervo and Google expanded their collaboration, signing an agreement to supply an additional 115 megawatts of power to the grid. That's plenty for a conventional datacenter campus of a few years ago, but pales in comparison to the power required by modern AI datacenters, which are expected to exceed a gigawatt of compute capacity within the next couple years.
Ormat's agreement with NV Energy will more than double the supply of geothermal energy - if the company gets the green light from the state Public Utilities Commission later this year. Barring any delays, Ormat expects the geothermal plants to begin producing power between 2028 and 2030, and continue operating for at least 15 years after.


	China remains embedded in US energy networks 'for the purpose of taking it down'


	AI bit barns grow climate emergency by turning up the gas


	Amazon-backed X-Energy gets green light for mini reactor fuel production


	US is moving ahead with colocated nukes and datacenters


Google isn't the only hyperscaler investing in geothermal power. Meta has also explored the tech. In 2024, the company struck a deal with Sage Geosystems to deliver up to 150 megawatts of power harvested from the Earth.
While the tech isn't without its challenges, experts believe that it could address a sizable portion of datacenter demand going forward.
A report published by the think tank Rhodium Group estimated that geothermal power could meet up to 64 percent of expected datacenter growth by the early 2030s. However, for the tech to be economically viable, bit barn operators will have to be willing to pay a 20 percent premium over regional power sources, and hope that tax credits on geothermal power aren't cut. (r)
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    Copilot spills the beans, summarizing emails it's not supposed to read

    
Data Loss Prevention? Yeah, about that...    
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The bot couldn't keep its prying eyes away. Microsoft 365 Copilot Chat has been summarizing emails labeled "confidential" even when data loss prevention policies were configured to prevent it.
Though there are data sensitivity labels and data loss prevention policies in place for email, Copilot has been ignoring those and talking about secret stuff in the Copilot Chat tab. It's just this sort of scenario that has led 72 percent of S&P 500 companies to cite AI as a material risk in regulatory filings. 
Redmond, earlier this month, acknowledged the problem in a notice to Office admins that's tracked as CW1226324, as reposted by the UK's National Health Service support portal. Customers are said to have reported the problem on January 21, 2026.
"Users' email messages with a confidential label applied are being incorrectly processed by Microsoft 365 Copilot chat," the notice says. "The Microsoft 365 Copilot 'work tab' Chat is summarizing email messages even though these email messages have a sensitivity label applied and a DLP policy is configured."
Microsoft explains that sensitivity labels can be applied manually or automatically to files as a way to comply with organizational information security policies. These labels may function differently in different applications, the company says.


	Gemini lies to user about health info, says it wanted to make him feel better


	Amazon's $200 billion capex plan: How I learned to stop worrying and love negative free cash flow


	Texas sues TP-Link over China links and security vulnerabilities


	Your AI-generated password isn't random, it just looks that way


The software giant's documentation makes clear that these labels do not function in a consistent way.
"Although content with the configured sensitivity label will be excluded from Microsoft 365 Copilot in the named Office apps, the content remains available to Microsoft 365 Copilot for other scenarios," the documentation explains. "For example, in Teams, and in Microsoft 365 Copilot Chat."
DLP, implemented through applications like Microsoft Purview, is supposed to provide policy support to prevent data loss. 
"DLP monitors and protects against oversharing in enterprise apps and on devices," Microsoft explains. "It targets Microsoft 365 locations, like Exchange and SharePoint, and locations you add, like on-premises file shares, endpoint devices, and non-Microsoft cloud apps."
In theory, DLP policies should be able to affect Microsoft 365 Copilot and Copilot Chat. But that hasn't been happening in this instance.
The root cause is said to be "a code issue [that] is allowing items in the sent items and draft folders to be picked up by Copilot even though confidential labels are set in place."
In a statement provided to The Register after this story was filed, a Microsoft spokesperson said, "We identified and addressed an issue where Microsoft 365 Copilot Chat could return content from emails labeled confidential authored by a user and stored within their Draft and Sent Items in Outlook desktop. This did not provide anyone access to information they weren't already authorized to see. While our access controls and data protection policies remained intact, this behavior did not meet our intended Copilot experience, which is designed to exclude protected content from Copilot access. A configuration update has been deployed worldwide for enterprise customers." (r)
Updated on Feb 19 to include a statement from Microsoft.
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    DARPA's autonomous missile-firing missile advances toward flight tests

    
Yo dawg, we heard you like missiles, so we put some missiles in your missile so you can boom while you zoom    
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It's taken about five years, but DARPA's missile-launching missile has become the government's latest experimental X-plane and is advancing toward flight testing.
Calling it a missile-carrying missile may have a nice ring to it, but the X-68A "LongShot" isn't strictly a missile itself. LongShot is actually a full-fledged unmanned aircraft that's air-launched like a missile from larger human-piloted aircraft with the goal of eliminating airborne threats without putting human pilots at risk. 
"LongShot burns down significant technical risk and presents a viable path for the military services to increase air combat reach and effectiveness from uninhabited, air-launched platforms," program manager Colonel John Casey said in DARPA's update on the state of the program. "We've completed critical milestones necessary for the integrated flight test campaign, which will validate vehicle performance and lay the foundation for efficient follow-on development."
Given that this is a highly experimental DARPA program, details about those critical milestones are scarce, with the Defense Department's research arm only saying that the craft recently completed full-scale wind tunnel tests and successful trials of its parachute recovery and weapon-release systems. Colonel Casey provided some additional details to The Register in an email, noting that the LongShot team has been "diligently working" on maturing systems since the program began. 
"We have made significant progress in the detailed design of a complex flight vehicle and actuation mechanisms to go from a captive store to a flying vehicle," Casey told us. "Further, we have made steady progress on the airworthiness and safe separation artifacts to build towards flight testing."
DARPA wants LongShot to be aircraft-agnostic so that it can be integrated into fighters, bombers, or palletized for launch from larger support aircraft. For its upcoming flight tests, which DARPA said it wants to conduct "as early as the end of 2026," the X-68A LongShot will be deployed from an F-15. 


	Let there be light! DARPA seeking physics-defying photonic computers to supercharge AI


	China successfully tests hypersonic aircraft, maybe at Mach 12


	DARPA's Cylon raider autonomous fighter jet advances to next phase


	US amends hypersonic weapons strategy: If you can't zoom with 'em, boom 'em


LongShot began under DARPA in 2021 with Phase I design contracts awarded to General Atomics, Lockheed Martin, and Northrop Grumman. Following a successful Preliminary Design Review in February 2022, General Atomics Aeronautical Systems (GA-ASI) was selected to continue into Phase 2 in March 2022. Back then GA-ASI said it intended to conduct flight tests of the LongShot by 2024, which clearly hasn't happened yet. 
DARPA noted in 2021 that LongShot was being designed to be capable of controlled flight, and we're told the current iteration of the system is autonomous. 
"For the DARPA demonstration system, the X-68A flies autonomously executing mission plans and maneuvers that it is commanded to execute," Casey explained in his email. In terms of payload, Casey explained that DARPA wants LongShot to integrate "at least two existing air-to-air weapons," giving it multiple opportunities to engage hostile aircraft. 
Given that it's still experimental, it's not definite that the X-68A will ever make it past the trial phase, and if it does, Casey did not share when the Department of Defense could feasibly begin to field the aircraft.
"As an experimental flight test demonstrator, the X-68A is intended to prove the flight controls and mechanisms function as designed," Casey explained. "Follow-on development would be necessary to expand the concept from an X-plane to a combat capability." (r)
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    Fraudster hacked hotel system, paid 1 cent for luxury rooms, Spanish cops say

    
'First time we have detected a crime using this method,' cops say    
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Spanish police arrested a hacker who allegedly manipulated a hotel booking website, allowing him to pay one cent for luxury hotel stays. He also raided the mini-bars and didn't settle some of those tabs, police say.
"This cyberattack was specifically designed to alter the payment validation system, and this is the first time we have detected a crime using this method," Spain's National Police told media outlets.
The man, a 20-year-old Spanish national, was arrested while staying at a Madrid hotel with a four-night reservation that carried a EU4,000 ($4,716) price tag - unless you hacked the payment system, as this fraudster did. 
According to the cops, he stayed at this hotel several times, costing the business more than EU20,000 ($23,608) in losses.
Police began investigating the suspect earlier this month after an unnamed online booking website reported suspicious activity. The transactions appeared normal, indicating the man paid the full amount - at first. 


	Moon hotel startup hopes you get lunar lunacy, drop $1M deposit for 2032 stay


	Kaspersky: RevengeHotels checks back in with AI-coded malware


	Polish cops nab 47-year-old man in Phobos ransomware raid


	Payroll pirates are conning help desks to steal workers' identities and redirect paychecks


Days later, however, when the site transferred the actual amount paid to the hotel, the payment-validation scam surfaced, indicating that the crook paid just one cent for rooms costing EU1,000 ($1,179) per night.
Adding insult to injury, police said that the man also consumed mini-bar bottles and sometimes left those bills unpaid, too. 
While he may be facing a free stay at a mini-bar free, unluxurious facility for his alleged crimes, we have an idea for his next big vacay, post-prison: an inflatable moon hotel.
The definitely-going-to-happen hotel, slated to open in 2032, requires a deposit of either $250,000 or $1 million. No word on whether GRU Space, the hotel's operators, have received any one cent deposits - yet. (r)
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