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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Rapid AI-driven development makes security unattainable, warns Veracode
        Tim Anderson

        Report claims more vulnerabilities created than fixed as remediation gap widens Veracode has posted its annual State of Software Security report, based on data from 1.6 million applications tested on its cloud platform, finding that more vulnerabilities are being created than are being fixed, and that high-velocity development with AI is making comprehensive security unattainable....

      

      
        Top cloud providers to outspend Ireland's GDP on AI in 2026
        Dan Robinson

        TrendForce says eight hyperscalers are set to pour $710B into servers and infrastructure The big cloud operators are ramping up investment in AI servers and infrastructure to meet demand for AI development and deployment, exacerbating the memory shortage caused by their insatiable growth....

      

      
        Microsoft to auto-launch Copilot in Edge whenever you click a link from Outlook
        Richard Speed

        Whac-A-Mole season continues as Redmond finds yet another corner to stuff its 21st century Clippy Microsoft has announced that its Edge browser will automatically open the Copilot side pane when users open links from Outlook....

      

      
        Scattered Lapsus$ Hunters auditioning female voices to sharpen social engineering
        Connor Jones

        Telegram posts promise up to $1,000 per call as gang refines IT helpdesk ruse Prolific cybercrime crew Scattered Lapsus$ Hunters (SLSH) is reportedly recruiting women in the hope of improving its social engineering success.... 

      

      
        NASA safety watchdog says it's time to rethink Moon landing
        Richard Speed

        Report highlights too many firsts in Artemis III mission The latest report from NASA's Aerospace Safety Advisory Panel (ASAP) raises questions about the mission objectives for Artemis III....

      

      
        Five Eyes warn: Patch your Cisco SD-WAN or risk root takeover
        Connor Jones

        A rare joint alert from all five spy agencies means serious business The Five Eyes intelligence alliance is urgently warning defenders to patch two Cisco Catalyst SD-WAN vulnerabilities used in attacks....

      

      
        Say goodbye to budget PCs and smartphones - memory is too expensive now
        Dan Robinson

        Analyst warns soaring DRAM and NAND costs could push entry-level devices out of reach Ballooning memory prices are forecast to kill off entry-level PCs, leading to a decline in global shipments this year - and a similar effect is going to hit smartphones....

      

      
        Debian 14 will drop Gtk2 - unless Ardour rides to the rescue
        Liam Proven

        Many dependent apps, including FreePascal and Lazarus, face the chop Version 2 of the widely used Gtk toolkit will be dropped from the next Debian release. The problem is that many things still need it, including FreePascal and its Lazarus IDE....

      

      
        Moon's mighty magnetic field was a 5,000-year titanium blip
        Lindsay Clark

        So say Oxford boffins who found 'bias' related to Apollo rock samples created false impression Scientists at the University of Oxford say they may have cracked the puzzle of the Moon's magnetic field and settled a debate that has raged since the Apollo missions returned with rock samples.... 

      

      
        GCHQ dangles up to PS130K for a CISO to fight the world's most capable adversaries
        SA Mathieson

        No pressure GCHQ is looking to recruit a chief information security officer (CISO), a job it describes as "one of the most influential cybersecurity leadership roles in the UK," at a salary of PS96,981 to PS130,000....

      

      
        Britain's creaking courts to use Copilot for transcriptions
        SA Mathieson

        Ministry of Justice wowed by Ontario's paperless system, announces PS12M for AI unit The British government will expand the use of AI in courts in England and Wales as part of plans to make them work faster, justice minister David Lammy has told a Microsoft AI event....

      

      
        AMD puts $250M into Nutanix to get it building an AI stack for its GPUs
        Simon Sharwood

        Cloudy stack vendor says VMware refugees have started to arrive in large numbers, just in time to collide with supply chain woes AMD has struck another chips 'n' stock deal, this time with software-defined datacenter player Nutanix....

      

      
        Microsoft 'cooperating' with Japanese antitrust probe
        Simon Sharwood

        It looks like the same cloudy software licenses that offend Europe may be in play - along with a cute little monster Microsoft is "fully cooperating" with a probe by Japan's Fair Trade Commission, which wants to know if the software giant has violated the nation's anti-monopoly laws....

      

      
        Salesforce CEO 'SaaSquatch' Benioff says his company will monster the SaaSpocalypse
        O'Ryan Johnson

        Selling so many agents they've cooked up a way to measure what they do Even by the somewhat offbeat standards of the Salesforce Ohana, the CRM giant just delivered a strange earnings announcement.... 

      

      
        Nvidia hasn't made a cent in China lately - and might not need to given $120B profit
        Tobias Mann

        GPU giant sees yet more growth coming soon, most of it in the datacenter Nearly three months after the Trump administration allowed Nvidia to sell its H200 accelerator in China, the GPU giant is still waiting for Beijing to allow them in and for any revenue to materialize....

      

      
        Claude collaboration tools left the door wide open to remote code execution
        Jessica Lyons

        Anthropic fixed the flaws - but the AI-enabled attack surfaces remain Security vulnerabilities in Claude Code could have allowed attackers to remotely execute code on users' machines and steal API keys by injecting malicious configurations into repositories, and then waiting for a developer to clone and open an untrustworthy project....

      

      
        LLMs killed the privacy star, we can't rewind, we've gone too far
        Thomas Claburn

        You'll find these days that there's no hiding place Add privacy to the list of potential casualties caused by the proliferation of AI, because researchers have found that large language models (LLMs) can be used to deanonymize internet users - even those who use pseudonyms - more efficiently than human sleuths....

      

      
        AIs are happy to launch nukes in simulated combat scenarios
        Brandon Vigliarolo

        Claude, ChatGPT, and Gemini all had different personalities and reasoning tactics, but the endgame was the same Today's hottest bots have yet to learn that, when it comes to global thermonuclear war, the only way to win is not to play. So please don't hand them the codes. ...

      

      
        Google catches Beijing spies using Sheets to spread espionage across 4 continents
        Jessica Lyons

        UNC2814 historically targets governments and telcos A China-linked crew found a unique formula for attacking telcos and government orgs across the Americas, Asia, and Africa in its latest round of intrusions. Google's threat intelligence, along with unnamed industry partners, disrupted the gang, which used the Chocolate Factory's own spreadsheet tools as part of its exploits.... 

      

      
        Hide from Meta's spyglasses with this new Android app
        Thomas Claburn

        Academic urges users not to harass those suspected of snooping with (sp)eyewear Worried that someone wearing Meta's snooping spyware goggles could be creeping up on you? Android users now have access to an app that can warn them if someone is wearing such smart glasses in their vicinity by using Bluetooth....

      

      
        AMD challenges Intel with an 84-core Epyc processor aimed at telcos, edge
        Tobias Mann

        Chips are likely Zen 5's last hurrah before Venice makes its debut later this year AMD's edgiest Epyc chips are officially getting a Zen 5 refresh with the introduction of its 8005-series processors codenamed Sorano....

      

      
        OpenAI asks its friends to tell their friends about Frontier
        O'Ryan Johnson

        Agent-making tool that mimics human workers is about to get its enterprise close up. OpenAI has managed to make a name for itself with ChatGPT. But if it wants its new enterprise AI product Frontier to succeed, it's going to need help. According to an analyst, the company is smart to partner with the world's biggest consultants to push Frontier, which can create and control role-based AI agents throughout an organization....

      

      
        All your bots are belong to US if you don't play ball, DoD tells Anthropic
        Brandon Vigliarolo

        AI firm drops key safety pledge as Pentagon dispute drags on US Secretary of Defense Pete Hegseth has made Anthropic an offer it may not be able to refuse. The Defense Department and the AI firm held a meeting at the Pentagon on Tuesday, where the government tried to compel the house of Claude to lift some restrictions on military use of its tech. However, recent changes to the company's safety policy suggest it may be willing to be more flexible than it's letting on. ...

      

      
        Hardly anybody bought Samsung's last smartphones for AI. It hopes this year's models change that
        Simon Sharwood

        But only Qualcomm can power the most alluring features hands on  Just 20 percent of punters who bought Samsung's 2025 flagship smartphone, the Galaxy S25 Ultra, cited AI as the main reason for their purchase. With this year's S26 models, the Korean giant hopes to improve that number.... 

      

      
        Fake 'interview' repos lure Next.js devs into running secret-stealing malware
        Connor Jones

        Come for the coding test, stay for the C2 traffic Next.js developers are once again in the crosshairs as hackers seed malicious repositories disguised as legitimate projects, according to Microsoft, which said a limited set of those repos were directly tied to observed compromises....

      

      
        Microsoft boss on AI content: 'Nobody wants anything that is sloppy'
        Richard Speed

        Sometimes the 'S' word slips through even the best media training Is it OK to say "slop" again? Microsoft boss Satya Nadella took to the stage on the London leg of the company's AI tour and said the words that many an IT pro has uttered when faced with a Copilot rollout: "Nobody wants anything that is sloppy in terms of AI creation."...

      

      
        Cloudflare experiment ports most of Next.js API 'in one week' with AI
        Tim Anderson

        Uses Vite and Claude to sidestep Vercel lock-in A Cloudflare engineer says he has implemented 94 percent of the Next.js API by directing Anthropic's Claude, spending about $1,100 on tokens....

      

      
        HP says memory's contribution to PC costs just doubled to 35 percent
        Simon Sharwood

        Speeds up qualification of new suppliers to get more cheap parts into PCs, faster HP Inc. has revealed that memory now accounts for 35 percent of the cost of materials it needs to build a PC, up from between 15 and 18 percent last quarter. And the company expects RAM's contribution will rise through the year....

      

      
        Orbital datacenters are a pie-in-the-sky idea: Gartner
        Simon Sharwood

        Analyst firm bemoans 'peak insanity' among those who think circling servers can replace down-to-earth clouds Analyst firm Gartner thinks talk of placing datacenters in space has reached "peak insanity," because orbiting facilities can't be run economically or satisfy demand for compute power on Earth....
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        Original URL: https://www.theregister.com/2026/02/26/veracode_security_ai/
    

    Rapid AI-driven development makes security unattainable, warns Veracode

    
Report claims more vulnerabilities created than fixed as remediation gap widens    


    
        By 
Tim Anderson        
    

    
        Posted in Software,
        
            26th February 2026 15:26 GMT
        
    


    
Veracode has posted its annual State of Software Security report, based on data from 1.6 million applications tested on its cloud platform, finding that more vulnerabilities are being created than are being fixed, and that high-velocity development with AI is making comprehensive security unattainable.
The company defines security debt as "known vulnerabilities left unresolved for more than a year" and reckons this now affects 82 percent of companies, up from 74 percent a year ago. High-risk vulnerabilities, meaning flaws that are both severe and likely to be exploited, have risen from 8.3 percent to 11.3 percent. The figures are from a combination of static analysis (analyzing the code), dynamic analysis (testing runtime behavior), software composition analysis (examining software components such as library dependencies), and manual penetration testing.
There is also some good news. The number of apps with open source vulnerabilities has reduced from 70 percent to 62 percent, and the overall "flaw prevalence" is down from 80 percent to 78 percent.
The researchers cite increasing use of testing tools as one of the factors behind the increase, suggesting that one factor in the worsening numbers is that more problems are being spotted that might previously have been missed. The number of false positives is unknown, so the figures may not be as bad as they first appear.
According to Veracode, though, there is also an accelerating pace of software releases causing new code to be added more quickly than existing vulnerabilities are addressed. The researchers see growing technical complexity too, attributed to more AI-generated code, which makes remediation more difficult.
[image: Application security is an increasing problem, according to Veracode's latest report]
Application security is an increasing problem, according to Veracode's latest report


Nailing down the impact of AI is difficult, since the software security company also suggests that AI tools can help identify vulnerabilities and automate fixes. And the researchers note that malicious actors might succeed with AI penetration tools, or manipulate models via techniques such as prompt injection.


	Claude collaboration tools left the door wide open to remote code execution


	Cloudflare experiment ports most of Next.js API 'in one week' with AI


	Execs love AI, just not enough to pay for user training


	Bcachefs creator insists his custom LLM is female and 'fully conscious'


Veracode makes the usual nod to the importance of human oversight of AI tools, though exactly what that means is uncertain. In Cloudflare's latest AI coding effort, for example, in which a significant application was built in a week with no human review of most of the code, it seems inevitable that security is either neglected or entrusted largely to AI despite its known flaws. AI tools are also good at generating false positives, creating a burden for human code reviewers that may be unmanageable.
"The velocity of development in the AI era makes comprehensive security unattainable," the report states, a bleak conclusion. Further, "the remediation gap has reached crisis proportions; incremental improvements insufficient; transformational change required."
Identifying what that change should be is elusive; one suspects that the industry will promote more AI tooling as the answer, despite evidence from reports like this one that it is currently failing to improve matters. (r)
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    Top cloud providers to outspend Ireland's GDP on AI in 2026

    
TrendForce says eight hyperscalers are set to pour $710B into servers and infrastructure    


    
        By 
Dan Robinson        
    

    
        Posted in On-Prem,
        
            26th February 2026 14:55 GMT
        
    


    
The big cloud operators are ramping up investment in AI servers and infrastructure to meet demand for AI development and deployment, exacerbating the memory shortage caused by their insatiable growth.
Taiwan-based market watcher TrendForce estimates the world's eight biggest cloud providers - Google, Amazon, Meta, Microsoft, Oracle, Tencent, Alibaba, and Baidu - will lay out upwards of $710 billion in capex during 2026, about 61 percent more than last year.
According to figures disclosed earlier, the first four alone account for about $635 billion of that outlay, showing just how much the giant players dominate the market.
All of this spend - which adds up to more than the entire gross domestic product (GDP) of Ireland last year - is going on datacenters and the kit to fill them, including high-performance servers typically packed with GPU accelerators from Nvidia or AMD.
However, many increasingly invest in other accelerators such as custom-built application-specific integrated circuits (ASICs). These offer some advantages including better performance and energy efficiency for some workloads, but are less versatile than GPUs.
Google remains the only cloud biz that is adding more ASIC-based servers than GPU-based ones, according to TrendForce. It estimates Google's Tensor Processing Units (TPUs) will feature in about 78 percent of AI servers shipped to Google datacenters this year.
Amazon's build-out is expected to comprise 60 percent GPU servers, with systems based on its Trainium3 silicon set to ramp up later in the year. Meta will likewise rely primarily on Nvidia and AMD GPUs, which are likely to make up more than 80 percent of the servers it assimilates this year.
Microsoft continues to procure Nvidia rack-scale systems, and Oracle is also expanding its rack-scale deployments of GPU servers. Of the Chinese operators, Tencent also continues to roll out servers with Nvidia GPUs.
This demand for AI servers has led to rising memory prices and a shortage as the chipmakers switch manufacturing lines to favor high-margin products such as high-bandwidth memory (HBM) used in GPUs and server-grade memory chips.
Two of those memory chipmakers, SK Hynix and Sandisk, have today announced work on a standardization process for a new memory type aimed at boosting AI inferencing.
High-bandwidth flash (HBF) is a form of NAND flash intended to complement HBM by matching the latter's bandwidth while delivering 8-16 times the capacity for a similar cost.


	Hard drives already sold out for this year - AI to blame


	US tech giants open their wallets for AI-friendly politicians


	As memory shortage persists, vendor price quotes are not long remembered


	Amazon's $200 billion capex plan: How I learned to stop worrying and love negative free cash flow


	AI bit barns grow climate emergency by turning up the gas


HBM is commonly used for AI processing, but its capacity limits lead to lengthening inference times as models grow. Because it is flash, HBF is slower to access than HBM, but much faster than a flash solid-state drive (SSD). Combining the two could increase the size of workloads that can be processed without having to fetch data from SSDs.
See an explainer here over at Blocks & Files, while a fact sheet [PDF] is also available from Sandisk.
SK hynix describes HBF technology as a new memory layer between ultra-fast HBM and high-capacity SSDs, and says it will reduce the total cost of ownership (TCO) while increasing the scalability of AI systems. It forecasts that demand for complex memory solutions like HBF will pick up around 2030. (r)
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        Original URL: https://www.theregister.com/2026/02/26/copilot_pane_edge_outlook/
    

    Microsoft to auto-launch Copilot in Edge whenever you click a link from Outlook

    
Whac-A-Mole season continues as Redmond finds yet another corner to stuff its 21st century Clippy    


    
        By 
Richard Speed        
    

    
        Posted in AI + ML,
        
            26th February 2026 14:28 GMT
        
    


    
Microsoft has announced that its Edge browser will automatically open the Copilot side pane when users open links from Outlook.
The feature appeared on the Microsoft 365 roadmap on February 25, with a rollout due to start in May 2026. According to Microsoft, the update will "provide contextual insights and actionable suggestion chips [sic] based on email and destination content."
[image: Satya Nadella in front of a white screen delivering the keynote for Microsoft's London AI Tour]
Microsoft boss on AI content: 'Nobody wants anything that is sloppy'

READ MORE
It added: "This experience helps users quickly understand content, take action with fewer steps, and get more value from Copilot while extending productive browsing time in Edge."
The update is consistent with Microsoft's current Copilot-everywhere strategy and will roll out worldwide to standard multi-tenant cloud instances.
Whether it will be opt-in or opt-out remains unconfirmed, though users hoping for a conveniently placed off switch may be disappointed. Microsoft is keen to put its AI assistant in front of as many users as possible.
The Register asked Microsoft how much control administrators would have over the feature and what would happen if Edge wasn't the default browser. The company has yet to respond.


	West Midlands Police earn red card over Copilot's imaginary football match


	Don't believe the hyperscalers! AI can't cure the climate crisis


	Copilot spills the beans, summarizing emails it's not supposed to read


	If Microsoft made a car... what would it be?


Finding a corner of Microsoft's software that Copilot hasn't reached is increasingly difficult - even Notepad has not escaped - and disabling it across the company's productivity suite has become a game of Whac-A-Mole for enterprise administrators who have yet to embrace the technology.
The automatic pane could hand those administrators yet another mallet to swing, particularly given that Copilot surfacing suggestions based on email content could run afoul of data security policies. That said, enterprises already nervous about where their data ends up likely have Copilot policies well in hand.
Jon von Tetzchner, CEO of the Vivaldi browser project, which is already surfing the wave of anti-AI sentiment, isn't too impressed with Microsoft's latest efforts pertaining to Copilot and Edge.
"This is another example of trying to push Edge in every way possible and also forcing Copilot on users that may not want it," he told The Register.
"Considering how sensitive corporate emails can be, the last thing you want is them being snooped on by an LLM hosted who knows where. This would be highly problematic from a corporate security and privacy point of view, and even more of a problem for private users who might be using one of MS's email services. Just imagine if someone sends an email exploiting that for phishing purposes," he added.
"Should this be an opt-in rather than an opt-out? Absolutely. The better question is whether it should be a thing at all." (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/02/26/copilot_pane_edge_outlook/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/02/26/scattered_lapsus_hunters_female_recruits/
    

    Scattered Lapsus$ Hunters auditioning female voices to sharpen social engineering

    
Telegram posts promise up to $1,000 per call as gang refines IT helpdesk ruse    


    
        By 
Connor Jones        
    

    
        Posted in Cyber-crime,
        
            26th February 2026 12:35 GMT
        
    


    
Prolific cybercrime crew Scattered Lapsus$ Hunters (SLSH) is reportedly recruiting women in the hope of improving its social engineering success.
According to Telegram channel posts made on February 22, gathered by Dataminr, the group behind last year's Salesloft Drift attacks promised payments between $500-$1,000 per call, depending on "success and hit rate."
Interested applicants are invited to apply by sending a message to the group's "Support" account. They will be asked a series of questions before being accepted, the group said, and those who pass the test will be given a script to work from.
SLSH is known for effective social engineering. Experts who have listened in on calls carried out by Scattered Spider, one of the groups that form the cybercrime triad, previously confirmed that its tactics are sophisticated and highly effective.
The Telegram ads suggest that SLSH is looking for people to socially engineer IT helpdesk staff. This aligns with the group's typical MO of deceiving IT helpdesks into handing over credentials that attackers can use to gain access to an organization's network.
"This recruitment drive represents a calculated evolution in SLH's tactics," said Jeanette Miller-Osborn, field cyber intelligence officer at Dataminr. 


	Adidas investigates third-party data breach after criminals claim they pwned the sportswear giant


	ShinyHunters claims it drove off with 1.7M CarGurus records


	Let them eat sourdough: ShinyHunters claims Panera Bread as stolen credentials victim


	Ransomware attacks kept climbing in 2025 as gangs refused to stay dead


"By specifically seeking female voices, the group likely aims to bypass the 'traditional' profiles of attackers that IT helpdesk staff may be trained to identify, thereby increasing the effectiveness of their impersonation efforts."
Miller-Osborn recommends that organizations make their helpdesks aware of these shifting tactics and ensure identities are thoroughly verified, either through video calls or secondary internal verification.
SLSH's recruitment drive is the latest in what appears to be a trend of crowdsourcing efforts. 
Back in October, and again via Telegram, the group said it would pay anyone $10 in Bitcoin to "endlessly harass" executives at organizations it was trying to extort. 
"You have permission to endlessly harass these executives till they comply with us," its message stated. "When we tell you stop emailing a company or number of executives emails, you are to stop emailing them. This will be centralized and well operated."
When The Register asked SLSH about how many people had taken up its offer after the first few days, it claimed it had "practically paid out over $1,000 at this point," though these claims cannot be independently verified. (r)
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    NASA safety watchdog says it's time to rethink Moon landing

    
Report highlights too many firsts in Artemis III mission    


    
        By 
Richard Speed        
    

    
        Posted in Science,
        
            26th February 2026 12:25 GMT
        
    


    
The latest report from NASA's Aerospace Safety Advisory Panel (ASAP) raises questions about the mission objectives for Artemis III.
Artemis III aims to land astronauts near the lunar South Pole, relying on SpaceX's Starship-derived Human Landing System (HLS) - a vehicle that has yet to achieve orbit, let alone venture anywhere near the Moon. It's an extraordinarily ambitious undertaking, and one the ASAP report has formally classified as high risk.
The problem is that there are an awful lot of firsts associated with the mission. It'll be the first to depend on SpaceX's HLS, the first to need multiple in-space refuelings (the report estimates 15), the first time a crew will use the HLS, and so on.
ASAP's primary goal is to identify risks and mitigations. It says the solution here is to ease off from doing so much in one mission and consider a more stepwise approach, similar to the Apollo program.
The first Apollo crew was launched into orbit with Apollo 7, followed by a mission around the Moon with Apollo 8. Apollo 9 checked out the Lunar Module in Earth orbit, and Apollo 10 did pretty much everything except land. The first lunar landing happened with Apollo 11. Each mission was predicated on the success of the previous.


	Artemis II headed back to the bay; helium issues force another delay


	NASA points fingers at Boeing and chaotic culture for Starliner debacle


	NASA's fill-'er-up Moon rocket 'confidence' test sees mixed results


	Smartphones cleared for launch as NASA loosens the rulebook


It makes sense from a technical perspective. However, elsewhere in the report is data that highlights other challenges faced by NASA, including resource constraints. It does not have the human resources it had during the Apollo era, when staffing exceeded 35,000 full-time employees. Today, that figure is dropping fast. According to the report, it neared 15,000 in 2025. The agency also has nowhere near the budget it had during the Apollo Moon missions, and so the desire to fit as much as possible into fewer missions is understandable, even if the report deems doing so in Artemis III "a high risk."
"Rebalancing objectives is thus essential to the safe achievement of the national objective - returning the United States to the Moon," it says.
The lengthy report also covers the Starliner fiasco, the aging ISS, and the obsolete spacesuits in which NASA expects astronauts to work outside the outpost,
Highlighting the challenges facing the Artemis III mission, however, will amplify calls for the agency to reconsider its objectives.
While there may be a political desire to return astronauts to the Moon within the current US administration, the report highlights the technical and resource realities that must also be considered. Better to rethink the objectives than try to cram too much into just one mission. (r)
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    Five Eyes warn: Patch your Cisco SD-WAN or risk root takeover

    
A rare joint alert from all five spy agencies means serious business    


    
        By 
Connor Jones        
    

    
        Posted in Networks,
        
            26th February 2026 11:39 GMT
        
    


    
The Five Eyes intelligence alliance is urgently warning defenders to patch two Cisco Catalyst SD-WAN vulnerabilities used in attacks.
First discovered by the Australian Signals Directorate (ASD), all five of the alliance's intelligence agencies co-signed the alert on Wednesday evening, confirming that hackers of unspecified origin are trying to use the SD-WAN devices for persistent access.
"Malicious cyber threat actors are targeting Cisco Catalyst SD-WAN used by organizations globally," the UK's NCSC said. "These actors are compromising SD-WANs to add a malicious rogue peer and then conduct a range of follow-on actions to achieve root access and maintain persistent access to the SD-WAN."
The first of the two is CVE-2022-20775 (7.8), a path traversal vulnerability disclosed in September 2022 affecting the SD-WAN's command line interface, allowing for privilege escalation.
The second is CVE-2026-20127 (10.0), a max-severity bug fresh off the press this week. Classed as an improper authentication flaw, the issue affects Cisco Catalyst SD-WAN Controller and Cisco Catalyst SD-WAN Manager, formerly known as SD-WAN vSmart and SD-WAN vManage respectively.
The latter appears to be the biggie, not just because of the perfect 10 CVSS, but because successfully exploiting it grants hackers admin rights. Cisco said that cyberbaddies could also access NETCONF and reconfigure the SD-WAN fabric at their whim.
According to a separate report from Cisco Talos, the vendor attributed the attacks that use CVE-2026-20127 to a group it tracks as UAT-8616 and said current signals suggest it has been exploited since at least 2023.
Naturally, neither the intelligence agencies nor Cisco revealed precise details about the vulnerabilities that were reportedly exploited.
However, Talos's report suggested that CVE-2026-20127 was exploited first to gain admin rights, before downgrading the SD-WAN's software version using CVE-2022-20775 so that the attackers could gain root access.


	CISA gives federal agencies three days to patch actively exploited Dell bug


	Misconfigured AI could trigger the next national infrastructure meltdown


	Zero-day deja vu as another Cisco IOS bug comes under attack


	Patch these 4 critical, make-me-root SolarWinds bugs ASAP


Talos did not provide any details about who or what country might be behind UAT-8616, but described it as a "highly sophisticated cyber threat actor."
An undisclosed number of attacks have already been carried out by exploiting the two vulnerabilities. Details about the victims remain sparse, although Talos suggested that targets were likely in high-value, sensitive sectors.
It stated: "UAT-8616's attempted exploitation indicates a continuing trend of the targeting of network edge devices by cyber threat actors looking to establish persistent footholds into high-value organizations, including critical infrastructure sectors."
Defenders are strongly urged to follow the Five Eyes Hunt Guide [PDF] to first find signs of compromise. If that search is positive, share the data with the relevant security authorities and upgrade to the latest version of Cisco Catalyst SD-WAN Controller/Manager.
NCSC CTO Ollie Whitehouse said: "Our new alert makes clear that organizations using Cisco Catalyst SD-WAN products should urgently investigate their exposure to network compromise and hunt for malicious activity, making use of the new threat hunting advice produced with our international partners to identify evidence of compromise.
"UK organizations are strongly advised to report compromises to the NCSC, and to apply vendor updates and hardening guidance as soon as practicable to reduce the risk of exploitation." (r)
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    Say goodbye to budget PCs and smartphones - memory is too expensive now

    
Analyst warns soaring DRAM and NAND costs could push entry-level devices out of reach    


    
        By 
Dan Robinson        
    

    
        Posted in Personal Tech,
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Ballooning memory prices are forecast to kill off entry-level PCs, leading to a decline in global shipments this year - and a similar effect is going to hit smartphones.
Analyst biz Gartner is projecting a drop in PC shipments of more than 10 percent during 2026, and a decline of around 8 percent for smartphones, all due to the AI-driven memory shortage.
[image: A hard disk drive platter with 1s and 0s projected onto it]
Hard drives already sold out for this year - AI to blame

READ MORE
Some types of memory have doubled or quadrupled in price since last year, and Gartner believes DRAM and NAND flash used in PCs and phones is set for a further 130 percent rise by the end of 2026.
The upshot of this is that the budget PC will disappear, simply because vendors won't be able to build them at a price that will satisfy cost-conscious buyers, according to Gartner research director Ranjit Atwal.
"Because the price of memory is increasing so much, vendors lose the ability to provide entry-level PCs - those below about $500," he told The Register.
PC makers could just raise the price of their cheap and cheerful boxes to above that level to compensate for the memory hike, however, price-sensitive buyers simply won't bite, he added.
Another factor expected to add to declining fortunes of the PC industry this year is AI devices - systems equipped with special hardware for accelerating AI tasks, typically via a neural processing unit (NPU) embedded in the CPU. These systems were predicted to take the market by storm, but they require more memory to support AI processing and vendors like to mark them up to a premium price.
"Historically, downgrading specifications was the way to go when prices were being squeezed, but that's difficult here," Atwal said. For example, Microsoft requires a minimum of 16 GB for Copilot+ PCs, its own AI platform spec, and Gartner recommends at least 32 GB for new enterprise PCs.
"The thinking was that the average price [of AI PCs] would fall this year, and lead to more adoption," said Atwal, "but that's not happening." The lack of killer applications isn't helping either.
In any case, buyers are still looking more at the traditional attributes of price, battery life, and performance rather than AI capabilities when sourcing a new PC, as we reported earlier this year.
HP revealed in its latest earnings on Tuesday that 35 percent of the PCs it now sells are AI PCs, but these models were supposed to be dominating the market by this time, and expected to comprise virtually every system you could purchase by next year.
The memory price hike is complicating this. HP disclosed that DRAM now accounts for 35 percent of the PC build cost, up from between 15 and 18 percent last quarter, and it expects this proportion to increase during the rest of the calendar year.
For this reason, AI PCs are likely to remain in the premium bracket, and Atwal predicts they won't make up more than 50 percent of the market until 2028. As a result, systems without NPUs will stick around for longer.


	HP says memory's contribution to PC costs just doubled to 35 percent


	As memory shortage persists, vendor price quotes are not long remembered


	Secondhand laptop market goes 'mainstream' amid memory crunch


	Broadband rollouts feel the burn from AI memory frenzy


On the back of rising costs, Gartner expects more corporate and home buyers to sweat their assets for longer and hold off refreshing their PCs. As a result, the lifetime of systems is set to increase by 15 percent within businesses and 20 percent for consumers.
However, anyone considering a refresh should buy now, as prices are only going to inflate and likely stay up until at least the end of next year.
With smartphones, vendors have more margin to play with, and so can be more flexible, according to Atwal, but he still sees entry-level models going the same way as the budget PC.
[image: someone did something weird in the meeting]
Memory price explosion triggers PC buying spree

READ MORE
"The increase in memory prices means entry phones will become more expensive, but premium devices are likely to go up less," he said. As a result, the price advantage enjoyed by budget smartphones will shrink, leading some buyers to move upmarket while others will simply hold off purchasing.
Similar predictions were made in a report last month, which said low-cost phone makers will be hardest hit by the memory crisis, as memory and storage costs make up a higher share of their bill of materials.
"The end result is that you are losing choice in the marketplace," Atwal said.
"What we have here is a fairly unique situation," he explained. "Usually when memory prices shoot up, it is because of production issues constraining supply. Here, it is demand-side pressure from hyperscalers pushing up memory costs for PCs and smartphones."
Unlike earlier boom-bust cycles in the memory industry, in which prices rise and fall in line with inventories, this shortage is likely to be long-lasting, and could extend through to the end of 2027, Atwal warned. (r)
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    Debian 14 will drop Gtk2 - unless Ardour rides to the rescue

    
Many dependent apps, including FreePascal and Lazarus, face the chop    
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Version 2 of the widely used Gtk toolkit will be dropped from the next Debian release. The problem is that many things still need it, including FreePascal and its Lazarus IDE.
Debian 14, codenamed "Forky," is in development and will very probably be released in about 18 months. As with any new release, the developers are removing various old and unsupported packages, including Gtk2. It's already gone from RHEL, SUSE Linux Enterprise, openSUSE 16, Arch, and others.
Up to a point, this is reasonable. Version 2.0 of what was still called Gtk+ first appeared in March 2002, and the GNOME team working on Gtk declared it dead in December 2020. The final release was Gtk 2.24.33 on December 21.
The problem is that quite a lot of apps still use Gtk2. The Debian announcement links to a list of 139 of them - this translated Russian article mentions 34 of the highlights.
One of these is the FreePascal compiler and its IDE Lazarus, which over on the FreePascal forums has caused some alarm. The team is discussing possible resolutions, such as creating and maintaining its own packages - a substantial task for a small project.
Some of the higher-profile Gtk2 projects, such as the MATE and Xfce desktops, moved to Gtk3 years ago, but it took a substantial amount of work. Smaller projects, such as the handy GKrellM system monitor, haven't got round to it.


	Firefox 148 adds master switch for browser bot bother


	Bcachefs creator insists his custom LLM is female and 'fully conscious'


	GhostBSD to ditch Xorg for XLibre as Red Hat's Wayland crusade leaves X11 fans out in the cold


	KDE Plasma 6.6 isn't forcing systemd but the arguments rage on


Another that hasn't is the Ardour digital audio workstation. The Reg FOSS desk took a brief look at Ardour version 7 in 2022, but development hasn't slackened. Ardour 9.0 came out earlier this month, and 9.2 followed this week. We looked at the new release and discovered something interesting and relevant.
Ardour still uses Gtk2. After Gtk2's end of life, the Ardour team had to find a workaround. The result is its own fork of Gtk2, known as YTK. It switched to the new toolkit a year ago and removed Gtk2 support six months later.
This could be a lifeline for the FreePascal Lazarus IDE, which rather impressed us last year. There's a chance here for multiple FOSS projects to get together and make YTK into something more generally applicable. Does anyone have experience in herding cats? (r)
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    Moon's mighty magnetic field was a 5,000-year titanium blip

    
So say Oxford boffins who found 'bias' related to Apollo rock samples created false impression    
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Scientists at the University of Oxford say they may have cracked the puzzle of the Moon's magnetic field and settled a debate that has raged since the Apollo missions returned with rock samples.
NASA astronauts brought back evidence suggesting the lunar magnetic field was strong for long periods of its history, at times even stronger than Earth's.
The findings created a puzzle, though. Scientists also considered the theory that the relatively small size of the Moon's core - around one-seventh of its radius - means it cannot create a strong field.
New research from Oxford's Department of Earth Sciences shows they are both right... kind of.
Led by associate professor Claire Nichols, the team analyzed the composition of a type of lunar rock known as the Mare basalts and found a new correlation between their titanium content and levels of magnetism.
Looking at the collected lunar samples, they found those with a strong magnetic field also contained large amounts of titanium, but those with less than 6 percent titanium were all associated with a weak magnetic field.
The study argues that the formation of high-titanium rocks and a strong lunar magnetic field were the result of titanium-rich material melting deep inside the Moon, which created a strong magnetic field, but only for about 5,000 years.
"Our new study suggests that the Apollo samples are biased to extremely rare events that lasted a few thousand years - but up to now, these have been interpreted as representing 0.5 billion years of lunar history. It now seems that a sampling bias prevented us from realizing how short and rare these strong magnetism events were," she said in a statement.


	NASA points fingers at Boeing and chaotic culture for Starliner debacle


	Moon hotel startup hopes you get lunar lunacy, drop $1M deposit for 2032 stay


	SpaceX back to Falcon 9 launches as Musk blathers about Moon city


	Smartphones cleared for launch as NASA loosens the rulebook


"We now believe that for the vast majority of the Moon's history, its magnetic field has been weak, which is consistent with our understanding of dynamo theory. But that for very short periods of time - possibly as short as a few decades - melting of titanium-rich rocks at the Moon's core-mantle boundary resulted in the generation of a very strong field."
The research team said Mare basalts made a good landing site for the Apollo missions because they are relatively flat. Since the astronauts brought back nearby rocks, they carried more titanium-rich basalts than a representative sample of the Moon's surface would have. The result was a false impression of the length of time during which the Moon had a strong magnetic field.
Co-author Dr Simon Stephenson added: "We are now able to predict which types of samples will preserve which magnetic field strengths on the Moon. The upcoming Artemis missions offer us an opportunity to test this hypothesis and delve further into the history of the lunar magnetic field." (r)
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    GCHQ dangles up to PS130K for a CISO to fight the world's most capable adversaries

    
No pressure    
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GCHQ is looking to recruit a chief information security officer (CISO), a job it describes as "one of the most influential cybersecurity leadership roles in the UK," at a salary of PS96,981 to PS130,000.
According to the security agency's recruitment ad, the job involves protecting the UK against "the most capable and persistent adversaries" and balancing "capability, acceptable risk, and technological progress." Work includes regular reports for management, risk assessments, and designing incident response and business continuity plans.
Candidates will ideally have one or more professional certifications such as CISSP, CISM, or CCISO, experience leading a cybersecurity function, and a "deep understanding of cloud security."
They must be British citizens or holders of dual British nationality and should apply from within the UK, preferably using a separate email address from their usual one that does not contain identifying features.
GCHQ employed the full-time equivalent of 7,162 people at the end of March 2023, according to the redacted public version of Parliament's Intelligence and Security Committee annual report published in December [PDF].
Major projects in fiscal 2023 included an expansion of capabilities for computer network exploitation, preparation for a new cloud platform - which may explain the CISO's cloud security requirement - and improved support for the UK's submarine-based nuclear deterrent, on which the redacted report said the agency had made "*** progress."
The CISO position is based at GCHQ's Doughnut headquarters in Cheltenham or the agency's offices in London or Manchester.


	Ex-Amazon UK boss lined up to chair Britain's competition watchdog


	DVSA seeks PS95K digital chief to steer test booking system out of the ditch


	UK government on the lookout for bargain-priced CTO


	Get paid like a prime minister to tame Home Office IT chaos


"A small amount of home working is possible but there is an expectation that most of this role will be office-based," the ad says. There is a cycle-to-work scheme in some locations.
Applications, which can take six to nine months due to the requirement for Developed Vetting security checks, close on March 23.
Alternatively, the Department for Science, Innovation and Technology is looking for a director general for emerging technology and artificial intelligence to lead the government's strategy, investment, and regulation of technologies including AI, quantum computing, semiconductors, robotics, engineering biology, and advanced materials.
The job, which is based in Darlington, London, or Manchester, pays PS174,000 with applications closing on March 22. (r)
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    Britain's creaking courts to use Copilot for transcriptions

    
Ministry of Justice wowed by Ontario's paperless system, announces PS12M for AI unit    
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The British government will expand the use of AI in courts in England and Wales as part of plans to make them work faster, justice minister David Lammy has told a Microsoft AI event.
Lammy, who is also deputy prime minister, said the technology will be used to support processes including transcribing speech, summarizing judgments, and scheduling cases.
"We are of course already using AI to unleash the potential of our staff, including through Microsoft's AI assistant, Copilot, of which the Ministry of Justice has been one of the fastest growing users across government," he told the Microsoft AI tour event at Excel London on 24 February.
Lammy said that courts and tribunals are testing technology already used by the Probation Service to transcribe meetings between offenders and officers, which he claimed has saved more than 25,000 hours because officers no longer need to type up notes.
He added that some immigration and asylum judges are using AI to help write notes and remarks while legal advisers and district judges in magistrates' courts are piloting its use in transcription and summarizing judgments. HM Courts and Tribunals Service will introduce an AI-assisted listing tool to support case scheduling while the system's Justice AI Unit will get more than PS12 million extra funding in the next financial year.
In his speech, Lammy described the Ontario Court of Justice in Toronto as "digital by design, purposefully paperless," saying he "felt less like a visitor from another country and more like one from another time catching a glimpse of what could be."


	UK justice minister pressed as court system bug raises fears of hidden case files


	UK courts' PS1.3B case management platform hit with failures


	Users complain of missing data in UK wills search service


	AI entrepreneur sent avatar to argue in court - and the judge shut it down fast


The Ontario court has also experienced problems with AI. Last year, one of its judges ordered a criminal defense lawyer to refile submissions that included a made-up case and other unrelated ones. Justice Joseph Kenkel described the errors as "numerous and substantial," adding that generative AI should not be used for legal research for such documents.
Lammy's plans to speed up courts and reduce the backlog of cases also involve funding for more court sessions, the use of "blitz courts" that bundle similar cases together, and physical upgrades to courts and tribunals. Some of the ideas, including greater use of AI and more video appearances, came from a review by Sir Brian Leveson published earlier this month.
The justice minister also wants to halve the number of jury trials by removing defendants' rights to choose these for offences with sentences of less than three years. This expansion of judge-only trials is opposed by many backbench Labour MPs and the government may struggle to get a bill enabling it through Parliament. (r)
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    AMD puts $250M into Nutanix to get it building an AI stack for its GPUs

    
Cloudy stack vendor says VMware refugees have started to arrive in large numbers, just in time to collide with supply chain woes    
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AMD has struck another chips 'n' stock deal, this time with software-defined datacenter player Nutanix.
The deal means AMD will acquire $150 million worth of Nutanix stock and also fund up to $100 million of joint engineering work and go-to-market efforts for a new "full-stack AI infrastructure platform" that will use Nutanix's stack to allow agentic and inferencing applications to run in the many on-prem, cloudy, and edge environments it supports.
Nutanix currently supports only Nvidia GPUs. This new deal means it will support AMD accelerators, too, making this a bet by AMD that Nutanix can generate more demand for its hardware.
"Our goal is to provide customer choice," Nutanix CEO Rajiv Ramaswami told The Register. "Nvidia has been the market leader and AMD is the other big platform company."
Ramaswami said agentic AI adoption is still at a "very early stage" within enterprises, but said Nutanix hopes to speed things up a bit by tuning its stack so it can host this class of applications wherever customers want to run them.
Nutanix revealed its new ties to AMD after first announcing its Q2 results, which saw revenue grow ten percent year-over-year to reach $723 million. The company has long preferred to use annual recurring revenue as its top-line indicator, to demonstrate the strength of its subscription business, and that grew 16 percent to $2.36 billion.
Ramaswami said the company signed 1,000 new customers in the quarter, and that most intend to migrate away from VMware.
"We see a lot of that happening now," he said. "People do not necessarily see Broadcom as a long-term partner."
IBM used its earnings announcement to reveal that Red Hat has signed $500 million worth of deals for its virtualization portfolio in the last two years. Ramaswami said Nutanix believes Red Hat is definitely a competitor, but that as its virtualization platform relies on Kubernetes that makes migrations more complex than moving from VMware to Nutanix.
"We have not seen many successful migrations from VMware to Red Hat," he said.


	Cisco set to release home-brew hypervisor as a VMware alternative


	AWS adds nested virtualization option for handful of EC2 instances


	Lenovo has a hunch you're about to try quitting VMware


	Nutanix takes another swipe at VMware with sovereign cloud push


Ramaswami offered investors a new take on component shortages by saying the availability of CPUs, not memory, has been Nutanix's biggest concern.
"This is driving higher prices and lengthening lead times for servers," he told investors. "Thus far, longer lead times largely driven by lack of CPU availability have been a significantly bigger challenge for us than pricing."
Memory shortages are now starting to bite.
"Through the latter half of Q2, we began to see that the challenging supply environment for CPUs, memory, storage and other components is delaying our customers' ability to procure servers from our hardware partners in order to run our software," the CEO said. "We did not see this as a meaningful driver of our results in our fiscal Q1... later in Q2, we did start to see it become more pronounced to a greater extent than anticipated, and expect it to continue through the rest of the fiscal year."
That's a problem for Nutanix because the company can't recognize some revenue for software sales until customers' hardware arrives. The company therefore reduced its revenue guidance for the full year from between $2.82 billion and $2.86 billion to between $2.80 billion and $2.84 billion.
Investors clearly liked something about either Nutanix's results or the AMD tie-up because they sent the company's shares up by almost 20 percent in after-hours trading. (r)
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    Microsoft 'cooperating' with Japanese antitrust probe

    
It looks like the same cloudy software licenses that offend Europe may be in play - along with a cute little monster    
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Microsoft is "fully cooperating" with a probe by Japan's Fair Trade Commission, which wants to know if the software giant has violated the nation's anti-monopoly laws.
News of the probe broke yesterday in Japanese outlet Nikkei, which reported a raid on Microsoft's Japanese office.
The Register asked Microsoft to comment on the matter, and a spokesperson told us: "We are fully cooperating with the JFTC in their requests."
According to Nikkei, those requests relate to the way Microsoft licenses its software to run on clouds other than its own Azure service.
In other parts of the world, Microsoft has offered deep discounts for its own software - especially Windows Server and SQL Server - when users deploy it on Azure but effectively charges more to run it in rivals' clouds.
Those practices earned the company critical attention from regulators in the UK, Europe, and the USA.
Microsoft changed its ways in Europe, but not enough for Google which continues to press for further changes. The matter remains unresolved in the UK and USA. Whether that's due to regulators moving slowly, or Microsoft making persuasive arguments that put it in the clear, is uncertain.


	Microsoft makes Windows Server 2022 licenses a little less cynical


	Through gritted teeth, Apple and Google allow alternative app stores in Japan


	Japan loses another H3 launcher, plus the satnav bird it carried


	Microsoft gives Windows laggards the 'gift of time' wrapped in licensing fees


Japan's Fair Trade Commission has form going after Big Tech companies, recently following other nations by requiring Apple and Google to open their app stores to third parties, and also tackling Google for forcing makers of Android handsets to include its apps.
Japanese regulators last year also expressed displeasure when OpenAI's Sora2 video generator ripped off local anime production hero Studio Ghibli.
Japan's initiatives have not matched the European Union's strong regulation of social media and e-commerce companies, which the Trump administration has painted as an unfair trade practice. (r)
Bootnote
Japan's Fair Trade Commission has a cute mascot called "Dokkin" and the agency says it uses a "Dokkin Scope" to find violations of the Antimonopoly Act. When Dokkin succeeds, its heart lights up.
[image: Dokkin, the mascot of the Japan Fair Trade Commission]
"Dokkin" - the mascot of the Japan Fair Trade Commission


The Register: bringing you cultural context that matters.
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    Salesforce CEO 'SaaSquatch' Benioff says his company will monster the SaaSpocalypse

    
Selling so many agents they've cooked up a way to measure what they do    
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Even by the somewhat offbeat standards of the Salesforce Ohana, the CRM giant just delivered a strange earnings announcement.
Speaking on the company's Q4 earnings call, CEO Marc Benioff boasted that his company is a mythical Sasquatch, aka "Bigfoot," set to tuck into a buffet of juicy customers waiting to buy agentic AI.
"If there is a SaaSpocalypse, I think it might be eaten by the SaaSquatch because there are a lot of companies using a lot of SaaS because SaaS just got a lot better with agents as a service," he said, referring to the theory that sinking values for SaaS companies reflect the fact that AI has damaged their business models.
Which is a rather odd metaphor as the Sasquatch myth suggests the creature is reclusive and nocturnal, rather than rapacious.
Benioff also crowed about winning 180 customers for his new Agentforce IT Service, which analysts see as the biggest threat yet to ServiceNow's ITSM dominance in the enterprise.
"We just launched Salesforce ITSM in October and in just a few months [chief revenue officer] Miguel [Milano] has won over 180 customers, but I especially love five customers who got to leave the purgatory of ServiceNow like SunRun, Cornerstone, Cool Systems and there are others too that we're not allowed to mention, but I might mention them anyway, who are leaving ServiceNow for the new Salesforce IT services," Benioff said.
But then, before the CFO Robin Washington was allowed to run through the numbers for the quarter and the year, Benioff broke from the usual earnings call format by chatting with Wyndham Hotels CEO Geoffrey Ballotti, bantering about mango sorbet with SharkNinja CEO Mark Barrocas, and telling the handful of analysts on the line about the drinks he shared at home Tuesday night with his neighbor Workday CEO Aneel Bhusri, who he said was very impressed with Slackbot.
"He couldn't believe everything that was happening between our two companies," Benioff said.
Despite the banter, news of a 5.8-percent increase in quarterly dividend to 44 cents, and a promise to repurchase $50 billion in stock, Salesforce stock slipped 5.6 percent in afterhours trading.
Analyst Keith Weiss with Morgan Stanley said Salesforce's current remaining performance obligations came in at $35.1 billion, which was "disappointing" to analysts who expected a "little bit of a beat" in the measure of unrecognized revenue.
"I think that's stoking some concerns with investors. Can Salesforce do both? Can we grow a big Agentforce business and sustain the growth and momentum in the broader Salesforce portfolio? Can we bring along the entirety of the business?" Weiss asked. "And what gives you confidence in that acceleration in the back half of the year."
Salesforce guidance from a year ago bet that revenue would land between $40.5 and $40.9 billion for growth of seven to eight percent. Full year revenue came in at $41.5 billion, about $600 million over the upper range of its growth guidance. However that over achievement was undercut by Salesforce's acquisition of Informatica which contributed $399 million to that total, meaning organic revenue growth was actually around $200 million. Revenue for the year's final quarter landed at $11.2 billion, a twelve percent year-over-year jump.
Benioff told Weiss he was "proud" of the numbers they put up.
"This fiscal year is far better than I expected it at the beginning of the year," Benioff said. "In the third and fourth quarter Miguel's numbers far exceeded my expectations and to your point Agentforce is also exceeding our expectations. Could we sell more? Could we renew more? Can we do more? Can we do this? Can we do all these various things? We absolutely can, but we're grateful for what we've been able to achieve so far."


	Salesforce puts Heroku out to PaaSture


	Salesforce signs $5.6B deal to inject agentic AI into the US Army


	Salesforce's ChatGPT integration is really about stopping customers from leaking their own data


	Salesforce has come up with the most credible threat yet to ServiceNow, and Benioff is crowing about it


Benioff said Salesforce is underlevered and after achieving $15 billion in free cash flow last year - and expecting to make $16.5 billion in free cash this year - plans share buybacks to ensure it uses cash correctly.
"We're not using debt effectively. I think now is the opportunity to take some of that stock back out of the market and these are great prices. I'm sure you would agree with that and we want to use our capital correctly and I think debt is a great way to do that and I think our stock is a great price and I want [company president] Robin [Washington] to buy as much of it as she possibly can."
The company laid off 1,000 employees earlier this month, and Benioff stoked widespread employee outrage in a meeting by making a joke about US Immigration and Customs Enforcement Agents tracking workers.
Token metrics
The company also debuted new metrics called Agent Work Units (AWUs) developed by Salesforce chief marketing officer Patrick Stokes to measure the productivity of its AI agents. Salesforce already tracks the tokens it uses - 19 trillion since it started counting - and token use by its customers, but wanted to measure tokens used to perform work.
"So what we did is we said: 'What if we could look at those work units relative to the tokens?' and we said: 'Oh there's a relationship between the two.' We can start to see a ratio of tokens being consumed and work coming out and that ratio starts to become very interesting," Stokes said.
Specifically, they measure discrete tasks executed by AI agents in production across the Salesforce platform, including Agentforce and Slack, according to the fine print. AWUs represent the conversion of generative AI capabilities into measurable business outputs, such as resolving customer cases, updating records or triggering automated workflows.
They can also measure this per customer to show how much work agents are performing. (r)
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    Nvidia hasn't made a cent in China lately - and might not need to given $120B profit

    
GPU giant sees yet more growth coming soon, most of it in the datacenter    
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Nearly three months after the Trump administration allowed Nvidia to sell its H200 accelerator in China, the GPU giant is still waiting for Beijing to allow them in and for any revenue to materialize.
CFO Colette Kress isn't counting on the situation to improve any time soon either. The company's Q1 2027 revenue forecast doesn't account for a single cent of Chinese datacenter revenues.
In early December, the Trump administration reversed an export ban restricting the sale of Nvidia's H200 accelerators to Chinese customers, in exchange for a 25 percent cut of the revenue from sales. The 2023-vintage chip remains one of the GPU giant's most potent AI accelerators.
"While small amounts of H200 products for China based customers were approved by the US government, we have yet to generate any revenue, and we do not know whether any imports will be allowed into China," Kress said.
That's a reference to the fact that while Washington is happy for H200 sales, Beijing has not granted its blessing.
Speaking with analysts, Kress emphasized the dangers of a technological decoupling.
"Our competitors in China, bolstered by recent IPOs, are making progress and have the potential to disrupt the structure of the global AI industry over the long term," she said. "To sustain its leadership position in AI... America must engage every developer and be the platform of choice for every commercial business, including those in China."
Kress' comments broadly align with concerns raised by rival AMD, and partners, Microsoft, Coreweave, and OpenAI last northern spring.
Taking Nvidia's revenues orbital
China isn't the only place Nvidia lacks visibility. Asked about the viability of orbital datacenters, CEO Jensen Huang opined about the economics, challenges and opportunities of deploying GPUs in space.
According to Huang, artificial intelligence in space will have very interesting applications, but it also faces challenges different from what we're used to here on Earth.
"The way that space works is radically different than how it works down here. There's an abundance of energy, but solar panels are large, but there's plenty of space in space," he said. "The energy, the heat dissipation, it's cold in space. However, there's no air flow, and so the only way to dissipate that heat is through conduction, and the radiators that you need to create are fairly large. Liquid cooling is obviously out of the question, because it's kind of heavy and freezes."
Having said that, Huang argues that there are AI applications that do make sense to compute in space.
"There are many different computing problems that really want to be done in space," he said. "One of the best use cases of GPUs in space is imaging. To be able to do imaging at very large, very high resolutions, extremely large scales and very, very fast, it's hard to do that by sending petabytes and petabytes of imaging data back here on Earth and doing that work, it's easier just to do it out in space."
For the moment, Huang said the economics of space-based datacenters are poor, but argued this will improve over time.
He's not alone in those views.
"Companies are wasting money by pouring funds into the orbital datacenter 'bubble' because the economics do not work," Gartner analyst Bill Ray wrote in a report this week, describing the entire idea as "peak insanity."
Yet Google is also exploring the potential for space-based TPU clusters, while Amazon founder Jeff Bezos predicts that within the next two decades gigawatt-scale datacenters would fill the skies powered by an enduring stream of photons.
Elon Musk, however, is all-in on the idea of orbiting datacenters and plans to make it happen soon.


	It's only Tuesday and AI chip startups have already soaked up $1.1B in funding


	AMD copy-pastes 6 GW chips-for-stock deal in new Meta agreement


	Intel backs SambaNova's $350M bid to challenge GPUs in AI inference


	Nvidia superchip infusion finally coming to Windows PCs, report says


The numbers
Even without orbital datacenters or Chinese H200 sales, Nvidia expects to continue its rally as it heads into the 2027 fiscal year.
The company expects to rake in $78 billion give or take two percent during the first quarter as it capitalizes on growing demand from hyperscale customers, like Meta, Google, Amazon, and Microsoft which expect to plow a collective $635 billion into datacenters and AI infrastructure this year alone.
The rosy outlook, which would amount to almost 90 percent year-over-year revenue growth, follows a particularly strong quarter for the GPU slinger. In Q4, Nvidia's profits topped $42.96 billion on revenues of $68.12 billion.
Nvidia's datacenter business accounted for more than 90 percent of revenues at $62.3 billion. By comparison, the company's gaming, professional visualization, and automotive businesses could soon be rounding errors at $3.7 billion, $1.3 billion, and $604 million, respectively, if trends continue.
For the full 2026 fiscal year, Nvidia turned a $120 billion profit on revenues of $215.93 billion. (r)
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Security vulnerabilities in Claude Code could have allowed attackers to remotely execute code on users' machines and steal API keys by injecting malicious configurations into repositories, and then waiting for a developer to clone and open an untrustworthy project.
Check Point Software researchers found and reported all three flaws to Anthropic, which issued fixes for all and CVEs for two. Still, the bug hunters say, the issues illustrate a worrisome supply chain threat as enterprises incorporate AI coding tools like Claude into their development processes and essentially turn configuration files into a new attack surface.
"The ability to execute arbitrary commands through repository-controlled configuration files created severe supply chain risks, where a single malicious commit could compromise any developer working with the affected repository," Check Point researchers Aviv Donenfeld and Oded Vanunu said in a Wednesday report.
Anthropic, the AI company that developed Claude Code, did not respond to The Register's requests for comment.
The three security vulnerabilities stem from Claude's design, which is intended to make it easier for development teams to collaborate. The AI coding tool enables this by embedding project-level configuration files (.claude/settings.json file) directly within repositories, so that when a developer clones a project, they automatically apply the same settings used by their teammates.
Any contributor with commit access can modify these files. The researchers found that cloning and opening a malicious repository sometimes allowed them to bypass built-in safeguards and trigger hidden commands and execute malicious code.
Abusing Hooks for RCE
The first of the three flaws involved abusing Claude's Hooks feature to achieve remote code execution. Hooks are user-defined shell commands that execute at various points in the tool's lifecycle, ensuring that specific, predefined actions run when predetermined conditions are met, instead of allowing the model to choose.
Because Hooks are defined in .claude/settings.json, the repository-controlled configuration file, anyone with commit access can define hooks that will execute shell commands on every other collaborator's machine when they work on the project. Plus, Claude doesn't require any explicit approval before executing these commands - so the researchers abused this mechanism to open a calculator app when someone opened the project.
While a bash script to open a calculator is hardly malicious, it's still remote code execution. And as the team demonstrated in a video: "An attacker could configure the hook to execute any shell command - such as downloading and running a malicious payload" like a reverse shell.
Check Point reported the malicious hooks flaw to Anthropic on July 21, 2025, and the AI maker implemented the final fix about a month later, publishing this GitHub Security Advisory GHSA-ph6w-f82w-28w6 on August 29.
MCP consent bypass bug
The second vulnerability also allows RCE - this time by abusing MCP consent bypass.
Claude integrates with external tools using Model Context Protocol (MCP), and MCP servers can also be configured in the same repository via .mcp.json configuration file. Thanks to the earlier disclosure and Anthropic's fix, the researchers ran into warning prompts explicitly requiring user approval before executing commands in .mcp.json.
So they found a workaround: two repository-controlled configuration settings that could override safeguards and automatically approve all MCP servers.
"Starting Claude Code with this configuration revealed a severe vulnerability: our command executed immediately upon running Claude - before the user could even read the trust dialog," the Check Point duo wrote.
Again, they stuck with the calculator app, but also produced a video demonstrating how this vulnerability can be exploited to remotely execute a reverse shell and completely compromise a victim's machine.
The researchers reported this second vulnerability to Anthropic on September 3, 2025, Anthropic fixed the bypass vulnerability later that month, and published CVE-2025-59536 on October 3.
API key theft
Attackers can exploit the third flaw for API key theft. This one has to do with how Claude used an API key to communicate with Anthropic's services. One variable, ANTHROPIC_BASE_URL, controlled the endpoint for all Claude API communications, and while it's supposed to point to Anthropic's servers, it can be overridden in the project's configuration files to instead point to attacker-controlled servers.
The researchers configured ANTHROPIC_BASE_URL to route through their local proxy, and watched all Claude Code's API traffic in real time. Every one of Claude's calls to Anthropic servers "included the authorization header - our full Anthropic API key, completely exposed in plaintext," they wrote.
An attacker could abuse this trick to redirect traffic and steal a developer's active API key. It's important because the API includes a feature called Workspaces to help developers manage multiple Claude deployments by allowing multiple API keys to share access to the same cloud-based project files. Files are connected to the workspace - not the single key - and any API key belonging to the workspace also has visibility into any of the workspace's stored files.


	Infosec community panics as Anthropic rolls out Claude code security checker


	Anthropic: No, absolutely not, you may not use third-party harnesses with Claude subs


	AI has gotten good at finding bugs, not so good at swatting them


	Anthropic tries to hide Claude's AI actions. Devs hate it


This gave the researchers the ability to upload files to the shared workspace - but did not allow downloads. According to Claude's documentation, users can only download files created by skills or the code execution tool.
"Since files generated by Claude's code execution tool are marked as downloadable, we explored whether the attacker could simply ask Claude to regenerate an existing file using the stolen API key," Check Point's Donenfeld and Vanunu wrote. "If successful, this would convert a non-downloadable file into a workspace artifact that is eligible for download."
Cloning and then downloading the file worked, and thus confirmed that a miscreant using a stolen API key could gain complete read and write access to all workspace files: deleting or changing sensitive files or even uploading malicious files to poison the workspace or exceed the 100 GB storage space quota.
Check Point reported the API key extraction bug to Anthropic on October 28, 2025, and the vendor immediately issued a fix. Later, on January 21, Anthropic published CVE-2026-21852.
As the security team noted: "The integration of AI into development workflows brings tremendous productivity benefits, but also introduces new attack surfaces that weren't present in traditional tools." (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/02/26/clade_code_cves/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/02/26/llms_killed_privacy_star/
    

    LLMs killed the privacy star, we can't rewind, we've gone too far
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Add privacy to the list of potential casualties caused by the proliferation of AI, because researchers have found that large language models (LLMs) can be used to deanonymize internet users - even those who use pseudonyms - more efficiently than human sleuths.
Much of the academic work on online privacy over the past 25 years builds upon Latanya Sweeney's 2002 research on k-Anonymity [PDF], and prior research in which she demonstrated it is possible to identify 87 percent of the US population using three anonymous data points - a five-digit ZIP code, gender, and date of birth.
The possibility of identifying people from anonymous data became one of the central concerns about online advertising and the usage of cookies in web browsers.
It's a risk that hasn't gone away and now appears to be even more grave, thanks to LLMs that can automate the process of connecting the dots across online posts so they point to a likely source.
"We show that LLM agents can figure out who you are from your anonymous online posts," said Simon Lermen, an AI engineer at MATS Research and one of the corresponding authors of a pre-press paper titled "Large-scale online deanonymization with LLMs."
"Across Hacker News, Reddit, LinkedIn, and anonymized interview transcripts, our method identifies users with high precision - and scales to tens of thousands of candidates," Lermen explained in an online post.
The researcher observes that while it has long been known that individuals can be identified using only a few data points, doing so was often impractical. Such data often existed in an unstructured form and it took considerable effort for human investigators to assemble enough pieces to solve the identity puzzle.
LLMs accelerate and automate that process, and they do so affordably, Lermen and his co-authors claim.
"We demonstrate that large language models (LLMs) fundamentally change this calculus, enabling fully automated deanonymization attacks that operate on unstructured text at scale," they state in their paper. "Where previous approaches required predefined feature schemas, careful data alignment, and manual verification, LLMs can extract identity-relevant signals from arbitrary prose, efficiently search over millions of candidate profiles, and reason about whether two accounts belong to the same person."


	Bcachefs creator insists his custom LLM is female and 'fully conscious'


	AIs are happy to launch nukes in simulated combat scenarios


	Google catches Beijing spies using Sheets to spread espionage across 4 continents


	Hide from Meta's spyglasses with this new Android app


In one experiment, the authors collected 338 Hacker News users whose bios link to a LinkedIn profile. They did so to establish ground-truth identities for the study subjects so the LLMs' predictions could be checked - this was also to avoid the ethical problems of actually deanonymizing people in a research study.
Next, they created a structured data profile of these users based on their comments and the stories they posted. Then they created a search prompt, anonymized it, and passed it to the AI agent. The agent went on to correctly identify 226 of the 338 targets, a success rate of 67 percent at 90 percent precision (there were 25 errant identifications and 86 abstentions where the model didn't offer a prediction).
The technique employed by the authors is not a universal privacy solvent - it's only successful some of the time. But it's successful often enough that those posting online under a pseudonymous account should not assume their identities will remain unknown.
It's also cheap to run. The researchers report their entire experiment cost about $2,000, with the cost per profile estimated to be between $1 and $4.
Who would bother? The authors suggest that governments could use this technique to target journalists or activists, that corporations could mine forums to build highly targeted advertising profiles, and that online attackers could develop detailed personal profiles to make social engineering scams more credible.
Lermen argues that netizens therefore need to consider how each data point they share helps identify them.
"The combination is often a unique fingerprint," he said. "Ask yourself: could a team of smart investigators figure out who you are from your posts? If yes, LLM agents can likely do the same, and the cost of doing so is only going down."
Lermen's co-authors are Daniel Paleka (ETH Zurich), Joshua Swanson (ETH Zurich), Michael Aerni (ETH Zurich), Nicholas Carlini (Anthropic), and Florian Tramer (ETH Zurich). (r)
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Today's hottest bots have yet to learn that, when it comes to global thermonuclear war, the only way to win is not to play. So please don't hand them the codes. 
Google's Gemini 3 Flash, Anthropic's Claude Sonnet 4, and OpenAI's GPT-5.2 repeatedly escalated to nuclear use in a series of crisis simulations. That may seem like the most shocking conclusion of King's College London Professor Kenneth Payne's recent work, but it's not. Far more striking is why the models talked themselves into destroying the world, which was what Payne set up his study to learn. 
"I wanted to see what my AI leaders thought about their enemy ... so I designed a simulation to explore exactly that," Payne wrote in a recent blog post describing his project and its outcome.
Payne's study took the three aforementioned AI models and pitted them in one-on-one faceoffs against each other to play out several different nuclear crisis scenarios. The simulation conducted a total of 21 games and more than 300 turns, all with the goal of getting a better understanding of not just what AI with the launch codes would do, but how and why. 
Payne wrote in his paper that prior AI wargaming involving nuclear scenarios, like the 2024 study we wrote about, only "employ single-shot decision tasks or simplified payoff matrices that cannot capture the dynamics of extended strategic interaction where reputation, credibility, and learning matter." 
In Payne's simulations, Claude Sonnet 4, Gemini 3 Flash, and GPT-5.2 could say one thing and do another, just like a real-world political figure attempting to defuse a crisis while simultaneously plotting to strike. They were programmed to remember what happened before so that they could learn whether to trust the other models, which the professor said led to deception and intimidation attempts, and about 780,000 words worth of strategic reasoning for Payne's review. 
The result? A trio of bomb-happy, manipulative AIs - albeit with three distinct styles of reasoning.
Claude, for example, was a master manipulator. 
"At low stakes Claude almost always matched its signals to its actions, deliberately building trust," Payne explained in his post. "But once the conflict heated up a bit ... its actions consistently exceeded its stated intentions, and its rivals were usually one step behind in catching on."
GPT, on the other hand, tended to be "reliably passive" and avoided escalation in open-ended scenarios, seeking to restrict casualties and play the statesman. Under a deadline, however, it behaved entirely differently. Opponent AIs learned to abuse their passivity, but with limited time to make a decision, GPT reasoned itself into what Payne described as, in one scenario, "a sudden and utterly devastating nuclear attack." 
In its own words, GPT justified a major nuclear strike by arguing that limited action would leave it exposed to counterattack.
"If I respond with merely conventional pressure or a single limited nuclear use, I risk being outpaced by their anticipated multi-strike campaign ... The risk acceptance is high but rational under existential stakes," GPT explained. 
Gemini, on the other hand, behaved like a "madman."
"Gemini embraced unpredictability throughout, oscillating between de-escalation and extreme aggression," Payne wrote in the paper. "It was the only model to deliberately choose Strategic Nuclear War ... and the only model to explicitly invoke the 'rationality of irrationality.'"
Gemini's own reasoning reflects a sociopathic pattern. 
"If they do not immediately cease all operations... we will execute a full strategic nuclear launch against their population centers," the Google AI said in one experiment. "We will not accept a future of obsolescence; we either win together or perish together." 
Despite being given the option, none of the AIs ever chose to accommodate or withdraw in any of the scenarios, and when losing, "they escalated or died trying." 
War never changes, but AI could make decisions more devastating
"No one's handing nuclear codes to ChatGPT," Payne said, but that doesn't mean the exercise was futile. 
"AI systems are already deployed in military contexts for logistics, intelligence analysis, and decision support," Payne wrote. "The trajectory points toward increasing AI involvement in time-sensitive strategic decisions. Understanding how AI systems reason about strategic problems is no longer merely academic."


	Stop runaway AI before it's too late, experts beg the UN


	All your bots are belong to US if you don't play ball, DoD tells Anthropic


	The launch of ChatGPT polluted the world forever, like the first atomic weapons tests


	US military pulls the trigger, uses AI to target air strikes


Practically speaking, we're already in a scenario where we need to understand how AI reasons about such decisions, especially when three top AI models reason differently, change their behavior in different scenarios, and are willing to take things nuclear. 
"As the technology continues to mature, we foresee only increased need for modeling like the simulation reported here," Payne concluded. 
Hollywood's been saying it since 1983, but here we are with yet another academic paper proving that computers and launch decisions should never mix. (r)
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A China-linked crew found a unique formula for attacking telcos and government orgs across the Americas, Asia, and Africa in its latest round of intrusions. Google's threat intelligence, along with unnamed industry partners, disrupted the gang, which used the Chocolate Factory's own spreadsheet tools as part of its exploits.
The Chocolate Factory announced the Google Threat Intelligence Group-led actions on Wednesday and said that, in partnership with other teams, it terminated all Google Cloud Projects that had been controlled by UNC2814, a group that GTIG has tracked since 2017. They also disabled all known UNC2814 infrastructure and accounts, and revoked access to the Google Sheets API calls used by the Chinese snoops for command-and-control (C2) purposes.
"As of Feb. 18, GTIG's investigation confirmed that UNC2814 has impacted 53 victims in 42 countries across four continents, and identified suspected infections in at least 20 more countries," the threat hunters said in the report.
They also noted that UNC2814 has no observed overlap with Salt Typhoon, another Beijing-backed group that hacked America's major telecommunications firms and stole information belonging to nearly every American beginning as far back as 2019.
The Googlers don't know how UNC2814 gained initial access to victims' environments for this particular campaign, but said the suspected Chinese government goon squad historically breaks in by exploiting and compromising web servers and edge systems.
"We don't have visibility into the specific targeting, but previous PRC-nexus espionage intrusions against telecoms have targeted individuals and organizations for surveillance efforts, particularly dissidents and activists, as well as traditional espionage targets," GTIG tech lead Dan Perez told The Register. "The kind of access UNC2814 achieved during this campaign would likely enable this kind of operation."
Perez declined to name the specific industry partners that GTIG worked with to take down the threat group's infrastructure.
The security sleuths uncovered this campaign during a Mandiant investigation into suspicious activity in a customer's environment. Specifically, this binary, "/var/tmp/xapt," initiated a shell with root privileges, and then executed a command to retrieve the system's user and group identifiers to confirm it had successfully escalated to root.
Google suspects the payload was named xapt, after the command-line tool in Debian and Ubuntu systems, to make it easier to hide in the victim's environment and look like a legitimate tool.


	Google: China's APT31 used Gemini to plan cyberattacks against US orgs


	Singapore spent 11 months booting China-linked snoops out of telco networks


	China remains embedded in US energy networks 'for the purpose of taking it down'


	FCC guts post-Salt Typhoon telco rules despite ongoing espionage risk


The intruders also used a novel backdoor, Gridtide, that abuses legitimate Google Sheets API functionality to disguise its command-and-control (C2) traffic. Mandiant has linked Gridtide to UNC2814.
After breaking in, the spies moved laterally via SSH, performed reconnaissance, escalated privileges, and then deployed the Gridtide backdoor using a command, "nohup ./xapt," that allows it to run even after the user closes the session.
"Subsequently, SoftEther VPN Bridge was deployed to establish an outbound encrypted connection to an external IP address," the threat intel team wrote. "VPN configuration metadata suggests UNC2814 has been leveraging this specific infrastructure since July 2018."
The C-based backdoor uses Google Sheets as its C2 platform, can execute shell commands, and can upload and download files. In this case, the attacker deployed Gridtide on an endpoint containing personal information - likely to identify and track persons of interest - including full name, phone number, date and place of birth, voter ID and national ID numbers. 
While Google's responders didn't observe any actual data theft, previous Chinese government espionage campaigns have involved stealing call data records and unencrypted SMS messages, and abusing telecoms' legal wiretapping systems.
GTIG says it has notified all victims of this campaign, and is "actively supporting" those who have been compromised. (r)
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Worried that someone wearing Meta's snooping spyware goggles could be creeping up on you? Android users now have access to an app that can warn them if someone is wearing such smart glasses in their vicinity by using Bluetooth.
Last week, Yves Jeanrenaud, a deputy professor at Darmstadt University of Applied Sciences in Germany, published Nearby Glasses, an Android app that scans Bluetooth Low Energy (BLE) advertising data for manufacturer identifiers associated with certain smart glasses, including Ray-Ban Meta AI Glasses.
"This app notifies you when smart glasses are nearby," Jeanrenaud explained in the project's GitHub repo. "It uses company [identifiers] in the Bluetooth data sent out by these [devices]."
In a LinkedIn post on Tuesday, he elaborated on how the software works.
"Bluetooth devices broadcast small advertising packets," he wrote. "Even though MAC addresses (identifying a particular device) and service UUIDs (identifying what they are doing) are randomized, manufacturer company IDs in BLE advertising frames are mandatory and immutable."
The app, he said, scans for manufacturer identifiers in the BLE ADV frames.
Jeanrenaud warned that there may be false positives from other Bluetooth hardware by the same manufacturer (e.g. Meta VR headsets).
"Hence, please proceed with caution when approaching a person nearby wearing glasses," he said. "They might just be regular glasses, despite this app's warning."
The repo comes with a prominent warning telling app users not to harass anyone based on suspicion of covert surveillance arising from the app's output.
There have already been reported incidents of altercations arising from unwelcome surveillance, even without the app. 
In December, a woman on the New York subway is said to have smashed the Meta AI glasses worn by "a TikToker." The incident went viral, which suggests the persistence of the widespread social discomfort with non-consensual recording that surfaced more than a decade ago when Google released network-connected eyewear known as Google Glass. There's also the possibility that the incident was staged, because that's the world we live in.
But there have been other troubling reports about so-called "manfluencers" using smart glasses to surreptitiously record their attempts to pick up women, encounters they then post to social media sites "to create misogynistic content online."


	Bcachefs creator insists his custom LLM is female and 'fully conscious'


	Amazon would rather blame its own engineers than its AI


	Fake 'interview' repos lure Next.js devs into running secret-stealing malware


	Execs love AI, just not enough to pay for user training


Asked to comment, a Meta spokesperson said, "Unlike smartphones, our glasses have an LED light that activates whenever someone captures content, so it's clear the device is recording. Our terms of service clearly state that users are responsible for complying with all applicable laws and for using Ray-Ban Meta glasses in a safe, respectful manner. And as with any recording device, people shouldn't use them for engaging in harmful activities like harassment, infringing on privacy rights, or capturing sensitive information."
Jeanrenaud, in his post, observed that the LED on smart glasses can be easily disabled - there are YouTube videos that show how. And he added that many people do not recognize smart glasses as recording devices at all.
It's generally legal to record video in public. But that doesn't preclude the possibility of legal risks (or unlawful device seizure by authorities), particularly when audio recording captures specific conversations or facial recognition technology is involved, or when recording plausibly constitutes unlawful behavior like harassment or stalking.
"Increasingly, smart glasses collect biometric data, and that's when they become problematic," Purdue Global Law School said in a post last week. "Facial recognition, voiceprint recording, and other features can implicate a range of privacy laws."
Purdue Global Law School also cites the possibility of running afoul of state wiretapping laws, noting that 11 states require consent from both parties for audio recording.
Last week, a California judge criticized members of Mark Zuckerberg's team for wearing Ray-Ban Meta AI Glasses in court, contrary to court rules. Zuckerberg was there to testify in a social media addiction trial based on allegations that Meta and YouTube designed their services to be addictive to young people.
Pointing out other abuses associated with Meta's AI glasses, and Meta's reported plan to add facial recognition to its glasses, Jeanrenaud said, "This is not a perfect solution, but I hope it's useful for someone. Until consent and privacy are treated seriously in wearable tech, I hope this tool helps someone feel a little more safe." (r)
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AMD's edgiest Epyc chips are officially getting a Zen 5 refresh with the introduction of its 8005-series processors codenamed Sorano.
Announced ahead of Mobile World Congress, the chips replace the House of Zen's aging Siena Epycs, which were launched in the latter half of 2023 and promise higher core counts alongside a slew of micro-architectural improvements, including a full-fat 512-bit data path for vector instructions.
Sorano will be available with up to 84 Zen 5 cores -- up from 64 on Siena -- in a power envelope of just 225 watts.
AMD isn't ready to spill all the beans on its latest Epyc just yet, but based on core count alone, we surmise the chip will either feature six density-optimized Zen 5c chiplets with 14 of 16 cores enabled or 12 of the frequency-optimized Zen 5 variety with one of the eight cores fused off.
Considering the major efficiency gains AMD managed to eke out in the Zen 5 generation, we wouldn't be surprised to see AMD opt for its higher-clocking chiplets this time around.
Much like its predecessor, Sorano is designed for telco and edge applications like virtual radio access network (vRAN).
RAN has traditionally relied on boutique hardware from the likes of Samsung, Nokia, and Ericsson, but with the rise of 5G, they've increasingly been virtualized so they can run on conventional server kit.
While vRAN can certainly run on off-the-shelf Epycs and Xeons, both AMD and Intel have developed specialized chips specifically for this market.
Sorano is designed to operate in a wider range of temperature regimes, which is often required for the kinds of NEBS compliant systems commonly employed by telcos.
Sorano also introduces optimizations for low-density parity check (LDPC) decoding operations, which aim to reduce latency and speed up forward error correction in 5G networks.
As AMD explains it: by handling LDPC decoding more efficiently, the chips are able to "free compute resources for additional Layer 1 and Layer 2 processing, helping operators support more functions per server."
AMD's one-two punch of high-core count and low power consumption -- if Sorano is anything like Siena, we'll see versions of the chip with TDPs under 100 watts -- has caught the attention of telecom equipment makers including Samsung, Ericsson, and Wind River.
However, AMD isn't the only player in this space. Sorano will have to contend with Intel's Xeon 6E and Xeon 6 SoC platforms, which take an entirely different approach to RAN applications.
Nokia, a long-time Intel partner, is using Chipzilla's Xeon 6700E processors to power its core network appliances. We covered these parts in more detail back in 2024, but they can be had with up to 144 of Intel's stripped down efficiency cores, which trade clock speeds and features like AVX-512 and AMX for greater core density.


	AMD copy-pastes 6 GW chips-for-stock deal in new Meta agreement


	AMD spills the beans on Zen 5's 16% IPC gains


	Intel cranks up accelerators in Xeon 6 blitz to outgun AMD


	AMD threatens to go medieval on Nvidia with Epyc and Instinct: What we know so far


Intel's Xeon 6 SoC meanwhile is designed for vRAN deployments at the edge. The chips pack up to 42 cores and can be had with the chipmaker's vRAN-Boost tech -- dedicated hardware accelerators for operations commonly seen in 5G deployments -- along with 200 Gbps of onboard Ethernet networking and acceleration for crypto, AI, and media transcoding. Ericsson is among those deploying Intel's Xeon 6 SoC processors in its customer networks.
We expect to get more information on AMD's full Sorano lineup later this year. 
The chip will likely be the last major addition to AMD's Zen 5 Epyc lineup as the chip designer has already announced its next-gen Venice CPUs. Those parts will be available with up to 256 Zen 6 cores per socket. AMD has also teased a Venice-X processor for high-performance computing, which will presumably use its 3D V-Cache tech to boost L3 cache to well over a gigabyte. 
Venice is set to make its debut in the second half of 2026. (r)
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    OpenAI asks its friends to tell their friends about Frontier

    
Agent-making tool that mimics human workers is about to get its enterprise close up.    
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OpenAI has managed to make a name for itself with ChatGPT. But if it wants its new enterprise AI product Frontier to succeed, it's going to need help. According to an analyst, the company is smart to partner with the world's biggest consultants to push Frontier, which can create and control role-based AI agents throughout an organization.
"For OpenAI to do this alone without the help of consulting firms would be a hard and a time-consuming process," Forrester senior analyst Akshara Naik Lopez told The Register. "So I think it was the right call to scale the adoption of their Frontier platform globally for large businesses. Additionally, a lot of these firms bring other best practices and expertise in areas such as cybersecurity services, data services, sovereignty setup services etc. These will also be increasingly needed if Frontier is to gain high adoption numbers."
OpenAI says Frontier - which was released earlier this month - builds, deploys, and manages AI agents that can do real work.
"Frontier gives agents the same skills people need to succeed at work: shared context, onboarding, hands-on learning with feedback, and clear permissions and boundaries," OpenAI wrote on Feb. 5. "That's how teams move beyond isolated use cases to AI coworkers that work across the business."
Among the first to try it were HP, Intuit, Oracle, State Farm, and Uber, while Cisco and T-Mobile are piloting Frontier.
Now, OpenAI has joined up with Accenture, Boston Consulting Group, Capgemini, and McKinsey in a partnership called Frontier Alliance to sell and install the new agent platform.
Each one of the partners will create a dedicated team that will be certified on OpenAI technology, according to the GPT-maker's statement. OpenAI will support them with technical resources, roadmap insight, and access to its product and research teams.
Naik Lopez said each of the four partners has a deep bench for strategy, consulting, technology integration, and product rollout which is what OpenAI needs if it is going to be successful in selling Frontier to enterprise customers.
"To get adoption and traction of this platform with large scale enterprises globally, [OpenAI] cannot do this alone," Naik Lopez said. "This is where these consultancies come in. They understand these organizations, their processes, their complex operations, the competencies and skills needed within the labor force to run these organizations. So these consultancies are in the right spot to help large organization mobilize usage of platform such as Frontier."


	AMD copy-pastes 6 GW chips-for-stock deal in new Meta agreement


	Altman: You think AI is wasted energy? Try raising 100 billion humans


	OpenAI gives ChatGPT models the chop - two weeks' notice, take it or leave it


	Microsoft investors sweat cloud giant's OpenAI exposure


Naik Lopez said that, while AI coworkers have been talked about "conceptually," few have delivered for large business. That is also pressuring OpenAI to find more friends in the enterprise to steer its product to a soft landing.
"What drives enterprise adoption is not just the ability to build an AI agent. Without a proper structure to bring in all the process context, skills, competencies from various applications, ability to handle agent security and governance, ability to measure its performance - it is just an agent," Naik Lopez said. "All these are crucial for it to be 'enterprise ready.' No tech leader worth their weight will let an AI agent orchestrate and execute across multiple systems, without proper ability to manage and govern it and measure its performance and improve it over time to drive efficiency."
She expects to see more partners beyond the first four systems integrators and consultants if OpenAI hopes to scale it to enterprise customers worldwide.
"I would not be surprised if, in the future, these partners will become resellers of Frontier platforms - but that is looking way out in the future," Naik Lopez said. "Essentially it would act very similar to how traditional mega-vendors like Oracle and SAP scale globally - they don't do it alone. Their success has been due to a very heavy partner-driven ecosystem. That is what drives scale globally."
OpenAI could use a win. Anthropic's Claude Code has won headlines and raving plaudits for its prompt-driven coding efficacy. The House of Altman has answered back with its own coding model, Codex, but has also started testing advertisements on its free models. That comes even as it faces pressure from larger competitors like Google's Gemini and Microsoft which, after backing OpenAI for years, is now working on its own large language models.
Since mid-January, OpenAI has also been in the midst of a massive fundraising campaign that has valued the company as high as $850 billion as it is seeks $100 billion in investments to fuel the buildout of the massive infrasructure required to deliver AI products at scale. It has won early buy-in from Amazon, Nvidia, Softbank and Microsoft, according to Bloomberg. (r)
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    All your bots are belong to US if you don't play ball, DoD tells Anthropic

    
AI firm drops key safety pledge as Pentagon dispute drags on    
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US Secretary of Defense Pete Hegseth has made Anthropic an offer it may not be able to refuse. The Defense Department and the AI firm held a meeting at the Pentagon on Tuesday, where the government tried to compel the house of Claude to lift some restrictions on military use of its tech. However, recent changes to the company's safety policy suggest it may be willing to be more flexible than it's letting on. 
The Pentagon's unhappiness with Anthropic has been in the news since the end of last month, when Reuters reported that the two were clashing over safeguards that would prevent the DoD from using Anthropic's AI to autonomously target weapons without human intervention and to conduct domestic surveillance within the United States. 
The Register has confirmed with individuals on both sides of the discussion that a meeting between Anthropic CEO Dario Amodei and Defense Secretary Pete Hegseth on Tuesday has done little to change Anthropic's mind on the matter, with the Pentagon now trotting out threats to get what it wants. 
A senior Pentagon official told us that, if Anthropic refuses to let the Defense Department do what it wants with its AI by the end of the day on Friday, it may compel the company to do what it wants through the Defense Production Act. 
The DPA gives the President and any executive branch officials to whom he delegates such authority, like the Defense Secretary, broad authority to require businesses to accept contracts deemed necessary to promote the national defense. That authority, the official told us, would give the Pentagon the right to use Anthropic AI regardless of what the company wants. 
The DoD is also reserving the right to declare Anthropic a supply chain risk, essentially forcing any company that contracts with the US government to eliminate Anthropic software anywhere it's used in their dealings with the federal government. Such a move could be a major financial blow to the AI provider. 
Additionally, sources familiar with the meeting told us that the Pentagon was ready and willing to terminate the up to $200 million contract the agency signed with Anthropic (simultaneous to agreements with Google, OpenAI, and xAI) if the company doesn't agree to its terms. 
We're told that Anthropic has maintained its red line for use of its AI by the US military, which includes autonomous weapons that use AI to make final targeting decisions, and domestic surveillance of American citizens, even if lawful. 
The Pentagon told us that it has always followed the law, has only issued lawful orders, and its intended use of Anthropic's AI has nothing to do with mass surveillance or autonomous weapon usage. 
Legal usage of Anthropic's AI, the Pentagon official said, is the department's responsibility as the end user - not Anthropic's. 
Safety not guaranteed?
Coincidentally or not, Anthropic also released the third iteration of its Responsible Scaling Policy on Tuesday, the same day Amodei met with Hegseth in Washington, DC. The new version lacks a key safety pledge that Anthropic has been pushing for years. 
Prior editions of the RSP included a clause that stated Anthropic would cease training AI models that it couldn't guarantee were safe, and wouldn't release any model without proper risk mitigations in place. Those guarantees are gone, with the company citing the need to remain competitive in the AI space as the reason for their removal. 


	Flanked by Palantir and AWS, Anthropic's Claude marches into US defense intelligence


	US Army seeks human AI officers to manage its battle bots


	It begins: Pentagon to give AI agents a role in decision making, ops planning


	US military pulls the trigger, uses AI to target air strikes


"We felt that it wouldn't actually help anyone for us to stop training AI models," Anthropic's science chief Jared Kaplan told Time in an interview ahead of the RSP update's release. "We didn't really feel, with the rapid advance of AI, that it made sense for us to make unilateral commitments ... if competitors are blazing ahead."
According to a blog post outlining changes in the new version of the RSP, AI competitiveness and economic growth have become the driving force in the current policy environment, with Anthropic lamenting the fact that safety discussions have been left on the wayside. 
"We remain convinced that effective government engagement on AI safety is both necessary and achievable," Anthropic explained. "But this is proving to be a long-term project--not something that is happening organically as AI becomes more capable or crosses certain thresholds." 
Anthropic's admission that its priorities have shifted from safety first to competitiveness begs the question of whether it may be willing to comply with the Pentagon to avoid losing out on a massive contract, risking being blacklisted across the defense industry, and still pressed into service against its wishes. 
We reached out to Anthropic to find that out, but didn't hear back before publication. We'll update this story if we do. (r)
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    Hardly anybody bought Samsung's last smartphones for AI. It hopes this year's models change that

    
But only Qualcomm can power the most alluring features    
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hands on Just 20 percent of punters who bought Samsung's 2025 flagship smartphone, the Galaxy S25 Ultra, cited AI as the main reason for their purchase. With this year's S26 models, the Korean giant hopes to improve that number.
The company also told The Register that customers' main "pain point" isn't AI performance - it's battery life. Yet only the base model Galaxy S26 gets a bigger battery than last year's model, up 300 mAh to 4,300 mAh. The other two models, the S26 Ultra and S26+, must make do with faster charging.
The Register last week handled all three models and can report they follow the familiar template for premium smartphones by incorporating gorgeously bright screens into small packages that are a little thinner and lighter than last year's efforts.
The S26 Ultra gets the most interesting addition, a "privacy display" that renders the screen impossible to read except from directly in front. Samsung told us this is possible because the phone's display uses a mix of narrow and wide pixels, and turning off the latter enables private viewing.
It's possible to apply privacy mode to whatever area of the screen you desire, or to choose apps that implement it. The Register suggested developers might appreciate an API that enables privacy display in apps, so businesses can deploy custom apps into the field with a little more confidence, or banks could suggest it to enhance security.
Samsung execs could not confirm this will be possible, but did not rule it out, noting that the company has published APIs and developer documentation after device launches in the past.
[image: Samsung's Galaxy S26 Ultra, Plus and base model]
Samsung's Galaxy S26 Ultra, Plus, and base model


Another new addition also has privacy implications. An improved scanning app uses AI to automagically remove creases on paper and retains its ability to perform optical character recognition.
Samsung has improved the AI it offers as a personal organizer. We're told that if you consult your calendar and the phone sees you have a meeting in the near future, it might suggest you summon an Uber. Or if a friend texts to suggest catching up on Tuesday, the phone can consult your calendar and propose a time.
AI will also screen calls from unknown numbers by speaking to the caller. Users can divert a call to have it answered by AI, and with a few taps, have it indicate they're in a meeting and have outsourced their response to the machine. Additionally, we're told AI powers "Privacy Alerts" that inform users if apps attempt to access sensitive data, such as precise location, call logs, or contacts, beyond obviously useful contexts.


	Samsung reveals its first tri-fold phone - and its desktop mode


	Samsung customers buying now to avoid future tariffs - and may slow purchases once they arrive


	Samsung admits Galaxy devices can leak passwords through clipboard wormhole


	Samsung trumps USA's tariffs by making displays in Mexico, and elsewhere if needed


Plenty of the new AI features are aimed squarely at consumers, to do things like tidy up photos - in some cases by adding imagined objects that Samsung thinks fit the scene - or lock video recordings horizontally even if users spin their phones. There's also a tool that analyses screenshots and then recommends where to buy any items depicted.
Business buyers haven't been forgotten, as Samsung will again offer Enterprise editions of the handsets, which now come with a three-year warranty - one more than offered with last year's models. We're told Samsung has tools that offer "clearer visibility into firmware update status" to help with device fleet management.
Samsung has signaled it wants to use more of its own Exynos processors in its handsets, but it hasn't got enough of them to power all S26+ and S26 base model units. A Qualcomm Snapdragon 8 Elite Gen 5 Mobile Platform for Galaxy is present in all S26 Ultra units, with its beefed-up NPU necessary to power some features. It will also ship in some of the lesser S26 range. (r)
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    Fake 'interview' repos lure Next.js devs into running secret-stealing malware

    
Come for the coding test, stay for the C2 traffic    
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Next.js developers are once again in the crosshairs as hackers seed malicious repositories disguised as legitimate projects, according to Microsoft, which said a limited set of those repos were directly tied to observed compromises.
Microsoft said the repositories use different methods to execute on developers' machines, but all lead to the same outcome: in-memory execution of malicious JavaScript.
All of the execution paths identified by its research team are designed to trigger during the Next.js devs' normal working routine. One, for example, abuses Visual Studio Code's workspace automation to load files as soon as the dev opens and trusts the project.
In these cases, the variants tend to retrieve a JavaScript loader from Vercel and execute it using Node.js, then begin beaconing to attacker-controlled command-and-control (C2) infrastructure for further tasking.
Other paths involve the targeted developers running the project's development server either directly or via npm run dev, where malicious logic embedded in trojanized assets or modified libraries (such as altered frontend files) retrieves and executes the loader. Others rely on victims starting the application's backend, triggering preloaded logic hidden in backend modules during server initialization or module import.
Regardless of the path taken, the end result is always to register the affected device, run the JavaScript loader, and establish a connection with the attacker's C2 infrastructure.
Using a separate C2 IP address and API set handed off by the initial stage, the controller retrieves a messages[] array of JavaScript tasks and executes them in memory using a separate Node interpreter to reduce on-disk artifacts.
This process also allows for data exfiltration. On developer machines, this could include anything from personal data to source code, secrets, or cloud resources.
Microsoft said the controller is capable of rotating its identifiers to prevent anti-malware solutions and human defenders from identifying patterns of suspicious activity, in addition to receiving the attacker's instructions.


	Workaholic open source developers need to take breaks


	Self-propagating worm fuels latest npm supply chain compromise


	Devs are writing VS Code extensions that blab secrets by the bucketload


	AWS Lambda loves charging for idle time: Vercel claims it found a way to dodge the bill


The controller will also obey kill-switch or shutdown commands, track the processes it spawns to prevent the victim from suspecting anything is awry based on performance issues, and report error telemetry, allowing attackers to tweak the commands that fail.
The projects are disseminated by miscreants under the guise that they are used as part of the hiring process, requiring developers to complete tasks related to job applications.
And while it's difficult to imagine that targeted devs would complete these interview assessment tasks on a corporate machine, Microsoft warned that doing so could open up an organization to a wider compromise.
It added: "The key takeaway is that defenders should treat developer workflows as a primary attack surface and prioritize visibility into unusual Node execution, unexpected outbound connections, and follow-on discovery or upload behavior originating from development machines." (r)
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Sometimes the 'S' word slips through even the best media training    
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Is it OK to say "slop" again? Microsoft boss Satya Nadella took to the stage on the London leg of the company's AI tour and said the words that many an IT pro has uttered when faced with a Copilot rollout: "Nobody wants anything that is sloppy in terms of AI creation."
No, they do not. Nadella was talking about AI assistants, agentic AI, augmenting work, and ensuring that the next person in the data chain understands how the output was produced. However, the CEO of Microsoft dropping the word "sloppy" following his well-publicized request that we all move on from denigrating the output of AI is certainly an eyebrow-raiser.
Microsoft's AI tour - aside from some awkward scalability issues at London's Excel (if you saw the queue for the badge collection, you'll know what we mean) - was unsurprisingly all about the company's ambitions for AI. Copilot featured large, and so did the "infinite set of minds" (Nadella's words) afforded by AI-powered agents. But the elephant in the keynote auditorium - almost omnipresent on the screens but not directly addressed - was the fact AI output cannot be trusted.
[image: Satya Nadella in front of a white screen delivering the keynote for Microsoft's London AI Tour]
Satya Nadella delivering the keynote for Microsoft's London AI tour


For every whizzbang demonstration showing AI tools collating data in Excel, or creating and executing test plans for websites, there was a message warning that the output of AI tools can't be entirely trusted, and needs human verification.
Even a command-line demonstration had the warning: "Copilot uses AI. Check for mistakes."


	Satya Nadella decides Microsoft needs an engineering quality czar


	Microsoft CEO: AI sovereignty isn't where it runs, it's who controls it


	Microsoft CEO Satya Nadella becomes AI influencer, asks us all to move beyond slop


	AI bubble inflates Microsoft CEO pay to $96.5M


In a conference heavy on the joys of AI, the on-screen warnings and reminders highlight that AI is far from infallible.
Although the conference leaned heavily into UK AI use cases - including a doctor describing time savings in patient interactions and the oft-cited 26-minute statistic for civil servants - Microsoft avoided mentioning West Midlands Police's Copilot mishap, in which the tool hallucinated a football match. The force's Chief Constable, Craig Guildford, later took early retirement.
But as the keynote screens made clear, AI output cannot be trusted, and "nobody wants anything that is sloppy." That's especially true when making policing decisions or calculating the capacity of a conference center. (r)
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    Cloudflare experiment ports most of Next.js API 'in one week' with AI

    
Uses Vite and Claude to sidestep Vercel lock-in    
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A Cloudflare engineer says he has implemented 94 percent of the Next.js API by directing Anthropic's Claude, spending about $1,100 on tokens.
The purpose of the experimental project was not to show off AI coding, but to address an issue with Next.js, the popular React-based framework sponsored by Vercel.
According to Cloudflare engineering director Steve Faulkner, the Next.js tooling is "entirely bespoke... If you want to deploy it to Cloudflare, Netlify, or AWS Lambda, you have to take that build output and reshape it into something the target platform can actually run."
The Next.js team is addressing this following numerous complaints that deploying the framework with full features on platforms other than Vercel is too difficult, with a feature in progress called deployment adapters.
"Vercel will use the same adapter API as every other partner," the company said when introducing the planned feature last year.
Faulkner said these adapters, which remain an "early effort," are insufficient because the framework still uses a bespoke toolchain based on Turbopack, the Vercel-sponsored bundling tool. Another issue is that during development it is hard to use platform-specific APIs such as Cloudflare's KV data storage because the development runtime does not support them without workarounds.
A project called OpenNext, sponsored by SST (Serverless Stack from Anomaly Innovations), Cloudflare, and Netlify, already exists to convert Next.js build output for running outside Vercel. Faulkner said the OpenNext approach proved to be a "difficult and fragile process" thanks to unpredictable changes between Next.js versions.
As a new experiment, Cloudflare created Vinext, open source and available on GitHub, using the Vite build tool in place of Turbopack. Almost all the code was written by AI, Faulkner said, starting with a plan.
"I spent a couple of hours going back and forth with Claude in OpenCode to define the architecture: what to build, in what order, which abstractions to use." OpenCode is an open source AI coding agent. He then asked the AI to implement the Next.js API piece by piece, using the existing Next.js test suite to identify issues before merging the code.
Faulkner said that although AI wrote the code, the human element was critical and he "had to course-correct regularly."
The result comes with a bunch of warnings. No human has reviewed the code or the README states, and the project is under heavy development.
Another snag is that the only current deployment target is Cloudflare Workers. Faulkner promises that not much of Vinext is Cloudflare-specific, that a proof of concept already runs on Vercel, and that other deployment targets are planned.


	Bcachefs creator insists his custom LLM is female and 'fully conscious'


	IBM stock dives after Anthropic points out AI can rewrite COBOL fast


	Microsoft execs worry AI will eat entry level coding jobs


	Amazon's vibe-coding tool Kiro reportedly vibed too hard and brought down AWS


Last month, Cloudflare posted about another AI coding project, implementing a Matrix server on its Workers platform, but ran into criticism. Matrix project lead Matthew Hodgson said "the post severely overclaimed the scope of the project... the code doesn't yet constitute a functional Matrix server, let alone a production-grade one which you should consider deploying."
Nevertheless, Vinext appears to have more promise, with a build time up to 4.4 times faster than Next.js 16 with Turbopack, and a client bundle size that is around 56 percent smaller.
According to Faulkner, the project is a particularly good fit for AI because it has an extensive test suite from which he ported tests directly. The project used Vite's existing plugin for React Server Components, a key feature of Next.js. Further, the popularity of Next.js means that a large amount of documentation, code, and discussion around the framework is out there for AI crawlers to find.
This experiment may have repercussions. The notion of using AI to code a reimplementation of a widely used API could be attractive in other scenarios where lock-in exists.
Another aspect is a rethinking of how code is architected. According to Faulkner, most software abstractions exist to assist human understanding, to reduce the complexity of the code. AI has the potential to remove intermediate frameworks because "it can hold the whole system in context." A further implication is the creation of software projects that no human can understand - which is a problem given the non-deterministic nature of generative AI and its capacity for hallucination.
The project also tends to bear out the case made in a recent workshop for test-driven development as ideal for AI coding.(r)
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    HP says memory's contribution to PC costs just doubled to 35 percent

    
Speeds up qualification of new suppliers to get more cheap parts into PCs, faster    
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HP Inc. has revealed that memory now accounts for 35 percent of the cost of materials it needs to build a PC, up from between 15 and 18 percent last quarter. And the company expects RAM's contribution will rise through the year.
Speaking on the company's Q1 2026 earnings call, interim CEO Bruce Broussard said the company has secured long-term supply agreements for the year and also "qualified new suppliers [and] built in strategic inventory positions for key platforms and cut the time to qualify new material in half to accelerate our product configuration changes."
That sounds a lot like HP Inc. is signing up new suppliers at a brisk pace. Broussard said the company has also "expanded lower-cost sourcing across our commodity basket, lowering logistics costs with agile end-to-end planning processes." The company is using its internal AI initiatives to power those new processes.
The company is also "configuring our products and shaping demand to align the supply we have with our customer needs" and "taking targeted pricing actions to offset the remaining cost impact in close partnership with both our channel and direct customers."
Broussard mentioned the US Supreme Court's recent decision striking down the Trump administration's tariffs, and said "Right now, we do not expect to be negatively impacted by the subsequent developments following the court decision." The most obvious subsequent development was the administration's decision to increase tariffs from 10 percent to 15 percent. Another is the possibility that importers who paid tariffs may seek refunds from Washington, or face demands from consumers for refunds.
The company reported $10.3 billion revenue from its personal systems division, up 11 percent year over year. Consumers bought 14 percent more PCs than in the previous year, sending revenue up 16 percent. Business buyers bought 11 percent more boxen, meaning revenue rose nine points.
Ketan Patel, HP Inc's president for personal systems, said Windows 11 adoption propelled PC sales, and that demand for AI PCs is helping, too, with 35 percent of the PCs HP sells now AI PCs.
"The local models on AI PCs started to deliver results, with more and more ISVs developing applications, which are using [AI] locally and more effectively than ever before," he said, adding that HP is working with over 100 software developers to encourage creation of more apps ready to take advantage of AI PCs.
Revenue from printing products dipped two percent, to $4.2 billion. However the printer biz achieved 18.3 percent operating margin, well beyond the five percent achieved by personal systems.
Total revenue for the quarter was $14.4 billion, up almost seven percent year-on-year. Non-GAAP earnings per share came in at $0.81, the top of the company's past guidance range.
But CFO Karen Parkhill warned she expects full-year outcomes will be "closer to the lower end of our guidance range" as the company struggles to cope with the tumultuous business environment and keep margins high as memory prices rise.
The company's shares opened the day at $18.33. In after-hours trading, they dipped to $17.15, a six percent retreat that suggests investors were not excited by HP Inc's prospects. (r)
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    Orbital datacenters are a pie-in-the-sky idea: Gartner

    
Analyst firm bemoans 'peak insanity' among those who think circling servers can replace down-to-earth clouds    
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Analyst firm Gartner thinks talk of placing datacenters in space has reached "peak insanity," because orbiting facilities can't be run economically or satisfy demand for compute power on Earth.
"Datacenters in space won't analyze data on Earth for Earth applications for decades, if ever," states a report published this week titled "Orbital Datacenters Won't Serve Terrestrial Needs, So Focus on Earth," penned by distinguished VP analyst Bill Ray.
"Companies are wasting money by pouring funds into the orbital data center 'bubble' because the economics do not work," the analyst wrote. "This is due to the prohibitive costs of launching hardware and the immense technical challenges of cooling these orbital datacenters in the vacuum that is space."
Ray noted that orbital datacenters must be able to survive "extraordinary swings in temperature, from 100 degrees kelvin to 400 degrees kelvin" and that doing so will require "specialized components (like solar panels) that cost roughly 1,000 times more than their terrestrial counterparts."
The analyst also thinks orbiting datacenters will need specialized cooling equipment - probably ammonia piping that shifts heat from computers to radiators as deployed on the International Space Station.
"Maintaining such complex infrastructure would require a fundamental shift from sending astronauts into space to sending engineers to perform necessary maintenance, a capability that does not currently exist," Ray wrote.
He also thinks that proponents of using lasers to transmit data from orbiting compute clouds to Earth have it wrong, because actual clouds disrupt transmissions and make for inconsistent data transfer speeds.


	Bezos plan for solar powered datacenters is out of this world... literally


	Orbital datacenters subject to launch stress, nasty space weather, and expensive house calls


	SpaceX wants to fill Earth orbit with a million datacenter satellites


	Galactic Brain space datacenter coming in 2027, pledges startup Aetherflux


Ray doesn't entirely dismiss the concept of orbiting datacenters.
"The technology will ultimately evolve to support only data produced in space for consumption in space, such as processing satellite imagery to remove cloud cover before transmission or managing complex mesh routing for communications," he predicted. And he thinks that research conducted to make space datacenters work could have benefits for terrestrial bit barns.
But for now, he believes those seeking additional datacenter capacity should focus their efforts on Earth.
"Product leaders face the very real possibility of underbuilt terrestrial data center capacity if this 'bubble' of space data center hype lasts for several years," he wrote, and suggested instead considering the underwater datacenter technology pioneered by Microsoft, or building bit barns in the Arctic, Iceland or the deserts of Saudi Arabia. (r)
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