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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        Weak security means attackers could disable all of a city's public EV chargers
        Simon Sharwood

        Demonstrated in China, probably applicable elsewhere Black Hat Asia  Developers of rented internet of things infrastructure - stuff like public EV chargers and shared e-bikes - are prioritizing user convenience over security, and leaving themselves exposed to wide-scale denial of service attacks on their services.... 

      

      
        Anthropic admits it dumbed down Claude when trying to make it smarter
        Thomas Claburn

        System changes and bugs overlapped to create the impression of general decline Claude users who complained about the AI service producing lower-quality responses over the past month weren't imagining it....

      

      
        Dev targeted by sophisticated job scam: 'I let my guard down, and ran the freaking code'
        Jessica Lyons

        Legit-looking website, camera-on interviews, jokes about backdoors ... it worked EXCLUSIVE  It all started with a LinkedIn message, as so many employment scams do these days....

      

      
        Solid-state batteries hold more juice, but keep cracking up. Now researchers know why
        Brandon Vigliarolo

        Two teams, similar diagnosis: Ceramic electrolytes still refusing to cooperate With more capacity and faster charging, solid-state batteries could be the next big thing in energy. And good news: researchers may have pinned down one major reason these batteries still fail before they can reach widespread commercial use....

      

      
        Claude Opus 4.7 has turned into an overzealous query cop, devs complain
        Thomas Claburn

        Rising refusal rate from Acceptable Use Classifier leaves customers paying for nothing Anthropic's release last week of Opus 4.7 came with stronger safeguards to prevent misuse. Unfortunately, these safeguards have also managed to thwart legitimate use....

      

      
        Chinese attackers are pwning your infrastructure to use in attacks, 10 countries warn
        Jessica Lyons

        All the Typhoons, everywhere, all at once A majority of China-linked threat actors are using compromised routers and IoT devices worldwide, turning this gear into proxy networks to carry out further intrusions, steal sensitive data, and disrupt victim organizations' operations, according to a joint 10-country advisory.... 

      

      
        US Air Force department names firms to power its bases with mini nukes
        Dan Robinson

        Three vendors matched to three sites The US Department of the Air Force (DAF) has selected three companies for possible nuclear microreactor projects at three of its installations under a program aimed at improving energy resilience if the electricity grid goes down....

      

      
        YouTuber has DIMM idea, builds working DRAM in backyard
        Brandon Vigliarolo

        What are you doing to solve the memory crisis? If you follow PC hardware prices, you'll know AI demand has pushed memory prices higher as manufacturers prioritize memory for datacenters. To deal with that, you can pay through the nose, buy less memory, or ... try to build your own DRAM....

      

      
        Google explains why its all-in-one AI stack embraces competitors
        O'Ryan Johnson

        'Differentiated, but open' Google Cloud Next  Google Cloud's Andi Gutmans said that the company holds a structural advantage over its largest rivals in the race to win value from AI agents in the enterprise, arguing that no competitor currently combines cloud computing infrastructure, frontier AI models, and a data platform under one roof....

      

      
        Age checks could turn internet into an ID checkpoint, complains Proton CEO
        Carly Page

        Push to protect minors risks hitting everyone online Proton's boss has waded into the age verification fight with a warning that sounds less like child safety and more like an identity checkpoint for the entire internet....

      

      
        Microsoft gives your Word documents an AI co-author you didn't ask for
        Carly Page

        Also rolls out agentic Copilot in Excel and PowerPoint, letting 21st century Clippy lend a... hand Microsoft is giving Copilot the power to stop suggesting edits and start making them.... 

      

      
        Datadog digs down into GPU efficiency as AI costs soar
        Joe Fay

        Down to you to work out the value Datadog has added GPU monitoring to its observability stack, giving AI-hungry organizations more insight into exactly what's happening on their most expensive silicon....

      

      
        Everpure 'takes the hit' as AI-fueled supply crunch drives prices up 70%
        Carly Page

        Storage vendor predicts current crunch will outlast COVID disruptions The supply crunch gripping the storage market has pushed Everpure - the artist formerly known as Pure Storage - to reassure customers it won't make things worse....

      

      
        Nancy Grace Roman Space Telescope trumps Trump cuts, is launch-ready ahead of schedule
        Richard Speed

        Revolutionary telescope aiming for space after multiple near death experiences NASA's Nancy Grace Roman Space Telescope is ready for launch ahead of schedule despite repeated attempts by both Donald Trump's first and second administrations to cut funding.... 

      

      
        American farms have a new steward for their safety net, disaster programs... Palantir
        Lindsay Clark

        Wins $300M deal over Salesforce, IBM because of 'integration with existing USDA systems,' among other things Palantir has won a $300 million contract from the US Department of Agriculture (USDA) to support the National Farm Security Action Plan (NFSAP) and modernize how USDA delivers services to America's farmers....

      

      
        AI now gobbling up power and management chips for servers
        Dan Robinson

        Bad news for multiple general server components as vendors switch to more lucrative gear The chip shortage is spreading to power and management controller silicon, threatening server shipments as vendors prioritize capacity for higher-margin AI server products....

      

      
        Medical data of 500k Biobank volunteers listed for sale on Alibaba, UK minister reveals
        Connor Jones

        World's largest biomedical dataset lifted and shifted on Chinese mega marketplace Updated  Details of volunteers of UK-based Biobank, which describes itself as the custodian of the world's most comprehensive biomedical dataset, are for sale on Chinese ecommerce site Alibaba....

      

      
        Hybrid clouds have two attack surfaces and you're not paying enough attention to either
        Simon Sharwood

        Windows Admin Center flaws mean on-prem can attack cloud, and vice-versa Black Hat Asia  Israeli researchers found a series of flaws in Microsoft's Windows Admin Center (WAC) and suggest this shows hybrid cloud management tools are a two-way attack surface that users don't spend enough time worrying about....

      

      
        Musk bets Tesla's AI future on Intel node that isn't finished yet
        Carly Page

        EV maker leaning on still-in-development 14A process for Terafab, says it needs to build own silicon Elon Musk used Tesla's latest earnings call to reveal plans to build AI chips on Intel's not-yet-finished 14A process - a bet on silicon that doesn't exist.... 

      

      
        AI bats away ping-pong challenge as rise of the machines continues
        Lindsay Clark

        Sony project claims a significant breakthrough with applications in task requiring speed and accuracy Rise of the Machines  The ancient games of chess and Go are now mere staging posts in the journey toward robots demonstrating their superior performance to humans - the machines can now beat us fleshbags at ping-pong....

      

      
        If malware via monitor cables is a matter of national security, this might be the gadget for you
        Connor Jones

        Orgs can now buy UK cyber agency engineered commercial gadget, but details are slim GCHQ's cyber arm has entered the hardware game with its first device designed to prevent cyberattacks on display devices....

      

      
        Google Meet or Google Mute? Even CEOs get borked sometimes
        Richard Speed

        Video conferencing has tripped us all up. Now cloud chief Thomas Kurian gets his turn Bork!Bork!Bork!  The curse of Bork is no respecter of status or class. It does not differentiate between a high-flying executive and a lowly worker. And so it was that Google Cloud CEO Thomas Kurian came unstuck due to some all-too-familiar video-conferencing struggles....

      

      
        Using the password 'admin123' wasn't as bad as sharing it on Slack
        Avram Piltch

        Keeping it simple for the developers can lead to very complex headaches later PWNED  Welcome back to PWNED, the column where we celebrate the people who've taught us how not to secure a server. If you've ever tied your own shoelaces together, then tripped over them, or attempted to dive into a swimming pool but hit your head on the diving board, we'll be talking about your cyber equivalent.... 

      

      
        Stale gov.uk pages are feeding AI overviews old data and Brits are believing it
        SA Mathieson

        Whitehall content teams play whack-a-mole with zombie pages as Google hoovers up the lot AI overviews from the likes of Google are serving up false summaries of UK government information by drawing on stale GOV.UK pages, according to content designers at the Department for Business and Trade (DBT)....

      

      
        Pass the key, passwords have passed their sell-by date
        Connor Jones

        NCSC passes judgment: passkeys pass muster, passwords fail The UK's National Cyber Security Centre (NCSC) has officially endorsed passkeys as the default authentication standard, marking the first time the agency has told consumers to move away from passwords entirely....

      

      
        Kubernetes explains the release that kills Ingress NGINX with Japanese poetry and art
        Simon Sharwood

        Release team sets new standard for release notes by linking between Version 1.36 and classic print The Great Wave off Kanagawa Kubernetes issued a new release called "Haru" on Wednesday, and the release notes and logo might be more interesting than the software....

      

      
        Workday, Rippling, and Slack flunk data access test, claims Fivetran
        Lindsay Clark

        Report also slams multiple vendors for poor data integration and egress fees Workday, Rippling, and Salesforce-owned Slack rank among the worst performers for enterprise data movement, according to a new industry benchmark tracking the speeds needed to power analytics, machine learning, and AI agents....

      

      
        Google unleashes even more AI security agents to fight the baddies
        Jessica Lyons

        Along with a bunch of new services to make sure those same agents don't cause chaos Google Cloud Next  Google Cloud chief operating officer Francis deSouza has summed up his company's security strategy du jour as follows: "You need to use AI to fight AI."...

      

      
        Forget one chip to rule them all: With TPU 8, Google has an AI arms race to win
        Tobias Mann

        x86 gets the boot as Google pairs up its TPUs with some Arm-based Axion cores Google Cloud Next  Google unveiled two new in-house AI accelerators at its annual Cloud Next conference in Las Vegas on Wednesday: one designed to speed up training and another aimed at driving down model serving costs....
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    Weak security means attackers could disable all of a city's public EV chargers

    
Demonstrated in China, probably applicable elsewhere    


    
        By 
Simon Sharwood        
    

    
        Posted in Security,
        
            24th April 2026 04:10 GMT
        
    


    
Black Hat Asia Developers of rented internet of things infrastructure - stuff like public EV chargers and shared e-bikes - are prioritizing user convenience over security, and leaving themselves exposed to wide-scale denial of service attacks on their services.
That frightening thesis was the subject of a Friday talk at the Black Hat Asia conference, delivered by Hetian Shi, a hardware and IoT security researcher at China's Tsinghua University.
Shi told the conference the very nature of rented IoT services means they have a unique security problem: Anyone can access devices and examine them for vulnerabilities. The researcher conducted his probes with permission, and disclosed the results ethically - for which we should all be thankful because he discovered that some rentable devices include either a debugging port or a UART connector that makes examining their operations an uncomplicated task for an educated attacker.
His own efforts yielded evidence of shared authentication keys in device firmware, and backend services that don't properly authenticate users.
The researcher also investigated the apps that rentable IoT providers publish so consumers can access their services and again found weak security that allowed him to do things like create phantom clients that rentable IoT services could not distinguish from actual customers. Using phantom clients makes it possible for an attacker to charge cars or rent scooters at zero cost.
Shi said the techniques he's developed can also compromise personal information by exposing rentable IoT services' back ends.


	Hybrid clouds have two attack surfaces and you're not paying enough attention to either


	EV charger biz ELECQ zapped by ransomware crooks, customer contact data stolen


	Pwn2Own Automotive 2026 uncovers 76 zero-days, pays out more than $1M


	Tesla asks customers to stop being wet blankets about chargers


He's created a tool called "IDScope" that makes it possible to exploit many of the flaws he found and during his talk demonstrated it by running the iOS app for a Chinese provider of public electric vehicle charging stations.
Shi asked the audience to nominate a Chinese city - Shanghai was the popular choice - and then looked up available chargers in People's Square, a major shopping and recreation district. The app produced a list of chargers and which ones were available to use.
Shi asked the audience to choose which of the available chargers he should attack, noted the ID number for that charger listed in the app, entered that number into a script. A second or two later, the icon in the app for that charger changed color from green - which denotes availability for charging - to the grey hue that indicates a disabled port.
The app was in Chinese and your correspondent can't read that language so I can't say with certainty what I witnessed, but the demo drew spontaneous applause from others in the audience - and plenty of people here at Black Hat have come from the Chinese-speaking world.
Shi thinks the techniques he created also make it possible to deny service, and do so at scale - creating the possibility of taking out an entire city's network of EV chargers.
And not just in China: The researcher tested 11 apps published by European providers of shared bikes and scooters, and found similar problems - suggesting his findings will be applicable elsewhere.
He theorized that the flaws he found are the result of developers trying to build services that users find convenient, at the expense of security. (r)
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    Anthropic admits it dumbed down Claude when trying to make it smarter

    
System changes and bugs overlapped to create the impression of general decline    


    
        By 
Thomas Claburn        
    

    
        Posted in AI + ML,
        
            23rd April 2026 23:26 GMT
        
    


    
Claude users who complained about the AI service producing lower-quality responses over the past month weren't imagining it.
Anthropic on Thursday published the results of a company investigation that found three distinct changes in March and April made things worse for customers using Claude Code, the Claude Agent SDK, and Claude Cowork.
Claude's API, the company says, was not affected.
Claude users complained bitterly about the quality of Claude's output during March and April, and service availability problems only made matters worse.
Anthropic insists it didn't degrade its models intentionally. Rather, several adjustments went awry and those missteps created the perception of creeping AI incompetency.
First, on March 4, Anthropic adjusted Claude Code's default reasoning effort level from high to medium. Effort level controls how much effort the model puts into a particular reasoning task. Anthropic hoped the change it made would reduce the latency that followed from longer periods of cogitation.
"This was the wrong tradeoff," the company said. "We reverted this change on April 7 after users told us they'd prefer to default to higher intelligence and opt into lower effort for simple tasks."
Presumably, turning down the default effort level on Opus 4.6 and Sonnet 4.6 would also have lightened the inference burden - models would "think" less and consume fewer tokens, using limited capacity more judiciously.
The latest Claude Code build, v2.1.118, defaults to "xhigh" on Sonnet 4.6.
Anthropic's second misfire was a bug introduced on March 26 when a cache optimization change ended up clearing cached session data with every turn of the prompt and response cycle.
Claude caches input tokens for an hour, which benefits the user by making sequential API calls faster and cheaper. Company engineers decided they wanted to clear output tokens (thinking sessions) for users who were idle for an hour, since the cache would not be used after that much time.


	GitHub opts all CLI users into telemetry collection whether they want it or not


	Microsoft gives your Word documents an AI co-author you didn't ask for


	Dev targeted by sophisticated job scam: 'I let my guard down, and ran the freaking code'


	AI now gobbling up power and management chips for servers


Anthropic's motive for the change was to reduce the cost of resuming a session by disposing of old thinking traces that would no longer be relevant. Instead, engineers - Claude? - introduced a bug that cleared thinking sessions with each turn. The result was that Claude became "forgetful and repetitive." This was fixed April 10 for Sonnet 4.6 and Opus 4.6.
Third, on April 16 Anthropic revised its system prompt, among other measures, in an effort to make Claude models less verbose. The added passage sounds harmless:


"Length limits: keep text between tool calls to [?]25 words. Keep final responses to [?]100 words unless the task requires more detail."


Following several weeks of internal testing, model quality evaluations suggested the change was safe. But after shipping the amended system prompt in conjunction with the release of Opus 4.7, subsequent ablation tests - which involve removing system prompt instructions to measure the effect of their absence - revealed a three percent performance drop for both Opus 4.6 and 4.7. The relevant system prompt adjustment was reverted on April 20.
Anthropic is promising it will conduct more internal tests for future public builds of Claude Code, improvements in its Code Review tool, better evaluation of system prompt changes, and a new @ClaudeDevs account on social media site X "to give us the room to explain product decisions and the reasoning behind them in depth."
This only a day after head of growth Amol Avasare took to X to explain an unannounced A/B test and said the company would try to communicate more directly, so people don't have to hear about issues through social media channels like X and Reddit.
To help customers rediscover the state of being comfortably numb, the AI reset account usage levels for everyone.
"This isn't the experience users should expect from Claude Code," the company said. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/04/23/anthropic_says_it_has_fixed/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/04/23/job_scam_targeted_developer/
    

    Dev targeted by sophisticated job scam: 'I let my guard down, and ran the freaking code'

    
Legit-looking website, camera-on interviews, jokes about backdoors ... it worked    


    
        By 
Jessica Lyons        
    

    
        Posted in Security,
        
            23rd April 2026 21:38 GMT
        
    


    
EXCLUSIVE It all started with a LinkedIn message, as so many employment scams do these days.
A recruiter claiming to work for a blockchain firm called Genusix Labs invited Boris Vujicic, a web developer based in Serbia, to apply for a full-time, remote developer job with the company.
Vujicic is no stranger to recruitment scams. He told us he received messages like this daily, and his personal record is eight in one day. Plus, he used to work for Step Finance before a breach and subsequent $40 million cryptocurrency heist shuttered the decentralized-finance biz earlier this year.
"Everybody I know who is in the crypto world and looking for a job is targeted using these hacks," Vujicic said in an interview with The Register. 
He usually ignores these messages, or sometimes toys with the senders, to "waste their time and, as a challenge, to search for where their viruses are hidden."
But this one looked legit. The company had a LinkedIn profile and a seemingly average website with headshots of the "Leadership Team" that matched up with the individuals' messaging and seeking to interview Vujicic. The first interview with HR - an employee named Zam Villalon (listed and pictured on the company's website) was a camera-on Zoom call, and "didn't look like a cheap deepfake," Vujicic said.
"It felt natural, her face itself didn't seem fake, her English was amazing, nothing seemed off," he remembers.
Vujicic agreed to move on to the second round: a technical interview with two engineers, one of whom was listed and photographed on the company website, too. Again, nothing felt off about the interview, and Vujicic said he enjoyed the conversation. The three even joked about all the job scams targeting developers and crypto companies.
At the end of that interview, the engineers asked if they could send Vujicic a live-coding test, and he agreed. 
"Before running I said I'd check for anything suspicious," he wrote in a series of X posts detailing his experience with the scammers. "They smiled. 'Feel free to look for backdoors.'"
The scammers told him: "Examine the code, make sure it's not suspicious. You can run it in any cloud environment," Vujicic told us. "They reassured me - and they did a good job - to get me to let my guard down, and just run the freaking code."
He ran the freaking code. And a macOS popup appeared: "patch[.]sh wants to run as a background process."
Vujicic ended the interview, turned off his Wi-Fi, and started hunting for the malicious script, which he found in a temporary camera-driver folder on his computer, named camdriver[.]sh. "The script is very sophisticated and beautiful - I like the code," he said. "Whoever wrote the code is a very smart guy."
The attack, he said, "was hidden inside a dependency of a dependency," and once he ran the fake coding test, a shell script silently executed in the background with no indication that anything was amiss. 
"It checks for your CPU architecture, and then, based on that, downloads the appropriate virus," he said, adding that the code sets itself to automatically restart every time the computer boots.
Then it downloads a backdoor written in Go that uses a custom RC4-encrypted protocol and includes commands for shell execution, file theft, Chrome password extraction, Keychain exfiltration, and crypto-wallet targeting.
Vujicic immediately stopped all of the malicious scripts running on his machine, and manually removed the malware, file by file. 
Still, in the short time - 56 seconds total - the code was running before he killed his Wi-Fi, the crooks had collected 634 saved Chrome passwords, Vujicic's macOS keychain, and his MetaMask wallet data. "Every saved password - banking, email, GitHub - was readable on their end," Vujicic wrote on X.
He has since changed all of his passwords, and told us the digital thieves didn't steal any of his crypto.
Vujicic says his initial feeling after realizing he'd been scammed was shame. "I was like, Why? Why was I so stupid? Why did I do this?"
He initially told the "engineers" that he didn't feel comfortable running the GitHub repo, and says they offered to come up with a different way for him to take the coding test, possibly using an online editor. "They weren't pushing me to run it," Vujicic said, and that non-pushiness is what made him feel comfortable enough to trust the fraudsters and run the code.
Vujicic reported the fake company GitHub repository to both npm and GitHub, the Genusix profiles to LinkedIn, the domain to web hosting provider HostGator, and the IP address to AbuseRadar. 


	AI security startup CEO posts a job. Deepfake candidate applies, inner turmoil ensues


	A simple AI prompt saved a developer from this job interview scam


	Fake North Korean IT workers sneaking into healthcare, finance, and AI


	Two different attackers poisoned popular open source tools - and showed us the future of supply chain compromise


He also forwarded all the logs and artifacts to the incident responders at zeroShadow who previously investigated the Step Finance breach, and Vujicic told us the blockchain intelligence firm believes North Korean government-linked attackers were behind both the earlier company compromise and recruitment scam targeting Vujicic. He said both used the same code and the same tactics.
"It's very scary," he said. "Scams are becoming more and more sophisticated. How do you not fall for it?"
Vujicic can already see the progression. "What if they do a regular interview, they don't push any kind of scam link that I need to click, we talk about money, they send me a contract, they say 'come work with us.'"
So Vujicic - or any developer - believes he's been hired on as a remote worker, then he's invited to join the company's Slack channels or Discord server. "They can give me fake onboarding documents, give me fake tasks to work on, and push a virus in a day or two." 
And then they steal his credentials, drain his crypto wallets, infect his registries, and compromise his CI/CD pipelines, as we've seen in recent developer-targeted attacks.
When it comes to scammers seeking to steal developers' secrets and compromise their environments, Vujicic worries "that's the next step that's gonna happen -  if it's not happening already." (r)
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    Solid-state batteries hold more juice, but keep cracking up. Now researchers know why

    
Two teams, similar diagnosis: Ceramic electrolytes still refusing to cooperate    


    
        By 
Brandon Vigliarolo        
    

    
        Posted in Science,
        
            23rd April 2026 21:15 GMT
        
    


    
With more capacity and faster charging, solid-state batteries could be the next big thing in energy. And good news: researchers may have pinned down one major reason these batteries still fail before they can reach widespread commercial use.
A team at the Max Planck Institute for Sustainable Materials in Dusseldorf, Germany, published its findings in Nature on Wednesday, saying it has identified a key mechanism behind cracking in the ceramic solid electrolytes that distinguish solid-state batteries from the liquid-electrolyte designs used in most modern electronics.
As mentioned above, solid-state batteries swap a liquid electrolyte for a solid one, which offers several potential advantages. Energy density can be higher, cells can be made smaller and lighter, and some designs may allow faster charging and longer operating life than conventional lithium-ion batteries. They are also generally considered safer because solid electrolytes are less flammable than liquid ones and cannot leak.
Unfortunately, the very same thing that makes them superior - the solid electrolyte - is also what makes SSBs prone to failure. Typically made of a ceramic material, these electrolytes can develop microscopic cracks that plated lithium from the metal anode may fill as it grows through the material, forming dendritic filaments inside the electrolyte. If those filaments continue to propagate, they can extend cracks and eventually short-circuit the cell.
The Max Planck team believes it has identified what drives that dendrite-induced fracture in its garnet electrolyte samples, and has also proposed a couple of possible ways to limit the damage in future solid-state battery designs.
As explained in the paper, there are two theories for how dendrites fracture the electrolyte: either internal stress within the lithium dendrite causes the ceramic to break, or electron leakage at grain boundaries promotes isolated lithium nuclei that later interconnect and contribute to short-circuiting.
By prepping a number of samples subjected to vacuum conditions at a cryogenic temperature to eliminate influences from outside forces, the Planck team said that it found proof that dendrite-induced cracking has everything to do with mechanical stress. 
Not only was there no lithium enrichment ahead of the tip of dendrites they studied, meaning the electron leak theory is out, but stress measurements made the mechanical failure theory seem likely to be true. 
"The soft lithium metal is able to penetrate the stiff ceramic electrolyte, like a continuous waterjet that penetrates a rock," lead author Yuwei Zhang said in a press release from the Planck Institute. "We calculated that hydrostatic stress in the dendrite leads to brittle fracture of the solid electrolyte in the end." 
Not only did the team conclude that mechanical failures are the source of dendrite-induced short circuiting, but they also did initial research into how to stop the fractures, too. 
Zhang and his colleagues propose some possible solutions for electrolyte fractures: First, they suggest coming up with tougher solid electrolytes that'd simply resist cracks. Failing that, there's the second option, which sees the team suggesting that SSB makers leave microscopic voids in the electrolyte to force dendrites to take a path that prevents fracturing and inhibits growth. That, or just coat the lithium anode with something that'd stop cracks from forming. 
It's a pretty simple solution on its face, though there's surely plenty of complex chemistry involved that'll take researchers years to sort out - we asked the Planck team when its recommendations might be tested more broadly, but didn't hear back. 
Don't rule out chemical contributions yet
The Planck team's answer to a question that's plagued battery experts for decades comes just a couple of weeks after a team from the Massachusetts Institute of Technology similarly published research in Nature saying they found pressure and mechanical forces alone aren't causing ceramic electrolytes to shatter: There's an electrochemical reason for the failure, too. 


	Machine learning could yield faster, cheaper lithium-ion battery development


	DARPA looking for battery that could power a laptop for months


	Heat can make Li-Ion batteries explode. Or restore their capacity, say Chinese boffins


	Li-ion roars can predict early battery failure, MIT boffins say


"Normally you would expect that the faster a dendrite grows, the more stress it creates," senior author and MIT materials science professor Yet-Ming Chiang said of his team's findings. "Instead, we observed exactly the opposite. The faster it grew, the lower the stress around it, meaning the solid electrolyte is breaking under a lower stress." 
That, said Chiang, means mechanical force isn't solely to blame, and is indicative of embrittling happening in the electrolyte. 
By turning to a cryogenic scanning transmission electron microscope, the MIT team was able to study the electrolyte at practically the atomic scale, which they said showed evidence of ionic current passing through the electrolyte and causing it to become brittle, contributing to fractures. 
Not only is there a chemical component causing the electrolyte breakdown in the eyes of the MIT team, but they also said that they spotted a concentrated flow of lithium ions at the tip of the dendrites they studied. 
Lead author and MIT materials science and engineering PhD candidate Cole Fincher told The Register in an email that he finds the Planck team's discovery complementary to his.
"In our previous work in Joule, we showed that dendrite growth is a mechanical fracture process," Fincher explained. "In our Nature paper, we show that electrochemistry weakens the solid electrolyte, and assists this fracture process."
In other words, consider the MIT team's recent publication to be yet more evidence pointing to the shortcomings of the current generation of solid-state battery electrolytes. It sure is great to know what's holding up a leap in energy storage technology, but equally disheartening to know the only solution is doing more difficult science to find superior electrolyte materials.
Two steps forward, one step back, as they say. (r)
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    Claude Opus 4.7 has turned into an overzealous query cop, devs complain

    
Rising refusal rate from Acceptable Use Classifier leaves customers paying for nothing    


    
        By 
Thomas Claburn        
    

    
        Posted in AI + ML,
        
            23rd April 2026 20:47 GMT
        
    


    
Anthropic's release last week of Opus 4.7 came with stronger safeguards to prevent misuse. Unfortunately, these safeguards have also managed to thwart legitimate use.
Opus 4.7 arrived on the heels of Anthropic's announcement of Mythos, a model supposedly too capable of vulnerability discovery and exploitation to give to the public. While that appears to be a self-serving assessment of the model's risk, the company decided to use Opus 4.7 as a test bed for hypervigilant guardrails.
"We are releasing Opus 4.7 with safeguards that automatically detect and block requests that indicate prohibited or high-risk cybersecurity uses," the AI biz said. "What we learn from the real-world deployment of these safeguards will help us work towards our eventual goal of a broad release of Mythos-class models."
Anthropic could learn a lot by poring over the complaints in its GitHub repo for Claude Code. Objections to the company's Acceptable Use Policy (AUP) classifier have surged and customers are having trouble getting legitimate work done. 
With greater security, come more false positives - Claude has become overcautious, refusing to respond to harmless requests. A Claude-compiled graph of complaints about AUP refusals tells the story:
[image: Graph of Claude issues concerned about model refusals]
Graph of Claude issues concerned about model refusals - Click to enlarge


Claude Code users have raised concerns about invalid refusals in GitHub issues posts for months, but until recently, the rate has been fairly consistent. 
There were about two or three complaints of this sort per month from July 2025 through September 2025. One such issue was #4373, "Memory authorization code from claude.ai triggers API policy error."
From October 2025 through November 2025, AUP-related refusals rose to around five to seven per month, with issues like #8784, " Claude 4.5 Throws API Error: Claude Code is unable to respond to this request for normal requests randomly."
In December, there were only a few relevant complaints, possibly due to the US holiday slowdown. 
In January, the number of complaints was back to around eight. The developer submitting #16129, "Repeated False AUP Violations in Claude Code," said, "Technical software development conversations should not trigger AUP violations. The safety filter appears overly aggressive on benign content." The numbers were similar in February and March.
Then the dam broke in April.


	Anthropic's super-scary bug hunting model Mythos is shaping up to be a nothingburger


	Anthropic tests how devs react to yanking Claude Code from Pro plan


	OpenAI now lets you screenshot your privacy in the foot


	Age checks could turn internet into an ID checkpoint, complains Proton CEO


In April, devs have filed more than 30 reports of claimed false positives related to security, general development use, and science refusals.
These include:

	Issue #48442, "Persistent AUP false positives -- 40+ per 4 sessions, across unrelated projects (psychology book, web app, infra, bot)," deals with Claude's refusal to process various Russian prompts.


	Issue #49751, "Opus 4.7 flags standard computational structural biology as Usage Policy violation, regression from 4.6," which describes computational structural biology tasks being flagged.


	Issue #50916, "Usage Policy Issues," from Golden G Richard III, director of the LSU Cyber Center and Applied Cybersecurity Lab, discusses how Claude refused to read his cybersecurity lab. He wrote, "I expect that for $200+ per month, basic help with editing tasks will not be rejected. This is a lab associated with my textbook, Cybersecurity in Context, and while I am abundantly aware of the potential malicious use cases of AI models for cyber attacks, et al, the model refusing to proofread a lab containing simple crypto exercises is absurd. If the models are going to be hamstrung to the point where cybersecurity educators and researchers (I'm both) can't use them, how is this positively impacting security?"


	Issue #48723, "Constant AUP violation errors when Claude Code reads raw data files (example included)," describes how Claude throws an AUP error when asked to read a PDF of a Hasbro Shrek toy ad. The developer who posted the issue subsequently identified specific PDF content stream syntax in the file that caused Claude to refuse further work. It translates to "CHARACTER OR FOR DONKEY UNDERNEATH."


	Then there's issue #49679, "Cyber Use Case Exemption Granted and works with Claude Chat but still keep getting FPs from safety system when using Claude Code API access. Approved Cyber Use Case Exemption not fully propagating to API in Claude Code using Opus." It describes how the special exemption that Anthropic has set up to allow security researchers access to bypass security guardrails doesn't work on the API.


And there are many other recent examples of dubious refusals, including: #50795, #51352, #51794, #52086, #50494, #49904, #46147, and #51248.
Some of the uptick presumably can be attributed to a growing user base. With more Claude customers, there are more people reporting problems. But there are also clearly a lot of Claude users being shut down by an overaggressive AUP classifier.
Given how the leaked Claude Code source uses regex patterns for sentiment analysis, it may be that the AUP classifier takes a similar shortcut by just checking for forbidden words without considering the context.
Anthropic did not respond to a request for comment. (r)
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    Chinese attackers are pwning your infrastructure to use in attacks, 10 countries warn

    
All the Typhoons, everywhere, all at once    
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A majority of China-linked threat actors are using compromised routers and IoT devices worldwide, turning this gear into proxy networks to carry out further intrusions, steal sensitive data, and disrupt victim organizations' operations, according to a joint 10-country advisory.
"Anyone who is a target of China-nexus cyber actors may be impacted by the use of covert networks," the security advisory warned. It was jointly released by the UK National Cyber Security Centre (NCSC) and 15 other government agencies from the United States, Australia, Canada, Germany, Japan, the Netherlands, New Zealand, Spain, and Sweden. 
"The use of covert networks of compromised devices - also known as botnets - to facilitate malicious cyber activity is not new, but China-nexus cyber actors are now using them strategically, and at scale," according to the alert.
Some of these covert networks are created and maintained by Chinese information security companies, the advisory says. For example, China's Integrity Technology Group controlled and managed the so-called Raptor Train network, which in 2024 infected more than 200,000 devices worldwide, including small office home office (SOHO) routers, internet-connected web cameras and video recorders, plus firewalls and network-attached storage (NAS) devices.
The FBI previously assessed Integrity Technology Group to be responsible for computer intrusion activity attributed to Flax Typhoon.
All the other Typhoons, we're told, also use these covert networks for their infrastructure - sometimes multiple China-linked groups use a single covert network. Volt Typhoon, the PRC-backed crew that the feds say burrowed deep into critical US networks to preposition for future destructive attacks, built its KV Botnet using mostly end-of-life Cisco and Netgear routers. 
Because the number of these covert networks is so large, with new botnets regularly developed and deployed and existing ones shutting down, sometimes because of law enforcement disruption efforts, "a description of all known covert networks in detail, including how they are constructed and how they communicate, would immediately be out of date - and for most network defenders would not be practically useful," the agencies say. 


	This is the FBI, open up. China's Volt Typhoon is on your network


	Operation Lightning takes down SocksEscort proxy network blamed for tens of millions in fraud


	FBI boss says China 'burned down' 260,000-device botnet when confronted by Feds


	Country that put backdoors into Cisco routers to spy on world bans foreign routers


However, there are steps that defenders can take to combat this threat.
"All organizations should map and baseline their edge device traffic, especially VPN and remote access connections, and adopt dynamic threat feed filtering that includes known covert network indicators," the NCSC advises.
Additionally, implement multi-factor authentication for remote access along with zero-trust security controls, IP allow lists, and machine certificate verification, if possible. 
The governments also suggest large and high-risk organizations consider proactively hunting suspicious SOHO and IoT traffic, using geographic profiling, and machine learning based anomaly detection.
It's also worth noting that financially motivated cyber crews also co-opt routers and other connected devices to disguise their criminal activities.
Just last month, the FBI spoke exclusively to The Register about its work with cops from eight other countries to disrupt SocksEscort, a residential proxy service used to compromise hundreds of thousands of routers worldwide and carry out digital fraud, costing businesses and consumers millions. (r)
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    US Air Force department names firms to power its bases with mini nukes

    
Three vendors matched to three sites    
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The US Department of the Air Force (DAF) has selected three companies for possible nuclear microreactor projects at three of its installations under a program aimed at improving energy resilience if the electricity grid goes down.
According to the DAF, the companies selected are Radiant Industries, Westinghouse, and Antares Nuclear, which have each been paired with a different DAF site.
These are Buckley Space Force Base in Colorado for Radiant; Malmstrom Air Force Base in Montana for Westinghouse Government Services; and Joint Base San Antonio in Texas for Antares Nuclear.
Next steps will involve siting and environmental analyses as part of the National Environmental Policy Act process. No formal contracts appear to have been awarded as yet.
The sites were selected as part of the department's approach to energy resilience, focused on aligning mission requirements and site-specific characteristics, it said. This is being conducted as part of the Advanced Nuclear Power for Installations (ANPI) initiative, which was first announced back in 2024.
Its stated objective is to demonstrate the capability to provide safe and reliable electricity in support of mission critical assets, fielding a scalable microreactor system capable of producing enough electrical power to meet all loads at a given site.
"The future of air and space dominance is powered by resilient energy," said Michael Borders, assistant secretary of the Air Force for Energy, Installations and Environment.
"By integrating advanced nuclear technology, we are not just keeping the lights on, we are guaranteeing that our most critical national security missions will never be held at risk by a power outage. This is a pivotal moment for the Department of the Air Force." 


	You too can build a nuclear battery from junk you have lying around the house


	Fission impossible: Uncle Sam wants nuclear reactors in space by 2031


	TerraPower gets permission to build, not operate, sodium-cooled nuclear reactor


	Next-gen nuclear reactors safe enough to skip full environmental reviews, says Trump admin


A microreactor is a small, factory-built reactor designed to produce between 1 and 50 megawatts of power, making it smaller than the small modular reactors (SMRs) now being developed by various organizations around the world.
The US Department of Energy defines a microreactor as a factory fabricated unit small enough to be transported by truck or aircraft, and which is self-adjusting, with passive safety systems to prevent overheating or reactor meltdown.
The ANPI initiative aims to have at least one advanced nuclear reactor operating on at least one DAF site by 2030 "or sooner," which is an ambitious target for a largely unproven technology.
However, US Energy Secretary Chris Wright declared last year that he expected the country to have at least one small nuclear power plant up and running by July 2026, ready for America's big 250th anniversary. In fact, the Reactor Pilot Program says it aims to have at least three advanced reactor concepts reach criticality by July 4. (r)
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    YouTuber has DIMM idea, builds working DRAM in backyard

    
What are you doing to solve the memory crisis?    
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If you follow PC hardware prices, you'll know AI demand has pushed memory prices higher as manufacturers prioritize memory for datacenters. To deal with that, you can pay through the nose, buy less memory, or ... try to build your own DRAM.
Dr. Semiconductor is a YouTuber who joined the platform in February and has only published two videos so far. One shows his process of turning a backyard shed into a cleanroom tidy enough to make his own semiconductors, while the other shows him producing working sample memory cells.

  Youtube Video

The YouTuber opens his second video on the making of his sample chips with an acknowledgment that the whole experiment has been driven by RAM prices skyrocketing last year and into the beginning of 2026, leading to vendor quotes that constantly fluctuate and even delays in broadband expansions caused by a lack of memory chips. 
Against that backdrop is Dr. Semiconductor, whose video walks through the process inside a tiny cleanroom equipped to make DIY RAM cells.
Like any good RAM manufacturing process, Dr. Semiconductor started by designing a 5x4 array of capacitors and transistors - barely a fraction of the number of cells on a modern DRAM chip - then transferring the design onto silicon, coating it with photoresist for patterning and etching, and doping parts of the chip with phosphorus to increase conductivity. He then built up microscopic layers one by one without any of the industrial automation available to Samsung, SK hynix, or Micron.
After making a few small sample chips, Dr. Semiconductor tested them using his parameter analyzers. Some additional DIY manipulation was necessary to probe the tiny chips, as the 5x4 array is small enough that the device had to be measured with micromanipulators and extremely fine probe tips.
"Because the devices are at the nanoscale you can't just attach regular wires," the self-described doctor explained. "So for testing purposes I have a number of micromanipulators with some incredibly fine probe tips in order to feed current and voltage into the device." 
The tests showed that the DIY RAM cells all functioned as expected, though higher voltage led to punch through due to the source and drain portions of each RAM cell being just a single micron apart. This "shows the trouble with scaling," according to Dr. Semiconductor, but he said it won't be a problem unless he tries to feed higher voltage into his memory. 
As for the capacitors in the homemade chip, each was found to be able to hold 12.3 picofarads, which was right in line with what Dr. Semiconductor hoped to achieve, describing it as "pretty close to the perfect ideal theoretical of a little less than 15 pF I designed for." 
Unfortunately, the capacitors in the DIY RAM cells in his test chip were only able to hold a charge for around 4 milliseconds - far less than commercial RAM, which he noted can retain charge for more than 64 milliseconds.
Not perfect, but for a first try at creating homemade DRAM in a backyard microfab, it's quite the start. 


	Google's TurboQuant saves memory, but won't save us from DRAM-pricing hell


	Let them eat Pi: RAM shortage bumps Raspberry prices as much as $60


	Microsoft raises UK Surface prices as RAM crisis reaches the checkout


	Curse of AI to push up PC prices as memory and CPU shortages bite


"This is awesome - first time ever RAM has been made at home," Dr. Semiconductor said in the video. We can't confirm that claim, but we're not aware of anyone else making RAM in their backyard shed. 
That said, the fact that it's an array of just 5x4 cells means this RAM isn't going to meet any important memory metrics anytime soon. 
"While you can store data on it, you can't run DOOM in it quite yet - this is just a few cells to prove it will work," Dr. Semiconductor explained. He's not done here, though. Next up is chaining a bunch of his homemade cells together to see if they can actually serve as memory for a PC.
When the results of that test might be published is unknown, but don't get too excited: Just because one enterprising individual managed to fabricate homemade RAM cells doesn't mean a cottage (or shed, to be fair) computing industry is likely to pop up overnight. 
AI memory demand may become more efficient, and there may be early signs of pricing pressure easing, but the shortage is unlikely to end anytime soon. Buckle up, or consider building your own fab. (r)
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    Google explains why its all-in-one AI stack embraces competitors

    
'Differentiated, but open'    
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Google Cloud Next Google Cloud's Andi Gutmans said that the company holds a structural advantage over its largest rivals in the race to win value from AI agents in the enterprise, arguing that no competitor currently combines cloud computing infrastructure, frontier AI models, and a data platform under one roof.
"We're really the only provider that has the AI infrastructure, the model and the data platform," he said in response to a question from The Register during a briefing with reporters on the sidelines of Google Cloud Next.
Gutmans, who runs Google Cloud's data business, including its analytics, transactional databases, storage and business intelligence products, said the integrated stack is critical to achieving value from AI.
"If you think about AWS and Azure, they've got the infrastructure, they don't have the model," Gutmans said. "You look at the data providers, they have the data platform, but they've got to get the infrastructure and model from others. The AI model providers just do the AI model."
Gutmans said as enterprises shift from AI tools that respond to human queries toward agents that act autonomously on behalf of employees, the significance of those gaps becomes more pronounced. That transition puts pressure on the underlying data platform in ways that earlier architectures were not designed to handle, and that the economics of running agents at scale rewards providers that control more of the stack.
"If you ask 'How is this agentic data cloud really different because everyone is saying the same thing?' The answer is we are uniquely positioned to integrate these things very tightly which is now more important than ever as you go from human scale to agent scale because you're going to have to bend the price-performance curve or it's going to be too expensive."
Gutman said Google spent the past year and a half rethinking its data platform for the shift to agent scale. He said roughly 90 percent of enterprise data remains unstructured and has historically gone unused. He said the Knowledge Catalog announced at the show is designed to make that data available to agents without requiring armies of data engineers to prepare it manually.
The moment that made the change possible was not a product decision but a model one. He said that, when Gemini 2.5 arrived, there was a tipping point in reasoning capability that forced Google to re-engineer every agent in its data portfolio.
"We've completely re-engineered every single one of our agents in the last year. So even the conversation analytics agent, the data science agent, the data engineering agent -- we've had to be less prescriptive with the models. That's where the Knowledge Catalog and the MCPs help because they're so much better than reasoning around them. That is the big tipping point." he said. "If you ask a customer how conversation analytics was last year versus now, they'll tell you they couldn't use it last year. It worked for simple stuff."
He said the company has roughly 80 data-related announcements at the conference this week, and that nearly every agent product in his portfolio has been rebuilt in the past year.
"The models have gone so far," he said. "It's night and day."
He said approaches that required months of manual ontology-building are no longer necessary.
"A year ago, people would be like, 'Let me get Palantir and get 20 people and work for six months and build an ontology.' That's not how you would approach it anymore," he said. "If you really want to activate your whole data estate you can't do it with people."
The Register asked Gutmans how Google navigates a market where it simultaneously competes with, and also partners with many of the software providers


	Google claims to have all the answers for enterprise AI agent sprawl


	Google unleashes even more AI security agents to fight the baddies


	It's bubble or nothing for Google as search giant looks to plow ~$180B into datacenters this year


	Google Meet or Google Mute? Even CEOs get borked sometimes


Google makes its own TPU AI accelerators, but partners with Nvidia on chips. It has a data analytics platform in Big Query but also works with Databricks, Snowflake, and Informatica. GCP users can create, deploy and govern AI agents to carry out tasks across their digital estates, but it can also host those same capabilities from its partners at Salesforce and ServiceNow.
"Our view, and I don't think its different than any other hyperscaler, is we want to build the best platform," he said.
Gutmans said that the integrated stack is a real and durable competitive advantage, particularly as security, governance and cost efficiency become harder to manage across fragmented systems. He said the same principle applies to the cross-cloud lakehouse Google announced this week, which he said allows customers to query data sitting in Amazon Web Services or Microsoft Azure with low latency.
"Differentiated, but open," is how he described Google's approach. (r)
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    Age checks could turn internet into an ID checkpoint, complains Proton CEO

    
Push to protect minors risks hitting everyone online    
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Proton's boss has waded into the age verification fight with a warning that sounds less like child safety and more like an identity checkpoint for the entire internet.
In a blog post on Thursday, Andy Yen, CEO of Proton, argues that the current push for age checks risks flipping the web from anonymous by default to something closer to "show your papers" before you click.
The problem, he says, is that you can't reliably identify minors without identifying everyone else first, meaning systems built to protect kids inevitably sweep up adults too. "We cannot accept a world where every adult is expected to hand over ID as the price of going online."
That argument is landing as age checks move from policy debate to product reality. Anthropic has already rolled out ID verification tied to certain personas in its Claude chatbot, while Microsoft has warned UK Xbox users they'll need to verify their age to keep using core social features. Sony has also begun introducing age checks for PlayStation users this week, and Discord, after flirting with the idea, notably hit the brakes after admitting hackers accessed records, including government ID photos, tied to more than 70,000 users via a third-party age verification vendor.
For Yen, that's exactly the issue. Start with a few "high-risk" services, and it doesn't stop there. "With age verification, we're on the cusp of, once and for all, requiring ID for every single person going online, for any reason, legal or not, adult or not," he said.
Age checks also mean handing over sensitive data, and as Discord already found out, that doesn't always end well. "The more sensitive data you stockpile in privately held databases, the bigger a target it becomes for criminals," Yen said, adding that leaks are more or less inevitable once that data is collected.


	Linux may get a hall pass from one state age-check bill, but Congress plays hall monitor


	House of Lords votes to ban social media for Brits under 16


	OpenAI will try to guess your age before ChatGPT gets spicy


	Denmark takes a Viking swing at VPN-enabled piracy


His bigger gripe, however, is what this does to basic access. "Age verification as is currently being proposed in country after country would mean the death of anonymity online," he added.
Privacy groups have been making similar noises, with the Open Rights Group warning that mandatory age checks pose serious risks to privacy, data protection, and freedom of expression, particularly if verification systems become centralized or linked across services.
If age checks are unavoidable, Yen argues they need to be built very differently from what's currently rolling out. That means keeping the whole process on the user's device, using facial scans instead of uploaded IDs, and discarding the data immediately after a simple yes-or-no answer on whether someone is old enough. That answer should be anonymized, sent with end-to-end encryption, and backed by open source code, he says, so people can verify that it does what it claims.
None of this is coming from a disinterested party. Proton's entire pitch is privacy-first services, so a world of mandatory ID checks is hardly good for business. Still, it's clear that age verification is no longer theoretical, and the list of services experimenting with it is growing - along with the size of the target they're painting on their own backs. (r)
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    Microsoft gives your Word documents an AI co-author you didn't ask for

    
Also rolls out agentic Copilot in Excel and PowerPoint, letting 21st century Clippy lend a... hand    
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Microsoft is giving Copilot the power to stop suggesting edits and start making them.
The company this week pushed its "agentic" Copilot features into general availability across Word, Excel, and PowerPoint, turning the assistant from a sidebar prompt into something that edits documents, tweaks spreadsheets, and builds slides in place
[image: copilot]
Microsoft Copilot to hijack your browser... for your own convenience

READ MORE
"Copilot can now take actions on your behalf across Word, Excel, and PowerPoint," Redmond said, pitching the update as a move toward software that doesn't just respond, but gets on with the job. The feature is on by default, but must be activated by users through a very prominent prompt on the right side. As always, you can turn off Copilot completely by following the instructions on this page.
In practice, it's the next step in a strategy that has already seen the AI assistant threaded through Windows, GitHub, and just about every product Microsoft can get its hands on.
That approach hasn't exactly been universally loved. Critics - including folks over at Mozilla - have taken aim at what looks a lot like forced integration, arguing that Microsoft is less about "adding features" and more about quietly making Copilot unavoidable.


	Microsoft's GitHub grounds Copilot account sign-ups amid capacity crunch


	Microsoft: Removing some Copilots will improve Windows 11


	Notepad sheds Copilot from toolbar as Microsoft gives subtlety a try


	Gartner suggests Friday afternoon Copilot ban because tired users may be too lazy to check its mistakes


The shift to agentic behavior only adds fuel to that argument. Suggesting a better sentence is one thing, but taking a more active role in rewriting documents or restructuring spreadsheets is another, even if Microsoft frames it as working alongside the user rather than acting independently. 
Trust is already a sore spot, as recent scrutiny of Copilot's terms has highlighted that the AI may be unreliable and shouldn't be depended upon on for important decisions, even as it is being pushed deeper into everyday workflows. At the same time, admins have found themselves dealing with features turning up unannounced, as automatic deployments pushed Copilot further into enterprise environments, whether they were ready or not.
Microsoft says that it has learned from that pushback. The company is emphasizing visibility and control, with users able to review changes and keep a handle on what Copilot is doing. It can also show what it's working on during multi-step edits, rather than leaving users guessing.
Redmond added that the "new default experience is already proving more useful in real work..." based on early customer feedback, though whether that feedback reflects the average Register reader is another question.
For Microsoft, the move makes sense. If Copilot is going to justify its place - and its price tag - it needs to do more than sit in a sidebar. (r)
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    Datadog digs down into GPU efficiency as AI costs soar

    
Down to you to work out the value    
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Datadog has added GPU monitoring to its observability stack, giving AI-hungry organizations more insight into exactly what's happening on their most expensive silicon.
[image: AMD Ryzen 9950X3D2-DE]
AMD's Ryzen 9 9950X3D2 Dual Edition tested: Gratuitous overkill with a price to match

READ MORE
The observability vendor says GPU instances now make up 14 percent of cloud compute costs as companies clamber on the AI bandwagon, and that GPU spend will take up an even bigger proportion of cloud compute spend in the future.
Earlier this month, IDC said: "Worldwide spending on artificial intelligence (AI) infrastructure reached $89.9 billion in Q4 2025" up 62 percent on the year. And accelerated compute - mainly GPUs - is the "structural backbone" of this.
But there's plenty of debate over what value - if any - companies are deriving from their massive AI investments.
Datadog is not getting into that bearpit. But as chief product officer Yanbing Li puts it, "While these companies can see their costs climbing, they can't chargeback GPU spend across business units, see workload context or identify clear next steps for improvement."
To address that, Datadog claims, its latest tool offers unified visibility across the AI stack, "giving customers a single view linking GPU fleet health, cost, and performance directly to the teams relying on them for faster troubleshooting of slow workloads and cost savings."
A longer explainer says the tooling works across both cloud and neocloud instances as well as on-prem GPU fleets - handy if sovereignty concerns are making you wary of AI in the cloud.
"It's easy to see how much of your fleet is sitting completely idle or being ineffectively consumed by a workload that doesn't require GPUs at all," it says. "You can drill into the Fleet Explorer to hold each team accountable for their GPU utilization and spend."
As well as identifying stalled or zombie processes soaking on GPU time, it will spot workloads that were never configured for GPUs in the first place, effectively burning cash.
"Internally at Datadog, GPU Monitoring helped us save tens of thousands in monthly expenses by identifying and removing a serving pod that had been stuck in the initialization phase," the explainer said.
"Rising costs are often driven by operational inefficiency rather than hardware alone. By linking cost to utilization and workload behavior, teams can reduce waste while maintaining performance."
Datadog is certainly not alone in extending observability further down the AI stack. This week also saw Grafana launch observability tools for AI, provide insights into agent behavior, while its Grafana Cloud platform offers GPU observability tools covering hardware utilization and resource allocation, as well as cost optimization.


	AI now gobbling up power and management chips for servers


	Forget one chip to rule them all: With TPU 8, Google has an AI arms race to win


	Intel eases reliance on TSMC with 'Merica-made Core Series 3 processors


	Not all networks can handle AI traffic - and experts are sounding alarms


Earlier this month, Nutanix unveiled a multi-tenancy framework to allow organizations to run more workloads on their previous GPUs, and provide more insight into how AI systems are chewing through tokens.
So, it's getting easier to work out how much individual AI workloads are costing you, and what processes and software misconfigurations could be making bills higher than necessary.
This means enterprises can ensure their AI infrastructure and their associated apps and agent are running as efficiently as possible. Whether this means enterprises can actually start working out whether they're getting value from AI investments may be quite another question. (r)
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    Everpure 'takes the hit' as AI-fueled supply crunch drives prices up 70%

    
Storage vendor predicts current crunch will outlast COVID disruptions    
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The supply crunch gripping the storage market has pushed Everpure - the artist formerly known as Pure Storage - to reassure customers it won't make things worse.
In a letter to customers published on Thursday, the storage biz paints a picture of a market still under strain, with component shortages and AI-fueled demand continuing to pull supply in the wrong direction. 
"On average, our prices have risen approximately 70 percent since the beginning of the year," said Charles Giancarlo, chairman and CEO of Everpure. "We expect the current environment to persist," he added, noting that the crunch is likely to last far longer than the COVID-era disruption.
Everpure says "many high-volume semiconductor components have surged between 300 percent and 900 percent (4x to 10x) since mid-2025." Some suppliers couldn't deliver what they'd already committed to, it added, leaving the company scrambling for pricier alternatives just to keep orders moving.
"Unless demand created by AI abates in the next year, we could see these escalated costs continue for many years to come," Giancarlo warns.
Despite surging costs, Everpure points back to its February earnings call, where it flagged its margins would run at the low end of the usual range, effectively swallowing some of the extra costs rather than passing all of them on to customers. 
"We will not profiteer from this crisis ... we are choosing to share the burden alongside our customers," Giancarlo said. "To that end, we are committed to transparency in our pricing and consistency in our engagement with customers, channel partners, and suppliers."
Everpure says it honored 60-90 day quotes for a time as costs climbed, but then started raising prices and tightening terms in February; those windows are now down to around 30 days as component costs and availability keep shifting.


	AI now gobbling up power and management chips for servers


	Nutanix brings its K8s to bare metal because hardware matters again


	Cisco turns to titanium spoons and sand dunes to build a better ... box?


	Hyperscalers fuel $112B server spending spree in Q3


The rest of the letter is all about steadying nerves. Everpure points to its "resilient" supply chain, built around diversified sourcing and manufacturing, and pitches itself as better insulated from the worst of the disruption than rivals.
There's also a clear attempt to get ahead of complaints. Everpure makes a point of emphasizing "transparency," the sort of language companies reach for when they know customers are about to feel some pain. Better to warn early than explain late.
Ultimately, Everpure is saying that the supply chain isn't fixed, prices are moving, and quotes don't stay valid for long. The vendor says it's not taking advantage - but customers will judge for themselves when the numbers come through. (r)
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    Nancy Grace Roman Space Telescope trumps Trump cuts, is launch-ready ahead of schedule

    
Revolutionary telescope aiming for space after multiple near death experiences    
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NASA's Nancy Grace Roman Space Telescope is ready for launch ahead of schedule despite repeated attempts by both Donald Trump's first and second administrations to cut funding.
The space agency is now targeting early September to send forth the telescope, a full eight months ahead of schedule. The instrument boasts a field of view more than 100 times wider than Hubble's and will ride a SpaceX Falcon Heavy into orbit.
[image: Nancy Grace Roman Space Telescope at the Goddard Space Flight Center (pic: NASA/Scott Wiessinger)]
Nancy Grace Roman Space Telescope at the Goddard Space Flight Center - Pic: NASA/Scott Wiessinger


NASA Administrator Jared Isaacman said: "Roman's accelerated development is a true success story of what we can achieve when public investment, institutional expertise, and private enterprise come together to take on the near-impossible missions that change the world."
As well as being a "true success story," Roman's tale is also one of overcoming repeated attempts at defunding and termination. The proposal [PDF] for NASA's FY2020 budget, under Trump's first administration, for example, contained the words "The Budget proposes to terminate the WFIRST mission."
WFIRST (Wide Field Infrared Survey Telescope) was the original name for the observatory before it was renamed in honor of NASA's first Chief of Astronomy, Nancy Grace Roman.
A Trump administration attempt in 2025 to cut NASA's science funding would likely have led to the telescope's cancellation. Once again, Roman swerved the ax. The administration is making another attempt to chainsaw NASA's science budget in 2026 after lawmakers rejected its effort last year, but the telescope could be in space before the axman comes knocking at NASA's Goddard Space Flight Center, where the project was managed.


	NASA probe checks out years early because this solar cycle is a real drag


	NASA's asteroid defence mission slowed targets by 1.7 inches per hour


	Hubble in a death spiral that could end as early as 2028 without a reboost


	Space telescopes are being photobombed by satellites, and the problem is slated to get much worse


The telescope has a five-year primary mission and is expected to send 20,000 terabytes of data back to Earth for scientists to study.
The data will include observations of 100,000 exoplanets, hundreds of millions of galaxies, billions of stars, and so on. It is quite the boon for science, and so confirmation that the vehicle is both ready for launch and ahead of schedule is no doubt a relief to the scientific community.
Some worry that this might be the last of NASA's flagship missions as the agency seeks ways to do more with less, however. Initially, the budget for the Roman telescope was capped, and the project lived within its means, but even that early cut occurred when the funding situation was considerably more positive.
The US administration's latest funding proposal, which aims to cut even deeper, might get struck down, but even if it does, planning long term (for example, for the Habitable Worlds Observatory - a telescope capable of directly imaging habitable worlds) is becoming complicated when every year brings a new fight over budget. (r)
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    American farms have a new steward for their safety net, disaster programs... Palantir

    
Wins $300M deal over Salesforce, IBM because of 'integration with existing USDA systems,' among other things    
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Palantir has won a $300 million contract from the US Department of Agriculture (USDA) to support the National Farm Security Action Plan (NFSAP) and modernize how USDA delivers services to America's farmers.
The agreement aims to boost farm security and support USDA's Farm Production and Conservation (FPAC), which facilitates crop insurance, conservation programs, farm safety net programs, lending, and disaster programs.
Palantir has pledged to provide operational software to enable the USDA to boost supply chain resilience and protect programs from fraud, abuse, and "foreign adversary influence." The government department is to gain critical visibility into risks that can affect America's agricultural production and food supply, the US spy-tech company said in a statement.
The deal also supports the USDA's One Farmer, One File initiative, which aims to cut the red tape and offer "digital-first tools."
Palantir is backing the USDA's Landmark platform too, which provided $11 billion in assistance in February. The platform is consolidating fragmented legacy systems, reducing maintenance costs, strengthening data security, and enabling enabling faster responses as new programs and priorities emerge, the USDA claimed.
USDA Chief Information Officer Sam Berry said: "Our farmers sustain this nation, and modern tools help us support them with greater precision. I look forward to working with Palantir as we continue serving the American farming community, which serves all of us every single day."


	NHS staff resist using Palantir software


	Trump-branded datacenter project fails to make itself great, again


	Pentagon AI chief praises Palantir tech for speeding battlefield strikes


	Palantir's lethal AI weaponry deployed to find chairs for US government staff


Other Palantir projects with the USDA include helping figure out where its staff should sit. A contract notice said the organizations return-to-work mandate meant it needed "advanced data integration capabilities to consolidate information from multiple sources, real-time analytics to optimize space utilization and employee seat assignments, and robust security compliance to protect sensitive organizational data."
Only Palantir is up to the job, the USDA claimed. "While there are several companies that provide data analytics and integration platforms, Databricks, Snowflake, IBM, SAS, Salesforce, and Alteryx, none offer the combination of capabilities, enterprise scale data fusion, real-time analytics, compliance monitoring and integration with existing USDA systems that Palantir provides," USDA chief data and artificial intelligence officer Christopher Alvares told The Register. (r)
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    AI now gobbling up power and management chips for servers

    
Bad news for multiple general server components as vendors switch to more lucrative gear    
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The chip shortage is spreading to power and management controller silicon, threatening server shipments as vendors prioritize capacity for higher-margin AI server products.
Market watcher TrendForce has downgraded its server shipment grwoth forecast for the whole of 2026 from 20 percent to 13 percent due to extended lead times for multiple general server components.
[image: DRAM]
Say goodbye to budget PCs and smartphones - memory is too expensive now

READ MORE
The memory chip supply crisis is familiar to Reg readers: manufacturers shifted capacity toward high-margin server DRAM and HBM for AI infrastructure, starving the market of standard DRAM and NAND and driving prices up.
The "AI effect" is now spreading to server CPUs and even hard disk drives, as manufacturing capacity gets soaked up in satisfying the requirements of the biggest cloud providers.
TrendForce says demand for general-purpose servers remains steady, however, lead times for some of these key components are stretching to nearly a year.
Now, says the analyst, lead times for power management chips (PMICs) and Baseboard Management Controllers have also lengthened considerably too. Both are vital components for servers, and - once again - AI-driven demand for datacenter products is a major part of the problem.
AI servers are typically stuffed with high performance hardware including GPU accelerators and so consume substantially more power than general-purpose systems. They are prioritized by PMIC suppliers, as they need higher value, high-current-density products.
Making matters worse, Samsung plans to shut down its 8-inch wafer fabrication plant in Korea, further squeezing PMIC capacity for general servers, TrendForce claims, with lead times expected to run between to 35 to 40 weeks. Samsung has not confirmed its closure but has also not denied reports dating back to January 2026.
PMICs and similar low-complexity chips rely on older, mature process nodes - typically 8-inch wafer fabs - but investment gravitates toward the more profitable cutting-edge processes churning out CPUs and GPUs.
This same dynamic played out during the post-Covid chip shortage, when a lack of mature process capacity left the automotive sector scrambling as car demand rebounded.
Trendforce isn't alone on its forecast: PMIC designer uPI Semi expects a shortage in power IC supplies throughout 2026, driven by surging demand from AI servers, according to reports.


	We tested Intel's new chips for cash-strapped hardcore PC users and they're impressive


	Power: The answer to and source of all your AI datacenter problems


	$10B + spent on liquid cooling this week - it's only Tuesday


	Power management IC shortage holding cars, laptops, hostage


Global 8-inch wafer capacity is also projected to shrink this year by distributor Kynix Semiconductor, which says described a "Perfect Storm" for the analog chip supply chain.
It is a similar picture for BMCs, the management chips fitted to server motherboards to monitor system health, among other functions. Due to limited foundry capacity, suppliers are prioritizing higher-margin AI-specific chip orders, Trendforce reports, again reducing the availability for general-purpose products.  As result, it expects to see lead times for other customers running out to 21 to 26 weeks.
All of this is likely to hit enterprise buyers the hardest, as the biggest customers including the global cloud operators will likely have locked in their orders well in advance.
Strong demand for AI servers from AWS, Microsoft, Google et al is expected to see shipment growth in that sector of approximately 28 percent in 2026, Trendforce says. (r)
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    Medical data of 500k Biobank volunteers listed for sale on Alibaba, UK minister reveals

    
World's largest biomedical dataset lifted and shifted on Chinese mega marketplace    
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Updated Details of volunteers of UK-based Biobank, which describes itself as the custodian of the world's most comprehensive biomedical dataset, are for sale on Chinese ecommerce site Alibaba.
The organization confirmed the data on roughly half a million volunteers was anonymized, but could not guarantee it would be impossible to identify individuals if it fell into the wrong hands.
The revelation came from UK technology minister Ian Murray speaking in the House of Commons on Thursday, with his comments delivered at the same time as Biobank confirming the data mishap.
Updated to add at 1525 April 23:
Three Chinese research institutions have been banned from UK Biobank's platform after the data belonging to half a million volunteers was listed for sale on Chinese e-commerce site Alibaba.
UK Biobank is a charity that runs the eponymous research project. It describes itself as the custodian of the world's most comprehensive biomedical dataset that's used by medical researchers globally.
The charity confirmed to the UK government on April 20 that three separate listings of data, one of which contained data belonging to all 500,000 UK participants, were listed for sale online by an unknown source. The revelation came from UK technology minister Ian Murray addressing the House of Commons on Thursday, with his comments delivered at the same time as UK Biobank confirming the data mishap via its website.
Both Murray and UK Biobank said the data was anonymized, but could not be wholly certain that it couldn't be used to identify individuals if it ended up in the wrong hands. Investigations into the abuse of data are ongoing, but there is currently no evidence to suggest that the data was bought or downloaded. Murray said that the Chinese government was heavily influential in supporting the takedown of the listings, as was Alibaba.
"I want to thank the Chinese government for the speed and seriousness with which they worked with us to help remove these listings and the ongoing work to remove any further listings," said Murray.
The tech minister added that although the three institutions from which the data was derived were Chinese, this fact alone makes no suggestions about the intent behind the data's listing.
UK Biobank revoked the accreditation of the three research institutions, meaning they can no longer access the charity's platform or its data, but other institutions, such as Yale University, have also previously had their access revoked for "a breach of data," Murray confirmed.
A root cause analysis remains ongoing, although the current thinking is that the three Chinese institutions downloaded the bulk UK Biobank dataset to local storage, and through means yet to be identified, the data was listed for sale on Alibaba.
In 2024, UK Biobank changed the way accredited institutions access volunteers' data. It previously handed bulk datasets to said institutions for research purposes, but changed access models to one where only UK Biobank stored the data, and accredited researchers were then given logins to access the UK Biobank platform. Researchers carried out their required data analysis on the UK Biobank platform and downloaded the results of that analysis, not the data that informed it.
"What the system also allowed you to do, although you were contractually as an accredited organization not supposed to do, is download the datasets," Murray told the Commons.
"We understand from UK Biobank that this is probably what happened here - those three institutions have downloaded the datasets themselves, and we are yet unclear about how those data sets have ended up on that website, but the UK Biobank and institutions and organizations attached to government are working through that at the moment."
UK Biobank's response
UK Biobank said that the data listed for sale contained no personally identifiable information, such as names of the volunteers, their addresses, phone numbers, or NHS numbers, and expressed its gratitude to the authorities that helped remove the listings.
The charity did not specify the types of data that were included, but Murray stated in the Commons that several markers were included in the listings:

	Gender


	Age


	Month and year of birth


	Assessment center data


	Attendance dates


	Socioeconomic status


	Lifestyle habits


	Measures from biological samples related to haematology, biology, and chemistry


	Sleep, diet, work environment, mental health, and health outcomes data.







UK Biobank told the government that it could not be 100 percent sure that the data could be used to identify a volunteer, but it would require highly advanced interpretations of the data to do so.


In a statement issued on Thursday, UK Biobank said it had introduced a number of security improvements in the wake of the findings. "We have temporarily suspended all access to the UK Biobank research platform, while we put in place a strict limit on the size of files that can be taken off the platform," said Professor Sir Rory Collins, CEO and principal investigator of UK Biobank.


"This measure will allow researchers to export the results of their research, while severely limiting their ability to take any de-identified participant data off the platform. In addition, all files exported from the research platform will be monitored daily for any suspicious behavior. These security measures will further minimize the potential for misuse of UK Biobank data. In addition, we will conduct a comprehensive and forensic board-led investigation of this incident.


"We are developing the world's first automated checking system able to prevent de-identified participant data from being taken off the UK Biobank research platform, without preventing the important research that is being done by thousands of scientists around the world. We intend to have this automated system in place around the end of this year."


UK Biobank launched its project in 2012, and the anonymized data it provides experts (institutions in Russia, Iran, and North Korea are banned) informs leading medical research into conditions such as dementia, cancer, Parkinson's disease, chronic pain, COVID-19 immunity, and more.


Despite the "unacceptable abuse" of medical data in this case, the UK expects UK Biobank to be the world's leading provider of biomedical data for research institutions going forward.


The charity reported the incident to the UK government on April 20 and reported itself to the Information Commissioner's Office shortly after.


"People's medical data is highly sensitive information, not only do people expect it to be handled carefully and securely, organizations also have a responsibility under the law," an ICO spokesperson told The Register.


"UK Biobank has made us aware of an incident and we are making enquiries."The Register contacted Alibaba for more information. (r)
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    Hybrid clouds have two attack surfaces and you're not paying enough attention to either

    
Windows Admin Center flaws mean on-prem can attack cloud, and vice-versa    
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Black Hat Asia Israeli researchers found a series of flaws in Microsoft's Windows Admin Center (WAC) and suggest this shows hybrid cloud management tools are a two-way attack surface that users don't spend enough time worrying about.
Speaking at the Black Hat Asia conference in Singapore today, Ilan Kalendarov and Ben Zamir of Cymulate delivered a talk titled "Breaking Hybrid Boundaries Across Azure and Windows" in which they detailed four CVEs they found and reported to Microsoft - 2025-64669, 2026-20965, 2026-23660, and 2026-32196 - which has since fixed the flaws.
All relate to WAC.
Microsoft offers two versions of WAC - a cloudy version hosted in Azure and an on-prem edition. According to Kalendarov and Zamir, the directory the latter lives in was not write-protected, so an attacker could drop all sorts of nastyware alongside WAC.
Both versions of WAC also rely on a check-access token and a proof of possession (POP) token to identify resources they manage, but VMs don't validate all the fields in the POP token. The researchers also found the POP token can be re-used or forged, allowing attackers to take over a tenant VM managed under WAC. Resources managed by Microsoft Arc are also at risk.
There's no sign any of the CVEs the researchers found are under active exploit; the worst of them rated a 7.8 CVSS score. Cymulate disclosed its findings responsibly and Microsoft published patches, so these aren't terrifying flaws.
But Kalendarov and Zamir think their findings should worry organizations that run hybrid clouds, because the flaws they discovered mean an attacker could use on-prem WAC to attack Azure, and cloudy WAC to attack on-prem resources.


	Microsoft closes book on rogue Windows Server 2025 upgrades


	AWS adds hybrid cloud storage support for Nutanix's AHV hypervisor


	Microsoft releases Windows Server update fix to fix its April update fixes


	AWS adds hybrid cloud storage support for Nutanix's AHV hypervisor


The pair opened their talk with the "This is fine" meme that shows a dog ignoring a decidedly threatening fire.
The researchers suggested hybrid clouds may well be on fire, too, and that users aren't sufficiently worried about that.
"Your hybrid management plane is an attack surface you are not monitoring enough," Kalendarov said. "You must look at both cloud and on-prem. Treat all systems as tier zero."
And if you are worried about the attacks made possible by the CVEs Cymulate spotted, look out for identities you set up to operate cloudy resources accessing on-prem systems instead, and vice versa.
The Register asked the duo if they've looked at other common hybrid cloud management tools, such as those from Nutanix and VMware. They told us they researched WAC due to its large user population, but expressed interest in probing other hybrid cloud tools. (r)
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    Musk bets Tesla's AI future on Intel node that isn't finished yet

    
EV maker leaning on still-in-development 14A process for Terafab, says it needs to build own silicon    
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Elon Musk used Tesla's latest earnings call to reveal plans to build AI chips on Intel's not-yet-finished 14A process - a bet on silicon that doesn't exist.
"Intel is excited to partner with us on some of the core manufacturing technologies," Musk said, referring to Tesla's planned "Terafab" chipmaking push, which he says is aimed at producing its own AI silicon at scale. He added that Tesla plans to use "Intel's 14A process, which is state-of-the-art and in fact, not yet totally complete."
[image: Elon Musk and his greatest hits: Tesla, that guy in a robot suit]
Elon Musk wants to build 50 times more chips than the world currently produces, using 'new physics'

READ MORE
That last bit didn't seem to trouble him. "By the time Terafab scales up, 14A will be probably fairly mature or ready for prime time... we think it's going to be a great partnership," Musk added.
The 14A process Musk is referring to is a future node beyond Intel's upcoming 18A, itself not yet in production, that's supposed to be the chipmaker's shot at clawing back relevance against rivals that have spent the past few years eating its lunch.
Musk framed the move less as opportunism and more as existential panic about supply. "Terafab is not some sort of mechanism to generate leverage over our chip suppliers," he said. "We don't see a path to having enough sufficient quantity of AI chips down the road... we just anticipate hitting the wall if we don't make chips ourselves."
That urgency doesn't quite line up with the numbers [PDF]. Tesla is still shifting a huge number of cars, but revenue dipped year-on-year, and profits fell further, with margins getting squeezed as costs rise and spending on AI and manufacturing keeps climbing.
Which helps explain the rest of the pitch. If the next phase of Tesla is built on autonomy and AI rather than just selling cars, then securing its own supply of chips - or building them outright - starts to make sense.


	Intel gets trapped in Elon's reality distortion field as it joins in megafab delusions


	Musk makes the Macrohard joke again


	Musk distracts from struggling car biz with fantastical promise to make 1 million humanoid robots a year


	Tesla revenue falls for first time as Musk bets big on robots and autonomy


There's also the usual Muskian moonshot layered on top. "We do have some ideas for how to make maybe radically better AI chips," he said, quickly caveating that these are "research ideas... long shot," albeit ones that could deliver a "giant improvement" if they land. 
That same long-shot thinking runs through the rest of Tesla's plans. On robotaxis, he stuck to the familiar script: expansion is coming, slowly but surely, with Europe still a tougher regulatory nut to crack. On humanoid robots, the pitch was even bigger. Musk again positioned Optimus as the endgame, repeating that it could become Tesla's "biggest product," with production ramping - in his words - "slowly"  before eventually scaling to something meaningful.
Put it together and Tesla looks less like a car company branching into AI, and more like something else entirely that still happens to sell cars. Tesla is preparing to spend tens of billions to build chips, robots, and autonomous systems, while warning it may not have enough silicon to keep up with its own plans.
And if that sounds like a lot to pull off at once, Musk appears unfazed - after all, the manufacturing process he's betting on isn't even finished yet. (r)
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    AI bats away ping-pong challenge as rise of the machines continues

    
Sony project claims a significant breakthrough with applications in task requiring speed and accuracy    
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Rise of the Machines The ancient games of chess and Go are now mere staging posts in the journey toward robots demonstrating their superior performance to humans - the machines can now beat us fleshbags at ping-pong.
[image: Go AI concept]
Humans strike back at Go-playing AI systems

READ MORE
Capering about with a small bat smacking a tiny air-filled plastic ball to-and-fro across a six-inch net requires a bit of athletic skill, but table tennis fans can't bank on being able to beat the machine anymore.
A paper in Nature this week shows an AI-based robotic system can outperform elite table tennis players. Developed by Sony AI, the system it calls Ace shows the capacity for robots and AI to achieve complex, real-time interactive tasks which might have broader applications.
"The system can not only challenge professional players, but also provide valuable insights on human strategy and movement," according to an accompanying article describing the work.
[image: Ace fires a shot back to its human opponent, Minami Ando, during a match in April 2025 Credit Sony AI]
Ace fires a shot back to its human opponent, Minami Ando, during a match in April 2025 - Pic credit: Sony AI


During amateur play, a table tennis ball might travel at about 96kph (60 miles per hour) across the table. With professional players, that can rise to as high as 150 kph (93 mph) during a smash. When players apply spin, it changes the ball's trajectory as the Magnus effect distributes airflow asymmetrically over the ball, and also as it bounces off the table.
The AI and engineering professors based in Brazil point out that designing and building a system able to play such a fast-moving sport requires engineers to design-in features which can detect an environmental change, decide how to react and then implement that reaction at speeds that enable them to compete with humans. The challenge cuts across many fields of engineering, they said.


	Bots, bias, and bunk: How can you tell what's real on the net?


	AI scores a huge own goal if you play up and play the game


	Go No! Google cyber-brain bests top-ranked human in ancient game


	AI shoves all in: DeepStack, Libratus poker bots battle Texas Hold 'em pros heads up


Ace is built from three modules, including a high-speed perception system, a control system and a robotic arm. "The perception system used conventional cameras to locate the ball and three 'gaze control systems' that estimated the rate at which it was spinning, known as its angular velocity. The direction and rate of a table-tennis ball's spin determines its trajectory -- a skilled player can give the ball a desired spin to deliver shots that are difficult for their opponent to return," the accompanying news article explained.
The work was led by Peter Durr, director of Sony AI in Zurich. Also involved was his colleague Peter Stone, chief scientist at Sony AI, who said the research represented "a landmark moment in AI research." It demonstrated that an AI system can perceive, reason, and act effectively in complex, rapidly changing real-world environments that demand precision and speed.
"Once AI can operate at an expert human level under these conditions, it opens the door to an entirely new class of real-world applications that were previously out of reach," Stone said. (r)
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    If malware via monitor cables is a matter of national security, this might be the gadget for you

    
Orgs can now buy UK cyber agency engineered commercial gadget, but details are slim    
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GCHQ's cyber arm has entered the hardware game with its first device designed to prevent cyberattacks on display devices.
Called SilentGlass, the small gadget's intellectual property is courtesy of the UK's National Cyber Security Centre (NCSC), and the signals intelligence agency licensed it out to UK-based Goldilock Labs to make it commercially available to all businesses and consumers.
SilentGlass is the NCSC's first branded device to hit the market. Announced publicly on Wednesday, the HDMI and DisplayPort-compatible device has already been deployed across "government estates," for several years and is capable of protecting "most high-threat environments."
Naturally, The Register had a bunch of questions, but the NCSC refused to answer any.
Through the powers that be, however, we are reliably informed that beyond the information included in the NCSC's blog, these devices are equipped with hardware that identifies malicious traffic in the data channel, blocking the transfer between computer and display.
We're also told that the SilentGlass gizmos are threat-agnostic, meaning they are capable of detecting any kind of nastiness and preventing it from reaching and ultimately altering or manipulating a display. Anything potentially malicious that travels between HDMI or DisplayPort connections and a monitor is blocked.
You might be thinking "it's not every day we hear about monitors being pwned via HDMI," and you'd be right.
You wouldn't be alone either. Since the NCSC announced SilentGlass, infoseccers have taken to social media to question the need for this device.
However, it is understood there are legitimate attack paths that are both applicable to modern environments and have been abused by known attackers.
Very little exists in the research literature about these kinds of attacks. A team based out of Montevideo's Universidad de la Republica published findings in 2024 about the potential for highly technical individuals to intercept the electromagnetic radiation emitted from HDMI cables and use deep learning algorithms to reproduce text intended to be displayed on a monitor.
The team called the finding Deep-TEMPEST, an evolution of the TEMPEST analog signal interception phenomenon of yesteryear. But, as with all side-channel attacks, the real-world application is significantly different from a remotely exploitable software bug, for example. 
Most organizations probably don't need to worry about highly motivated foreign spies lurking around their cables looking for electromagnetic emissions. However, for those safeguarding highly sensitive data within the context of critical national infrastructure operators, it's potentially a slightly more credible threat.
[image: NCSC's SilentGlass HDMI device. Image courtesy of the NCSC.]
NCSC's SilentGlass HDMI device - Image courtesy of the NCSC


In any case, SilentGlass devices are available to anyone who wishes to purchase one, starting today.
Attendees of Black Hat or 44con back in 2012 may also remember NCC Group's presentations about the potential for exploiting vulnerabilities in HDMI's EDID and CEC parsers, as well as CDC and NEC protocols.
Again, these are fringe cases of which we hear very little from real-world scenarios, outside a conference keynote.
Despite the lack of published cases of these attacks, the NCSC believes external computer monitors are "a hugely attractive target" for adversaries, particularly those with an espionage focus.
It did not mention China specifically, although that is the country most often associated with cyberespionage, in the context of the UK's four main adversaries - China, Russia, Iran, and North Korea.
The timing of the launch also coincides with the agency's CEO, Richard Horne, declaring China "a peer competitor in cyberspace," within the context of a steady rate of nationally significant cyberattacks directed at the UK by nation-states.
The org also said such attacks can be effective if the people behind them are looking to cause disruption, or generate some financial gains, which essentially implicates each of the other three countries.
Ollie Whitehouse, the NCSC's CTO, said: "Display screens and monitors are everywhere in modern business environments, and the SilentGlass device will help protect previously vulnerable IT infrastructure with unprecedented ease.
"Its development and commercialisation shows the impact that the NCSC can have, alongside industry partners, with an affordable and effective product now globally available. 
"By helping to launch a UK company onto the global market with this world-class innovation, we are breaking new ground and helping to strengthen national prosperity."
NCSC gave Goldilock Labs, in partnership with Sony UK, the license to produce and sell SilentGlass, which comes as separate devices - one for HDMI and another for DisplayPort, each protecting one cable only.


	Pass the key, passwords have passed their sell-by date


	Iran intelligence backdoored US bank, airport, software outfit networks


	Five Eyes warn: Patch your Cisco SD-WAN or risk root takeover


	Healthcare security: Write login details on whiteboard, hope for the best


The NCSC wouldn't tell us the price, so we're waiting on Golidlock to tell us more information on that front.
Stephen Kines, co-founder of Goldilock Labs, said the device meets a security problem that to date has been "widely overlooked," as many have not viewed HDMI and DisplayPort connections as a serious security boundary.
"What was once confined to national security environments is now being applied with a low-cost, easy-to-deploy solution for CNI and businesses where the same risks exist," he said.
"SilentGlass is the first step in a wider effort to enforce behaviour at hardware interfaces before it reaches complex software. It reflects a shift toward treating physical connectivity as a point of control rather than an assumed trust boundary." (r)
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    Google Meet or Google Mute? Even CEOs get borked sometimes

    
Video conferencing has tripped us all up. Now cloud chief Thomas Kurian gets his turn    
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Bork!Bork!Bork! The curse of Bork is no respecter of status or class. It does not differentiate between a high-flying executive and a lowly worker. And so it was that Google Cloud CEO Thomas Kurian came unstuck due to some all-too-familiar video-conferencing struggles.
We've all been there. Frantically clicking or shouting into a seemingly deaf computer, only to be helpfully told that you're on mute while the meeting minutes inexorably tick on.
This happened to Kurian this week, with an audience on Google Meet that included several of the world's technical press - including The Reg - keen to find out what AI wizardry was on the cards for Google Cloud Next.
As planned, the meeting kicked off on schedule. But Kurian was absent without leave. The minutes ticked past (and company representatives looked ever more frantic) until he overcame whatever technical hurdles had beset him, joining the video conference with the all-too-familiar words: "We're just having some issues with mute..."
To this reporter, the exec looked a bit like the 1980s icon Max Headroom thanks to a besuited upper torso, and at one point made the very Freudian slip of mixing up "Agent" and "Person," but he managed to go through the key announcements, and that's what mattered.
You can check out our coverage here, here and here.


	'Windows sucks,' former Microsoft engineer says, explains how to fix it


	Apple goes glass whole as it pours new UI everywhere


	We did warn you - 2025 may be the year AI bots take over Meta's 'verse


	Logitech Zone 305 is light on the ears and wallet, maybe a bit too light on quality?


However, a Google executive who had difficulty getting into a meeting that was running on the company's own conferencing platform highlights that everybody is human. Nobody is immune to the curse of Bork.
Oh, and in the spirit of Google Cloud Next, we asked the company's AI chatbot, Gemini, for tips on preparing a Google Meet session. The bot responded: "Preparing for a Google Meet in 2026 involves more than just clicking a link; it's about ensuring your tech, environment, and agenda are locked in so you don't spend the first ten minutes saying, 'Can you hear me now?'"
Sound advice, and we're happy to pass it on. (r)
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    Using the password 'admin123' wasn't as bad as sharing it on Slack

    
Keeping it simple for the developers can lead to very complex headaches later    
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PWNED Welcome back to PWNED, the column where we celebrate the people who've taught us how not to secure a server. If you've ever tied your own shoelaces together, then tripped over them, or attempted to dive into a swimming pool but hit your head on the diving board, we'll be talking about your cyber equivalent.
This week's connected kerfuffle comes courtesy of Gregory Shein, founder and CEO of software development firm Nomadic Soft. One of his clients made the fateful decision to prioritize convenience over security, leading to some serious data loss.
The client in question wanted to "keep things simple" for their team, so they used the same administrative password for both staging and production environments. That password was the hard-to-guess combination of "admin123."
According to NordPass, which makes password management software and maintains a list of the 200 most common passwords, "admin123" is the 10th most popular password in the world. "Admin" by itself takes the second spot, while "123456" leads the pack. So if they were looking for high security, they came to the wrong place.
To make matters even worse, the company pinned the password in a Slack channel, just so that everyone who needed it would find it easily. Even if the password were "Vu+}?8wV?5TPy2cLBqc=," this would have been a bad idea.
A few months after the client first shared the password around, a former contractor logged in to do some "testing." But instead of benchmarking the software, they ended up triggering a full data wipe. Whoops!
According to Shein, the client had spent more than $30,000 on security tools. So we'll guess they were surprised to find out that they'd lost their data in this fashion.
"In SaaS, the biggest threat is rarely technical," Shein told us. "It is human laziness disguised as efficiency."


	The company's biggest security hole lived in the breakroom


	Server-room lock was nothing but a crock


	Sticky-note security turned gym into hall of '80s horrors


	Windows takes a crash dump after one McDonald's order too many


It's pretty easy to see what we can learn from Shein's client's mistake. Don't share passwords between environments or among users. Make sure that everyone has only the access they need and cut off users who no longer need the access (like a former contractor).
At Nomadic Soft, they've introduced forced credential rotation with role-based access. According to Shein, this change reduced unauthorized access attempts by a full 60 percent in a period of just three months. I would also suggest that organizations implement multi-factor authentication and replace passwords with passkeys where their systems support them.
"Most teams chase advanced security while ignoring the obvious gaps right in front of them," Shein said.
Have a story about someone leaving a gaping hole in their network? Share it with us at pwned@sitpub.com. Anonymity available upon request. (r)
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    Stale gov.uk pages are feeding AI overviews old data and Brits are believing it

    
Whitehall content teams play whack-a-mole with zombie pages as Google hoovers up the lot    
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AI overviews from the likes of Google are serving up false summaries of UK government information by drawing on stale GOV.UK pages, according to content designers at the Department for Business and Trade (DBT).
The problem, senior content designer Giorgio Di Tunno and content operations lead Neil Starr wrote in a GOV.UK blog post, is that outdated pages no longer maintained are now being actively scraped to answer user queries.
A Google search for the cost of setting up a charity in the UK, for instance, returned an AI overview citing PS13 online or PS40 by post for Companies House incorporation - figures pulled from an unmaintained legacy page. The actual cost is PS100 online or PS124 by post.
When The Reg tried the same search, Google's AI overview first said incorporation was free, then a day later offered "roughly PS13-PS183+." Neither was accurate.
"The problem isn't that the government is trying to trip people up (it isn't), but that inconsistent information surfaced by the AI overview feels that way to users," Di Tunno and Starr wrote. "That perception alone can undermine confidence in government services."
"In the past, most of those outdated, niche pages would fall into the 0-view abyss, never to be stumbled on again." Now, agentic search processes for generative AI summaries draw on these pages to answer specific queries.


	AI is reshaping Britain's datacenter map away from London


	UK.gov kicks off half-a-billion quid sovereign AI venture with PS80M invite


	Welsh government used Copilot for review to justify closing organization


	Brits fear AI will strip the human touch from public services


To tackle this, DBT audited GOV.UK pages that hadn't been updated in five years, had fewer than 11 views in that period, were meant to carry current information, and had no active owner, including those published by the defunct Department for Business, Energy and Industrial Strategy. It found 150 pages which have since been redirected to archived copies, current GOV.UK pages or relevant legislation.
The department is also testing six-monthly review cycles, with last and next review dates displayed at the bottom of each page. Tunno and Starr said this has gone down "extremely well with real users" as it helps them to trust the material.
AI summaries - which search engines often provide as their top results to user queries - are causing other problems for government content designers. The Department for Education's head of design, Mark Edwards, recently warned these provide misleadingly narrow or incomplete answers to questions.
"We now need to design with the expectation that much of what we publish will be read indirectly, atomized, summarized or reinterpreted by systems we don't control," he wrote earlier this month. (r)
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    Pass the key, passwords have passed their sell-by date

    
NCSC passes judgment: passkeys pass muster, passwords fail    
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The UK's National Cyber Security Centre (NCSC) has officially endorsed passkeys as the default authentication standard, marking the first time the agency has told consumers to move away from passwords entirely.
New official guidance states that passwords should not be used where passkeys are available, overturning decades of conventional advice. A technical report, released today at the NCSC's annual CYBERUK conference, concludes passkeys "are at least as secure as, and generally more secure than" a password and two-step verification (2SV) combo.
The agency had considered this move last year, but held off until some "implementation challenges" were addressed by the industry, including inconsistent passkey naming across platforms, unreliable device support, and limited credential manager compatibility. Those gaps have since narrowed enough to act.
Google, eBay, and PayPal were named by NCSC as three major platforms that made it easier for users to adopt passkeys, with around 50 percent of UK Google users registering at least one. Microsoft made passkeys the default standard nearly a year ago.
Where passkeys aren't available, the signals intelligence agency advises consumers and businesses to keep using the password+2SV combo, but use a password manager so those passwords remain complex and unique to each service.
As Reg readers know, keeping passwords unique means that if - for example - they end up in an infostealer dump, they can't be used to access several accounts. Using 2SV on top of that adds another layer of protection in case a cybercrim successfully gathers the correct username-password pair.
Jonathon Ellison, director for national resilience at the NCSC, said:
"The headaches that remembering passwords have caused us for decades no longer need to be a part of logging in where users migrate to passkeys - they are a user-friendly alternative that provides stronger overall resilience.
"As we aim to accelerate the UK's cyber defenses at scale, moving to passkeys is something all of us can do to improve the security of everyday digital services and be prepared for modern and future cyber threats."


	Hungarian government creds left in the safe hands of 'FrankLampard'


	You probably can't trust your password manager if it's compromised


	Your AI-generated password isn't random, it just looks that way


	One criminal, 50 hacked organizations, and all because MFA wasn't turned on


Passkeys work by creating a cryptographic key pair between a user's device and the protected account. They can't be guessed or phished, are up to eight times faster to use than passwords, and eliminate the fatigue of creating and remembering credentials. 
For years, passkeys were widely considered to be the eventual killers of the password. Promoting passkey adoption is another step the NCSC is taking to boost the state of UK security.
Richard Horne, the agency's CEO, said this week the number of nationally significant cyberattacks hitting Britain is hovering around similar levels as October, when the NCSC said it witnessed four every week.
Factoring in the current state of geopolitics and the ever-sophisticated frontier AI models threatening defenders, Horne urged organizations to prioritize security hygiene as the country enters a period of "tumultuous uncertainty." (r)
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    Kubernetes explains the release that kills Ingress NGINX with Japanese poetry and art

    
Release team sets new standard for release notes by linking between Version 1.36 and classic print The Great Wave off Kanagawa    
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Kubernetes issued a new release called "Haru" on Wednesday, and the release notes and logo might be more interesting than the software.
Here's the logo.
[image: Kubernetes 1.36 Logo]
Kubernetes 1.36 Logo - Click to enlarge


According to the launch announcement from the Kubernetes 1.36 Release Team, the new version "arrives as the season turns and the light shifts on the mountain."
An artist named Natsuho Ide , who goes by avocadoneko, created the logo and drew inspiration from Katsushika Hokusai's Thirty-six Views of Mount Fuji (Fu Yue San Shi Liu Jing , Fugaku Sanjurokkei) - a famous sequence of drawings that includes the iconic image The Great Wave off Kanagawa.
The post says referencing Hokusai in the logo for version 1.36 of Kubernetes therefore felt fitting, especially as the images proved so popular the great artist added another ten to the collection.
The logo "reimagines one of the series' most celebrated prints, Fine Wind, Clear Morning (Kai Feng Kuai Qing , Gaifu Kaisei), also known as Red Fuji (Chi Fu Shi , Aka Fuji): the mountain lit red in a summer dawn, bare of snow after the long thaw."
The post says the name of the release - haru (Haru) - "is a sound in Japanese that carries many meanings; among those we hold closest are Chun  (spring), Qing re (hare, clear skies), and Yao ka (haruka, far-off, distant). A season, a sky, and a horizon."
"At the foot of Fuji sit Stella (left) and Nacho (right), two cats with the Kubernetes helm on their collars, standing in for the role of komainu, the paired lion-dog guardians that watch over Japanese shrines. Paired, because nothing is guarded alone," the post adds.
"Stella and Nacho stand in for a very much larger set of paws: the SIGs and working groups, the maintainers and reviewers, the people behind docs, blogs, and translations, the release team, first-time contributors taking their first steps, and lifelong contributors returning season after season. Kubernetes v1.36 is, as always, held up by many hands."
"Brushed across Red Fuji in the logo is the calligraphy Qing reniXiang ke (hare ni kake), 'soar into clear skies'. It is the first half of a couplet that was too long to fit on the mountain."
Qing reniXiang ke, Wei Lai yoMing ke


hare ni kake, asu yo ake


"Soar into clear skies; toward tomorrow's sunrise."
The post then gets a little wistful.
"That is the wish we carry for this release: to soar into clear skies, for the release itself, for the project, and for everyone who ships it together. The dawn breaking over Red Fuji is not an ending but a passage: this release carries us to the next, and that one to the one after, on toward horizons far beyond what any single view can hold."
Every other author of release notes now has a very high bar to clear to do better.


	Nutanix to add KubeVirt support to run VMs on K8s at the edge


	Kubernetes kicks down Azure Front Door


	Alibaba Cloud claims K8s service meshes can require more resources than the apps they run


	K8s celebrates KuberTENes: A decade of working together


And the software?
Parts of the K8s Dynamic Resource Allocation (DRA) ecosystem have reached full production maturity, delivering what the project calls "a permanent, secure framework for cluster administrators to access and manage hardware resources globally." That should make K8s more manageable.
There's also VolumeGroupSnapshot support, which will improve resilience and recoverability, and new ways to scale the number of storage volumes a node can utilize.
This is also the release that retires Ingress NGINX, the tool so flawed that maintainers decided to retire it rather than attempt a repair job. (r)
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    Workday, Rippling, and Slack flunk data access test, claims Fivetran

    
Report also slams multiple vendors for poor data integration and egress fees    
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Workday, Rippling, and Salesforce-owned Slack rank among the worst performers for enterprise data movement, according to a new industry benchmark tracking the speeds needed to power analytics, machine learning, and AI agents.
[image: jigsaw_puzzle_648]
As AI agents join SaaS, AWS tells users to expect more pricing puzzles

READ MORE
Fivetran, an enterprise data movement and integration vendor, has launched an Open Data Infrastructure (ODI) Data Access Benchmark to expose how enterprise software vendors handle - and hinder - data access.
The issue of getting data together from enterprise applications and services is a longstanding problem for anyone in charge of data engineering or analytics. The push for integrating Agentic AI with company data has, however, made it more pressing.
Last year Fivetran flagged that organizations pulling Salesforce data via third-party tools could face higher charges, part of a broader industry shift toward charging for API access. Salesforce disputed that contention.
It's an issue organizations should watch closely as they build AI agent systems, which depend on company data to generate meaningful responses. Most major vendors offer AI agents within their own platforms but getting those agents to work across different applications is another matter.
Fivetran's newly launched benchmark indicates a number of companies ranking poorly on its categories of data coverage, performance, and egress charges.
Among the worst on egress fees is Xero, an accounting SaaS for SMBs. Fivetran claims there is a "tiered monthly fees plus explicit API egress allotments and overage pricing" to get to the data.
Enterprise HR and finance SaaS provider Workday ranked worst for performance. Fivetran cites restrictive rate limits (~10 calls/sec, 100 records/response), slow API calls for large data volumes, and a reporting service that "lacks pagination causing large report failures."
The SaaS vendor also ranked second worst for coverage, with Fivetran claiming "access is gated behind complex domain security policies and some advanced analytics require Prism Analytics (paid add-on)."
A spokesperson at Workday told The Register:
"Fivetran's scorecard reflects a proprietary vendor perspective rather than an independent benchmark. Assertions regarding rate limits, response caps, and native Change Data Capture (CDC) are contrary to our official documentation, and the performance our customers experience in production every day. Workday's architecture is purpose-built to handle billions of transactions while maintaining the security and governance required for global compliance."
Worst for coverage is HR and payroll software Rippling, according to Fivetran. "Key objects are not accessible without special permission from Rippling," Fivetran said.
Salesforce-owned Slack collaboration platform gets a special mention. Fivetran says it is the fourth worst for coverage and egress fees, plus it is the second worst for performance.
The performance is affected by "restrictive rate limits (~10 calls/sec, 100 records/response); API calls for large data volume are very slow; RaaS lacks pagination, causing large report failures; no native bulk extraction or CDC support," Fivetran said.
The above companies did not immediately return our requests for comment.


	Google claims to have all the answers for enterprise AI agent sprawl


	Headless 360: Salesforce's latest pitch to let AI do the dev work


	How Salesforce and ServiceNow are squaring off in the battle for the helpdesk


	Minnesota State payroll problems grew after Workday launch, auditors say


Speaking to The Register in January, Fivetran CEO George Fraser said vendor pricing is publicly documented and can sometimes be negotiated down.
"This is about a lot of different data sources. When data sources make it difficult to get access to your own data, it just slows everything down," he said.
With some vendors, a number of projects never get off the ground because it is so hard to get the data, and the developers simply gave up, he said. (r)
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Along with a bunch of new services to make sure those same agents don't cause chaos    
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Google Cloud Next Google Cloud chief operating officer Francis deSouza has summed up his company's security strategy du jour as follows: "You need to use AI to fight AI."
That also sums up all of the security services and products announced Wednesday at Google Cloud Next - and every other tech firm's strategy at this point in 2026.
Google's version of this plan essentially boils down to deploying more AI agents to hunt for threats, plus more tools to secure this expanding AI agent fleet.
"It is very clear that we have moved from a human-led defense strategy, to a human-in-the-loop defense strategy, to an AI-led defense strategy that's overseen by humans," deSouza told reporters during a press conference ahead of Google's annual shindig in Las Vegas, happening this week. "Our model for the future is an agentic fleet that does a lot of the routine cyber security work at a machine pace and then is overseen by humans."
Also according to deSouza: Google's "full AI stack" - which sees it develop chips, models, and every layer in between - differentiates it from other security companies making the same promises about agentic AI ushering in a new age of effortless security.
"We are able to be at the cutting edge of models because we build our own models," he said. "We work with the model team to understand the capabilities that are coming out to make sure that we can take advantage of them on day one and use those most sophisticated models available to create the agentic fleet."
More security agents...
After using these agents in its internal environment, Google on Wednesday introduced three new agents to customers, all in preview mode. They follow the security-specific agents announced last year at Cloud Next, and build on the Wiz security agents (red, blue, and green) plus the dark-web crawling, threat-intel agents that debuted at RSA Conference last month.
The first, Google's Threat Hunting agent, helps security teams hunt for novel attack patterns and stealthy behaviors that might otherwise bypass defenses.
"As the name implies, it looks for emerging threats in your organization's environment using intelligence from our Google Threat Intelligence and Mandiant best practices," deSouza said. "It does this continuously at infinite scale, much faster than you could do with a human-led defense."


Our model for the future is an agentic fleet that does a lot of routine security work, overseen by humans


The second agent is aptly named the Detection Engineering agent. Google says this one helps organizations identify security coverage gaps in IT environments, and then continuously creates new detections and detection rules based on these findings.
Finally, a soon-to-be-released Third-Party Context agent scours existing security workflows and enriches them using third-party data.
And, Google's Triage and Investigation agent, announced at last year's conference, is now generally available. During the past 12 months, it processed over five million alerts and reduced a typical 30-minute manual analysis time down to 60 seconds, the company claims.
Plus: Google customers can build their own security agents with now-available remote Google Cloud model context protocol (MCP) server support for Google Security Operations, now generally available. Users can also access the MCP server client directly from the Google Security Operations chat interface - but this feature is only available in preview.
"This means customers can create their own custom agents and have access to our Security Operations capabilities for their agents," deSouza said.
What could possibly go wrong?
And security tools to control the security agents
But if (let's say when) something does break, Google and Wiz have a plan for that, too. As Wiz co-founder and VP Yinon Costica said: "We are giving security teams the tools that can help them accelerate with AI and win AI by applying AI."
Google's Wiz acquisition, announced in March 2025 ahead of last year's Cloud Next, finally closed last month.
"We are going deeper and deeper into how AI native development is being done, and it always starts with visibility at Wiz," Costica said. Specifically: Wiz has a new AI Bill of Materials (AI-BOM) to help secure AI-generated code and mitigate the risk of shadow AI.
As developers create new AI applications, they use various skills, SDK libraries, models, MCP servers, and other components, and "it becomes a very long list," Costica said. "We want to be able to provide security teams with the full list, the actual bill of material that was used to create these AI applications."
Wiz also now integrates with Loveable, running its security scanning inside that platform make vulnerabilities, secrets, and misconfigurations visibility to developers as they are vibe coding new applications - not after the fact.
Additionally, inline AI security hooks integrate directly into IDEs and agent workflows to evaluate prompts and scan AI-generated output before the code is committed.


	Google unleashes Gemini AI agents on the dark web


	Smooth criminals talking their way into cloud environments, Google says


	Google's got a hot cloud infosec startup, a new unified platform -- and its eye on Microsoft's $20B+ security biz
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But wait, there's more! In case you needed another platform to secure and manage agents, Google also announced the Gemini Enterprise Agent Platform, which it says will "enable access management and AI governance at scale," assigning AI agents unique identities, which should allow them to operate autonomously with specific authentication flows - as opposed to running amok and causing chaos.
There's also a new service called Agent Gateway, which enables policy enforcement for all agent-to-agent and agent-to-tool connections via protocols like MCP and Agent2Agent (A2A). Google's runtime protection tool for model and agent interactions, Model Armor, integrated with Agent Gateway.
This brave new world of using AI to fight AI remains untested, and there will be a battle royale between vendors for dominance.
In the meantime, however, attackers are also using AI to boost the speed and sophistication of their attacks. An earlier Google-Mandiant report showed cybercrime "hand-off" times - where one crew gains initial access, then transfers that access to a second threat group like a ransomware or data theft gang - have dropped from eight hours to 22 seconds in the last three years.
So it's not an exaggeration to say that security teams do need to move at machine speed, or else the attackers will come out ahead. (r)
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Google Cloud Next Google unveiled two new in-house AI accelerators at its annual Cloud Next conference in Las Vegas on Wednesday: one designed to speed up training and another aimed at driving down model serving costs.
The Chocolate Factory boasts its eighth-gen tensor processing units are as much as 2.8x faster in training and deliver 80 percent higher performance per dollar for LLM inference compared with last year's Ironwood TPUs.
To achieve this, Google has dual-tracked its accelerator development, building the TPU 8t for training and TPU 8i for inference. While these chips are built on similar foundations, each is specifically aimed at eliminating bottlenecks in its respective workload.
Google isn't the first to go down this road. Early in its AI chip development, Amazon Web Services recognized the need for inference- and training-optimized accelerators.
Nvidia has also dabbled with this kind of specialization, though not to the same extent. The GPU slinger's Blackwell Ultra generation was optimized specifically for AI inference, trading high-precision grunt for a 50 percent jump in memory and FP4 compute over its Blackwell sibling.
In addition to dual tracking, Google is ditching x86 processors in favor of its homegrown Arm-based Axion CPUs for its TPU host. Amazon did something similar with Graviton and Trainium 3 earlier this year.
Google's approach to specialization goes much deeper than the TPUs themselves. The search and advertising giant has developed new clusters with distinct network topologies to minimize scaling losses across both inference and training.
Modern AI workloads rarely run on a single accelerator these days, so the ability to efficiently scale those workloads across multiple chips is often more important than how fast each one is.
TPU 8t tuned for training
Like its past accelerators, Google's TPU 8t is designed for training at a massive scale. The company may not draw the same hype as OpenAI or Anthropic, but Google remains a prolific model builder.
Under the hood, Google has tweaked the mix of vector, matrix multiplication, and SparseCore embedding accelerators introduced with its Ironwood chips to maximize effective floating point throughput.
Each accelerator features 216 GB of high-bandwidth memory (HBM) good for 6.5 TB/s of bandwidth, 128 MB of on-chip SRAM, up to 12.6 petaFLOPS of 4-bit floating point compute, and up to 19.2 Tbps of chip-to-chip bandwidth.
Compared to Nvidia's Rubin GPUs, which Google also announced plans to deploy across its cloud infrastructure, the new TPU might look a little tame.
Rubin boasts up to 35 petaFLOPS of FP4 training performance and 288 GB of HBM4 good for 22 TB/s of bandwidth. So individually, Nvidia's GPUs are faster, but it doesn't really matter: When training a new frontier model, you're not using one GPU, you're using thousands. And when it comes to scale, Google has the advantage.
Nvidia's latest GPUs support up to 576 accelerators in a single NVLink domain before having to scale out over Ethernet or InfiniBand. 
The TPU 8t, on the other hand, uses optical-circuit switches, an opto-mechanic switching technology that works more like a telephone switchboard than a packet switch, to connect up to 9,600 accelerators in a single unified pod. 
Multiple pods are then stitched together using its new Virgo Network to support even larger compute domains.
Rather than just building a bigger chip-to-chip mesh, Google appears to be using packet switches with extremely high port densities. 
As we understand it, these are arranged in a flat-ish two-tier all-to-all topology capable of connecting up to 134,000 TPUs per datacenter and up to a million TPUs when connecting multiple sites. Or so Google claims.
Alongside the new network fabric, Google has also developed a Managed Lustre storage system capable of delivering 10 TB/s of aggregate data directly into its accelerators' memory.
According to Google, these technologies, combined with improved reliability, availability, and serviceability (RAS) capabilities will enable its training-optimized TPUs to operate at a "goodput" of 97 percent. 
In this case, goodput means the amount of time the TPUs actually spend training.
"Every hardware failure, network stall, or checkpoint restart is time the cluster is not training, and at frontier training scale, every percentage point can translate into days of active training time," the company explained in a blog post.
TPU 8i: An inference inflection
Inference is an auto-regressive workload, which means that for each token generated, the entire model's active weights need to be streamed through memory. While compute is still important, the main bottleneck tends to be memory bandwidth.
For its inference-focused TPU 8i, Google is trading some FLOPS for a much larger SRAM cache and faster, higher-capacity memory pool.
The chip is roughly comparable to Nvidia's Blackwell accelerators on paper. The TPU 8i features 10.1 petaFLOPS of FP4 compute fed by 384 MB of on-chip SRAM, and 288 GB of HBM good for 8.6 TB/s of bandwidth. Interconnect bandwidth, meanwhile, is unchanged from its training-focused sibling.
According to Google, all that SRAM helps the TPU 8i keep more of the key-value cache (model's short term memory) resident on chip and reduce the amount of time the cores are left waiting for data.
TPU 8i also ditches Google's SparseCores in favor of a collective acceleration engine (CAE). As the name suggests, the accelerator block speeds up inference by offloading collective communications, like all-reduce or all-gather, shortening synchronization stalls that would otherwise leave the chip's tensor cores sitting idle.
In fact, Google's focus with TPU 8i appears to be killing as much latency across the inference stack as it can.
Collective communications have become quite problematic as mixture-of-experts (MoE) architectures have become more common. These models are made up of multiple submodels, appropriately called experts, a subset of which are activated for each token generated.
The benefit is models can grow larger without necessarily requiring additional memory bandwidth to maintain the same level of performance. The downside is that chip-to-chip communication is less predictable, as generating one token might use a different set of experts from the next, and those experts might be on different accelerators.
Google says its CAE reduces collective communication latencies five-fold, which translates into better economics by allowing them to pack more users onto the same hardware.
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Alongside its inference-optimized chips, Google has also developed a topology called Boardfly. The network arrangement is somewhat reminiscent of the Dragonfly topologies commonly employed in HPC clusters, and allows 1,152 chips (1,024 active at any given moment) to be connected using optical circuit switches.
The key advantage of Boardfly is it cuts the maximum chip-to-chip latency from 16 hops in a 3D torus to just seven hops, further reducing the chip-to-chip latency when running a MoE or reasoning models.
Google isn't the only one that's changed the way it builds its inference clusters to better accommodate emerging architectures. In December, AWS ditched 3D toruses for inference for similar reasons, but opted instead for a more conventional packet switched fabric. 
Both TPU 8 accelerators will be generally available later this year in Google Cloud Platform as instances, or as part of the cloud provider's full-stack AI Hypercomputer platform, which bundles up all the networking, storage, compute, and software required to deploy or train LLMs at scale. (r)
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