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      Biting the hand that feeds IT -- Enterprise Technology News and Analysis


      
        SAP user group slams 'uncertainty' in ERP giant's API policy
        Lindsay Clark

        Concerns over new rules might stop customers from adopting innovations - including AI - that connect to SAP systems An influential SAP user group has criticized the vendor's API policy update, saying it lacks clarity and potentially prevents users from starting new projects and innovating on their SAP platforms....

      

      
        Microsoft boss tells investors the company is working to 'win back fans'
        Richard Speed

        But why did those fans go away in the first place, Satya? Microsoft boss Satya Nadella told investors during an earnings call last night that the company needs to "win back" its fans.... 

      

      
        Fewer users, fatter wallets is why Anthropic tops OpenAI in LLM revenue stakes
        Carly Page

        AI boom splits between companies hoarding eyeballs and those actually charging for them Anthropic is pulling in more LLM revenue than OpenAI, despite having a fraction of the users....

      

      
        Nearly half of UK businesses pwned last year as phishing keeps doing the job like it's 2005
        Carly Page

        Turns out the real problem is not AI but staff still clicking on dodgy emails from 'IT support' Nearly half of UK businesses are still getting breached, and in many cases, the attacker's big breakthrough is an employee clicking "sure, why not" on a fake login page....

      

      
        What type of 'C2 on a sleep cycle' do they leave behind? Novel Chinese spy group found in critical networks in Poland, Asia
        Jessica Lyons

        Just in time for the Trump-Xi summit Exclusive  A novel China-linked threat group infiltrated more than a dozen critical networks in Poland, Asian countries, and possibly beyond, beginning in December 2024 and with activity uncovered as recently as this month....

      

      
        Bug of the year (so far): Nasty cPanel vulnerability probably exploited as a 0-day
        Connor Jones

        Emergency patches out now for those managing the millions of domains assumed to be affected Emergency patches are available for a critical vulnerability in cPanel and WHM that allows attackers to bypass authentication and gain root access to servers managed using it....

      

      
        Met Police's Palantir deployment has its own officers watching their backs
        SA Mathieson

        Federation warns members to ditch work devices off duty as force uses AI to probe 600+ cops London cops are being told by their staff association to be "extremely cautious" about carrying work devices off duty, after the Metropolitan Police Service (MPS) deployed Palantir's technology to investigate hundreds of its own officers.... 

      

      
        Britain's PS6B armoured sickener Ajax cleared for duty despite injuring troops
        Dan Robinson

        Investigation finds no single cause for soldiers falling ill, just bad bolts, cold air, and apparently the soldiers themselves Britain's notorious Ajax armored vehicles are being accepted back from the manufacturer after investigations found no single cause for the symptoms plaguing crews, meaning soldiers will need to grin and bear it....

      

      
        Finance company stores DB credentials in helpfully labeled spreadsheet
        Avram Piltch

        Great idea, guys. Let's keep all of the data in an Excel file with weak password protection PWNED  Welcome, once again, to PWNED, the weekly column where we recount the adventures of IT explorers who found their own pile of quicksand and then jumped right into it. This week's story involves keeping sensitive information in a very vulnerable place and then not protecting it adequately....

      

      
        Microsoft levels up Azure Local to make it fit for large-scale sovereign clouds
        Simon Sharwood

        Can now use SANs for storage, and adds a local control plane and key management Microsoft has given its Azure Local on-prem cloud a major makeover to make it fit for duty powering large-scale sovereign infrastructure....

      

      
        Google to sell its TPUs to some customers, who also fancy big-G GPUs
        Simon Sharwood

        AI is driving more searches and ads Google Cloud will start selling its custom tensor processing units to some customers, because they want them and the search giant wants to diversify its revenues.... 

      

      
        Microsoft lifts 2026 AI spend by $25 billion to cover component price rises
        Tobias Mann

        Will write checks for $190 billion and even those megabucks may not satisfy demand If you've felt the sting of surging hardware prices, Microsoft can sympathize because the company on Wednesday said it expects its 2026 capital expenditure will hit $190 billion, with $25 billion of that due to rising component costs....

      

      
        Linux cryptographic code flaw offers fast route to root
        Thomas Claburn

        Patches land for authencesn flaw enabling local privilege escalation Developers of major Linux distributions have begun shipping patches to address a local privilege escalation (LPE) vulnerability arising from a logic flaw....

      

      
        Amazon chips no longer just a side dish, they're a $20B biz
        O'Ryan Johnson

        The Trainium train keeps a-rollin' Amazon is now among the top three datacenter chip businesses in the world, as its semiconductor business surpassed a $20 billion annual run rate ... and it would be closer to $50 billion if it included itself among the customers, CEO Andy Jassy said during the company's first quarter earnings call on Wednesday....

      

      
        Researchers move in the right direction, develop powerful GPS interference alarm
        Brandon Vigliarolo

        ORNL says portable detector kit can separate real GPS signals from fake ones even at equal strength GPS spoofing, which sends fake satellite-like signals, and GPS jamming, which drowns receivers in noise, are increasingly serious problems. Researchers at Oak Ridge National Laboratory in Tennessee have created what they say is the most effective system yet for detecting GPS interference, which could help blunt such attacks....

      

      
        Microsoft's patch for a 0-day exploited by Russian spies fell short. Another Windows flaw is under attack
        Jessica Lyons

        Second try's a charm? Microsoft and the US Cybersecurity and Infrastructure Security Agency (CISA) warned that attackers are exploiting a zero-click Windows flaw that can expose sensitive information on vulnerable systems.... 

      

      
        Legacy TLS tour continues with Exchange Online blocking old versions from July 2026
        Richard Speed

        Microsoft readies the axe once again for yesterday's security Microsoft has warned users still clinging to legacy TLS versions that the end is nigh for TLS 1.0 and 1.1 on POP3 and IMAP4 connections to Exchange Online....

      

      
        Databricks can't seem to shake authors' copyright claim that could result in 'extraordinary' damages
        O'Ryan Johnson

        Authors say it acquired an LLM that was trained on their copyrighted data, and judge keeps asking for more info Databricks cannot shake a class action lawsuit targeting its LLM, which several book authors contend was created with a database that contained pirated versions of some of their copyrighted books - and about 196,000 titles in all....

      

      
        Fedora 44 is out - countless versions of it
        Liam Proven

        New sealed bootable container images and Stratis storage, too Fedora Linux 44 has arrived - in multiple formats and for several CPU families, including some new container formats and storage options....

      

      
        Cloudflare says autocrats, wars and elections caged the internet in Q1
        Dan Robinson

        Iran went dark twice, AWS got droned, oh and TalkTalk broke something it refuses to talk about The first quarter of 2026 saw a surge in severe and prolonged internet disruptions, from government shutdowns to power outages to the occasional mystery incident....

      

      
        Yet another experiment proves it's too damn simple to poison large language models
        Brandon Vigliarolo

        There is no 6 Nimmt! champion, but a $12 domain registration and one Wikipedia edit convinced several bots there was Unlike search engines that let you judge competing sources, search-backed AI chatbots can turn shaky web material into confident answers. Case in point: A security engineer convinced several bots that he was the reigning world champion of a popular German card game, even though no such championship exists.... 

      

      
        NASA boss: make Pluto a planet again
        Richard Speed

        Despite looming science cuts, Isaacman finds resources to poke the planetary hornet nest NASA Administrator Jared Isaacman delivered some potentially good news at a Senate hearing this week, as well as some slightly odd news: in an environment of constrained budgets, the space agency was somehow finding resources to contest the decision to relegate Pluto from planet status....

      

      
        CISA flags data-theft bug in NSA-built OT networking tool
        Connor Jones

        GrassMarlin leaks sensitive information, provided your targeting phishing skills are sharp enough The Cybersecurity and Infrastructure Security Agency (CISA) is warning anyone who uses GrassMarlin, a tool developed by the National Security Agency (NSA), about a new vulnerability that attackers can use to snoop on sensitive information....

      

      
        AWS plants more tombstones in the application graveyard
        Corey Quinn

        Eleven up, ten down On Tuesday in San Francisco at an event called "What's Next with AWS," CEO Matt Garman took the stage to announce that AWS is (for what, depending on how you count, is the seventh, eighth, or ninth time) moving up the stack and entering the applications business....

      

      
        GitHub: Zounds, a genuinely helpful AI-assisted bug report that isn't total slop! Here, Wiz, take this wad of cash
        Connor Jones

        Claude ploughs through months of work in rapid time, helps Wiz researchers nab lucrative award Wiz researchers are set for a tidy payday thanks to their discovery of a high-severity flaw in GitHub's git infrastructure that handed remote attackers full read/write access to private GitHub repositories using a single command....

      

      
        GitHub says sorry and vows to do better as uptime slips and devs complain
        Richard Speed

        After Hashicorp co-founder blasts the source shack and numbers slide Microsoft's code hosting shack Github has published a lengthy mea culpa about its availability and reliability woes - one that includes the words "we are sorry."...

      

      
        Oracle plans to power its New Mexico mega datacenter with a 2.45GW fuel cell farm
        Tobias Mann

        No sense in OpenAI stressing over its cloud bills if Oracle can't get the lights on Close on the heels of a report that OpenAI has missed revenue targets and may not be able to pay its future bills, compute partner Oracle is keeping calm and carrying on with a massive new datacenter complex in the New Mexico desert.... 

      

      
        Tenstorrent's Galaxy Blackhole AI servers escape the event horizon
        Tobias Mann

        RISC-V-based systems pack 32 Blackhole accelerators in a 6U, $110K chassis Tenstorrent on Tuesday announced the general availability of its Galaxy Blackhole AI compute platform.... 
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    SAP user group slams 'uncertainty' in ERP giant's API policy

    
Concerns over new rules might stop customers from adopting innovations - including AI - that connect to SAP systems    


    
        By 
Lindsay Clark        
    

    
        Posted in AI + ML,
        
            30th April 2026 13:41 GMT
        
    


    
An influential SAP user group has criticized the vendor's API policy update, saying it lacks clarity and potentially prevents users from starting new projects and innovating on their SAP platforms.
[image: Christian Klein, SAP]
AI clause in new SAP API policy has partners worried over lock-in

READ MORE
The new API policy [PDF], published by the ERP giant last week, states users can only build using its APIs "within the limits of SAP-endorsed architectures, data services, or service-specific pathways." It also refers to an API Hub of approved interfaces for developers to use. Critics have pointed out that the vendor's approved list is not well-managed and up-to-date.
Jens Hungershausen, chairman of the German-speaking user group DSAG board, told The Register that every function module inside SAP is an API.
"In the past, you had your own developments... your own programs, your writing: maybe you created your own solutions with SAP using these APIs. [Now] it's not clear which kind of APIs are allowed for use and which ones are not [allowed to be used]. SAP can publish API's in its API Hub, and they can also revoke the white listing of APIs there. It creates a huge amount of uncertainty for the customers, and their ... partners as well."
DSAG is the German-speaking users group, representing customers in Germany, Austria and Switzerland, including a significant portion of Europe's manufacturing base.
Hungershausen said the uncertainty around the API policy might deter customers from adopting innovations, including AI, that connect to SAP systems. "The unclear formulation of the policy creates uncertainty on the customer side. If you're uncertain, you probably won't do anything about it, and that's a risk that innovation is not taking place," he said.


	AWS plants more tombstones in the application graveyard


	The spaghettified DBMS chart that shows Oracle's crown is slowly slipping


	How Salesforce and ServiceNow are squaring off in the battle for the helpdesk


	Salesforce is looking to Slackbot to help it solve the SaaSpocalypse puzzle


DSAG released a statement in German earlier this week, detailing its concerns over the API policy. It has promised to publish its own FAQs, alongside those of SAP, in an effort to clarify the policy.
The Register has contacted SAP to offer it the opportunity to respond to DSAG's concerns. In a statement addressing earlier criticism of its API policy from third-party partners, an SAP spokesperson responded: "SAP has announced updates to its data access and API policies to support secure, reliable, and equitable use of shared enterprise platforms as automation and AI-driven access continue to grow.
"These updates clarify design-intended use of SAP interfaces, align with industry standard cloud practices, help protect system stability and customer data, and provide guidance on supported integration patterns -- without changing customer data ownership." (r)
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    Microsoft boss tells investors the company is working to 'win back fans'

    
But why did those fans go away in the first place, Satya?    


    
        By 
Richard Speed        
    

    
        Posted in OSes,
        
            30th April 2026 13:00 GMT
        
    


    
Microsoft boss Satya Nadella told investors during an earnings call last night that the company needs to "win back" its fans.
Nadella was referring to its consumer business as Microsoft has become acutely aware that customers are unhappy with the quality and stability of its flagship operating system.
Microsoft published figures for its third financial quarter this week. In between a cloud earnings bonanza and the now-familiar cheerleading for AI and Copilot, there was something a little more sobering. There are more than 1.6 billion monthly active Windows devices, but some of the users are revolting.
[image: Grey haired man on a yacht]
Microsoft tackles quality control issues. Just kidding, it's encouraging experienced workers to leave

READ MORE
Earlier this year, Microsoft's Windows boss, Pavan Davuluri, penned a lengthy post promising the tech giant would do better by Windows and the operating system's installed base. Reliability and stability would improve, Copilot would be less prominent, and Microsoft would be more thoughtful about how it hosed AI around a user's working environment.
The problem, as Nadella himself acknowledged, is one of eroding trust. Disillusioned by the company's direction, some longtime enthusiasts have begun looking elsewhere. Microsoft's financials remain relatively healthy, and investors are still waiting to see when its AI bets will begin to pay off, but Nadella's comment signals something more immediate: an acknowledgment that it must change course. A string of quality failures has dented confidence, and restoring it will require more than reassuring words.


	Microsoft levels up Azure Local to make it fit for large-scale sovereign clouds


	Microsoft lifts 2026 AI spend by $25 billion to cover component price rises


	Linux cryptographic code flaw offers fast route to root


	Microsoft's patch for a 0-day exploited by Russian spies fell short. Another Windows flaw is under attack


Earlier this week, codeshack Github, which Microsoft bought in 2018 for $7.5 billion in stock, and which is still the largest source code hosting platform in the world, had to apologize for the availability and reliability problems that have devs so frustrated that early adopter Hashicorp co-founder Mitchell Hashimoto pulled his project off the platform. He said he had decided GitHub is so unstable it is "no longer a place for serious work."
Quality control issues in Windows also continue to be a problem for admins.
Nadella said: "We are ... hard at work changing the way we work."
"Our North Star remains the same: delivering customer value with highest quality and top-class innovation."
Microsoft might believe that. However, as Nadella admitted, it needs its former loyalists to believe that too, and return to the fold. (r)
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    Fewer users, fatter wallets is why Anthropic tops OpenAI in LLM revenue stakes

    
AI boom splits between companies hoarding eyeballs and those actually charging for them    


    
        By 
Carly Page        
    

    
        Posted in AI + ML,
        
            30th April 2026 12:20 GMT
        
    


    
Anthropic is pulling in more LLM revenue than OpenAI, despite having a fraction of the users.
New stats from Counterpoint Research put Anthropic on top of the global LLM revenue table in Q1 2026, with a 31.4 percent share, narrowly ahead of OpenAI on 29 percent, but the real story lies beneath that near-tie. Anthropic is doing it with around 134 million monthly users, compared to OpenAI's roughly 900 million, and extracting far more revenue from each one.
Counterpoint puts Anthropic's average monthly revenue per active user at $16.20, far ahead of Microsoft's $5, OpenAI's $2.20, and Google's $1.10. That's not a subscription price so much as a rough average spread across total users, but it still shows where the money is landing. The companies winning in terms of popularity are not the ones making the most from it.
You can see that in Meta's numbers. The company leads on raw scale with about a billion users, but barely registers on direct monetization at $0.10 per head.
Investors, however, are being asked to take that on faith. Meta has raised its expected 2026 capital expenditure to between $125 billion and $145 billion as it pours money into AI infrastructure, up from an earlier forecast of $115 billion to $135 billion. The company beat expectations on revenue and profit in the first quarter, but the heavier AI spending knocked its shares down 7 percent in after-hours trading, a reminder that engagement gains do not automatically translate into confidence.
It's not alone. Combined, Alphabet, Amazon, Microsoft, and Meta are expected to spend a $725 billion on infrastructure this year, up sharply from an already hefty $410 billion last year. That's a 77 percent jump, which would be easier to swallow if the returns were showing up evenly across the market.
But they are not. The biggest platforms are racking up users and engagement while footing ever larger infrastructure bills. Meanwhile a smaller set of players is already turning AI into something that looks a lot more like a traditional software business.


	Amazon chips no longer just a side dish, they're a $20B biz


	Databricks can't seem to shake authors' copyright claim that could result in 'extraordinary' damages


	Microsoft's GitHub shifts to metered AI billing amid cost crisis


	Anthropic's magic code-sniffer: More Swiss cheese than cheddar, for now


Anthropic, for example, appears to have carved out a premium lane where customers are paying for outputs rather than novelty, with Counterpoint noting that the firm has "successfully captured the high-end professional market."
China's players are not sitting this out either. The analysts peg Baidu as pulling in about $1.30 per user, more than Google and Meta combined, while Tencent and Alibaba are building out their own mixes of scale and services behind the Great Firewall.
All in all, more than 3.8 billion people are now using LLMs each month, generating roughly $20.7 billion in quarterly revenue, but not all of those users are worth much. Billions are happily tapping away for free while a smaller crowd racks up the actual bill. (r)
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    Nearly half of UK businesses pwned last year as phishing keeps doing the job like it's 2005

    
Turns out the real problem is not AI but staff still clicking on dodgy emails from 'IT support'    


    
        By 
Carly Page        
    

    
        Posted in Cyber-crime,
        
            30th April 2026 11:35 GMT
        
    


    
Nearly half of UK businesses are still getting breached, and in many cases, the attacker's big breakthrough is an employee clicking "sure, why not" on a fake login page.
The UK government's latest Cyber Security Breaches Survey, released on Thursday, puts the hit rate at 43 percent of businesses and 28 percent of charities reporting a cyber incident in the past year, equating to approximately 612,000 UK businesses and 57,000 UK charities, numbers that have barely budged since the last time it asked.
Most of these breaches do not start with anything especially cutting-edge. Phishing leads "by far," usually via impersonation emails that send staff to fake login pages or get them to click links, open attachments, or hand over sensitive information.
Everything else barely gets a look-in. Around 85 percent of businesses that reported a breach or attack said it involved phishing, leaving malware, ransomware, and unauthorized access trailing some distance behind.
Among businesses that report break-ins, about a quarter say they occur at least once a week, with a smaller share reporting daily occurrences. Charities are seeing attacks land more often, with the share reporting weekly incidents rising from 18 percent to 26 percent over the past 12 months. 
Against that backdrop, there are signs that organizations are trying to get a grip of the problem. Around six in ten medium and large businesses report having a formal cybersecurity policy in place, and incident response planning and cyber insurance have both ticked up year on year. Larger organizations are consistently more likely to have these measures in place than smaller ones.
Policies on ransomware are still a bit of a mixed bag. Around half of businesses (49 percent) and a third of charities (34 percent) say they have a rule not to pay up, about the same as last year. Plenty are still in the dark, with roughly a quarter of businesses and a fifth of charities saying they do not know what their policy is.
Most are covering the basics - at least two-thirds of organizations say they have things like updated malware protection, cloud backups, password rules, firewalls, and restricted admin access in place - but after that, it starts to tail off. Fewer report using measures such as two-factor authentication, formal data backup rules, policies on personal data storage, VPNs, or user monitoring.
What's more, among small businesses, some of the basics have slipped compared with last year. The proportion carrying out cyber security risk assessments has dropped to around four in ten, reversing earlier gains and suggesting those improvements have not stuck.


	Pass the key, passwords have passed their sell-by date


	UK govt dept sent a document 'in error.' Now it's being used in a PS370M contract lawsuit


	Dev targeted by sophisticated job scam: 'I let my guard down, and ran the freaking code'


	Medical data of 500k Biobank volunteers listed for sale on Alibaba, UK minister reveals


Supply chains remain another weak spot. Only around one in seven businesses say they review the risks posed by their immediate suppliers, and fewer go any further. The survey puts it at 15 percent checking direct suppliers and just 6 percent looking at the wider chain. Charities are lower again, at 9 percent and 4 percent, respectively.
Then there is the data itself. Around 14 percent of businesses and 22 percent of charities say they hold personal data that is not protected by measures like encryption or anonymization, which means if someone does get in, there is a decent chance they will find something useful.
Overall, breach rates remain high, and phishing continues to do most of the work. The basics exist, they're just not applied everywhere they should be. (r)
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    What type of 'C2 on a sleep cycle' do they leave behind? Novel Chinese spy group found in critical networks in Poland, Asia

    
Just in time for the Trump-Xi summit    


    
        By 
Jessica Lyons        
    

    
        Posted in Cyber-crime,
        
            30th April 2026 11:00 GMT
        
    


    
Exclusive A novel China-linked threat group infiltrated more than a dozen critical networks in Poland, Asian countries, and possibly beyond, beginning in December 2024 and with activity uncovered as recently as this month.


I'm concerned about what they are leaving behind: What type of C2 on a sleep cycle is still lingering in these environments?


In a report shared exclusively with The Register, TrendAI researchers say the new group, which they track as Shadow-Earth-053, targeted government agencies, defense contractors, technology firms, and the transportation industry. The Chinese spies typically gain initial access to victim environments via vulnerable Microsoft Exchange Servers. 
In "multiple" of these intrusions, they compromised victim organizations up to 8 months before deploying ShadowPad, a custom backdoor used by China's APT41 for almost a decade, and shared among multiple China-aligned groups since 2019.
About half of the victims were also compromised by a related group, Shadow-Earth-054, which exploited the same vulnerabilities and shared identical tool hashes and overlapping techniques with Shadow-Earth-053. The 054 group has some network overlaps with Chinese crews tracked as CL-STA-0049 by Palo Alto Networks' Unit 42, REF7707 by Elastic Security Labs, and Earth Alux.
Tom Kellermann, TrendAI VP of AI security and threat research, likened the new Chinese groups to Salt Typhoon and Volt Typhoon. 
Salt hacked telecommunications and government agencies to gain stealthy, long-term access to victim organizations going back as far as 2019. And Volt followed in mid-2021, burrowing deep into critical US networks to preposition for future destructive attacks. Neither of these hacking campaigns came to light until late 2023. 
"Shadow-Earth-053 followed Shadow-Earth-054, conducting reconnaissance and borrowing into the defense industries and defense ministries of nation states that are aligned with the US and also supportive of Taiwan's independence," Kellermann said in an exclusive interview with The Register. 
"I'm concerned about what they are leaving behind: What type of C2 on a sleep cycle is still lingering in these environments? Whether or not they have already prepositioned wipers or destructive capabilities," Kellermann continued. "They're following in the footsteps of the Typhoon campaigns, they look like the younger brother and sister of the Typhoon campaigns, and they're island-hopping through the defense sectors and ministries of those nations for a reason."
Shadow-Earth-053's victims spanned at least eight countries, according to TrendAI's investigation. Most of the observed targets were located in Pakistan, Thailand, Malaysia, India, Myanmar, Sri Lanka, and Taiwan, with at least one target - a defense-sector organization - in Poland.  
Kellermann also suggested that the network intruders are paying close attention to next month's summit between US President Trump and Chinese President Xi.
"Volt essentially had unrequited access to critical infrastructures, energy sector, etc., and it was all for the purposes of ongoing espionage, but most importantly, maintaining sabotage capability, like destructive attacks, should geopolitical tension exacerbate," Kellermann said in an exclusive interview with The Register. "Here we are, leading up to the May 14 and 15 meeting between President Trump and President Xi and, God forbid, the 15th goes sideways."
Exchange server bugs: the gifts that keep on giving
Shadow-Earth-053 typically exploits external services to hack into targeted networks. The years-old ProxyLogon (CVE-2021-26855), which can be chained with other Microsoft Exchange Server bugs (CVE-2021-26857, CVE-2021-26858, and CVE-2021-27065) to achieve remote code execution, is a favorite. 
Salt Typhoon and other Chinese government snoops also abused ProxyLogon to breach critical US networks back in 2021, when it was first disclosed, and it's remained a top-exploited vulnerability ever since. So if you haven't already: patch these Exchange server bugs.
After compromising the sever, Shadow-Earth-053 installs web shells - Godzilla is a commonly used one with this and other China-based crews - and then deploys the ShadowPad backdoor.
In one instance, the snoops delivered ShadowPad malware via legitimate, and popular, remote desktop tool AnyDesk. TrendAI says this suggests the attacker either used a prior compromise or abused stolen credentials. "The limited visibility into this intrusion prevents us from determining whether this represents an alternative initial access method or a later-stage deployment following an unobserved entry point," the authors wrote. 
Shadow-y malware and legit Windows tools
In a separate instance, the incident responders found Linux NoodleRat backdoors - also widely used by Chinese espionage and cybercrime groups - deployed after Shadow-Earth-053 exploited another widely-abused Microsoft security hole: React2Shell (CVE-2025-55182), a critical flaw in React Server Components that can allow attackers to run arbitrary code on vulnerable servers.
The group takes measures to avoid being detected on networks and make their malicious traffic appear legitimate. In one victim's environment, TrendAI detected RingQ, an open-source tool developed in China and available on GitHub that can be used to pack malicious binaries to evade detection by security solutions. The intruders also use domain names that impersonate products, security companies, or are related to the DNS protocol.


	Chinese attackers are pwning your infrastructure to use in attacks, 10 countries warn


	Researcher claims Salt Typhoon spies attended Cisco training scheme


	This is the FBI, open up. China's Volt Typhoon is on your network


	FBI cyber cop: Salt Typhoon pwned 'nearly every American'


In some instances, the group renamed legitimate Windows system binaries to evade process-based detection. 
"They're using tools that we've seen before, and I think they are doing that on purpose, just to get lost in the noise," Kellermann said. 
To move laterally through victim environments, Shadow-Earth-053 uses Windows Management Instrumentation Command-line (WMIC) and installs backdoors onto additional hosts. In one environment, the group propagated web shells to additional internal Exchange servers by using existing administrative credentials - and they continue collecting credentials as they travel through compromised systems, using tools like Evil-CreateDump.
Targeting Poland, a NATO country, "highlights how cyber espionage and a cyber warfare is burgeoning," Kellermann said. "And not only is it burgeoning, but this is the direct prepositioning of these assets to colonize these infrastructures for the purpose of not just espionage, but long term sabotage, if need be." (r)
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    Bug of the year (so far): Nasty cPanel vulnerability probably exploited as a 0-day

    
Emergency patches out now for those managing the millions of domains assumed to be affected    


    
        By 
Connor Jones        
    

    
        Posted in Patches,
        
            30th April 2026 10:14 GMT
        
    


    
Emergency patches are available for a critical vulnerability in cPanel and WHM that allows attackers to bypass authentication and gain root access to servers managed using it.
[image: confused developer]
Dev targeted by sophisticated job scam: 'I let my guard down, and ran the freaking code'

READ MORE
Given that cPanel and WebHost Manager (WHM) control panel help manage properties for  70 million domains, by some estimates, and the critical severity of CVE-2026-41940 (9.8), the vulnerability is being considered a disaster by those in the security scene.
It also affects every single supported version of the software prior to the patch.
For the uninitiated, cPanel and WHM are both Linux-based control panels. The former is used to manage websites, databases, file transfers, email configurations, and domains, while WHM is used for servers.
They are both backbones of the internet. Breaking into them would provide an attacker with unfettered access to all the secrets associated with these functions.
Or, as watchTowr put it: "Think of it as the keys to the kingdom, and then the keys to every individual apartment inside the kingdom. If the kingdom were the internet and the apartments were websites. For everything."
Perhaps the worst part is that early signals from defenders, such as KnownHost CEO Daniel Pearson, suggest it may have been exploited as a zero-day for at least 30 days.
Or maybe worse still is the nature of the vulnerability itself - that attackers can gain root access while bypassing all kinds of authentication - a feat worthy of the near-maximum CVSS.
The vulnerability also affects WP Squared, a WordPress hosting platform owned by cPanel.
Successfully exploiting CVE-2026-41940, which can be summarized as a carriage return line feed (CRLF) flaw - meaning the application that was attacked does not properly sanitize user-supplied input - involves just a few steps. 
An attacker creates a session cookie by completing a failed login attempt and then sends a request with a specially crafted header with an instruction to change privileges to root. They can then use that cookie to log into cPanel and WHM as root.


	Linux cryptographic code flaw offers fast route to root


	Microsoft's patch for a 0-day exploited by Russian spies fell short. Another Windows flaw is under attack


	AI's not going to kill open source code security


	CISA tells feds to patch 13-year-old Apache ActiveMQ bug under active attack


In normal scenarios, cPanel would encrypt attacker-supplied values, but in unpatched versions, attackers can remove a hex value and stop this process from running, allowing the plaintext make-me-root commands to pass through like any other trusted code.
Above is a high-level, concise summary of the procedure. Those looking for a winding tale of how the experts figured out the attack path, watchTowr published its workflow in its typical tongue-in-cheek style.
The prevailing advice is that if you run cPanel and WHM, get patching ASAP. This is a bad one, and given the likelihood of zero-day exploitation, running cPanel's detection script can help defenders understand whether it's just a patch they need, or if it's pull the cables out time.
watchTowr also published its own detection artefact generator to help defenders sniff out signs of compromise. (r)
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    Met Police's Palantir deployment has its own officers watching their backs

    
Federation warns members to ditch work devices off duty as force uses AI to probe 600+ cops    
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London cops are being told by their staff association to be "extremely cautious" about carrying work devices off duty, after the Metropolitan Police Service (MPS) deployed Palantir's technology to investigate hundreds of its own officers.
The Metropolitan Police Federation, which represents more than 30,000 MPS officers, is considering legal action over the force's use of the US firm's AI to analyze employee data, including location tracking.
[image: Bald eagle in front of an American flag. God Bless America.]
Palantir declares itself the guardian of Americans' rights

READ MORE
"Courageous colleagues across London do not deserve to be treated with this level of suspicion by their Big Brother Bosses," said Matt Cane, the federation's general secretary, in a statement.
"For several weeks, the federation has known of Met's intention to upgrade its Lawful Business Monitoring software, yet we were never informed that the upgrade would include the deployment of Palantir's artificial intelligence. This continuous 24/7 geo-location tracking is highly intrusive and risks monitoring officers when they are off duty, on rest days, or at home. This presumption of wrongdoing and attack on officer's personal lives is unacceptable."
The MPS said last week it had introduced new capabilities with Palantir - best-known for its military and security work - to consolidate professional standards data the force holds on its officers.


	Palantir's NHS future in doubt as ministers eye contract break


	Palantir trial plugs into UK financial watchdog's data trove


	Pentagon AI chief praises Palantir tech for speeding battlefield strikes


	Palantir's lethal AI weaponry deployed to find chairs for US government staff


"This represents a significant step forward, enabling a stronger public health style approach focused on early identification, prevention and proportionate intervention," it said, citing examples such as flagging staff who rarely attend work and yet have declared a second job.
The MPS said Palantir's service has already helped identify serious corruption leading to the arrest of two officers and the suspension of two more. It is also investigating 98 officers for abuse of the shift roster IT system, with 500 others sent prevention notices, and is assessing 42 senior leaders for misconduct after they breached hybrid working policy.
Additionally, 12 officers face gross misconduct proceedings for failing to declare Freemasonry membership, with 30 more sent prevention notices for suspected but uncorroborated links to the organization.
"By bringing together the information we already lawfully hold, we can identify risk earlier, act faster and be fairer and more consistent," said MPS commissioner Sir Mark Rowley in a statement.
[image: immigration]
Palantir CEO claims AI will mean western economies won't need immigration

READ MORE
"Alongside new vetting powers, this gives us the tools we need to remove those who should not be in policing and strengthen culture for the future."
The deployment is part of a broader technology push under Rowley who has expanded the force's use of drones and live facial recognition (LFR). A legal challenge to the force's use of LFR failed just last week.
London's mayor Sadiq Khan was not consulted on the Palantir contract, which fell below the PS500,000 threshold requiring mayoral scrutiny, according to the BBC. A spokesperson said Khan nonetheless has concerns about "using public money to support firms who act contrary to London's values."
The Register has asked Palantir to comment.
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    Britain's PS6B armoured sickener Ajax cleared for duty despite injuring troops

    
Investigation finds no single cause for soldiers falling ill, just bad bolts, cold air, and apparently the soldiers themselves    
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Britain's notorious Ajax armored vehicles are being accepted back from the manufacturer after investigations found no single cause for the symptoms plaguing crews, meaning soldiers will need to grin and bear it.
The tracked reconnaissance vehicle was effectively grounded in February, after repeated instances of crew members reporting ill after training. The Ministry of Defence (MoD) took the unusual step of withdrawing its initial operating capability (IOC) status pending closer inspection.
The results are in and they're less than satisfying. In a written statement to Parliament, Luke Pollard MP, the Minister for Defence Readiness and Industry, said the Army Safety Investigation Team (ASIT) found no single causal mechanism, just a combination of minor-sounding factors, some of which implicate the troops themselves.
Noise and vibration levels were reportedly below legal limits and the analysis blames multiple factors: incorrect track tension, loose or missing engine deck bolts, and "environmental and human factors, including variability in training and experience, cold exposure, and air quality within the Ajax vehicle itself."
In other words, the vehicles are fine and the soldiers are the problem.
This was telegraphed last month when senior Army office Lieutenant General Anna-Lee Reilly told the Parliamentary Public Accounts Committee the issues stemmed from vehicles being operated and maintained improperly.
However, she conceded soldiers weren't being willfully negligent, just tired after long stints on the platforms.
Perhaps the MOD expects soldiers to dismount the vehicle in the midst of an operation and check the track tension and any loose bolts in future, to avoid suffering vibration symptoms or having their hearing damaged?
Pollard's statement confirms an Independent Expert Panel Review remains ongoing, with a final report due soon. A further independent review is being commissioned to examine the quality of advice that Ministers, senior officials and military leadership in the MoD received regarding Ajax.
If wars were won by inquiries, Britain would be undefeatable.
All personnel have now returned to normal duties following Exercise Titan Storm last year, when the problems came to the fore once more. The majority of soldiers who felt ill during this exercise suffered only temporary symptoms, according to Pollard.
Strict controls are being applied to the reintroduction of existing Ajax vehicles, we're told, meaning the 23 vehicles on the exercise "will be treated separately and will not be put back in the hands of soldiers until we have confirmed that it is appropriate to do so."
The issues are not new: soldiers reported adverse symptoms during trials as far back as 2020. A 2021 Noise and Vibration Review highlighted "both electrical and mechanical origins" from the track, suspension and running gear, plus the engine and its mounting into the vehicle.
The review concluded General Dynamics "has designed and built what MoD maintains is thus far a vehicle which is not fit for purpose and does not meet the contracted specification."


	UK defense startup to supply drone interceptors for Britain and allies


	Trump's Golden Dome gets $3.2B of contractors and an AI sprinkle


	RAF eyes cheap drone-killer as Typhoon jet tests laser-guided rockets


	Royal Navy races to arm ships against drone threat


All those complications were supposedly addressed in the intervening years, yet personnel ended up with the same symptoms after the British Army declared IOC last year.
The uncomfortable reality is that the PS6.3 billion budget for Ajax has been spent. There is no money to scrap it and start over, despite hints from Defence Secretary John Healey earlier this year that cancellation was on the table. So the Army will adapt to the vehicle's shortcomings, and crews will carry on.
"The safety of our people is non-negotiable," Pollard said. "That is the standard our Armed Forces deserve, and it is the standard this government will uphold." (r)
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    Finance company stores DB credentials in helpfully labeled spreadsheet

    
Great idea, guys. Let's keep all of the data in an Excel file with weak password protection    
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PWNED Welcome, once again, to PWNED, the weekly column where we recount the adventures of IT explorers who found their own pile of quicksand and then jumped right into it. This week's story involves keeping sensitive information in a very vulnerable place and then not protecting it adequately.
The tale comes to us courtesy of Stanislav Kazanov, head of strategic practices at Innowise, a software development firm. A few years ago Kazanov and his group were hired to perform compliance and data architecture audits on a fintech startup where execs had invested more than $1 million to develop a "military grade" security system complete with biometric MFA, endpoint detection, and a ton of physical security.
During the audit, Kazanov logged onto the company's SharePoint site and found a folder called "DevOps_Handoff" on the company-wide intranet that any employee could access. Within that folder was a spreadsheet with the very obscure and deceptive filename Prod_DB_Root_Creds_DO_NOT_SHARE.xlsx. Clearly, this naming convention would throw off any would-be hackers.
On the bright side, the Excel file was password-protected. So, at least there's that, but was there really that much protection?
When Kazanov asked the lead engineer for the password, he was so embarrassed that he looked at his feet and mumbled the answer: "It's the [company name] + [year]." We don't know the actual name of the company, but let's just say it was Contoso. The password would therefore be contoso2026. That's not exactly "admin123" but it's close enough to guess.
The lead engineer explained to Kazanov the reason for the file's existence. Apparently, the internal DevOps team and an external DBA team had a disagreement about which enterprise-grade password manager to use. To "temporarily" solve this disagreement, they dumped the root DB credentials and master AWS IAM keys into this spreadsheet, which had existed for a whopping eight months at the time our hero found it.


	The company's biggest security hole lived in the breakroom


	Using the password 'admin123' wasn't as bad as sharing it on Slack


	Server-room lock was nothing but a crock


	Sticky-note security turned gym into hall of '80s horrors


Our story ends here. We assume this problem was resolved after Kazanov's intervention and before tragedy struck. However, it shows that disagreements over how to secure resources can lead to dangerous compromises.
In this case, the internal DevOps team should have had the final say over what password manager the contractors and they would use. At no point should they have allowed this conflict to result in putting the secrets into a spreadsheet, even if the spreadsheet had strong password protection.
The most basic principle of cybersecurity is to give individual access and credentials to only those who really need it. But here the file was on an intranet that was accessible to all employees and even contractors like Kazanov. Since this was a fintech firm, the data involved could have related to millions or even billions of dollars of people's money. This is a serious situation and anyone who is this sloppy with security doesn't deserve to handle a dime in assets or transactions.
Have a story about someone leaving a gaping hole in their network? Share it with us at pwned@sitpub.com. Anonymity available upon request. (r)
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    Microsoft levels up Azure Local to make it fit for large-scale sovereign clouds

    
Can now use SANs for storage, and adds a local control plane and key management    
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Microsoft has given its Azure Local on-prem cloud a major makeover to make it fit for duty powering large-scale sovereign infrastructure.
The first role Microsoft assigned to Azure Local was as an on-prem option that uses the same hypervisor as the Azure Cloud, plus the Azure Kubernetes Service and software-defined storage. The product scaled to clusters of 16 nodes. Users manage it with Azure Arc, Microsoft's cloudy tool for managing resources that run in the Redmondian cloud, on-prem, or out on the edge. Microsoft told The Register the product is suited to those who feel some workloads aren't suitable to run in the cloud but want to use Arc for all their management needs.
On Monday, Microsoft announced a more ambitious role for Azure Local: powering sovereign datacenters that encompass thousands of servers.
A blog post explains how that's possible: Azure Local servers can now access fiber channel storage area networks, and users can scale compute and storage capacity independently.
A Microsoft spokesperson told us the beefed-up Azure Local can also use customers' existing networks to connect clusters.
"Enhancements in fault domain modeling, infrastructure pools, and multi-rack networking allow deployments to expand from hundreds to thousands of nodes without requiring a fundamental architectural change, while maintaining availability and resiliency for mission-critical workloads," the spokesperson told The Register.
At this point, readers may well be wondering exactly what makes Azure Local suitable for sovereign infrastructure.
For starters, the product is no longer dependent on Arc for management, as a local control plane is now available - and it keeps the Azure look and feel. Another addition to Azure Local is a tool called Local Identity with Key Vault that allows users to manage their own cryptographic keys - even for air-gapped devices.
The Register hears different definitions of "sovereign" infrastructure every week, but the core of it is always ensuring data never leaves a user's preferred jurisdiction and making sure the legal framework under which infrastructure operates isn't subject to extra-territorial interventions (or at least allegedly lawful interventions, as distinct from illegal intrusions).
By offering a local management plane, Azure Local can ease the common concern that merely touching a cloud operated by a US-based company creates risk, while Key Vault will satisfy users who don't want their cloud providers getting anywhere near their keys.
Independent scaling of compute and storage isn't novel. VMware has offered it for years and Nutanix started supporting external storage last year. Both companies also offer sovereign clouds, by packaging their stacks so service providers can offer either dedicated rigs or multitenant infrastructure backed by guarantees of immutable isolation.
The refresh for Azure Local therefore gets Microsoft into the sovereign game.


	Hybrid clouds have two attack surfaces and you're not paying enough attention to either


	Nutanix to add KubeVirt support to run VMs on K8s at the edge


	AWS adds hybrid cloud storage support for Nutanix's AHV hypervisor


	HPE's server and hybrid cloud revenue go into reverse amid historical hardware splurge


The sovereign-infrastructure-ready version of Azure Local dropped with version 12.2604.1003.209 which Redmond delivered last week.
The new release also added features that all users might appreciate, even those who use Azure Local as vanilla hyperconverged and/or hybrid cloud infrastructure.
Microsoft's senior cloud solution architect Jan Egil pointed to faster deployments, support for GPUs, and what he described as "More control over updates and deployment workflows" thanks to "pre-deployment domain join and configurable update settings." (r)
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    Google to sell its TPUs to some customers, who also fancy big-G GPUs

    
AI is driving more searches and ads    
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Google Cloud will start selling its custom tensor processing units to some customers, because they want them and the search giant wants to diversify its revenues.
News of the chip sales emerged on Wednesday during the Q1 2026 earnings call for Alphabet, Google's parent company.
CEO Sundar Pichai said Google has observed growing demand for TPUs from "AI labs, capital markets firms and high-performance computing applications" and will therefore "begin to deliver TPUs to a select group of customers in their own data centers." The CEO said some customers have shown "massive interest in our GPU offerings as well."
Chief Financial Officer Anat Ashkenazi said Google will record some revenue from TPU sales this year, but that the balance sheet impact will be more marked in 2027. She also warned "It is important to keep in mind that revenues from TPU hardware sales will fluctuate from quarter to quarter depending on when TPUs are shipped to customers."
Even if revenue isn't enormous or steady, Pichai thinks selling chips will pay off by helping to fund research on next-gen silicon and helping to create economies of scale that make it easier for Google to build kit for its own use.
Amazon Web Services recently teased the possibility of selling its home-grown chips to third-party customers. Google has now beaten it to market - although demand for AI silicon is so high the market is probably big enough for both companies.
Google Cloud is doing just fine without selling TPUs: revenue for Q1 2026 came in at just over $20 billion, 63 percent beyond the $12.26 billion for the same quarter in 2025. Pichai said the cloudy biz could have done better if it were able to build enough infrastructure to satisfy customer demand. But he sees good days ahead because the G-Cloud now has a $460 billion backlog of undelivered contracts, and that represents a near-doubling quarter over quarter.
Ashkenazi said Google expects to recognize just over half of the backlog as revenue in the next 24 months. If Google can achieve that, it will mean annual revenue hits $130-billion plus - not far behind AWS's $150 billion annual revenue run rate.
Capital expenditure for the quarter reached $35.7 billion. Ashkenazi said the overwhelming majority of that cash went on "technical infrastructure to support the AI opportunities we see across the company" and added "Approximately 60 percent of our investment in technical infrastructure this quarter was in servers, and 40 percent was in data centers and networking equipment."
The CFO also updated capital expenditure forecasts to between $180 billion and $190 billion, up from the company's previous forecast of $175 billion to $185 billion. She said the increase reflects the needs of energy and infrastructure biz Intersect, which Google acquired earlier this year.
When generative AI burst onto the scene, pundits warned that consumers could turn to chatbots instead of search engines.
That didn't happen in this quarter as Pichai proudly pointed to "AI experiences driving usage, queries at an all-time high, and 19 percent revenue growth."


	Google Cloud Next proves what we suspected: Everything is AI now


	Google Meet or Google Mute? Even CEOs get borked sometimes


	Forget one chip to rule them all: With TPU 8, Google has an AI arms race to win


	Trump-branded datacenter project fails to make itself great, again


AI has also helped Google to improve the relevance of ads it serves to users, which in turn is increasing engagement from advertisers.
Revenue for the quarter was $109.9 billion, up 22 percent year-over-year. Net income landed at $62.6 billion.
Those numbers impressed investors, who in after-hours trading sent Alphabet shares 3.7 percent higher. (r)
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    Microsoft lifts 2026 AI spend by $25 billion to cover component price rises

    
Will write checks for $190 billion and even those megabucks may not satisfy demand    
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If you've felt the sting of surging hardware prices, Microsoft can sympathize because the company on Wednesday said it expects its 2026 capital expenditure will hit $190 billion, with $25 billion of that due to rising component costs.
Memory and storage prices have skyrocketed since last northern autumn, in some cases more than tripling in price, with demand for AI infrastructure squarely to blame.
Despite higher costs, Redmond appears undeterred in its quest to win the AI arms race. Last quarter, Microsoft spent roughly $32 billion to bring additional compute capacity online, which means the company is on track to spend another $158 billion between now and Christmas.
According to CFO Amy Hood, next quarter alone the company plans to spend about $40 billion on hardware and datacenters to house it.
Hood said that despite spending megabucks "we expect to remain constrained at least through 2026."
The company's infrastructure build-out has been met with growing concern from Wall Street, and understandably so given that in the last four quarters, Microsoft has spent roughly $97 billion on infrastructure and equipment to win $37 billion of annual recurring revenue (ARR) for its AI services. That's up 123 percent from this time last year, but still short of achieving obvious ROI.
In her prepared statements ahead of Microsoft's Q3 earnings call, Hood attempted to reassure investors that the company's investments will eventually pay off.
"We remain confident in the return on these investments given higher demand signals and increasing product usage, as well as the efficiencies we're already driving across the platform," she said.
These concerns may have motivated Microsoft's decision earlier this week to pivot GitHub Copilot from an all-you-can-eat scheme to a pay-per-token model. It probably doesn't hurt that Microsoft has been freed from having to share revenues with its long-time partner OpenAI, after they opened their relationship to other models and clouds earlier this week.
While Microsoft's AI business can't quite pay the bills yet, its cloud biz is making bank.
In Q3, Microsoft's profits jumped 23 percent year over year to $31.8 billion on revenues of $82.9 billion. Cloud accounted for more than half of all revenue, at $54.5 billion, an increase of 29 percent compared to this time last year.


	Amazon chips no longer just a side dish, they're a $20B biz


	OpenAI jumps out of Microsoft's bed, into Amazon's Bedrock


	Microsoft's GitHub shifts to metered AI billing amid cost crisis


	Microsoft and OpenAI's open relationship is now official


Azure may be a cash cow, but Microsoft's personal computing biz, which spans PCs, gaming, and Bing, saw revenue retreat one percent to $13.2 billion thanks to a two percent year-over-year drop in Windows sales and a five percent dip for Xbox content and services revenues. Improved revenue from Bing search staunched the bleeding.
Looking ahead to the next quarter, Hood forecast Windows OEM revenue to fall in the mid-teens.
Microsoft's broader outlook is a bit rosier. In Q4 the company expects to see revenues rise 13-15 percent year-over-year to $86.7-$87.8 billion. (r)
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    Linux cryptographic code flaw offers fast route to root

    
Patches land for authencesn flaw enabling local privilege escalation    
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Developers of major Linux distributions have begun shipping patches to address a local privilege escalation (LPE) vulnerability arising from a logic flaw.
The newly disclosed LPE, dubbed Copy Fail (CVE-2026-31431), comes from a vulnerability in the Linux kernel's authencesn cryptographic template.
"An unprivileged local user can write four controlled bytes into the page cache of any readable file on a Linux system, and use that to gain root," the writeup from security biz Theori explains.
The kernel reads the page cache when it loads a binary, so modifying the cached copy amounts to altering the binary for the purpose of program execution. But doing so doesn't trigger any defenses focused on file system events like inotify.
The proof of concept exploit is a 10-line, 732-byte Python script capable of editing a setuid binary to gain root on almost all Linux distributions released since 2017.
Copy Fail is similar to other LPE bugs such as Dirty Cow and Dirty Pipe, but its finders claim it doesn't require winning a race condition and it's more broadly applicable.
It's not remotely exploitable on its own - hence LPE - but if chained with a web RCE, malicious CI runner, or SSH compromise, it could be relevant to an external attacker. The bug is of most immediate concern to those using multi-tenant Linux systems, shared-kernel containers, or CI runners that execute untrusted code.
According to Theori, the vulnerability also represents a potential container escape primitive that could affect Kubernetes nodes, because the page cache is shared across the host.


	AWS plants more tombstones in the application graveyard


	AWS keynote hypes AI as magic. Its own engineers tell a different story


	Microsoft's patch for a 0-day exploited by Russian spies fell short. Another Windows flaw is under attack


	Fedora 44 is out - countless versions of it


Linux distros Debian, Ubuntu, and SUSE have issued patches for the problem, as have overseers of other distros.
Red Hat initially said it was going to defer the fix but later changed its
guidance to indicate it will go along with other distros and patch promptly.
The CVE has been rated High severity, 7.8 out of 10.
Theori researcher Taeyang Lee identified the vulnerability, with the help of the company's AI security scanning software, Xint Code.
The number of bug reports has surged in recent months, helped by AI-powered flaw-finders. Microsoft just reported the second largest number of patches ever.
Dustin Childs, head of threat awareness for Trend Micro's Zero Day Initiative, expects this is due to security teams using AI to hunt bugs. "There are many things we could speculate on to justify the size, but if Microsoft is like the other programs out there (including ours), they are likely seeing a rise in submissions found by AI tools," he wrote earlier this month.
AI-assisted vulnerability research recently prompted the Internet Bug Bounty (IBB) program to suspend awards until it can understand how to manage the growing volume of reports. (r)
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    Amazon chips no longer just a side dish, they're a $20B biz

    
The Trainium train keeps a-rollin'    
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Amazon is now among the top three datacenter chip businesses in the world, as its semiconductor business surpassed a $20 billion annual run rate ... and it would be closer to $50 billion if it included itself among the customers, CEO Andy Jassy said during the company's first quarter earnings call on Wednesday.
"If our chips business was a standalone business and sold chips produced this year to AWS and other third parties as other leading chip companies do, our annual revenue run rate would be $50 billion," Jassy said. "As best as we can tell, our custom silicon business is now one of the top three datacenter chip businesses in the world."
Amazon's rapidly expanding custom silicon business includes its Graviton processors, Trainium AI training chips, and Nitro security chips, and is growing at over 100 percent year over year, Jassy said.
"The speed at which we've gotten here is extraordinary, and we have momentum for our custom AI silicon. We've recently shared very large, multi-year, multi-gigawatt training commitments from the two leading AI labs in the world, Anthropic and OpenAI, as well as an increasing number of companies like Uber betting on Trainium," Jassy said. "And we now have over $225 billion in revenue commitments for Trainium."
OpenAI committed to consuming roughly two gigawatts of Trainium capacity through AWS to power its frontier models, with the agreement set to ramp in 2027. Anthropic committed to securing up to five gigawatts of current and future Trainium generations to train and run its advanced AI models.
Additionally, Meta signed an agreement to deploy tens of millions of AWS Graviton cores for its agentic AI workloads, and Uber partnered with Amazon to use Graviton4 and Trainium3 across its ride and delivery platform.
"As AI systems shift from answering questions to taking actions, and as post training and inference scale up, the compute required pulls heavily on CPUs," Jassy said. "That's why Meta chose Graviton, which delivers up to 40 percent better price performance than any other x86 processors and now used by 98 percent of the top 1,000 EC2 customers."
But anyone hoping to buy Trainium chips now will have to wait, Jassy said.
"Our Trainium2 chip has about 30 percent better price performance than comparable GPUs and has largely sold out," Jassy said. "Trainium3, which just started shipping at the start of 2026 and is 30 to 40 percent more price performant than Trainium2, is nearly fully subscribed, and much of Trainium4, which is still about 18 months from broad availability, has already been reserved."
Overall, Amazon reported first-quarter revenue of $181.5 billion, up 17 percent year over year. Its cloud unit, AWS, generated $37.6 billion in revenue during the quarter, a 28 percent jump that marked its fastest growth rate in 15 quarters.
Jassy said in the first three years after AWS launched, it had a $58 million revenue run rate, while in the first three years of this AI wave, AWS' AI revenue run rate is over $15 billion - nearly 260 times larger.


	OpenAI jumps out of Microsoft's bed, into Amazon's Bedrock


	Amazon would rather shareholders did not look too closely at carbon footprint


	Amazon unveils a Copilot for all your apps


	GOV.UK chatbot gets smarter but slower as LLMs improve


Amazon's overall net income for the quarter came in at $30.3 billion, or $2.78 per diluted share. That's up from $17.1 billion, or $1.59 per diluted share, in Q1 2025, but that number includes $16.8 billion in pre-tax gains from Amazon's investments in Anthropic, booked as non-operating income.
Amazon Bedrock, the company's managed service for accessing foundation models, processed more tokens in the first quarter than in all prior years combined, with customer spending on the platform growing 170 percent quarter over quarter, the company said. Amazon made OpenAI's GPT-5.4 model available in limited preview on Bedrock and announced that GPT-5.5 is coming soon. It also launched Anthropic's Claude Opus 4.7 on the platform.
The cloud giant also announced a collaboration with Cerebras to deliver what it described as the fastest AI inference speeds available for large language models through Bedrock, making AWS the only cloud provider to offer such a solution, it said.
The company also launched Bedrock AgentCore, a set of infrastructure tools for building and deploying AI agents, which Amazon said is now used to deploy an agent as frequently as every 10 seconds. (r)
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    Researchers move in the right direction, develop powerful GPS interference alarm

    
ORNL says portable detector kit can separate real GPS signals from fake ones even at equal strength    
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GPS spoofing, which sends fake satellite-like signals, and GPS jamming, which drowns receivers in noise, are increasingly serious problems. Researchers at Oak Ridge National Laboratory in Tennessee have created what they say is the most effective system yet for detecting GPS interference, which could help blunt such attacks.
ORNL said Wednesday that a group of boffins led by researcher Austin Albright has developed a new portable device that can detect both spoofing, which sends fake signals that mimic GPS satellite signals to provide bad location data, and jamming, which simply floods GPS receivers with noise. The device can operate from a vehicle to detect attacks on commercial trucks and warn drivers, the lab said, and tests with the US Department of Homeland Security suggest it's sensitive enough to outperform industry-developed systems that already exist. 
That sensitivity would be notable enough, but ORNL said that the device is able to do something else that no known GPS interference detector can: It's able to detect spoofing even when fake and real signals are equally strong. 
The ORNL device also operates entirely independently of GPS: It doesn't even have a GPS-specific receiver or knowledge of expected GPS signals, according to the lab. Instead, it consists of just a couple of well-known pieces of equipment, namely a software-defined radio and an embedded GPU, and what ORNL said is a new mathematical radio frequency analysis method to separate legit signals from malicious ones. The GPU's role is simply to perform the math in real time to detect spoofs or jams. 
"Trucking needs a solution that works without special conditions or dependence on a trusted reference source," Albright said of the new device in ORNL's writeup. "Ours is the best in the world." 
With the successful testing of the device completed, Albright and his team are now looking at ways to make the thing cheaper to produce, which we can imagine might include replacing the GPU with something less in-demand by the AI industry. 
GPS spam: Not just a problem for planes
We've reported plenty on GPS spoofing and jamming at The Register, but most of our writing on the topic has focused on aviation, with issues like GPS spoofing rampant at multiple airports in India, disrupting a flight carrying European Commission President Ursula von der Leyen, and generally rising to the level of being a serious flight safety concern for aviators around the world. 
ORNL acknowledged the problem of GPS interference in aviation in its writeup, and while the device could potentially help detect attacks against aircraft, the lab's immediate focus appears to be protecting truckers moving goods across the US.
As an example, ORNL pointed to an incident last year in which two tractor-trailer loads of tequila from a brand co-founded by celebrity chef and Flavortown mayor Guy Fieri and former Van Halen singer Sammy Hagar were stolen. GPS spoofing was used during the crime to keep those waiting for the estimated 24,000 bottles from getting suspicious that the trucks weren't on course. 
Some of the booze was eventually recovered in California (it was supposed to be delivered to Pennsylvania), but not before Fieri said the company had to lay people off due to the losses. 


	GPS on the fritz? Britain and France plot a backup plan


	DHS warns of sharp rise in Chinese-made signal jammers it calls 'tools of terrorism'


	Boffins explore cell signals as potential GPS alternative


	Texas students hijack superyacht with GPS-spoofing luggage


While stolen tequila is bad, the same attacks could also be used to waylay or misdirect shipments carrying everything from personal packages to nuclear materials and other essential goods.
"Everyone uses cargo monitoring with GPS tracking, whether for your personal packages, your pizza, or nuclear materials," Albright said, adding that the device would act like any other sort of alarm to alert a driver that something's amiss. 
"Like a carbon monoxide alarm alerts you to an invisible danger, spoofing detection is critical to alerting us to a new invisible danger," Albright said. Drivers with one of the ORNL devices, for example, could get an alert, "know something bad is happening and call someone," potentially protecting the driver, their shipment, and people who would be harmed by its loss. 
We reached out to ORNL to learn more about the future of the project, but the lab wasn't able to meet our deadline. (r)
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    Microsoft's patch for a 0-day exploited by Russian spies fell short. Another Windows flaw is under attack

    
Second try's a charm?    
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Microsoft and the US Cybersecurity and Infrastructure Security Agency (CISA) warned that attackers are exploiting a zero-click Windows flaw that can expose sensitive information on vulnerable systems.
While we don't know who is attacking this one, tracked as CVE-2026-32202, we'd suggest betting it all on Putin's goons. The flaw stems from an incomplete fix for an earlier vulnerability found and abused by Russian spies a month before Redmond released a patch.
The new bug, CVE-2026-32202, is an authentication coercion flaw in Windows Shell that can expose sensitive information on vulnerable systems via network spoofing. "An attacker who successfully exploited the vulnerability could view some sensitive information," Redmond warned when it disclosed the CVE on April 14. 
On Monday, the Windows giant marked the bug as "exploitation detected." The next day, CISA added CVE-2026-32202 to its Known Exploited Vulnerabilities catalog, and set a May 12 deadline for federal agencies to fix the flaw.
The Register reached out to Microsoft about the scope of exploitation, who is responsible for the attacks, and what they are doing with the illicit access. We will update this story if we receive any response.
Microsoft credited Akamai senior security researcher Maor Dahan with finding and reporting CVE-2026-32202, and in Dahan's write-up, he says an incomplete patch for CVE-2026-21510 created the newer vuln.
Redmond attempted to patch CVE-2026-21510 in February. It was one of six actively exploited zero-days disclosed during that month's Patch Tuesday, and Akamai detected Russia's APT28 (also known as Fancy Bear) exploiting that security hole in January. 
According to Akamai, citing Ukraine's Computer Emergency Response Team, APT28 exploited CVE-2026-21510 in attacks against Ukraine and European Union countries. 
These attacks began with a phishing email, purporting to be from Ukraine's hydro-meteorological center, that contained a weaponized LNK file to exploit another vulnerability, CVE-2026-21513. By chaining CVE-2026-21513 with CVE-2026-21510, the Russian spies bypassed Microsoft security features including Defender SmartScreen and remotely executed malicious code on victims' computers.


	Microsoft's Valentine's gift to admins: 6 exploited zero-day fixes


	Crime crew impersonates help desk, abuses Microsoft Teams to steal your data


	Microsoft's massive Patch Tuesday: It's raining bugs


	Ongoing supply-chain attack 'explicitly targeting' security, dev tools


Microsoft fixed both of these CVEs on February's Patch Tuesday.
However, "while Microsoft's fix successfully prevented the initial remote code execution (RCE) and SmartScreen bypass, it left behind a zero-click authentication coercion vulnerability," Dahan wrote, adding that he and his fellow Akamai bug hunters found CVE-2026-32202 while testing the February patches.
"While testing the patch, we noticed something interesting: The victim machine was still authenticating to the attacker's server," he said.
As Dahan explains, the security hole can be abused to send the victim's Net-NTLMv2 hash (authentication data) to the attacker, thus allowing the digital intruder to authenticate as the user, steal sensitive data, and snoop around on the victim's network.
"This gap between path resolution and trust verification left a zero-click credential theft vector via auto-parsed LNK files," he wrote. (r)
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    Legacy TLS tour continues with Exchange Online blocking old versions from July 2026

    
Microsoft readies the axe once again for yesterday's security    
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Microsoft has warned users still clinging to legacy TLS versions that the end is nigh for TLS 1.0 and 1.1 on POP3 and IMAP4 connections to Exchange Online.
Redmond warned, "We will start to block legacy version connections starting in July 2026."
The move is long overdue, and the Windows giant has been warning users for years that it was coming. Support for TLS 1.0 and 1.1 in Exchange Online ended in 2020. In 2023, Microsoft announced plans to disable those older TLS versions for POP3 and IMAP4 clients in the name of compliance and security, but acknowledged that there was a "significant" number of POP3/IMAP4 clients that didn't support TLS 1.2 or later, and so added an endpoint for clients to opt to keep using the legacy protocols.
It was, however, very much an opt-in thing, and in July 2026, the time will run out.
Transport Layer Security (TLS) dates back decades. 1.0 was published in 1999, and 1.1 in 2006. Both were deprecated in 2021, and Microsoft stated that they "are no longer considered secure."
However, Microsoft is also famous for backward compatibility, and has historically taken a very cautious approach when it comes to switching off services that might make its corporate customers shriek. Hence, Redmond kept the lights on for TLS 1.0 and 1.1, even considering the inherent insecurity of the technology.
Microsoft expects minimal impact from the change. The company wrote, "Modern email clients and libraries already support TLS 1.2 or higher."
"And the vast majority of POP and IMAP traffic to Exchange Online today uses these newer protocols."


	Microsoft opens door to the past by releasing 86-DOS and PC-DOS 1.00


	Microsoft's GitHub shifts to metered AI billing amid cost crisis


	Microsoft Outlook for iOS still down and out for many after 'service change'


	OpenAI jumps out of Microsoft's bed, into Amazon's Bedrock


Google Workspace still supports TLS 1.0 and 1.1, according to its documentation, although it would be prudent for users to select a more recent protocol, assuming that their client supports it. However, Google's browser tentacle, along with the likes of Firefox and Edge, announced that the legacy protocols were not long for this world in 2018.
The Exchange Online switch-off for TLS 1.0 and 1.1 has been a long time coming, but there could still be disruption despite the protocols' relatively low usage. Legacy devices or software, for example, might stop working as connections fail.
As far as Microsoft is concerned, "Our expectation is that only customers who have explicitly opted into using those legacy endpoints are impacted by the deprecation."
So, anyone using Exchange Online who opted into the legacy protocols should check how their email clients are connecting, or risk summer support calls if things start failing in July. (r)
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    Databricks can't seem to shake authors' copyright claim that could result in 'extraordinary' damages

    
Authors say it acquired an LLM that was trained on their copyrighted data, and judge keeps asking for more info    
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Databricks cannot shake a class action lawsuit targeting its LLM, which several book authors contend was created with a database that contained pirated versions of some of their copyrighted books - and about 196,000 titles in all.
Databricks' motion to dismiss the case was denied last week by Judge Charles Breyer in U.S. District Court in Northern California, who said the plaintiffs, a group of writers that includes bestsellers and a Pulitzer Prize finalist, had grounds to continue their suit against the data analytics platform.
Databricks LLM, called DBRX, was cobbled together with parts from MosaicLM, which Databricks acquired in 2023. Early versions of that model used a database called RedPajama - which contained Book3 and has since been pulled from Hugging Face for copyright infringement. Databricks is essentially arguing that the authors can't prove that DBRX was trained with the Book3 data, and has testified to that effect.
Databricks closed its acquisition of MosaicLM in July 2023. In a statement at the time, Databricks called Mosaic "a leading generative AI platform known for its state-of-the-art MPT large language models." MosaicLM released its first MPT model in May 2023 and in a blog announced it had used the RedPajama dataset in training.
Then when Databricks released its DBRX model in March 2024, it said "The development of DBRX was led by the Mosaic team that previously built the MPT model family." The case hinges on how closely those two steps were tied.
Speaking of the authors, Judge Breyer wrote in his ruling, "They directly tie their infringed works to DBRX, and the employee statements provide supporting inferences when read in context, particularly when viewed alongside other more direct statements."
While Databricks has provided fourteen depositions, thousands of pages of documents, and terabytes of discovery information in its bid to show the court it did nothing wrong, Breyer wants to see more, said Brandon Butler, a copyright lawyer and executive director of Re:Create, a coalition of groups that advocates for balanced copyright laws.
"Judge Breyer basically says, 'We need to know more before we can say that you didn't actually engage in any infringing copying,' " Butler told The Register. "We don't know enough yet, about what happened. Step by step, what did they physically do?"
Butler said potential damages against Databricks are massive if the authors can convince the court that the infringements were willful.
"The damages provisions in copyright law are draconian with a capital D. I mean, they are extraordinary. They are six figures per work infringed up to $150,000," he said. "This is bet-the-company litigation. If they win, they could get enough damages they just liquidate every asset that belongs to some of these companies, and probably especially a smaller player like Databricks."
So far several authors have joined the suit, among them young adult best selling author Jason Reynolds, Stuart O'Nan, Brian Keene, and Rebeccas Makkai, whose book The Great Believers was a finalist for the Pulitzer Prize.
Meta won a similar lawsuit last year against book authors who sued for copyright infringement during the creation of its LLAMA models by arguing that its actions were covered by fair use provisions of copyright law. Anthropic also won on a similar fair use claim in a separate case (but had ingested pirated books and agreed to establish a $1.5 billion fund to compensate authors.)
But Databricks has not yet made that argument.
Instead, Databricks' unsuccessful motion said the authors' complaint was "nonsensical" and encompass actions that predate the training of DBRX.
"By Plaintiffs' strained logic, if a car company experimented on emissions technology with and without a patented component, and later manufactured a car without that component, the patent owner could still assert infringement claims as to the non-infringing car based solely on the earlier experimentation that led to the decision not to include the component," lawyers for Databricks wrote.


	DuckDB uses RDBMS to attack classic 'small changes' problem in lakehouses


	Spark creator bags computing gong for making big data a little bit smaller


	No membrane in sight as Osmos diffuses into Microsoft Fabric


	Industry reacts to DuckDB's radical rethink of Lakehouse architecture


The authors argue they only need to show the court that their works were copyrighted and that those works were then copied by Databricks.
"Databricks copied Books3 multiple times in the process of developing its DBRX models and by so doing, directly infringed Plaintiffs' copyrights in the asserted works," the authors who brought the suit stated. "Under Defendants' logic, as long as an AI company does not incorporate copyrighted books into the final training dataset of a model, it is free to download, store, reproduce, and indefinitely use pirated works for its own benefit. That argument gets it backwards."
Butler said there are a couple of paths Databricks could take to succeed. First they could argue fair use, which has been a winning argument in the same federal court that is hearing this case. The second is that they could claim the authors cannot show damages and thus have no claim to file suit.
"That may be an argument that would be useful here, which is to say, 'Whatever happened with all those books back then, none of that ever saw the light of day. It had no impact on our model. It was a mistake, and we undid it, and it had literally no impact in the world. So, why are we here? Why are we wasting the court's time? But I think that's a thing they have to prove, and they haven't proven it yet," he said. (r)
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New sealed bootable container images and Stratis storage, too    
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Fedora Linux 44 has arrived - in multiple formats and for several CPU families, including some new container formats and storage options.
The Fedora Project is the community-led Linux distro that is upstream of Red Hat's CentOS Stream and Red Hat Enterprise Linux (and of course third-party distros such as Alma Linux and Rocky Linux). This means that in the extensive Red Hat family of Linux distros, Fedora is the leading, or indeed bleeding edge. Fedora is where new technology, tooling, and methods get tried out and refined, and the rough edges smoothed off, before they potentially make their way downstream into the much smaller and more restricted enterprise distros.
Compared to the more widely used Debian and Ubuntu families, and their many offshoots and derivatives, this makes Fedora a very different proposition.
Fedora doesn't have to worry about "stable" or "long-term support" releases. It doesn't have them, because those things happen in other products: its downstream distributions. There's a new Fedora version twice a year, and each version only gets a year of updates. You're supposed to upgrade to a new version at least annually - in other words, every alternate release. This means the project is free to include newer versions of its tens of thousands of sub-components, and indeed, major components often get upgraded to new versions during each Fedora release's six months as the current version.
In Ubuntu terms, every Fedora release is an interim release. Red Hat's equivalent of Debian or an Ubuntu LTS release is RHEL, and the company hopes you'll pay for that stability. If you don't want to, there are free third-party rebuilds, which the Reg FOSS desk refers to as the RHELatives, such as Rocky Linux, Alma Linux, and Oracle Linux.
So, freed from any need to support them for years to come, Fedora offers whole fields of fun FOSS freshness in which to frolic. Most, but not all, of its components tend to be newer versions than Canonical gives you. Both Ubuntu and Fedora offer GNOME as their default desktop - indeed, many GNOME developers work at Red Hat - and so the release cycles of both distros follow GNOME's semi-annual releases.
What's new
On the desktop, between the official Editions and the Spins, Fedora 44 offers many of the same versions of the same environments as last week's Ubuntu 26.04. So, for example, the flagship Fedora Workstation uses GNOME 50, and that means it's Wayland-only, with no X.org session available.
[image: This is the first boot-up screen in Fedora 44 KDE after you install, with central "Begin Setup" button. ]
In most distros, the first boot means you've finished setup - but not in Fedora. - Click to enlarge


Similarly, the KDE edition uses Plasma 6.6, complete with the new Plasma Login Manager we covered back in January. The KDE version also has a new "out-of-the-box first-run experience." In this release, the Fedora Games Lab also adopts KDE Plasma in place of Xfce. Users with existing installs of the KDE edition or the Games Lab will have to install the new login manager or desktop manually if they want it.
Most of the Spins also use the latest versions, so Fedora Budgie also uses Budgie 10.10, which in turn means that it too is Wayland-only. The Spins that align with Ubuntu Flavors are Xfce, Cinnamon, MATE, LXQt, and Budgie. In addition, Fedora also offers Spins with LXDE, System76's COSMIC, and the Sugar environment for children, plus three tiling window managers: i3, Sway, and Miracle-WM. There's also a KDE Mobile Spin for x86-64 (and some Arm64) tablets and convertible laptops.
There's a nicely short and clear Changes in Fedora 44 For Desktop Users article, which covers the functional changes. One notable change for gamers is support for the new NTSYNC kernel API, which we explained when looking at WINE 11 early this year.
Under the hood
One of the few areas that's slightly behind Ubuntu 26.04 at launch is the kernel: it comes with 6.19.10-300, and on our first update, we got 6.19.14, the last ever version of this now end-of-life kernel. Fedora updates major components within releases more readily than most other stable-release distros, and we're sure kernel 7.0 will follow very soon.
Notably, the list of Changes in Fedora 44 For Developers is much longer than the version for desktop users, but then, one of Fedora's intended roles is as a developer workstation.
Red Hat's release announcement covers the updated plumbing before the desktops. It highlights revised OpenSSL certificate handling, Ansible 13, and MariaDB 11.8, and also mentions that the /boot partition in Fedora Cloud is now formatted with Btrfs.
The list of Changes in Fedora 44 For System Administrators highlights some of the other interesting changes in this version. Fedora 44 now includes a packaged version of the Nix package manager, which we have mentioned before, along with commercialized offshoot Flox.
This doesn't mean Fedora is becoming a variant of the NixOS distribution we tried in 2022. It isn't. Most versions of Fedora are still constructed from RPM packages, as Red Hat has done since the days of Red Hat Linux in the 1990s. (We say "most" because the immutable editions are rather different, which we'll come back to.) But it does mean that Nix enthusiasts can just install Nix, and then manage their own collection of Nix-packaged software inside their home directory.
[image: Fedora 44 GNOME tour showing a trackpad gesture without explaining mouse or other alternatives]
GNOME 50 is pretty and simple and clean - but perhaps too simplified for power desktop users - Click to enlarge


Next-gen storage, if anyone is still interested
Buried in the notes for sysadmins is a brief mention of Stratis 3.9.0. This is a significant release of Red Hat's next-gen storage management system for Linux, which we looked at a few years ago when Stratis 3.3 came out. In version 3.9.0, it's now possible to take an existing storage pool and either add or remove encryption on the fly.
Stratis is an innovative combination of existing Linux storage tech: it combines the XFS filesystem, device-mapper for logical volume management, plus LUKS and Clevis for encryption.
Among its original goals was to be an all-GPL rival for OpenZFS - arguably, one with less drama around it than the actively developed bcachefs - but Red Hat seems to have de-emphasized it in recent years. That's a great shame: if this COW-snapshot-capable FS were the default in Fedora and the RHELatives, then the architecture of the immutable variants could be drastically simpler and cleaner.
More secure UKI-based bootable containers
A separate announcement from the Fedora Project touted Sealed Fedora Atomic Desktop bootable container images. This seems significant, but it brings together several different elements of next-gen Linux tech that Red Hat and others are working hard on developing... but perhaps rather less diligently on documenting and marketing.
Red Hat's immutable distros are based around a library called OStree. How it works is significantly complex, which is the sort of thing that worries the Reg FOSS desk - but doesn't seem to faze many FOSS industry observers.
At risk of over-simplifying it, OStree handles the binary files of your OS a little like Git handles source code. OStree treats your hard disk as a repository, and constructs something that looks like a normal filesystem layout on the fly. What you see isn't the grisly reality underneath, but this allows OS images to be updated over the internet in one atomic operation - meaning that software updates can be incremental (sending only the differences over the wire), and can be undone if something goes wrong.
Around 2024, OStree was augmented with a new and simpler way of distributing OS images: bootable containers, using a tool called bootc. This is also included in Fedora.
It's a running theme with various elements of Red Hat technology that the company, and its various community projects, tend not to spend much effort on simple, high-level explanations of what things do, how they work, and why you might want them. This leaves that task to external third parties, such as this vulture. In this instance, French developer Quentin Joly made a valiant attempt in February in a lengthy article called Bootc and OSTree: Modernizing Linux System Deployment. It's quite long and quite complicated, but it's one of the best we have seen yet.
If you read that, then it will help make sense of the new announcement. Along with Fedora 44, there are now sealed container images of the Fedora Atomic Desktops - the immutable graphical desktops, constructed using Lennart Poettering's new Unified Kernel Images, along with the systemd-boot bootloader. We battled with that in 2021, although the experience is a little smoother these days.
All this stuff about Secure Boot, encrypted kernel and initramfs images, full-disk encryption, unmodifiable container images and so on presumably engages great enthusiasm in certain enterprise circles. All we can say is that it's not our cup of tea.
What does Fedora run on? Almost anything
Fedora is a remarkably broad family of offerings and covers an immense range: from cut-down editions for embedding into Internet of Things devices, to covering most of the better known Linux desktop environments, to various types of server OS, conventional and immutable, for bare metal or public cloud. It covers more or less anything you could want to do with any kind of computer, from a router to a mainframe. In fact, the single exception that we noticed is that there's no Fedora for phones.
As usual, it is available in multiple editions, for various platforms, and in a wide array of formats - so many that they're quite hard to enumerate. There are six main Editions, five Atomic Desktops (the project's immutable desktop variant), 12 Fedora Spins with alternative desktop environments, plus seven Fedora Labs with preinstalled bundles of software for different roles.
[image: The Plasma 6.6 welcome tour is dramatically more useful and informative than GNOME's equivalent.]
The Plasma 6.6 welcome tour is dramatically more useful and informative than GNOME's equivalent. - Click to enlarge


Among the official Editions, there is Fedora Workstation with GNOME (for both x86-64 and Arm64), the KDE Plasma Desktop edition (for x86-64, Arm64, and 64-bit little-endian PowerPC (ppc64le for short). Then, moving away from graphical desktop OSes, there is Fedora Server, which adds IBM mainframes to that list. Fedora Cloud is designed to run inside VMs, and covers the same four architectures as Server but in 15 different image formats. Fedora IoT is a cut-down OS aimed at single-board computers, supporting both x86-64 and Arm64 in three different formats.
There is also Fedora CoreOS, the project's immutable server, aimed at running container workloads. This too is available across four architectures, in multiple formats: 28 of them for x86, 17 for Arm64, 10 for mainframes, and nine for ppc64le. However, although preliminary builds of version 44 are available, at the time of writing, the default stable version is still version 43.20260413.3.1. That's 64 variants we can leave out for now.


	Ubuntu Resolute Raccoon spits out Xorg, but still lets you run X11 apps


	GNOME 50 debuts with X11 axed, Wayland front and center


	KDE Plasma 6.6 isn't forcing systemd but the arguments rage on


	KDE Plasma 6.6 beta ships a login manager that won't log in without systemd


Installation
The Fedora installation process continues to change with this release. Both Fedora and openSUSE are switching to web-based installation programs, which run in a full-screen Firefox instance. This next-generation Anaconda installer is still being refined, and in Fedora 44, the installer configures only network connections that you use during installation, which should make it easier to reconfigure such things later on.
Saying that, it seems to us to make other things harder. Fedora has for many years been trickier to dual-boot than other distros, especially if you use complex partitioning schemes - as this vulture tends to on his testbed machines, some of which have five or six OSes spread across two or more physical drives. Older versions of Fedora at least offered the Blivet-GUI tool for custom partitioning, which was clunky but just about worked if you were careful. In this release, we couldn't see how to customize the disk layout at all, even to the extent of installing onto Ext4 rather than Btrfs. This is more than just the default now: it seems to be enforced.
[image: Uniquely among Linux distros we've seen, user creation is a post-installation task, here using KDE]
Uniquely among Linux distros we've seen, user creation is a post-installation task, here using KDE - Click to enlarge


The sequence of steps in Fedora's installation process is a little different than most Linux distros: it doesn't collect any user information or create any user accounts. Instead, the new installation of the OS does this after it boots up for the first time. In version 44, that post-install process has been streamlined, and now, the Fedora KDE edition (it is no longer a mere Spin - it was promoted a year ago) has a post-installation workflow that's very similar to the GNOME one.
As we noted with Fedora 39, Red Hat favors its own virtualization tools, such as GNOME Boxes, and does little to no testing on rival companies' offerings such as Oracle's VirtualBox. For this release, we went straight to QEMU via the handy UTM hypervisor, and Fedora installed perfectly the first time. The KDE edition was more finicky, and we had to switch to a virtual GPU without graphics acceleration, but it worked.
We don't have any suitable Arm64 hardware on which to try a full installation, but it does have some generic support for UEFI-based Snapdragon-powered laptops, which it calls Windows-on-ARM Laptops. Support for the Raspberry Pi series of devices is lagging behind, especially the Pi 5, but there is some.
Conclusion
It is hard to summarize such a vast and interconnected family of OS releases as Fedora 44. Although many spins are x86-64 only, others support three other CPU architectures, multiple cloud platforms and deployment formats. Even sticking to bare-metal installation and desktop and server editions only, we'd have to install some 30 different variants. We probably couldn't write them all up before Fedora 45 arrives.
Fedora isn't just a testbed for FOSS tech that may one day make it into RHEL, it's also a testbed for Red Hat's quality assurance and testing teams, as well as for its automated build pipelines and associated tooling.
As a desktop Linux distro, it's easier to install than ever, and it's a perfectly capable OS. It excludes anything remotely proprietary, but the installer offers the option to add non-free repositories - so depending on your kit, you may well face more problems getting all your hardware working. By choosing Fedora, you accept more frequent OS upgrades than Debian-based rivals, let alone the daily updates of rolling-release distros such as Arch-based ones. However, saying that, Fedora releases are more thoroughly tested than any rolling-release distro, and it has a large and active community from which to seek help.
Like much in the wider Unix world, in the end, it mostly depends on what you like and are used to, rather than hard objective judgments. If you work in the world of enterprise Linux, especially in the American-influenced parts of the globe, it's almost the default choice. In conscience we can't recommend it for total newcomers to Linux, but it is a good choice for developers wanting the latest tooling. (r)
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    Cloudflare says autocrats, wars and elections caged the internet in Q1

    
Iran went dark twice, AWS got droned, oh and TalkTalk broke something it refuses to talk about    
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The first quarter of 2026 saw a surge in severe and prolonged internet disruptions, from government shutdowns to power outages to the occasional mystery incident.
So says content delivery network biz Cloudflare in its latest summary of the global activity it oversees across the interwebs. This takes in the whole gamut from severe weather to cable damage to various technical issues.
[image: US and Iran flags over battle scene with tank]
AWS-hosted tech providers urge Middle East customers to fail over now

READ MORE
One of the major incidents involved hostilities in the Middle East, where Iran authorities shut down the country's internet for 61 days (at the time of writing), following the assault by Israel and the US on February 28.
This wasn't the first government-enforced blackout of the year in Iran, that started at 20:00 local time (16:30 UTC) on January 8 in response to nationwide protests against the ruling regime that began 11 days earlier. Traffic remained near zero until January 21, when a small amount returned, only to disappear around 24 hours later. Another brief restoration followed on January 25, before normality resumed on January 27.
Cloudflare reports that an almost total loss of announced IPv6 address space started several hours before the cut-off actually hit on January 8, which was an indicator of what was to come. Some shifts in announced IPv4 address space were visible during the shutdown, but largely remained consistent during the shutdown period. Cloudflare says these observations suggest the shutdown was implemented by means of filtering.
In the war-related shutdown, the Cloudflare Radar service noticed a sharp drop in traffic from Iran around 10:30 local time (07:00 UTC). Traffic levels fell to less than 1 percent of normal.
However, IP address space continued to be announced this time, while a small amount of traffic that persisted suggests the shutdown was effectively achieved through aggressive filtering. Selected users continued to access approved internet sites via "whitelists" and "white SIM cards," Cloudflare says.
Elsewhere, internet outages coincided with elections in Africa. Ugandan authorities pulled the plug between January 13 and January 17 to cover the presidential election. It was similar for the Republic of Congo presidential election on March 15, where cutoff lasted for circa 60 hours.
Back to the conflict in the Middle East, Amazon Web Services saw its datacenter sites impacted by drone strikes. Service degraded after a facility in the United Arab Emirates was hit on the morning of March 1. The following day, AWS confirmed two of its facilities in the UAE (me-central-1 region) were "directly struck" by drones and that a campus in Bahrain (me-south-1 region) was offline after a nearby strike.
Ukraine also suffered loss of access in some areas, due to the ongoing Russia's invasion. Attacks on energy infrastructure January 7 and 8 caused power outages disrupting internet activity in Dnipropetrovsk and surrounding regions to below 50 percent of normal.
Later the same month in Kharkiv, a drone and missile attack - again targeting energy infrastructure - led to another 50 percent drop in traffic from the region on January 26, with recovery progressing the next day.


	Cloudflare pours cold water on 'BGP weirdness preceded US attack on Venezuela' theory


	GitHub says sorry and vows to do better as uptime slips and devs complain


	Microsoft Outlook for iOS still down and out for many after 'service change'


	Iran claims US used backdoors to knock out networking equipment during war


	Azure outages ripple across multiple dependent Microsoft services


Then there were the mystery outages. In late March, customers of UK broadband provider TalkTalk reported widespread service disruptions. Cloudflare says traffic from the network dropped nearly 50 percent compared with the previous week starting around 07:00 local time, with service restored not long after, at about 08:15 local time.
TalkTalk acknowledged the issues on X but did not publicly disclose a root cause, according to Cloudflare. We asked TalkTalk for the root cause.
A spokesperson said: "We recorded a brief network outage on the morning of March 25. Full service was restored within approximately one hour."
Whatever it was, TalkTalk seems determined to keep it a secret, so perhaps it was an embarrassing gaffe by one of engineers. (r)
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    Yet another experiment proves it's too damn simple to poison large language models

    
There is no 6 Nimmt! champion, but a $12 domain registration and one Wikipedia edit convinced several bots there was    
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Unlike search engines that let you judge competing sources, search-backed AI chatbots can turn shaky web material into confident answers. Case in point: A security engineer convinced several bots that he was the reigning world champion of a popular German card game, even though no such championship exists.
If you were to check Wikipedia up until the end of last week, you would have seen Ron Stoner listed on the page for 6 Nimmt!, also known as Take 5 to English-speaking audiences, as the 2025 world champion. The Wikipedia entry cited the official-looking 6nimmt.com as the source for the claim, and visiting that URL does reveal a short press release celebrating Stoner's victory.
The only problem with the whole thing is that Stoner says he created both the Wikipedia entry about his victory and the 6 Nimmt! domain hosting the only evidence of it, but that still didn't stop several AI chatbots from telling him he was the world champ when he asked.
"My site has no independent corroboration. It's totally made up," Stoner said in the blog post. "The whole house of cards rests on a $12 domain registration I did while drinking coffee." 
In other words, this is poisoning at the retrieval-augmented generation layer. Not prompt injection, but targeting the same plane of AI functionality, namely the one that searches the web. 
As he explains, and many El Reg readers are likely already aware, AI doesn't really care about the provenance of the sources it cites as authority for its claims, and that's the very thing Stoner sought to exploit when he concocted his experiment. 
"Every frontier LLM with web search grounds its answers in whatever retrieval ranks highest for a given query," Stoner wrote. In the case of the nonexistent 6 Nimmt! championship, his planted source was the only one, and with Wikipedia lending apparent authority, it became a sure-fire way to fool an AI into presenting falsehood as fact - a trick simple enough for non-technical users to pull off.
"I didn't do anything novel here. This is old school SEO and misinformation tactics wrapped in new LLM technology and interfaces," Stoner told The Register in an email. "What's changed is that AI now serves these results as authoritative, and most users have no idea how the data pipeline works behind the scenes." 
A Large Language Mess
"The thing LLMs are worst at detecting is the thing they're designed to do, which is trust text and resources," Stoner argues in his writeup. "The answer is not 'the model will figure it out,' as the model cannot tell a real source from one I registered last Tuesday. Or how many R's are actually in the word 'strawberry.'" 
The problem Stoner exposes in his experiment, he explains, involves three separate failure modes that could be exploited for more damaging ends than inventing a card-game championship.
First, there's the retrieval layer, which can immediately cause an LLM to spit out bad data, as "any LLM that grounds answers in web search inherits the trustworthiness of whatever ranks for a given query." 
Second is model training corpora, which Stoner said his edit could enter if the Wikipedia change remained live long enough to be scraped. The entry was removed as of last Friday when he published his post, but he made the addition in February 2025, meaning any AI firm that scraped Wikipedia during that window could have picked up his fictional victory in its training data.
"Even if the Wikipedia edit is reverted later, any model trained on the pre-revert dump still carries my legacy," Stoner said in his post. "The cleanup problem for corpus poisoning is genuinely unsolved as of 2026."
Stoner told us he plans to check this in six months or so, once new models have been released, and if it returns his championship without needing to go online, that's proof his lie made it into training data. 
Then there are AI agents, which Stoner says are where the real money is for anyone with malicious intent.


	Just like phishing for gullible humans, prompt injecting AIs is here to stay


	Three clues that your LLM may be poisoned with a sleeper-agent back door


	AI browsers face a security flaw as inevitable as death and taxes


	It's trivially easy to poison LLMs into spitting out gibberish, says Anthropic


"Chat models producing bad information is a reputational problem. Agents with tool access producing bad actions is a security problem," he noted. Poisoning an agent-retrieved source would let an attacker specify the action they want an agent to take, says Stoner.
"This attack and test was a $12 domain, a single Wikipedia edit, and about twenty minutes of my time," Stoner concluded in his blog. "Scale that up with a motivated adversary, a handful of seeded domains, a coordinated edit campaign across a dozen low traffic articles, and the attack surface gets interesting very quickly."
Stoner told us that retrieval poisoning is something LLM providers need to address and warn users about, and that he expects AI chatbots to start incorporating some sort of warning, especially for RAG-sourced results, in the near future. 
He hopes that AI firms will make data provenance a key component of their process, and also wants recent web content heuristically filtered to account for suspicious patterns that would have easily been caught in the 6 Nimmt! case: A single citation pointing to a domain that was registered within a short window of the Wikipedia update should have sounded alarms, but it didn't. 
The championship was fake, and it's now gone from Wikipedia and RAG responses as well, but Stoner notes the bad trust pattern that made it work is absolutely real and a looming problem for AI makers.
"I'm happy my article is spurring discussion about LLMs, sources, trust, and how all of this works," Stoner told us. "That was my goal and it appears I've achieved it." (r)
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    NASA boss: make Pluto a planet again

    
Despite looming science cuts, Isaacman finds resources to poke the planetary hornet nest    
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NASA Administrator Jared Isaacman delivered some potentially good news at a Senate hearing this week, as well as some slightly odd news: in an environment of constrained budgets, the space agency was somehow finding resources to contest the decision to relegate Pluto from planet status.
"I am very much in the camp of 'Make Pluto A Planet Again'," Isaacman told the members of the Senate Subcommittee on Commerce, Justice, Science, and Related Agencies.
"I would say we are doing some papers right now on a position that we would love to escalate through the scientific community to revisit this discussion and ensure that Clyde Tombaugh gets the credit he received once and rightfully deserves to receive again."
Isaacman was responding to US Senator Jerry Moran (R-KS), the chair, who brought up the subject.
Clyde Tombaugh, a US astronomer, discovered Pluto in 1930. Pluto was classified as a planet until 2006, when the International Astronomical Union (IAU) adopted a set of criteria for planetary status. To be classified as a planet, an object had to be in orbit around the Sun - check. It had to be nearly round under its own gravity - check. It had to clear the neighborhood around its orbit - nope ... so Pluto was reclassified as a dwarf planet, and the argument over that decision has continued ever since.
It is into this controversy that Isaacman has tossed the agency's hat. While scientific debate is to be commended, given that the budget request Isaacman was defending would cut NASA science spending by almost half, "Make Pluto A Planet Again" seems a curious diversion for the limited resources that could be left within the agency.
Pluto was, of course, famously imaged by NASA's New Horizons probe. This is the same mission that could be on the chopping block if the budget request Isaacman was defending were to be approved. The principal investigator for the New Horizons mission, Dr Alan Stern, is very much on the side of Pluto being classified as a planet once again, judging by his comments on the IAU decision in Chasing New Horizons, which chronicles the mission.
Otherwise, the hearing was largely a retread of one earlier this week in which Isaacman accepted congratulations for the successful Artemis II mission, while also trying to explain how NASA would be able to undertake the ambitious goals set for the agency, such as establishing a moonbase, all while living with a reduced budget. Not all the lawmakers appeared convinced.


	Despite proposed science cuts, NASA boss says 'We haven't canceled anything yet'


	Nancy Grace Roman Space Telescope trumps Trump cuts, is launch-ready ahead of schedule


	NASA working on 'Big Bang' upgrade to keep the Voyagers alive for longer


	Artemis II astronaut: 'I have two Microsoft Outlooks, and neither one of those are working'


While much of Isaacman's testimony will have worried scientists, pondering what the administrator meant by launching with 70 percent of a mission's planned capability, there were a few glimmers of light. Last week, NASA boasted that the Nancy Grace Roman Space Telescope would be ready for launch ahead of schedule in September this year.
During the hearing, Isaacman hinted that it could be ready sooner than that. He told Senator Chris Van Hollen (D-MD): "You may in the near future be adjusting your marks to talk about Nancy Grace Roman launching in August instead of September."
For some, an earlier launch date is proof that efficiencies are indeed possible in NASA's bloated and forever-delayed programs. For others, there will be a lingering worry: have any important steps been skipped to bring the mission in ahead of schedule? (r)
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    CISA flags data-theft bug in NSA-built OT networking tool

    
GrassMarlin leaks sensitive information, provided your targeting phishing skills are sharp enough    
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The Cybersecurity and Infrastructure Security Agency (CISA) is warning anyone who uses GrassMarlin, a tool developed by the National Security Agency (NSA), about a new vulnerability that attackers can use to snoop on sensitive information.
First reported by Grady DeRosa, senior industrial pentester at Dragos, the weak spot affects all versions of GrassMarlin, a tool developed and open-sourced by the NSA to support network security at critical infrastructure organizations, industrial control systems, and SCADA networks.
GrassMarlin went EOL in 2017, so there are no fixes in the works. CISA just recommends to ensure control systems and devices are not accessible via the open internet, firewalled networks and devices are isolated from business networks, and remote access is established securely.
CISA did not - in typical fashion - offer too many details regarding CVE-2026-6807 (5.5), but confirmed that successful exploits could lead to sensitive information being disclosed.
However, in an advisory published on Tuesday, it said: "The flaw stems from insufficient hardening of the XML parsing process."
These types of attacks (CWE-611) affect products that process XML files. GrassMarlin primarily uses the XML format to save session files, using many files to save different kinds of data, including lists of nodes and edges, node positioning, colors, and session metadata, before bundling them into a ZIP archive and saving them using a .gm3 extension.
Often referred to as XML External Entity (XXE) attacks, these typically involve tricking a system owner into parsing a maliciously crafted XML file that has been tampered with to exfiltrate data.
This is a general overview of how XXE attacks play out. CISA did not define how CVE-2026-6807 could be exploited specifically.
Anna Quinn, penetration tester at Rapid7, however, worked up a public proof-of-concept exploit and posted it to GitHub.


	Governments on high alert after CISA snuffs out Firestarter backdoor on fed network


	Anthropic's magic code-sniffer: More Swiss cheese than cheddar, for now


	CISA tells feds to patch 13-year-old Apache ActiveMQ bug under active attack


	Iran cyber actors disrupting US water, energy facilities, FBI warns


"Looking at the code for Grassmarlin, I determined that the likely vulnerable parameters had to do with the XML files ingested when opening stored sessions," Quinn wrote. "By crafting malicious requests I discovered I could induce an error in the message console within Grassmarlin. The cause and content of the error was properly stripped from all logs and output within Grassmarlin.
"However, OOB exfiltration of arbitrary files was possible by referencing an external host in the DTD. Some caveats did appear to apply, newer versions of Java could not be used on the system, meaning that Grassmarlin had to use the version of Java bundled in the installer. Additionally, many types of input would cause errors which would impede the exfil process. To bypass this, the content would be converted to base64 and then sent across multiple message chunks."
In a separate post on LinkedIn, Quinn noted that the bug won't pose too much of a threat to most organizations, and that it can only realistically be exploited via phishing - either between local users or external emails. (r)
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    AWS plants more tombstones in the application graveyard

    
Eleven up, ten down    
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On Tuesday in San Francisco at an event called "What's Next with AWS," CEO Matt Garman took the stage to announce that AWS is (for what, depending on how you count, is the seventh, eighth, or ninth time) moving up the stack and entering the applications business.
The batting lineup:

	Amazon Quick, formerly known as QuickSight, formerly known as Q Developer, formerly known as Q Business, formerly known as Q. This feels pretty damned close to being the fourth rebrand in roughly eighteen months. The press release announced that it was "generally available today." Garman, on the same stage, said the desktop app is "in preview." Amazon Quick's own VP, in his keynote, simply said they were "launching new technology that will change how work gets done," not bothering to specify whether that meant GA or preview. Pick a lane. Please?


	Amazon Connect Decisions, a supply-chain planning product. You may know its competitors: Workday, o9, Blue Yonder, Kinaxis, SAP.


	Amazon Connect Talent, an AI-driven hiring product. You may know its competitors: Workday, SAP SuccessFactors, Greenhouse, Eightfold, iCIMS.


	Amazon Connect Health, a clinical AI product. You may know its dominant incumbent: Epic, with 40-percent-plus EHR market share, plus deep ambient partnerships with Abridge, Ambience, and Microsoft's Nuance.


	Amazon Connect Customer, the rebrand of the original Amazon Connect contact-center product. Existing customers who log in this morning will find their console renamed without consultation. On stage, AWS framed this as "the birth of a new family.' Whether the existing Connect customer base reads it that way is a separate question.


	And the headline-grabber: Bedrock Managed Agents powered by OpenAI, plus Codex on AWS, plus a multi-year deal involving AWS training capacity for OpenAI. Sam Altman appeared via pre-recorded video, having (in his own words) had his schedule "taken away from me today"--an unusually candid way of describing the Musk lawsuit court date that ate his afternoon. The video itself ran roughly five minutes, was clearly a one-take, and featured the OpenAI CEO stumbling over the teleprompter on at least two occasions while announcing the partnership AWS had just spent the previous half-hour treating as a marquee product reveal. The vibe was "I have a court date in twenty minutes; record it once, send the file." Whose partnership is this exactly?


Got all that? Good. Now we can talk.
A brief tour of the application graveyard
To understand why this matters, it helps to remember AWS's track record on applications: that is, software intended to be used by humans, rather than infrastructure intended to be used by engineers building software for humans.
A non-exhaustive tour:

	Amazon WorkMail: announced January 2015, end-of-life March 31, 2027. A decade-long answer to a question nobody asked.


	Amazon WorkDocs: launched July 2014 as Zocalo, renamed January 2015, full shutdown April 25, 2025. The phrase "WorkDocs Drive" still produces a small flinch in anyone who encountered it.


	Amazon Honeycode: launched June 2020, beta ended February 29, 2024. Less than four years on the shelf.


	Amazon WorkLink: launched January 2019, full shutdown November 30, 2021. Two years and eleven months, cradle to casket.


	Amazon Chime: launched February 2017, end of support February 20, 2026. Quietly phased out, then loudly stopped.


	The original Amazon Q: announced November 2023, it's shockingly difficult to enumerate the version history without a whiteboard. Now reincarnated as Quick Suite (October 2025), which absorbed Q Business and rebranded QuickSight in the process.


	Amazon QuickSight: announced October 2015, GA November 2016, rebadged into Quick Suite October 9, 2025. Never visibly threatened Tableau or Power BI; now technically also doesn't exist under its own name.


The one application AWS shipped, kept shipping, and that customers actually bought at scale is Amazon Connect, the contact-center product. Aubrey rightly noted on stage that Connect handles 20 million customer interactions a day and processed 12 million AI minutes (which are presumably like regular minutes only far more expensive) last year. Connect is good. Connect's customers are happy. Connect works.
It's worth asking why.
Why Connect succeeded and the rest didn't
A contact center is, fundamentally, infrastructure dressed up as an application. It's a routing-and-recording system with phones and dashboards on top. Routing is a thing AWS is excellent at. Recording is a thing AWS is excellent at. Once you frame "phone calls are packet streams that need to be reliably handled and stored," it becomes the kind of problem AWS can throw infrastructure muscle at and win.
WorkMail was different. Calendaring, mail rules, Outlook integration, address-book sync--those require you to know things about how humans actually work, not just how to scale an SMTP server. Microsoft has fifteen thousand person-years invested in Outlook. AWS launched WorkMail with the AWS console as its admin UI. The outcome was highly predictable and very depressing.
The pattern repeats: Honeycode required application-builder taste of the kind Glide and Retool spent years developing, not the taste of Amazon's website. WorkDocs required you to out-Google Google Docs. Chime required you to out-Zoom Zoom. Every time, AWS brought infrastructure-grade muscle to problems that demanded application-grade taste, and every time, AWS underperformed. The exception was Connect, because contact centers were infrastructure all along.
The same bet in nicer wrapping
Connect Decisions wants to compete with twenty- and thirty-year-old domain leaders in supply-chain planning. Its press release headline customer metric is "$85K of excess inventory savings in the first quarter," at a company called Wells Vehicle Electronics. For context: SAP, o9, Blue Yonder, and Kinaxis routinely cite seven- and eight-figure savings per deployment. $85K is, in supply-chain terms, well within the range of "the cost of running the planning meeting exceeded the savings." On stage, Wells and the only other named Decisions customer, TVS Motors, were described as "partners" who are "bringing the product into meetings and into discussions"--candid framing that reads as design-partner language. Y'know: pre-revenue.
Connect Talent's product page--the only one of the four new Connect SKUs that's actually live at this writing--says "Now available in Preview." It says nothing, in the section describing AI-led voice interviews, about New York City's Local Law 144, the EEOC's 2023 AI hiring guidance, or the EU AI Act's high-risk-system rules. For an AI hiring product launching in 2026, that's a conspicuous absence.
In fairness, the launch positioning makes clear that Connect Talent is aimed at high-volume hiring--Amazon's own seasonal warehouse staffing scale, plus retail, hospitality, customer support, and logistics. This isn't aimed at AI-screening engineering candidates, and it would be unfair to characterize it that way. It is, however, aimed precisely at the volumes where bias amplifies most efficiently, and precisely at the scenario Local Law 144 was written to address. "We're only doing this at scale" is not a get-out-of-compliance argument; it is the reason compliance posture matters most.
The page does promise that "every recommendation comes with clear, job-related reasoning and consistent evaluation standards, so when you make a hiring decision, you can demonstrate best practices and help your organization comply with hiring requirements." Translation: the customer is responsible for compliance. The vendor isn't volunteering anything specific. That's a landmine waiting for someone to stumble onto, and their terms of service make it very clear that it's the customer's responsibility, not AWS's. Connect Health appeared on stage with exactly one launch partner (NetSmart, a behavioral-health and post-acute IT vendor) and a pre-recorded video of physicians complaining about documentation burden. If you're a health-system CIO who watched the keynote expecting an Epic integration story, you saw what wasn't said.
Who, exactly, is the customer?
The strongest workflows demonstrated on stage all starred an Amazon employee.
The Quick desktop demo walked through prepping a customer meeting--pulling roadmap files "from my machine," account-team emails, internal Slack threads. That's an AWS field rep prepping for a customer call. Connect Decisions's pitch leaned heavily on "Amazon's 30 years of supply-chain experience" and the team that manages 400 million SKUs. Connect Talent's heritage story is Amazon's own seasonal hiring scale. Connect Health's flagship deployment is One Medical, an Amazon subsidiary. The Garman/White fireside's strongest agentic-development anecdote was Amazon's Prime Video team rewriting an internal payments system in two quarters with a handful of people.
This is consistent with the explicit framing on stage: AWS built these tools to run Amazon's own business, and is now offering them to customers. That is an honest origin story. It is also the same starting point as WorkMail and Honeycode and Chime: a tool built for Amazon's own use, projected outward, in the hope that the rest of the market wants the same thing, only to discover that it absolutely doesn't.
Whether AWS can capture external markets on its own with this generation of products remains to be seen. The demos, for now, suggest that the strongest customer is also the vendor.

And then there's "humorphism"
On stage, Connect's new design philosophy was introduced as humorphism: a coined word framed as the "dynamics of human interaction" answer to skeuomorphism's "physics of objects." This is, on its merits, an analogy that does not survive contact with daylight. Skeuomorphism described a real industry-wide visual translation pattern with decades of adoption. Humorphism describes one company's UX intent and asks the analogy to ride along. In keeping with AWS naming style, it starts with the root word "humor", yet is completely unfunny.
Whoever named this will, with luck, be promoted to a role with no naming responsibilities.
And meanwhile, Anthropic
I would be remiss not to mention this. AWS invested several/many/a horrifying number of billions of dollars in Anthropic. Today's keynote anchored on a brand-new opinionated agent SKU for OpenAI, with Codex on AWS, with AWS training capacity for OpenAI, and with the aforementioned five-minute Altman teleprompter outtake.
Anthropic's "moment," in case you missed it--and you probably did--arrived one week earlier in the form of a quietly published AWS Machine Learning blog post announcing that Claude Cowork and Claude Code Desktop now run on Amazon Bedrock. No keynote, no Dario video, just a blog. I've launched various shitposts with more fanfare.
AWS made a multi-billion-dollar Anthropic investment, and treated the corresponding Bedrock launch as a Tuesday blog post. AWS announced an OpenAI partnership eight weeks in the making, gave it the keynote anchor, and got back a five-minute video from a CEO who plainly had somewhere better to be. This could be deliberate news management. It could also be that Anthropic got the rolling-moment treatment because OpenAI is the partner whose models AWS customers are loudly demanding. Either read is interesting, but neither makes it particularly easy for the AWS marketing team to hold the "we are the place you can run both leading frontier models" line with a straight face for the remainder of the year.
The kicker
AWS is excellent at infrastructure. AWS is also, increasingly, a hundred-billion-dollar-plus business that believes its scale should substitute for domain depth in adjacent markets. The historical evidence says it cannot. Connect was the exception, because contact centers were infrastructure all along. Today's bet--the four-product Connect family, the third Q rebrand in eighteen months, the OpenAI anchor--extends the Connect brand across three new buying centers and assumes the bet generalizes.
I will sign up for Quick Desktop today, because it might genuinely be useful, and the early adopters (some of whom I even trust) claim it is. I'll give it a fair shake and tell you what I find. But the betting line on this entire launch should be priced against twenty years of AWS-application history. The graveyard is full. The new tenants have impressive nameplates.
Place your wagers accordingly. (r)
    






        





This article was downloaded by calibre from https://go.theregister.com/feed/www.theregister.com/2026/04/29/aws_whats_next_application_graveyard_corey_quinn/



	Previous
	Articles
	Sections
	Next





	Previous
	Articles
	Sections
	Next







    
        Original URL: https://www.theregister.com/2026/04/29/github_woah_a_genuinely_helpful/
    

    GitHub: Zounds, a genuinely helpful AI-assisted bug report that isn't total slop! Here, Wiz, take this wad of cash

    
Claude ploughs through months of work in rapid time, helps Wiz researchers nab lucrative award    


    
        By 
Connor Jones        
    

    
        Posted in Security,
        
            29th April 2026 13:02 GMT
        
    


    
Wiz researchers are set for a tidy payday thanks to their discovery of a high-severity flaw in GitHub's git infrastructure that handed remote attackers full read/write access to private GitHub repositories using a single command.
In disclosing the bug this week, the Google-owned security shop also said its findings could represent a turning point in the way vulnerabilities are discovered in closed source software.
Wiz published its findings related to CVE-2026-3854 (8.8) on Tuesday.
The company's researchers have tinkered with GitHub for two years but throughout this time, reverse-engineering it was seen as too great a task, given the scale of its internal binaries.
They used Claude Code to take a lot of the legwork out of the process, and were able to go from idea to working exploit in less than 48 hours.
"By leveraging AI-augmented tooling, particularly automated reverse engineering using IDA MCP, we were able to do what was previously too costly," Wiz blogged. "Using AI, we rapidly analyzed GitHub's compiled binaries, reconstructed internal protocols, and systematically identified where user input could influence server behavior across the entire pipeline. 
"Thanks to this new capability, we found a fundamental flaw in how that input flows through GitHub's multi-service architecture."
Wiz said that in the pre-AI days, findings of this kind would have taken months' worth of manual analysis by those with extensive experience. It is carried out more quickly and easily using generic AI tools - a boon to both defenders and attackers.
The bug explained
Wiz has the full technical rundown of how the vulnerability works, but it is concisely summarized as a flaw in how GitHub's internal services blindly trust user inputs when processing push requests.
Push options are an intentional feature of the git protocol designed to send key-value strings to a server. These options are packaged into internal X-Stat HTTP headers that are passed between services.
However, the vulnerability exploited the way in which user-supplied push option values were blindly trusted and incorporated into the internal metadata of a push request. 
Crucially, the metadata here is separated by a delimiter character - a null byte - which users could also type into push options. An attacker could abuse this delimiter character in their push command to trick a server into accepting it as a trusted internal value. 
Wiz originally tested the vulnerability on GitHub Enterprise Server (GHES), and found that an additional injection into an X-Stat field ensured the same exploit chain worked on GitHub.com too.
GitHub's response
As Wiz noted, GitHub responded to its disclosure and issued fixes for the vulnerability within six hours, as well as implementing additional hardening measures to prevent similar vulnerabilities from being as impactful in the future, should they manifest.
It also confirmed that no attacker had ever carried out the attack on GitHub.com, although it advised GHES customers to check their access logs for signs of abuse.
Alexis Wales, GitHub's CISO, thanked Wiz for the discovery and said it is rewarding the team with one of the biggest-ever payouts in the history of GitHub's bug bounty program.
"GitHub greatly appreciates the collaboration, professionalism, and partnership that Wiz has shown throughout this process," she said. 
"A finding of this caliber and severity is rare, earning one of the highest rewards available in our bug bounty program, and serves as a reminder that the most impactful security research comes from skilled researchers who know how to ask the right questions. 


	Google claims to have all the answers for enterprise AI agent sprawl


	Two different attackers poisoned popular open source tools - and showed us the future of supply chain compromise


	AI recruiting biz Mercor says it was 'one of thousands' hit in LiteLLM supply-chain attack


	Infosec exec sold eight zero-day exploit kits to Russia, says DoJ


"As the landscape evolves, these close partnerships with talented hunters and researchers are more important than ever."
Even though CVE-2026-3854 was given an 8.8 CVSS rating by the National Institute of Standards and Technology (NIST) - one rung down from the top "critical" classification - both Wiz and GitHub view it as more impactful than the severity score suggests.
Beyond saying it had given Wiz "one of the highest rewards available in our bug bounty program," the Microsoft source shop did not name a figure. Per the rewards guide from GitHub's bug bounty, critical vulnerabilities typically earn researchers between $20,000 and $30,000, although the company is known to issue greater sums for especially impactful flaws.
For example, the most lucrative bug to date was reported in 2023, and GitHub awarded $75,000 for the since-patched flaw, which had allowed access to the environment variables of a production container.  (r)
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    GitHub says sorry and vows to do better as uptime slips and devs complain

    
After Hashicorp co-founder blasts the source shack and numbers slide    


    
        By 
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            29th April 2026 11:00 GMT
        
    


    
Microsoft's code hosting shack Github has published a lengthy mea culpa about its availability and reliability woes - one that includes the words "we are sorry."
[image: outage]
GitHub appears to be struggling with measly three nines availability

READ MORE
Developers using the service have faced repeated downtime, and the apology comes just hours after Hashicorp co-founder Mitchell Hashimoto declared the platform is "no longer a place for serious work", announcing plans to move his terminal emulator project, Ghostty, elsewhere.
GitHub highlighted several recent incidents in its post. On April 23th, a Merge Queue bug caused merge groups containing more than one pull request to produce incorrect commits.
"In affected cases," notes GitHub, "changes from previously merged pull requests and prior commits were inadvertently reverted by subsequent merges."
Then on April 27th, parts of the user interface dependent on search stopped showing results after GitHub's Elasticsearch cluster became "overloaded (likely due to a botnet attack)." GitHub is still working on a root cause analysis.
The problems are not new. In February, The Register noted that GitHub was struggling with availability. Uptime for the service, according to a reconstructed status page, dropped below 90 percent in 2025, and the trend has been downward. April's uptime is now below 85 percent.
AI is a factor, according to the source shack: "The main driver is a rapid change in how software is being built. Since the second half of December 2025, agentic development workflows have accelerated sharply."
In between the handwringing, GitHub admits it had planned to up capacity by 10X and said it began work to do this in October 2025. However, by February this year, it became clear that 30 times as much capacity is required. GitHub has since scrambled to deal with the issues.
"Our priorities are clear: availability first, then capacity, then new features. We are reducing unnecessary work, improving caching, isolating critical services, removing single points of failure, and moving performance-sensitive paths into systems designed for these workloads."
What about the migration to Azure? That is not the culprit. GitHub says the migration has actually helped, allowing it to "stand up a lot more compute" quickly.


	IBM's AI coding 'partner' Bob hits general availability


	Microsoft's GitHub shifts to metered AI billing amid cost crisis


	Tokenmaxxing isn't an AI strategy


	Claude Opus 4.7 has turned into an overzealous query cop, devs complain


Yesterday, Hashimoto complained in a post on his website:
"For the past month I've kept a journal where I put an 'X' next to every date where a GitHub outage has negatively impacted my ability to work. Almost every day has an 'X'. On the day I am writing this post, I've been unable to do any PR review for ~2 hours because there is a GitHub Actions outage."
GitHub's apology was penned by Chief Technology Officer, Vlad Fedorov, who closed with: "We hear the pain you're experiencing. We read every email, social post, support ticket, and we take it all to heart."
"We're sorry."
Restoring developer confidence to pre-crisis levels - when it was the go-to place for stashing code and collaborating on projects - will take more than words.
(r)
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    Oracle plans to power its New Mexico mega datacenter with a 2.45GW fuel cell farm

    
No sense in OpenAI stressing over its cloud bills if Oracle can't get the lights on    
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            28th April 2026 21:58 GMT
        
    


    
Close on the heels of a report that OpenAI has missed revenue targets and may not be able to pay its future bills, compute partner Oracle is keeping calm and carrying on with a massive new datacenter complex in the New Mexico desert.
It seems like founder and chairman Larry Ellison is less concerned about whether Sam Altman can afford rent at the complex, than figuring out how to power it.
This week, the database giant announced an expanded collaboration with Bloom Energy to deploy 2.45 gigawatts -- the equivalent of two or three nuclear reactors -- of fuel cell generators alongside the datacenter complex. Previously, Oracle had committed to purchasing 1.2 gigawatts of Bloom fuel cells with the option to expand to 2.8 gigawatts.
Fuel cells are one of several energy sources hyperscalers have adopted to supplement grid power in areas where local utilities either can't or won't meet demand on their own. 
President Trump's demand that datacenters shield voters from higher power bills has no doubt factored into Oracle's decision as well. Ellison is a big supporter of the Make America Great Again (MAGA) movement after all, and has contributed mightily to Republican political campaigns in recent years. 
Among the alternative energy sources being explored, small modular reactors (SMRs) and orbital datacenters have gotten a considerable amount of attention as of late. And while Oracle does plan to employ SMRs in the future, that's unlikely to happen before the end of the decade.
That leaves gas turbines, which are also in short supply, and fuel cells, like those developed by Bloom Energy to bridge the gap.
Oracle originally planned to use a combination of gas and diesel generators to power the campus, codenamed Project Jupiter.


	Trump admin pays wind developers to quit, back fossil fuel projects


	The crypto-to-AI bandwagon jumpers' club just landed another member: Core Scientific


	Meta to power its bit barns with energy from space


	Datacenter boom keeps dirty coal plants alive in the US


The switch to fuel cells isn't quite the sustainability win you might think. Unlike the fuel cells used in space flight, Bloom's primarily run on natural gas. They can be converted to run on hydrogen, but for that to work, you also have to find a supply of H2 that was sustainably sourced, which is harder than it sounds. 
Oracle is pitching it as a green move nonetheless. Fuel cells don't require combustion to produce power, which cuts down on the amount of smog-generating emissions. That should certainly help Oracle avoid repeating xAI's PR disaster over the use of portable gas generators in Memphis, Tennessee. 
Oracle was also keen to point out that fuel cells only consume a small amount of water compared to combustion alternatives. Oracle has already made the decision not to use water-hungry evaporative coolers on site. That means the datacenters won't consume much water directly.
When can we expect Oracle's first fuel-cell power data hall to come online? The company hasn't said.
However, Oracle has been in touch to confirm construction of the datacenter campus is already underway, but stopped short of providing a concrete timeline for completion. "Oracle expects construction milestones for the campus will move forward on time and according to plan," a company spokesperson told El Reg. (r)
Updated on April 29 with comment from Oracle.
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    Tenstorrent's Galaxy Blackhole AI servers escape the event horizon

    
RISC-V-based systems pack 32 Blackhole accelerators in a 6U, $110K chassis    
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Tenstorrent on Tuesday announced the general availability of its Galaxy Blackhole AI compute platform.
Each of the startup's 6U systems is packed with 32 of the Blackhole accelerators we looked at last fall. The chips are interconnected in a dense Ethernet mesh by 100 Tbps of aggregate bandwidth.
Combined, Tenstorrent says each Galaxy system features 1 TB of GDDR6, 16 TB/s of memory bandwidth, and 23 petaFLOPS of dense FP8 performance, all in a system that'll set you back only $110,000.
To put that in perspective, Nvidia's eight-way DGX boxes, while faster and higher capacity, will set you back somewhere between three and five times that.
However, Tenstorrent's mesh network isn't limited to a single node. Much like Google's TPU or Amazon's Trainium2 clusters, it can be extended to support larger models, higher throughput, or more interactive user experiences by adding more systems and adjusting the ratio of tensor and pipeline parallelism.
Tenstorrent's base Galaxy Supercluster will set you back $440,000 and features four Blackhole systems, but the architecture can support up to 144 nodes with more than four thousand chips.


Curious about Tenstorrent's Blackhole chips? Check out our hands-on review here.


Jasmina Vasiljevic, senior fellow at Tenstorrent, tells us the software stack has improved considerably since we first went hands-on with the hardware. At the time, model support was quite limited and what did run hadn't been optimized for the hardware yet. This mismatch resulted in generally poor performance scaling in our testing.
We're told this is no longer the case, and that considerable effort has not only been made to port new models to the hardware but also to improve performance, despite actually downgrading the chip's performance just a few months earlier.
At least for DeepSeek V3, Tenstorrent claims its four-node Blackhole Galaxy Superclusters can process a 100,000 token prompt -- the equivalent of 166 pages of text -- in less than four seconds.
Meanwhile, we're told the systems can churn out up to 300 tokens a second per user, and that they expect to increase that to 350 through software refinements in the near future.
We'll note that Tenstorrent doesn't specify the batch size used in these tests, which is an important metric for evaluating how an AI system will scale in production. Achieving 350 tokens a second for a single user is a lot less impressive than it is to scale that performance to 32 or 64.
Tenstorrent does say that it's able to scale effectively from batch eight all the way up to 64 on the platform, depending on throughput and interactivity demands.


	Forget one chip to rule them all: With TPU 8, Google has an AI arms race to win


	No-Nvidia interconnect club delivers 2.0 spec before v1.0 silicon ships


	Alibaba has made 470,000 AI chips, admits they're inferior and may always be


	Decoding Nvidia's Groq-powered LPX and the rest of its new rack systems


In addition to large language models, Tenstorrent is positioning Galaxy Blackhole as an ideal platform for video generation. On a four-node supercluster, the startup says it can generate 720p video faster than real-time. 
Vasiljevic tells us additional frontier models like Moonshot AI's Kimi K2 are in the works, and her team has developed a Python-based programming interface for writing optimized kernels in order to keep bringing new models to the platform.
"Ninety percent of models from Hugging Face just run on Tenstorrent," the company wrote in a release. This is a big claim and one we look forward to putting to the test.
If you'd prefer to try before you buy, Tenstorrent's hardware is seeing adoption by several large datacenter, colocation, and neocloud providers, including Cirrascale, Equinix, and Japan's ai&. We expect the chip startup to share more during its TT-Deploy event on May 1. (r)
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